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Abstract

In this modern era, many devices and sensors collect data with spatial and temporal
characteristics. This type of data is referred to as spatio-temporal data and can be used
to derive valuable knowledge about themobility patterns of people. As a result, different
organizations are increasingly interested in using this knowledge tomake a social impact
and improve people’s lives.
The process of extracting knowledge and discovering patterns in data fall within the

realm of data mining. This thesis presents two data mining applications, focusing on
trajectory data, a specific type of spatio-temporal data related to the movement traces
of moving objects, especially humans and vehicles. The two applications presented aim
to derive people’s mobility patterns and gain insights about these, making it possible to
make informed decisions.
The first application focuses on detecting wandering behavior in people with demen-

tia by identifying the problem as a trajectory anomaly detection problem. A system
architecture with an integrated anomaly detection approach is developed and imple-
mented to analyze the real-time movement behavior of a person with dementia to de-
tect their anomalous trajectory. The system can also initiate and manage a rescue mis-
sion involving relatives and volunteers if the detection result is positive. The application
aims to alleviate relatives and help persons with dementia in case they are in need.
The second application focuses on different approaches to estimating travel demand

in urban traffic networks based on observations, at certain locations, of vehicles that tra-
verse the roads of a traffic network. In particular, the focus is on a bi-level optimization
problem formulation: The dynamic origin-destination problem, which is especially
computationally expensive to solve. For this reason, a new (surrogate model-based) ap-
proach is proposed and compared against existing classical approaches to determine the
best and highlight different advantages and disadvantages. The application aims to de-
velop and determine the best approach for travel demand estimation, which is essential
when improving transportation facilities and infrastructure.
The overall contributions are highlighted for each application presented, and various

open problems and future work are discussed.
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Dansk Resumé

I denne moderne tidsalder indsamler et stigende antal enheder og sensorer data
med rumlige og tidsmæssige karakteristika. Denne type data betegnes som rum-
tidsrelaterede data og kan bruges til at udlede viden ommenneskers mobilitetsmønstre.
Som følge heraf er organisationer i stigende grad interesseret i at bruge denne viden for
at kunne gøre en social forskel og forbedre folks liv.
Processen med at uddrage viden og finde mønstre i data falder inden for rammerne

af data mining. I denne afhandling præsenteres to anvendelser af data mining, der
fokuserer på banedata (eng. trajectory data), en særlig type af rum-tidsrelaterede data,
der vedrører objekters bevægelsesspor, især mennesker og køretøjer. De to præsen-
terede anvendelser har til formål at udlede menneskers mobilitetsmønstre og få indsigt
i disse, hvilket gør det muligt at træffe informerede beslutninger.
Den første anvendelse fokuserer på at detektere vandringsadfærd hos demente per-

soner ved at identificere problemet som et baneanomalidetekteringsproblem. Der ud-
vikles og implementeres en systemarkitektur med en integreret tilgang til anomalide-
tektion for at analysere en dement persons bevægelsesadfærd i realtidmed henblik på at
opdage deres unormale bevægelsesbane. Systemet kan også iværksætte og styre en red-
ningsmission, der involverer pårørende og frivillige, hvis detektionsresultatet er posi-
tivt. Formåletmed applikationen er at lette pårørende og hjælpe personermed demens,
hvis de er i nød.
Den anden anvendelse fokuserer på forskellige metoder til estimering af rejseefter-

spørgslen i trafiknet i byer baseret på observationer, på bestemte steder, af køretøjer der
kører på vejene i et trafiknet. Der fokuseres især på en bi-niveau optimeringsproblem-
formulering: Det dynamiske oprindelses-destinations problem, som er særligt bereg-
ningsmæssigt dyrt at løse. Derfor foreslås en ny (surrogatmodelbaseret) tilgang, som
sammenlignes med eksisterende tilgange for at bestemme den bedste og fremhæve
forskellige fordele og ulemper. Formålet med anvendelsen er at udvikle og fastlægge
den bedste metode til estimering af rejseefterspørgsel, hvilket er et vigtigt skridt, når
man ønsker at forbedre transportfaciliteter og infrastruktur.
De overordnede bidrag fremhæves for hver af de præsenterede anvendelser, og

forskellige åbne problemer og fremtidigt arbejde drøftes.
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Preface

This thesis is the result of my work as a Ph.D. student at the University of Southern
Denmark (SDU) under the supervision of Marco Chiarandini and the co-supervision of
Kristian Debrabant.
The thesis consists of five papers I have authored and co-authored, based on work

conducted on two main projects with different scopes. The overall theme and prob-
lems tackled in the papers can nonetheless be identified to fall under the field of spatio-
temporal data mining, particularly trajectory data mining, as they present specific ap-
plications of trajectory data mining for learning human mobility patterns.
The thesis is divided into three chapters: First comes an introduction (Chapter 1) that

describes the overarching themes and general area of trajectory data mining, along with
methodologies present throughout the work included in this thesis. Then in Chapter 2
the first application of trajectory data mining is presented. This chapter is based on the
four papers:

1. N. S. Andersen and M. Chiarandini. “Together about Dementia”. In: Pro-
ceedings of the Thirty-First International Joint Conference on Artificial
Intelligence, IJCAI 2022, Vienna, Austria, 23-29 July 2022. Ed. by L.D.
Raedt. ijcai.org, 2022, pp. 5888–5891. doi: 10 . 24963 / ijcai . 2022 / 846.

2. N. S. Andersen, M. Chiarandini, and J. Mauro. “Wandering and getting
lost: the architecture of an app activating local communities on de-
mentia issues”. In: 3rd IEEE/ACM International Workshop on Software
Engineering for Healthcare, SEH@ICSE 2021, Madrid, Spain, June 3,
2021. IEEE, 2021, pp. 36–43. doi: 10 . 1109 / SEH52539 . 2021 . 00014.

3. N. S. Andersen,M. Chiarandini, S. Jänicke, P. Tampakis, andA. Zimek. “Detecting
WanderingBehavior of PeoplewithDementia”. In: 2021 International Confer-
ence on Data Mining, ICDM 2021 - Workshops, Auckland, New Zealand, December
7-10, 2021. IEEE, 2021, pp. 727–733. doi: 10.1109/ICDMW53433.2021.00095.

4. A. Cenci, S. J. Ilskov, N.S. Andersen, and M. Chiarandini. “The value-sensitive
design of a smartphone app targeting citizens with dementia in a Dan-
ish municipality”. Submitted to Applied Artificial Intelligence. 2022.

In the subsequent Chapter 3 the second application of trajectory data mining is pre-
sented. This chapter is based on the paper:

5. N. S. Andersen, M. Chiarandini, and K. Debrabant. “A Comparison
of Different Approaches to Dynamic Origin-Destination Matrix
Estimation in Urban Traffic”. Submitted to Transportmetrica B:
Transport Dynamics. 2022. doi: 10 . 48550 / ARXIV . 2202 . 00099.

ix
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The listed papers have been extensively updated to fit the format of the thesis. This
means that references have been added between papers, where possible, and terminol-
ogy and definitions have been updated to align better with the content introduced in
Chapter 1.
Moreover, additional descriptions and references in [3] to generated and used experi-

mental data have been included, which were originally left out due to space constraints.
Extra illustrations and/or descriptions have furthermore been added to the papers [2]
and [3].
At the start of Chapter 2 and 3, the constituent papers and their content, aims, and

goals are summarized. Contributions, challenges, and open problems are subsequently
highlighted right after the relevant, andupdated papers have been given in their entirety.
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1 Introduction

Figure 1.1: An overview of typical trajectory data mining tasks (inspired by [6, 7, 8, 9]).

This chapter aims to introduce the fundamental elements necessary to contextualize
themain parts of the thesis, making it possible to highlight the contributions of the thesis
and describe challenges, future work, and other exciting research avenues. In particular,
this chapter introduces the field of trajectory data mining which can be identified as a
particular research area within spatio-temporal data science. Furthermore, the field of
transportation planning is brieflymentioned to emphasize that travel demandmodeling
in transportation planning is an application area for trajectory data mining.

The introduction has been compiled based on several existing literature reviews and
surveys mentioned and referred to throughout the different sections of this chapter.
Furthermore, to make the structure of this chapter clear, it is structured in the following
way: Trajectory data mining tasks are introduced and described in their own separate
sections following the overview in Figure 1.1. Each section may include “Definition”
blocks describing essential terms and concepts. Each section also includes a concise
summary of the specific trajectory data mining task in a “Task” block.
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1 Introduction

1.1 Trajectory Data Mining

The field of trajectory data mining has seen intensive and extensive research in recent
years. As a result, several books, literature reviews, and surveys that comprehensively
map the area exist (see, e.g., [6, 7, 8, 9, 10, 11, 12, 13, 14, 15]. These books, literature reviews,
and surveys organize, highlight, and describe general trajectory data mining tasks and
the corresponding techniques usually used to accomplish the tasks. Furthermore, the
literature typically also introduces application scenarios to highlight the specific data
mining tasks encountered in different domains and describes how techniques can be
tailored or directly used.
As a recent and extensive list of literature already exist, in this chapter, we thus primar-

ily focus on themethodology rather than exhaustively listing all the techniques adopted
and described in detail in previous research. In this context, Figure 1.1 gives an overview
of the area covered in this introductory chapter, along with what awaits in the following
two chapters.

1.1.1 Trajectory Data Collection

It is possible to identify four main categories of objects, typically of interest, when it
comes to learning their position over time. These four categories are vehicles, animals,
humans, and natural phenomena (e.g., meteorological, geological, oceanographic) [7].
When wanting to learn about the position of an object over time, one of the first prob-
lems typically encountered is how to accurately and reliably estimate single spatial points
of an object.

Definition 1.1.1.1 (Spatial point). A spatial point 𝑝 = [𝑥, 𝑦] ∈ R2 records a position of an object
in a pre-defined space in terms of the coordinates 𝑥 and 𝑦.

This specific problem is related to the term positioning, defined as “the capability of
locating the physical position of an object in a predetermined space” [16], and the term
is often linked with real-time characteristics [17]. Positioning technologies and techniques
are thus primarily concerned with estimating single positions. The research field study-
ing positioning technologies and techniques has advanced significantly, and there are
nowmany technologies broadly available that can provide information about a moving
object’s position over time.

Definition 1.1.1.2 (Positioning technology). A positioning technology is the infrastructure
components and devices required to capture the necessary data needed for the application of a
positioning technique.

Definition 1.1.1.3 (Positioning technique). A positioning technique is the application of one
or more algorithms that, given the appropriate input data, is able to estimate the position of an
object.

It is possible to assess and evaluate positioning technologies and techniques based on
various metrics. For example, accuracy, precision, complexity1, scalability2, and cost3

1It is the computational resources consumed by all the infrastructure (hardware and software) required by
the positioning technology to provide accurate and precise positions.

2Refers to how well positioning technologies and techniques can be extended to spatially cover larger areas
and accommodate a greater number of users [18].

3It is the price paid in terms of money, time, space, and energy to install and maintain positioning infras-
tructure components and devices [19].

2



1.1 Trajectory Data Mining

Figure 1.2: An illustration of a raw trajectory 𝑇 = [𝑡𝑖]𝑖=1,...,𝑚 made up of a sequence of data points
that are tuples 𝑡𝑖 = (p𝑖 , 𝛿𝑖 , 𝑎𝑖) of position p𝑖 , timestamp 𝛿𝑖 , and other relevant informa-
tion 𝑎𝑖 , e.g., speed, acceleration, etc.

are a handful of the most common metrics used in the literature that review or survey
existing approaches (see, e.g., [18, 19, 20, 21, 22, 23, 24, 25, 26]). These metrics are essen-
tially used to indicate which positioning approachesmight be themost viable in specific
environments, conditions, and contexts.
Ultimately, through the application of positioning technologies and techniques, the

spatial and temporal (spatio-temporal) evolution of an object’s movement can be
recorded in terms of a raw trajectory, which is the trace of the continuous and true path
of the moving object sampled at discrete points in time. Thus, a raw trajectory consists
of a series of chronologically ordered data points representing the object’s movement.
To contextualize the concept of a raw trajectory see Definition 1.1.1.4 and the illustration
in Figure 1.2.

Definition 1.1.1.4 (Raw trajectory). A raw trajectory 𝑇 is a sequence of ordered data points
𝑇 = [𝑡𝑖]𝑖=1,...,𝑚 where each data point is a tuple 𝑡𝑖 = (p𝑖 , 𝛿𝑖 , 𝑎𝑖) consisting of a spatial point p𝑖

of coordinates, a corresondping timestamp 𝛿𝑖 at which the position of the point was sampled, and
a potential list of other descriptive properties 𝑎𝑖 (e.g., speed, acceleration, etc.). For each tuple 𝑡𝑖 ,
describing the raw trajectory, it holds that 𝛿1 < 𝛿2 < · · · < 𝛿𝑖 < · · · < 𝛿𝑚 [27].

Raw trajectory data can be classified as either explicit or implicit [13, 14], described next.
Furthermore, depending on the object category, it may be advantageous to associate
certain additional relevant information with the recorded data. The additional infor-
mation could be, e.g., details related to the geographical terrain, special delimitated ar-
eas (see Definition 1.1.2.1) that the trajectory is moving through, or traffic road network
data such as road name, type, and speed limit. Essentially, the raw trajectory data can
be turned into more meaningful semantic trajectory data (described in Section 1.1.2.5).

1.1.1.1 Explicit Trajectory Data

Explicit trajectory data directly capture the geographical position of an object over time
(as defined in Definition 1.1.1.4), usually recorded automatically at relatively small uni-
form time intervals. For this reason, explicit trajectory data is indeed well-structured
and capture spatio-temporal information at a very high level of detail and continuity
[13].

Satellite-based Positioning Satellite-based positioning is a representative technology
that directly produces explicit trajectory data. Satellite-based positioning provides the
capability of estimating the position of an object fitted with or carrying a receiver device

3



1 Introduction

Figure 1.3: Examples of trajectory data collection technologies based on image and video data (re-
produced from [9, 32]). (Left) human trajectories captured by a surveillance camera.
(Center) the monitoring of vehicle trajectories by UAV. (Right) the extraction of an ex-
plicit trajectory from a series of image frames.

(e.g., a smartphone), accepting time signals transmitted along a Line of Sight (LoS) by ra-
dio waves from satellites in space. The receiver converts the time signals from satellites
in LoS into a position on Earth through triangulation [28].
Due to the LoS constraint, satellite positioning is usually unfit for use inside build-

ings, in dense urban areas, underground, densely forested areas, etc., as the accuracy is
greatly affected in these settings, generally referred to as indoor environments. Nonethe-
less, in outdoor environments with no obstructions, the accuracy is usually within tens of
meters [29, 30] and provides reliable spatio-temporal data compared to non-satellite-
based alternatives. Another requirement of satellite positioning systems is that the re-
ceiver device must acquire knowledge of the satellites’ orbital elements, locations, and
ephemerides [28]. Consequently, the receiver device must stay online to update the
orbital elements, increasing power consumption - a critical parameter in mobile appli-
cations [31].
Satellite positioning is the most widespread type of positioning system as this type

of system is very scalable, cost-effective, and operates independently of telecommu-
nications carriers, mobile operators, and thus internet reception. GPS (US), GLONASS
(Russia), Galileo (EU), and BeiDou (China) are the fourmajor Global Navigation Satellite
Systems (GNSS) currently in operation.

Computer Vision-based Positioning Technologies that use surveillance cameras or
camera-equipped Unmanned Aerial Vehicles (UAVs) are another possible source from
which explicit trajectory data can be obtained. With these technologies, detailed trajec-
tory data is extracted from objects in the camera’s frame by localizing objects of interest
and tracking them through the sequence of captured image or video frames, as illus-
trated in Figure 1.3. Then, in an additional step, the series of positions in the frames can
be converted to geographical positions.
Surveillance cameras and UAVs have, for example, been used in several studies to ex-

tract pedestrian trajectories [33, 34, 35, 36], vehicle trajectories [37, 38, 39, 40, 41, 42], or
even both [43]. In these studies, images or videos are usually received from fixed lo-
cations with one or more cameras focusing on the same area/scene. This makes the
explicit trajectory data that can eventually be extracted limited to a relatively small ge-
ographical region compared to trajectory data captured by a GNSS receiver. Computer
vision-based technologies are indeed even more restricted by LoS constraints [19, 44].
Nonetheless, techniques have been proposed for constructing explicit global trajecto-
ries based on local ones captured and extracted from cameras focusing on very differ-

4



1.1 Trajectory Data Mining

ent scenes. This extends the use of computer vision-based technologies from a limited
local scope to a more global one (e.g., as it has been done in [45]).

1.1.1.2 Implicit Trajectory Data

Implicit trajectory data indirectly capture the geographical position of an object over
time. Implicit trajectory data primarily arise from events triggered intentionally or un-
intentionally and that log the position of the object that triggered the event. For ex-
ample, a social network sign-in, a bus or subway check-in, a credit card transaction,
the activation of a sensor, or the establishment of a connection to a wireless network
could constitute implicit trajectory data. However, because of the usual local scope and
sporadic or inconsistent nature of these events, implicit trajectory data generally lack
spatio-temporal detail and continuity [13]. Furthermore, as this type of data can come
from diverse sources and is typically unstructured, it requires additional data process-
ing operations to extract and organize the requisite spatio-temporal data necessary for
downstream trajectory data mining tasks.
Implicit trajectory data primarily arise fromnon-satellite-based positioning technolo-

gies. In this context, many classifications of non-satellite-based positioning technologies
(usually in the context of indoor positioning) have been developed and exist in the lit-
erature (see, e.g., [17, 18, 19, 22, 23, 24, 25, 26, 46, 47, 48, 49, 50, 51]). To get an overview and
narrow down the type of technologies within non-satellite-based positioning technolo-
gies that produce implicit trajectory data, we adopt and extend the classification of posi-
tioning technologies proposed in [13], as it also aligns with the classification of trajectory
data into implicit and explicit. In this case, implicit trajectory data can roughly be clas-
sified as arising from signal-based, sensor-based, and web and computer vision-based
positioning technologies.

Signal-based Technologies Signal-based technologies rely on electromagnetic (usu-
ally in the range of radio waves to infrared and visible light) and mechanical signals
(i.e., audible and ultrasonic sound). The technologies in question are characterized by
the use of communication protocols implemented by systems that depend on receivers,
transmitters, and transceivers, enabling communication and, thus, data transmission be-
tween these types of devices. In general, the communication between the devices allows
for determining the receiver’s relative position to the transmitter. It is done by convert-
ing characteristics of the communication signals and additional transmission protocol
data to measurable quantities like distance or angle that can be used to estimate the po-
sition of a receiver device 4.
Characteristics of the signals are, e.g., the signal strength and direction, while addi-

tional transmission protocol data could include, e.g., transmitter/receiver identifiers and
the connection/disconnection time.
Concrete signal-based technologies can be further categorized based on the signal

transmission distance. For example, short-range technologies include Radio Frequency
Identification (RFID), Ultra Wideband (UWB), Infrared Data Association (IrDA), Blue-
tooth, ZigBee, WiFi, Visible Light Communication (VLC), ultrasound, andmany others.
On the other hand, LongRangeWideAreaNetwork (LoRaWAN), Sigfox usingUltraNar-
rowband (UNB), Narrow Band-Internet of Things (NB-IoT), and globally standardized
and open network technologies used in cellular networks such as GSM, UMTS, LTE, and
NR are typical long-range signal-based technologies that can be used for positioning. A

4Time-of-Flight (ToF) and Angle-of-Arrival (AoA) are classical methods that can be applied.
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Figure 1.4: Sensors installed along specific roads for automatic vehicle counting.

common requirement for all of these technologies to be applicable for positioning is that
infrastructure (e.g., cell towers, Bluetooth connectors, WiFi transmitters, RFID readers,
etc.) should be in place [14] and details about the infrastructure should be available. For
example, cell towers’ exact location is required to triangulate the position of a mobile
phone (acting as a receiver device) in a cellular network.

Sensor-based Technologies A sensor is a device that can detect a change in its sur-
rounding environment. Positioning technologies that can be classified as sensor-based
are characterized by using devices mounted at known fixed positions close to vital in-
frastructure to detect the presence of an object passing close by. For this reason, sensor-
based positioning is thus very reliable. Furthermore, it has high spatio-temporal accu-
racy as the object’s position can be determined based on knowledge of the sensor’s exact
location. However, sensor-based positioning has a minimal scope concerning data ac-
quisition, as there is usually a limit to the number of sensors that can be deployed, i.e.,
sensor-based data have weak spatio-temporal continuity.
Many different object sensing technologies exist, and their use depends heavily on

requirements and constraints set by the environment [52]. A few typical types of sensors
that are used for object detection are pneumatic, magnetic, and inductive. These sensors
have, for example, beenused extensively for automatic vehicle counting [53, 54] to record
crucial cross-sectional road data, as illustrated in Figure 1.4. Data that are used in many
transportation planning and modeling tasks (e.g., see use-cases in [55] and [56]).

Web-based Technologies Web-based positioning technologies are not as well-
established for positioning as signal and sensor-based technologies, but due to the in-
creased availability of user-uploaded media content along with developments in the
field of data mining, it has become possible and computationally feasible to process the
inherent unstructured and complex data to extract the information necessary for posi-
tioning.
Web-based positioning technologies primarily arise from geotaggedmedia (texts, im-

ages, and videos) shared by users on social media networks (e.g., Facebook, Instagram,
Twitter, Weibo, etc.). For example, a series of geotagged media pieces (texts, images, or
videos) shared on one of these platforms can be used to derive the trajectory of an object,
as each piece ofmedia will have information about the location and time corresponding
to where and when the media piece was recorded. If the time and location data are not
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Figure 1.5: An example of noisy points in a raw trajectory that deviate from the general trend of
the trajectory.

naturally present asmetadata, themedia piecemight inherently contain other informa-
tion thatmakes it possible to discover the user’s timestamped locations. For example, by
processing text data using natural language processing [57, 58] or applying computer vi-
sion techniques to images [59, 60, 61, 62, 63] or video [64, 65, 66], recorded from the user’s
perspective. Through these techniques, it can be possible to extract spatio-temporal
data based on latent information and features contained in the texts, images, or videos
shared by the users.

Hybrid technologies Typically a single positioning technology does not perform very
well in all environments, conditions, and contexts and consequently metrics such as
accuracy, precision, complexity, scalability, cost, etc. For this reason, state-of-the-art
research typically investigates hybrid position estimation, which seeks to combine the
advantages of several different technologies and techniques by balancing the different
metrics based on preferences and application requirements. A comprehensive overview
of possible hybrid combinations of various positioning technologies and techniques is
presented in [26].

Task 1.1.1.1 (Trajectory data collection). Trajectory data collection is the task of deciding on
positioning technologies and techniques to be utilized for recording implicit or explicit trajectory
data. The decision takes into account the advantages and disadvantages of the different technolo-
gies and techniques, as these can affect the possibility of performing desired downstream trajectory
data mining tasks. However, in case a dataset is already available, the task is to be aware of the
dataset’s characteristics (e.g., implicit/explicit, accuracy and precision) due to the data collection
approach used to capture the data.

1.1.2 Trajectory Data Pre-processing

Discrete sequences of positions represent raw trajectories. Consequently, the position
between two sampled positions is unknown, making the actual movement of an ob-
ject uncertain. Thus, uncertainty is inherently associated with raw trajectories. Vari-
ous techniques handle this uncertainty to some degree in the trajectory pre-processing
steps, which typicallymanipulate raw trajectory data before storing it in a database. The
manipulation typically includes noise filtering, stay point detection, trajectory segmen-
tation, compression, and data enrichment [7]. These essential steps in the trajectory data
mining process are performed to ensure and enhance performance in downstream tra-
jectory data mining tasks (described in Section 1.1.4).

1.1.2.1 Noise Filtering

An object’s raw trajectory can be recorded with various positioning technologies with
varying spatial accuracy, precision, reliability, and capabilities in various environments,
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Figure 1.6: Three examples of the identification of stay points in a raw trajectory. (Left) an ex-
ample of dynamic stay point detection. (Center & right) examples of static stay point
detection through prior knowledge of a RoI (annotated with the label ”building”) and
a LoI (annotated with the label ”beach”), respectively.

as highlighted in Section 1.1.1. The temporal data associated with the data points of a
raw trajectory, i.e., the timestamp, is typically highly accurate. However, the spatial data
might be affected by noise, making it inaccurate or imprecise. Noise, in this context,
is a collective term for the random modifications that may have occurred during the
capturing, transmission, or conversion of the data, consequently affecting the quality
of the recorded data significantly. In some cases, the noise level is acceptable, while in
other cases, the noise is too prominent. In that case, the noisy spatial points must be
taken care of to derive useful information from the raw trajectory data.
Typically noisy spatial points deviate considerably from the rest of the raw trajectory

according to somemetric, e.g., distance to a previous spatial point or the current trend of
the raw trajectory, as illustrated in Figure 1.5. To mitigate the issue, it can be necessary
to apply various techniques to reduce or filter out the noise from raw trajectories by
replacing or removing whole data points.

Task 1.1.2.1 (Trajectory noise filtering). Trajectory noise filtering is the task of removing or
replacing data points of a raw trajectory affected by possibly significant random errors. The data
points are replaced or removed to produce a more consistent trajectory representing the more prob-
able movement of an object.

The most commonly applied techniques for noise filtering can be categorized as
mean/median filters and Kalman or particle filters [6, 7]. Mean/median filters aremodel-
free and utilize a sliding window of raw trajectory data points to estimate a sequence of
more probable positions directly. Kalman and particle filters, on the other hand, explic-
itly model the dynamics of the raw trajectory, typically using information such as speed
and acceleration to obtain the more likely path of a moving object.

1.1.2.2 Stay Point Detection

A stay point is a type of data point representing a prolonged stay at a general location.
Stay points thus usually have a special meaning and are significantly more important
than other trajectory data points. By identifying stay points and annotating them, it
may be possible to understand better the context and purpose of the movement of an
object. Stay points in a raw trajectory can generally be identified through two different
strategies, i.e., dynamic and static [67].

Dynamic Stay points are discovered according to the raw trajectory’s inherent char-
acteristics, such as its evolution in space and time. Other information, such as speed,
acceleration, orientation, etc., can also be used. Common approaches to dynamic stay
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point detection are deterministic and threshold-based and rely on scalar parameters de-
terminingwhen a single data point or a series of data points in a raw trajectory constitute
a stay point. For example, a straightforward threshold-based approach to finding stay
points is given in [68]. Here trajectory points constitute a stay point if the object’s posi-
tion does not change considerably over a relatively long period of time. This situation
is also illustrated in Figure 1.6, where an object is stationary but with position readings
shifting around slightly due to the inaccuracy and imprecision of the technology used
to capture the object’s positions. Other examples of threshold-based methods and their
application are given in [69, 70, 71, 72, 73]. Beyond deterministic threshold-based meth-
ods, probabilistic-model-based strategies (e.g., Gaussian mixture models [74], Bayesian
models [75] and conditional random fields [76]) and clustering methods (e.g., hierarchi-
cal [67, 70, 77] and purely density-based [78, 79]) have also been successfully applied for
discovering stay points in raw trajectories. Threshold-based methods can more easily
be applied in a real-time stay point detection setting due to their usually low compu-
tational complexity [80]. However, they are more sensitive to the choice of threshold
parameters [67].

Definition 1.1.2.1 (Geographic place). A geographic place is a general location that can be
identified, possibly annotated by a human-readable label, and marked on a map as a Point of
Interest (PoI), Region of Interest (RoI), or Line of Interest (LoI), depending on the geometric shape
used to specify the general location [67].

Static Important or interesting geographic places objects pass through or spend a lot of
time at can typically be identified through PoIs/RoIs/LoIs that have been extracted from
relevant third-party geographic data sources like OpenStreetMap5 (OSM). Stay points
are thus inherently related to these. Therefore, stay points in a raw trajectory can be
identified based on the prior knowledge of PoI/RoI/LoI. For example, in identifying stay
points in raw trajectories generated by humans, relevant PoIs/RoIs/LoIs could specify
well-known public places like recreational areas (beaches, squares, parks, playgrounds),
government buildings, and transportation hubs. Suppose this type of geometric data is
given in advance. In that case, it can be possible to compute their spatial intersections
with raw trajectories to determine possible stay points [81]. Unfortunately, informa-
tion related to PoIs/RoIs/LoIs is typically not readily available in the area of the studied
trajectories, so the use of static stay point detection methods can thus be significantly
limited.

Task 1.1.2.2 (Stay point detection). Stay point detection identifies the general location of an
object that has remained stationary for a prolonged period of time by applying a dynamic or a static
stay point detection strategy. Applying a dynamic strategy typically entails carefully specifying
thresholds (e.g., related to time, space, speed, acceleration, etc.) that indicate when a series of raw
trajectory data points constitute a stay point. On the other hand, supplemental data in the form
of PoIs/RoIs/LoIs need to be collected when applying a static strategy.

1.1.2.3 Compression

Trajectory compression reduces the number of data points necessary to describe the raw
trajectory and can be accomplished through various strategies that can be identified as

5The OpenStreetMap project is a collaborative effort to create a free, editable geographic database of the
world. OpenStreetMap’s homepage: https://www.openstreetmap.org/.
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Figure 1.7: Raw trajectory compression: Simplification and approximation (reproduced from
[82]).

either approximation or simplification approaches. The approximation of a raw trajectory
generates a new sequence representing the original. In simplifying a raw trajectory, a
sub-sequence of the trajectory is generated. Figure 1.7 illustrates the difference between
the two types of approaches.
Trajectory compression is a step applied to address a fundamental problem in trajec-

tory data management (described in further detail in Section 1.1.3), which is the efficient
storage of large trajectory data sets. Consequently, to address this problem, trajectory
compression is performed as a pre-processing step to reduce storage requirements and
possible subsequent transmission costs and computational loads. It can be possible to
achieve a reasonably good compression ratio by sacrificing a small amount of accuracy.
Many different trajectory compression approaches exist (see, e.g., [83, 84] for an excellent
overview of various approaches).
A trajectory compression approach can be described in terms of two general concepts

applied in tandem: a search strategy and an evaluation criterion [84]. The search strategy
defines how to pass over the data points in a raw trajectory, while the evaluation criterion
defines whether to make a decision about a specific trajectory data point. In the context
of trajectory compression, the evaluation criterion decides whether a specific data point
in a trajectory under consideration should be discarded or used to generate a new data
point to produce a simplified or approximate trajectory, respectively.
Search strategies vary from simple sequential or window-based (static or dynamically

sized) to strategies that iteratively split or merge trajectory segments formed by consec-
utive trajectory data points. Strategies that split segments (also referred to as top-down
approaches) start with one large initial segment that spans the raw trajectory. The initial
segment is then divided into smaller parts according to the points in the raw trajectory if
an error threshold is exceeded. On the other hand, strategies that merge segments (also
called bottom-up approaches) start with several smaller segments that are then merged
into larger segments according to the points in the raw trajectory if they are within an
error threshold. Othermore advanced search strategies rely on transforming the trajec-
tory into an entirely different data structure for processing (e.g., graph data structures
like a directed acyclic graph).
The different evaluation criteria typically used can be categorized based on the quan-

tity they utilize to decide whether specific trajectory data points should be discarded (to
create a simplified trajectory) or used to generate new points (to create an approximate
trajectory). The criteria can roughly be divided into two categories.
The first category consists of criteria that utilize the spatio-temporal characteristics of

the raw trajectory to derive quantifiable metrics such as speed, acceleration, distances,
angles, and areas computed between data points. The metrics are then used to deter-
ministically or probabilistically evaluate individual data points in the trajectory.
The second category includes criteria defined concerning the semantic meaning of

the data points in the raw trajectory, e.g., determined based on supplemental data from
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third-party sources or data extracted from an existing pre-processed trajectory data set.
For example, a trajectory can be compressed into just a sequence of stay points. If road
network data is available, the trajectory can be transformed into a series of identifiers
describing the traveled roads.
Trajectory compression approaches can further be categorized into Single Trajectory

Compression (STC) and Multiple Trajectory Compression (MTC). STC considers each tra-
jectory individually and compresses each, ignoring the commonalities among the tra-
jectories. MCT, on the other hand, compresses several trajectories simultaneously by
considering common characteristics among the trajectories [84, 85].

Definition 1.1.2.2 (Compression ratio). The compression ratio is a value in the range [0, 100]
and a metric used to measure the advantages and disadvantages of trajectory compression per-
formance, i.e., the amount of storage space possibly saved by the compression. The compression
ratio is typically calculated as the number of trajectory data points in a compressed trajectory to
the number of uncompressed (raw) trajectory data points [82]. The compression ratio can also be
computed as the amount of space saved by the compression in terms of, e.g., bytes [86].

Definition 1.1.2.3 (Compression accuracy). The compression accuracy is the distance between
the compressed and uncompressed (raw) trajectory and describes the dissimilarity between them
typically as a value in the range [0, 100] [82].
Just as a raw trajectory can be compressed based on its various spatio-temporal charac-

teristics, compression accuracy can also be calculated by considering the characteristics
of the raw and compressed trajectory. Simple trajectory-trajectory distance measures
are commonly used to measure compression accuracy. Some of the most common dis-
tance measures utilized in trajectory data mining are described in detail in [6, 7, 9, 82, 85,
87, 88, 89]. In addition, other alternative accuracy metrics are also described in [85].
Trajectory-trajectory distance measures that are especially prevalent in the literature

include (possibly variations of) the Euclidean, Hausdorff, Fréchet, Dynamic TimeWarp-
ing (DTW), and Longest Common Subsequence (LCSS) distance. In this context, an im-
portant detail to note when using these distance measures for computing compression
accuracy is that the measure should be able to accommodate trajectories of possibly
varying lengths. For example, the DTW distance allows comparing two trajectories of
varying length, contrary to a distance measure such as the Euclidean distance [6]. The
DTW algorithm can thus be used for calculating the information loss degree, essentially
producing a comprehensive index of trajectory compression effectiveness.
Depending on the application scenario, the compression ratio and accuracy require-

ments might be very different, i.e., specific trajectory characteristics might have to be
better preserved than others to accomplish specific downstream trajectory data mining
tasks. For example, suppose we are only interested in the global behavior of a vehicle,
such as its path in a traffic road network. In that case, a very high compression ratio
can be achieved if its trajectory is compressed based on the underlying road network to
simply produce a sequence of road segments that have been traveled. However, suppose
the downstream trajectory data mining task is to analyze more intricate details, such as
the vehicle’s lane-changing behavior. In that case, accepting a smaller compression ratio
will be more appropriate to improve compression accuracy [82, 90].
Many other intricate aspects of trajectory compression approaches are discussed in

the literature, see, e.g., [83, 85] and more recently [82, 84].

Task 1.1.2.3 (Trajectory compression). Trajectory compression is the task of reducing the num-
ber of data points necessary to represent a raw trajectory. The task involves deciding on a sim-
plification or approximation strategy [82] and setting necessary parameters such that a desired
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Figure 1.8: (Top) a semantic trajectory and its interpretation as a sequence of stops and moves.
(Center) an illustration of the identification of stay points and sub-trajectories to indi-
cate the relation to the notion of stops and moves in a semantic trajectory.

data compression quality (quantified by the compression ratio and accuracy) is achieved. The op-
timal data compression quality is dictated by how much the trajectory can be compressed without
compromising its further use in downstream trajectory data mining tasks.

1.1.2.4 Segmentation

In many application scenarios, it may be necessary to partition a raw trajectory into
multiple sub-sequences of data points referred to as sub-trajectories. The segmentation
is typically performed according to someunderlying structure in the raw trajectory data,
identified through key points [8]. The identified key points make it possible to divide the
raw trajectory into several sub-trajectories, enabling the possibility of extracting richer
knowledge in downstream trajectory data mining tasks. For example, it may be possible
to extract local sub-trajectory patterns which are not likely to be learned directly from
entire raw trajectories [7].

Definition 1.1.2.4 (Sub-trajectory). A sub-trajectory can be denoted by 𝑇 (𝑖, 𝑗 ) and consists of
consecutive data points of a raw trajectory 𝑇 from the 𝑖th to 𝑗 th tuple, i.e., 𝑇 (𝑖, 𝑗 ) = [𝑡𝑘]𝑘=𝑖,..., 𝑗 =
[(p𝑖 , 𝛿𝑖 , 𝑎𝑖), . . . , (p 𝑗 , 𝛿 𝑗 , 𝑎 𝑗 )] [86].

Just as trajectory compression approaches can be said to employ a search strategy and
an evaluation criterion, the same can be said for trajectory segmentation approaches.
Compressing a trajectory is related to the task of segmenting it, and the two pre-
processing tasks can be collected under the term of trajectory summarization, as described
in [84]. This is because trajectory segmentation approaches also employ a search strategy
for passing through the data points of a raw trajectory to process the individual points
and apply an evaluation criterion to determine key points and decide whether a point
should be in a certain sub-trajectory.
It is also possible to categorize evaluation criteria in the way described for trajectory

compression approaches in Section 1.1.2.3. Key points are, for example, determined
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based on significant changes in movement dynamics described by speed or accelera-
tion. That is, basic trajectory characteristics taken into account by evaluation criteria
that fall into the first category mentioned in Section 1.1.2.3. On the other hand, the se-
mantic meaning of data points in a trajectory can also be used to divide a trajectory
into segments. For example, a trajectory can be divided into sub-trajectories based on
the stay points it contains (as illustrated in Figure 1.8) or based on different transporta-
tionmodes by evaluating data points based on, e.g., the speed or acceleration associated
with them. The evaluation criteria that consider these things would fall into the second
category mentioned in Section 1.1.2.3.

Task 1.1.2.4 (Trajectory segmentation). Trajectory segmentation is the task of subdividing a
raw trajectory into sub-trajectories through the identification of key points that signify a change
in the raw trajectory. Since raw trajectories are subdivided into sub-trajectories to extract richer,
more meaningful information in downstream trajectory data mining tasks, the criterion for de-
termining key points should be decided with the downstream task in mind.

1.1.2.5 Data Enrichment

Raw trajectory data by itself contains a wealth of information. However, it can be en-
riched with additional geographic information or even domain knowledge [91]. As de-
scribed in Section 1.1.2.2, additional geographic information can come from supple-
mental PoI/RoI/LoI or road network data extracted from relevant third-party sources
like OSM. In addition, implicit trajectory data obtained from the web or social-media
networks (described in Section 1.1.1.2) can also be used to enhance explicit trajectory
data. Yet another possibility is to use existing pre-processed trajectory data to extract
”hidden” PoIs/RoIs/LoIs [77] prior to processing new raw trajectory data. Ultimately,
this additional data can transform raw trajectories into semantic trajectories.

Definition 1.1.2.5 (Semantic trajectory). A semantic trajectory is a raw trajectory that has
been enhanced with additional information, domain knowledge, and/or segmented according to
semantic entities [27]. It is a trajectory that is “composed of a ”begin”, and an ”end”, together with a
sequence of alternative stops and moves” [67], that describes behavioral aspects rather than merely
timestamped positional data.

The definition of a semantic trajectory is originally due to [92], and it adds an essential
aspect to the concept of a raw trajectory. The essential aspect is the annotation and thus
enrichment of the underlying numerical data with semantic meaning, making the raw
trajectory data easier to comprehend and understand. Some trajectories may have sim-
ilar spatio-temporal characteristics, but by adding semantic information, they become
different [93]. Furthermore, data enrichment may also facilitate the simplification of
several downstream trajectory data mining tasks as the more tangible (semantic geo-
graphical) information can be used for more straightforward data retrieval (described
in Section 1.1.3.2) and understanding of the movement behavior of an object [94].
Transforming raw trajectory data into semantic trajectory data is vital in many ap-

plications. For example, this is especially the case in transportation planning, where
transportation infrastructure is built or modified to improve the quality of life of peo-
ple [13]. In this context, it is vital to understand the travel behaviors (e.g., trip origin,
destination, departure time, travel mode, and purpose) to act on the infrastructure in
the best possible way. If a trajectory data set is available, people’s travel behaviors can
be discovered by identifying the locations they frequent, stop andmove between (home,
work, the gym, and so forth). Figure 1.8 illustrates this situation in the context of stay
points and sub-trajectories, which are related to the notation of stops and moves.
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Figure 1.9: A database and storage system answering trajectory data queries given by a user (re-
produced from [81]).

Task 1.1.2.5 (Trajectory data enrichment). Trajectory data enrichment is the task of associat-
ing additional information with the raw trajectory data or transforming it into a richer repre-
sentation that provides some additional semantic meaning, context or purpose of the movement
of an object.

1.1.3 Trajectory Data Management

In many trajectory data mining tasks, it is necessary to frequently retrieve different tra-
jectories or parts of trajectories. Consequently, this calls for effective data management
technologies and techniques to quickly retrieve the necessary trajectory data required
for a specific trajectory data mining task [7]. Trajectory data management revolves
around this problem, i.e., the problem of efficiently and effectively storing, retrieving,
and thus filtering through tremendous amounts of trajectory data [8] according to spe-
cific or possibly complex data queries, i.e., requests for information from a database and
storage system.
Trajectory data management can be divided into two interrelated topics concerned

with different aspects of storing and retrieving pre-processed trajectory data. The topics
are (i) databases and storage systems and (ii) indexing and retrieval.
Databases and storage systems are technologies that use indexing and retrieval tech-

niques to enable efficient storage and access to large amounts of trajectory data.
Databases and storage systems are mainly concerned with aspects related to the stor-
age format6 of the trajectory data and problems primarily related to scalability7. On the
other hand, trajectory indexing and retrieval are concerned with the underlying tech-
niques and indexing data structures used to process certain types of queries that result
in the retrieval of trajectory data requested by, e.g., a user with access to the database
and storage system.

1.1.3.1 Databases & Storage Systems

A multitude of conventional databases and storage systems8 exist and can be used
for storing and managing trajectory data. However, specialized spatial, temporal, and
spatio-temporal databases also exist, which have many advantages over conventional
databases. For example, these databases employ specialized indexing data structures

6It is the practical layout and organization of the trajectory data inmemory (cache) or a database file affecting
how the data, e.g., can be partitioned and operated on.

7For a database and storage system, scalability is the system’s capability to scale vertically or horizontally.
Vertical scaling increases the processing power and storage of a single server. In contrast, horizontal scaling
increases the processing power and storage of the system by expanding to several servers.

8For example, well-known open-source relational databases such as PostgreSQL, MySQL, MariaDB, and
SQLite for on-disk storage and Memcached, or Redis for in-memory (cache) storage.
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Figure 1.10: Examples of Well-Known Text (WKT) representations of various geometric shapes
(reproduced from [95]). A standardized format used by many spatial databases for
importing, exporting from/to WKT. Functions for manipulating and querying these
geometries are also defined in relation to the format [96].

and/or have a dedicated set of primitive data types and functions that can operate on
them to aid in the storage and indexing process (see, e.g., Figure 1.10 and 1.11, to get an
idea). Moreover, the dedicated data types can make constructing queries and querying
more straightforward and faster than in conventional database systems.
Spatial databases can have primitive data types to represent spatial points, lines,

polygons, and other geometric shapes, along with geometries composed of collections
of these data types (see Figure 1.10). Likewise, temporal databases provide primitive
data types such as time instant/timestamp and time periods. Lastly, spatio-temporal
databases take the idea of spatial and temporal databases further by providing data types
accounting for both spatial and temporal dimensions, making it possible to effectively
index, easily manipulate and query this type of data as well [15, 97, 98].
In the discussion of dedicated primitive data types for representing various spatial,

temporal, and spatio-temporal data, another important aspect can be pointed out, and
that is the ability of databases and storage systems to integrate with other systems and
data sources [99], e.g., OSM9 that may use a different query language and data formats
than the ones adopted for a specific application. This aspect can be essential, e.g., in
enriching raw trajectory data with semantic meaning (as described in Section 1.1.2.5).
Another relevant and practical aspect of databases and storage systems in relation to

spatio-temporal data is the layout of the data affecting how the data can be partitioned
to improve scalability and to increase query performance by making it easier to skip
unnecessary data portions [99, 100].
A database and storage system essentially provides a mapping between a database ta-

ble and physical files or portions of memory (depending on the database and storage
system type). Data partitioning is thus breaking a single database table into sections

9OSM uses the Overpass Query Language and can provide geographical data in various formats, e.g., well-
known formats like JSON and XML.

15



1 Introduction

Figure 1.11: An example of an R-tree indexing data structure (reproduced from [101]). (Left) the
Minimum Bounding Rectangles (MBRs) M4-M9 contain individual spatial objects.
(Right) the corresponding R-tree of depth 3 consists of a hierchy of indices that points
to MBRs of spatial objects. MBRs M2 and M3 are parents of the leaf nodes, and M1 is
the root containing all the MBRs.

stored in multiple files or portions of memory. The main idea in this context is to keep
data together that are closely related in some way. For example, it is possible to do
object-based, spatial-based, temporal-based, hybrid data partitioning, and so forth [99].
For instance, in object-based partitioning, data related to one moving object are stored
in one data partition, making queries to collections of data belonging to the object fast
as the object’s unique identifier can be used for direct data access. The other data parti-
tioning strategies work similarly but with respect to time and/or space.
Yet another aspect that can be considered concerning scalability, if the database and

storage system is made up of several servers, is where data partitions are placed. If the
data partitions are constructed appropriately, it may be possible to avoid unnecessary
computational loads and communication between different parts of the storage system
[99]. Many additional trajectory database and storage system aspects are highlighted and
discussed in [99].

1.1.3.2 Indexing & Retrieval

Database indexing is the use of specialized data structures to improve the speed of data
retrieval operations by allowing access to specific data through an associated index (es-
sentially defining an efficient data access path through an auxiliary data structure that
typically only takes up a small amount of additional storage space).
Tree-based indexing data structures are fundamental in this discussion. For exam-

ple, a B+-tree is a self-balancing tree indexing data structure used by most conventional
databases and storage systems. However, this indexing data structure is typically insuf-
ficient for indexing spatio-temporal data and, thus, trajectory data. The main reason is
that it cannot efficiently support complex queries relating to trajectory data’s (multi-
dimensional) spatio-temporal characteristics. Consequently, a spectrum of indexing
techniques thus exists for organizing and managing spatial and spatio-temporal data.
Themost basic approaches to the indexing of spatial data include data structures such

as the R-tree (illustrated in Figure 1.11) [102], or R*-tree [103]. Still, these data structures
might not be suitable for indexing trajectory data as trajectory data also evolve tempo-
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rally. It might be necessary to efficiently answer queries related to the temporal dimen-
sion of the trajectory data, so for this reason, optimizations to R-trees have been made
to extend their ability to index spatio-temporal data. The result is R-tree-based index-
ing data structures that consider the temporal dimension beyond the spatial dimen-
sions. For example, the Time-Parameterized R-tree (TPR-tree) [104], the Multi-Version
3D R-tree (MV3Rtree) [105], the Spatio-Temporal R-tree (STR-tree), and the Trajectory-
Bundle tree (TB-tree) [106].
Several other indexing and storage strategies have also been investigated in the litera-

ture, e.g., Start/End timestamp B-tree (SEB-tree) [107], TrajSpark [108], Elite [109], TrajS-
tore [110], Scalable and Efficient Trajectory Index (SETI) [111], TrajTree [112], Distributed
In-memory Trajectory Analytics system (DITA) [113] and ST-Hash [114], as described in
[99, 100]. For a recent and more detailed overview of trajectory databases and storage
systems, see [9].
One of themain goals of indexing and retrieval is to efficiently store and conveniently

retrieve specified data. Therefore, whenever a data query is given to the database and
storage system, it is responsible for resolving queries by providing the requested data as
fast as possible. In this context, it is possible to identify basic trajectory data queries that
typically have to be processed by a trajectory data management system and that results
in the retrieval of specific parts of trajectories, entire trajectories, or other information
related to one or several trajectories [115]. Basic queries handled by a trajectory data
management system are [6, 116, 117]:

Identifier (ID) queries: ID queries are the simplest type of query a trajectory data man-
agement system might need to handle [100]. The elements that may be queried
based on their ID include data points, trajectories, or moving objects that gener-
ated the data points and trajectories.

Range queries: Range queries are defined by upper and lower spatial, temporal or
spatio-temporal bounds and search through the stored trajectory data according
to these criteria [8, 99]. For example, a spatial range query can search for all tra-
jectories that pass through a specific spatial region. In contrast, a temporal range
query can search for all trajectories that occurred in a specific time interval.

𝑘-Nearest Neighbor (𝑘-NN) queries: A 𝑘-NN query searches for the 𝑘 nearest trajecto-
ries or parts of trajectories in a defined neighborhood of a target trajectory, pos-
sibly also in a specific time interval [8, 9, 99, 100]. Furthermore, a 𝑘-NN query is
based on a trajectory similarity measure, of which several are mentioned in Sec-
tion 1.1.2.3.

Top-𝑘 queries: A top-𝑘 query searches for the 𝑘 most (dis)similar objects with respect
to a target trajectory and a specific characteristic (e.g., trajectory duration, length,
or average speed) [99].

Finally, in relation to semantic trajectories, an interesting query type is keyword queries
that search for semantic trajectories according to textual keywords [118] without any po-
sitional information. Many other queries a trajectory data management system might
have to handle are mentioned in [8, 9].

Task 1.1.3.1 (Trajectory data management). Trajectory data management is the task of decid-
ing on an appropriate database and storage system for storing a possibly pre-processed trajectory
data set. The task entails taking into account the downstream trajectory data mining task to be
accomplished, such that a system can be chosen that minimizes query time and addresses possible
performance and scalability concerns.
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1.1.4 Trajectory Data Mining Tasks

Data mining is the practice of employing various techniques to automate the discovery
of relationships in large data sets. Within traditional datamining, it is possible to identify
significant categories of data mining tasks such as pattern mining, clustering, classifica-
tion, and anomaly detection. Similar mining tasks exist within trajectory data mining,
though with a particular emphasis on handling and considering the spatio-temporal at-
tributes. Unfortunately, it is typically more complex to detect spatio-temporal relation-
ships than relations between simple data points in conventional feature space [119]. For
this reason, traditional data mining algorithms and procedures typically used for these
traditional tasks must be adapted to handle the peculiarity of spatio-temporal data.
In the following sections, we focus on the earlier mentioned categories of trajectory

data mining tasks and describe the primary purpose of undertaking these tasks.

1.1.4.1 Trajectory Pattern Mining

With access to an extensive trajectory data set, the opportunity to detect patterns that
might be interesting, significant, or unexpected arises [14]. Thus, the task of discovering
and identifying various patterns has become a significant one. The following describes
how trajectory patterns can be found through clustering or pattern mining algorithms
tailored to find specific recurring patterns.

Clustering The primary aim of trajectory clustering is to group trajectories in a data
set into clusters based on their characteristics. The (dis)similarity between trajectories
is determined to discover common trends within a trajectory data set or to find repre-
sentative trajectories [87].
Clustering trajectories differ from traditional clustering applied to conventional data

sets of single independent data points as trajectory data is multi-dimensional data with
spatio-temporal relations [91], possibly having very different characteristics, e.g., length
or duration.
For this reason, to compare two trajectories comprehensively and their differences,

particular strategies are typically designed according to the purpose of the clustering.
Thus, through a proper definition of similarity, trajectory clustering algorithms extend
traditional clustering algorithms [11]. For example, a well-known density-based cluster-
ing algorithm that has been extended in [120] is theOPTICS (Ordering Points To Identify
the Clustering Structure) algorithm.
Typical distance measures used to compare two trajectories have already been men-

tioned in Section 1.1.2.3. Beyond these, other similarity functions can be developed to
determine which trajectories belong to the same cluster. For example, it can be possible
to define distance measures that measure similarity in terms of, e.g., destination, origin,
direction, etc. [11, 121]. Ultimately, these similarity measures are adopted for clustering
trajectories based on their various characteristics related to their spatio-temporal evo-
lution, sub-trajectory patterns, underlying road-network path, or even their semantics.
In some cases, clustering and interpreting the results is the only intended analysis

outcome. In contrast, in other cases, trajectory clustering is used to prepare the data for
a broader analysis using other mining techniques [11].
For more relevant details related to trajectory data clustering, see [87], which covers

the topic in more depth. For example, this work also presents several validation criteria
for evaluating the performance and efficiency of trajectory clustering algorithms.
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Recurring Patterns Periodic and frequent sequential patterns are categorized as recurring
patterns. Periodic patterns are a sequence of locations traveled by one or more objects
that approximately re-occur with constant time intervals [122, 123, 124, 125]. For example,
a commuter’s regular and repeated movement from and to work. In contrast, frequent
sequential patterns are sequences of locations followed frequently in a similar temporal
progression by one or multiple moving objects [11, 14, 122]. For example, an itinerary
followed by many tourists can be called a frequent pattern [14]. In mining frequent
sequential patterns of trajectories, it is possible to consider just the spatial features of
trajectories [126, 127] or both the spatial and temporal features [128, 129].

Task 1.1.4.1 (Mining moving object patterns). The task of mining moving object patterns en-
tails either discovering representative movement patterns or extracting desired types of moving
object patterns, typically for summarization purposes or use in further data mining tasks, such as
classification or anomaly detection.

1.1.4.2 Trajectory Classification

Trajectory classification aims to learn a rule for assigning entire trajectories or parts of
trajectories, based on their characteristics, into a set of pre-defined classes. In this case, it
is assumed that a set of pre-labeled samples is available that have been labeled according
to the class they each belong to [11].
Trajectory classification is typically performed using a two-step approach where a

set of discriminate features is extracted to then be used in a conventional classification
model. In the first step, the most distinctive characteristics of the trajectories are identi-
fied to derive featuresmost likely to determine the class towhich each trajectory belongs.
Then, in the second step, extracted features are used to train a conventional classifica-
tionmodel. For example, as described in [11, 14], given a small set of trajectoriesmanually
labeled with the transportation mode used, trajectory classification can be used to label
other trajectories from a more extensive set with their transportation mode.

Task 1.1.4.2 (Trajectory classification). Trajectory classification is the task of learning a rule
for assigning unseen trajectories or parts of trajectories into pre-defined classes through a trained
classification model. Preparing the classification model requires a pre-labeled trajectory data set
and the identification of a set of discriminative characteristics of the trajectories.

1.1.4.3 Trajectory Anomaly Detection

Trajectory anomaly detection has also been referred to as outlier detection [122], and
abnormality detection [14] in the trajectory data mining literature.
Trajectory anomaly detection aims to identify trajectories with notable differences

from other trajectories according to a similarity metric. Trajectory anomaly detection
can thus be said to be the opposite task of pattern mining, focusing on patterns typical
in the trajectory data set, as anomaly detection focuses on unusual or rare patterns. For
example, detecting an uncommon path followed by amoving object compared to paths
typically followed by other moving objects [11].
Anomalous trajectories often appear as a by-product of other mining methods, i.e.,

clustering or the mining of recurring patterns. Clustering or the mining of recurring
patterns are often leveraged to determine anomalous trajectories, as identifying typical
or, representative movement patterns makes it possible to point out uncommon and
dissimilar patterns. The reason for this is that the patterns would, in a clustering, not
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Figure 1.12: Travel demand modeling paradigms (reproduced from [130]).

be accommodated in any cluster or the mining of frequent patterns not appear as a
frequent pattern [11, 14].

Task 1.1.4.3 (Trajectory anomaly detection). Trajectory anomaly detection is the task of iden-
tifying trajectories or parts of trajectories that are significantly dissimilar from patterns that are
deemed normal or typical.

1.1.4.4 Travel DemandModeling

Travel demand modeling is the mathematical modeling of relationships that describe
when, why, and how people and goods move within, in, and out of a particular geo-
graphic area. Travel demand modeling is usually a prerequisite to many other tasks
undertaken in transportation planning, which is concerned with evaluating, assessing,
and designing transportation infrastructure and facilities. Since the travel demand in
a particular geographic area of interest is typically unknown, it is desirable to quantify
(model) and retrieve the travel demand affecting specific transportation infrastructure
and facilities. This practice is known as travel demand estimation. Many data types can
be used to derive models of peoples’ mobility patterns. Among these are especially im-
plicit trajectory data, including socioeconomic (population, household, employment,
income data, etc.) and other types of information. Depending on the data available
and the desired level of detail of the outputs of a model, several demand modeling
paradigms exist, depicted in Figure 1.12 and described in the following.

Trip-based Travel Demand In a trip-based travel demand model, the basic unit of
analysis is a trip, defined as an individual’s movement from one general location to an-
other. A trip departs and arrives at different locations and is associated with what is
known as an Origin-Destination (OD) pair. Furthermore, a trip only exists within a spe-
cific time period, which means that a trip is treated as an independent decision, where
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the future effects of preceding travel decisions are not considered. Consequently, a trip-
basedmodel is a simple way of describing the single movement of an individual. Still, it
can capture the general travel demand trend and is easy to understand and implement.
In addition, the data requirements are lower than those required by an activity-based
model (described in one of the following paragraphs).

Tour-basedTravel Demand The unit of analysis in a tour-based travel demandmodel
is tours, which can be seen as trips that have been chained to produce specific types of
tours, as illustrated in Figure 1.12, where two home-based tours are displayed.
A tour starts and ends at the same location and tries to capture the travel demand of an

individual bymodeling its possible travel patterns as sequences of trips. The trips within
a tour essentially depend on each other, as the destination of one trip is the origin of the
subsequent trip. A tour thus represents a sequence of dependent decisions, meaning the
individual’s movement is accounted for in more detail, i.e., for the whole time period
of the tour. Consequently, this approach is seen as a more realistic modeling of travel
demand. In a tour-based model, travel is treated as a demand derived from the desire
to participate in activities distributed in time and space [131]. As it can be challenging to
model the underlying behavior that gives rise to the demand for activity participation
(as it is typically done in activity-basedmodels), tour-basedmodels instead try to explic-
itly model the resulting trip sequences that might arise from participating in different
activities in different geographical places.

Activity-based Travel Demand An activity-based model tries to replicate the travel
patterns of individuals in detail by modeling the possible activities these individuals
might participate in during the day. Just as in tour-based models, activity-based models
treat travel as a demand derived from the desire to participate in activities. However,
contrary to tour-based models, activity-based models consider that travel decisions are
interrelated, and the scheduling of those activities is influenced by, e.g., priorities, time,
money, and space constraints. In other words, an activity can have a starting time, a
duration, a location, a cost, etc. Due to the earlier-mentioned constraints, the individ-
uals must determine which activities they will participate in. The activity schedule that
results from the individual’s decisions consists of a chain of activities, as illustrated in
Figure 1.12.
Activity-based models capture travel demand in a highly detailed and realistic way, as

each individual in a population in an area of interest ismodeled explicitly and accounted
for. However, this level of detail comes at a price, as detailed data is required to model,
as closely as possible, the costs, constraints, etc. associated with the activities individuals
might want to participate in.

Task 1.1.4.4 (Demand modeling). Demand modeling is the task of deciding on a more or less
disaggregate modeling approach to quantify travel demand and understand how, why, and where
people travel. The task entails considering available data sources, ultimately determining the most
appropriate modeling approach that can provide answers, at a certain level of detail, through
mathematical procedures applied for a specific application.
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2 Application 1: Wandering
Detection

2.1 Overview & Contributions

The papers [1, 2, 3] revolve around the “Sammen Om Demens” (together about demen-
tia, SOD) project and mobile health (mHealth) application. The papers document and
describe the functionality, development, and implementation choices of different parts
of the application, which are directly related to themany aspects of trajectory data min-
ing introduced in Chapter 1.
The SOD project was established in cooperation with the Danish municipality of Ny-

borg with the goal of increasing the effort to help people affected by dementia by in-
volving relatives and ordinary citizens who volunteer. Dementia is the loss of cognitive
functioning, so it happens that persons affected by dementia can get disoriented and
confused about their location leading to wandering and getting lost. For a person with
dementia (PwD), getting lost is a scary experience. However, the behavior also greatly
worries and frustrates relatives and caregiving personnel, even if the occurrence of the
behavior might be rare.
To alleviate the problem, solutions exist on the market for monitoring whether a per-

son needs help, e.g., Otiom [132], and Amplex Checkmarks [133]. However, these and
similar solutions typically have limited scope or reach, e.g., they require active moni-
toring of the PwD, do not engage the PwD’s next of kin, or only work in an indoor envi-
ronment. Most importantly, they do not have the functionality to automatically detect
when a person needs help based on their historical movement patterns in an outdoor
environment.
The SOD project’s primary aim has thus been to develop an application that involves

a PwD’s next of kin and can actively support a PwD, specifically in an outdoor environ-
ment where a person is most vulnerable in case they start wandering and get lost. The
papers [1, 2, 3] thus document the journey of tackling this problem, leading to an ap-
plication that uses real-time explicit trajectory data in the form of high-frequency GPS
data to detect whether a PwD is wandering and getting lost. Furthermore, a positive
detection result triggers an alarm that initiates a rescue mission that involves relatives
and volunteers who help the disoriented PwD back to safety. For this goal, we designed
a rescue protocol that also takes into account privacy and security issues.
The application has been developed through a participatory design process where the

users (PwDs and their next of kin) and stakeholders (developers and data scientists) have
been able to affect the design and functionality through participation in workshops and
meetings. The application has thus changed slightly over time due to feedback, while
the main functionality has stayed the same. This experience is described in depth in
Cenci et al. [4]. Furthermore, an overview of the project, the current state of the ap-
plication, and its current features is given in the most recent paper [1]. On the other
hand, paper [2] is the first published paper specifically tackling Task 1.1.1.1, which in-
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Figure 2.1: A sketch of the Mobile Cloud Computing (MCC) system architecture adopted by the
SOD project and application. The users of an application access functionality through a
frontend that integrates into a backend system that handles information organization,
user interactions, and possibly heavy computations that may be too computationally
demanding to run on the frontend.

volves obtaining knowledge about the peculiarities of the positioning technology to be
used, and Task 1.1.3.1, which consists in being aware of position data storage and process-
ing requirements. More specifically, the paper addresses the problem of constructing a
suitable system architecture for the application. This involves determining the system
components required to support directly accessible user-facing functionality (a demen-
tia knowledge-base and recreational activity calendar) and the internal system function-
ality that enables it to effectively store and analyze explicit trajectory data in the form
of GPS data.
The system architecture of the application was developed based on the knowledge

that it should consist of a frontend application and a backend system, as illustrated in
Figure 2.1. The frontend application, whose development was outsourced to a software
company, runs on a user’s portable device and integrates into a backend system that,
most importantly, performs computations based onGPSdata. The technologies utilized
by the backend system architecture were thus chosen primarily with scalability inmind,
i.e., theywere chosen based on their ability to efficiently handle and process general user
data and a varying volume of incoming explicit trajectory data.
Following the system architecture paper [2], a second paper [3]was published, describ-

ing the system component that detects anomalous movement patterns of a PwD. The
paper addresses several tasks related to the pre-processing of raw trajectory data. More
specfically, the following tasks are handled: noise filtering (Task 1.1.2.1), stay point detec-
tion (Task 1.1.2.2), trajectory compression (Task 1.1.2.3), and segmentation (Task 1.1.2.4),
for the final purpose of finding recurring patterns (Task 1.1.4.1) and applying an anomaly
detection approach (Task 1.1.4.3).
The final implemented anomaly detection approach can be summarized as consisting

of a real-time and periodic processing component deployed to the developed backend
system. The real-time component jointly filters out noise (based on extreme values of
acceleration), detects stay points (primarily dynamically, but also statically), and com-
presses (through approximation) the incoming raw trajectory data based on space and
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time thresholds. In addition, the incoming trajectory data is transformed into a dis-
crete geohash sequence to be compared against typical (geohash sequence) movement
patterns extracted periodically and based on historical trajectory data.
The periodic processing component utilizes historical data and determines geograph-

ical places a PwD frequents based on the clustering of dynamically detected stay points
belonging to the PwD. These geographical places are used to identify key points in his-
torical and new incoming trajectory data. The trajectory data is segmented according
to the key points resulting in sub-trajectories between geographical places. Based on
the historical sub-trajectories, the typical (geohash sequence) movement patterns of a
PwD between geographical places can be extracted and used to determine whether a
new incoming trajectory (transformed into a discrete geohash sequence) of the PwD is
anomalous.
To summarize, the main collective contributions of the papers [1, 2, 3] are the design

and implementation of:

1. A real-time anomalous trajectory detection approach based on transforming tra-
jectories into discrete sequences of geohash values and computing the similarity
of an ongoing geohash sequence to typical geohash sequence movement patterns
extracted from historical trajectories. In paper [3], the approach outperforms a
state-of-the-art alternative.

2. A modern Mobile Cloud Computing (MCC) system architecture supporting an
mHealth app that can accommodate the deployment of software components such
as microservices and serverless functions that handle and process a stream of in-
coming explicit trajectory data. This system architecture is shown to scale accord-
ing to demand and deal with increasing or decreasing data processing workloads
in paper [2].
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2.2 Paper 1: Together about Dementia

Nicklas Sindlev Andersen & Marco Chiarandini
Department of Mathematics & Computer Science,

University of Southern Denmark,
Odense, Denmark

Abstract: We present “Together about Dementia”, a mobile health app that aims to help persons with de-
mentia when they get lost through the help of caregivers, relatives, and volunteering citizens. When the app
detects that a person with dementia is disoriented, wandering, and getting lost, it triggers an alarm that
activates a relative and possibly a volunteer in the proximity. A backend system based on a microservice and
serverless architecture performs the detection of wandering and the subsequent coordination of users that are
put on a mission to rescue the person with dementia. The backend system implements an AI technique for
spatio-temporal anomaly detection based on position data recorded by the frontend system installed on the
portable device of the person with dementia.

Keywords: Applications; Anomaly/Outlier Detection; Frequent Pattern Mining; Parallel, Distributed and
Cloud-based High Performance Mining; Health and Medicine.

2.2.1 Introduction &Motivation

The number of people diagnosed with dementia each year is increasing [134]. This is
primarily due to the fact that age is the most important risk factor for dementia syn-
drome and that the worldwide population is aging. As dementia progress and cognitive
abilities decline, the persons affected may need to rely increasingly on caregivers and
relatives for support. This puts pressure on caregivers and relatives. To alleviate it and
to improve the quality of life of persons with dementia (PwD), mobile health (mHealth)
devices and applications within dementia care are increasingly being used to support
caregivers and relatives in various tasks and enhance the well-being of PwD.
The World Health Organization (WHO) defines mHealth as ”the use of mobile and

wireless devices to improve health outcomes, healthcare services, and research” [135].
Research on mHealth applications for dementia patients and their caregivers has been
conducted in a fair amount [136, 137, 138]. One of the most identifiable symptoms of
dementia is forgetfulness and memory loss. PwD are thus at risk of wandering and
getting lost. mHealth apps and devices for tracking and monitoring a PwD’s location
have thus been described in several studies [139, 140, 141, 142, 143, 144, 145, 146]. These
studies describe mHealth apps and devices with the functionality of tracking the PwD’s
current location. Among these apps, three of them [139, 141, 146] include an alert system
for caregivers and relatives.
We go beyond the mere monitoring of the current location of a PwD and present

“Sammen Om Demens” (together about dementia, SOD), an app that aims at automat-
ically detecting if a person is wandering and, in case, trigger a rescue operation. SOD
is developed for the local community of the Danish municipality of Nyborg, who to-
gether with TrygFonden provided financial support. A participatory design approach
was used in the conception phase of SOD and in the later stages of user testing. The final
outcome is an app that accommodates three user types: i) users with dementia (from
light to medium cases) who can use to a certain degree a smartphone and remember
to bring it with them; ii) closest caregivers and relatives linked to one or more users
with dementia; and iii) ordinary citizens not linked to any specific user who volunteer
to help in situations of wandering. Relatives to a PwD are handled as volunteers but have
enhanced functionalities towards the PwD to whom they are linked.
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For the final users, the app consists of three components, each providing a different
functionality: a knowledge base (managed through a content management system) pro-
viding information about the local offer for PwD by themunicipality, a help component
providing functionalities to activate relatives and near volunteers in cases of need, and a
recreational activity calendar to facilitate social gatherings, including an additional fea-
ture (currently inactive) to find accompanying persons.
AI techniques are used to detect whether a PwD exhibits an anomalous behavior con-

sisting of wandering, which is interpreted as a sign of becoming lost or being confused
about the location.
The help component offers to a PwD who is feeling lost or confused about the location

the possibility to directly trigger an alarm to call for assistance by the nearest relative
or volunteer. The alarm initiates a rescue mission whose management has been carefully
designed to guarantee a trustful process. Relatives are engaged in this process and co-
ordinate the intervention by one of the nearest volunteers through a call. Further, the
address of the PwD is not unveiled to the volunteers, but they are requested to help the
PwD reach a safe place, e.g., a care home, a police station, or the like. Alternatively, an
alarm can be triggered by a relative linked to a PwD who detects an anomalous wan-
dering of their PwD by means of their exclusive tracking capability that monitors the
trajectories of users on a map. In this case, the mission starts with a call from the rela-
tives to their PwD to assess the situation and in case activating volunteers, if necessary.
Most interestingly, the same alarm can also be triggered automatically by the app if the AI
engine in the backend system detects in the PwD an anomalous behavior of wandering
from the stream of location data sent by the frontend.
In all cases, if a mission is actively or automatically triggered, the backend system has

the task of sending out a call to the available relative of the PwD and notifications to the
three nearest available volunteers. If there is more than one relative, the one registered
with the highest priority is chosen. When the notification is received on a device of a
volunteer, it triggers an alarm sound to warn the user to react fast. The volunteers that
receive the notification can see the location of the PwD and can accept or decline the
request for help. When the PwD has been brought to a safe place, the mission is closed
by one of the relatives. Rescue mission protocols are also available for cases where the
relative does not respond to the call or the volunteers do not accept to help the PwD.
Finally, if no one can help the PwD, the PwD will automatically be prompted to contact
emergency services instead.
The development of SOD brought the following novelties and contributions to

mHealth:

• The app is the result of a participatory design approach, a process in which all
stakeholders (PwD, relatives, nurses, administrative people, volunteers, AI experts,
and developers) have been involved in workshops and tests [4]. In particular, this
approach has determined the components of the app, the final protocol for the
management of a mission, and the communication means in the frontend.

• The design and implementation of an architecturemade of a frontend and a back-
end that use microservices and serverless services to facilitate scalability, mainte-
nance, and continuous refinements of the AI engine [2].

• The design and testing of AI algorithms for anomaly detection in spatio-temporal
data [3, 147].

We make available: a demonstration video at https://vimeo.com/677269330, a dis-
semination web-page at https://sod.sdu.dk, and the code-base and test data [148, 149].
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Figure 2.2: An illustration of the periodic processing of a collected stream of positions. (Left) the
continuous stream is decomposed into trajectories (𝑇1,𝑇2,𝑇3) bymeans of geographical
regions (the gray areas) or prolonged stay. (Center) the trajectory is segmented into
separate geohash sequences. (Right) a set of frequent sequential patterns 𝐷 is extracted
from the geohash sequences.

Figure 2.3: An illustration of the real-time processing of an ongoing trajectory 𝑇 ′ (left) that
is transformed into its corresponding geohash sequence representation 𝑉𝑖 =
[𝑣0, 𝑣1, . . . , 𝑣𝑖−1, 𝑣𝑖] (center) for which an anomaly score is calculated every time a new
data point is added to the sequence.

2.2.2 Automatic Wandering Detection

We set focus on the current AI engine of SOD described more thoroughly in [3]. The
engine is based on past, and real-time location data transmitted by the device of a PwD
and relies on personalized models.
Overall the engine consists of two components: one periodic and one real-time. The

task of the periodic component is to extract typical historical movement patterns of a
PwD from continuously incoming position data points, while the real-time component
compares the current pattern with the typical ones to detect significant deviations.
The periodic processing of collected position data is illustrated in Figure 2.2. The

continuous stream of data is decomposed into movement trajectories by determining
geographical regions in which the person had prolonged stays. Thus trajectories have
geographical regions as origins and destinations. The trajectories are then transformed
into sequences of geohashes, which are unique strings to which geospatial coordinates
that fall within a grid are mapped. Finally, a set of frequent sequential patterns is extracted
via the PrefixSpan algorithm [150]. This helps summarize the collected data and orga-
nize past trajectories in frequent sequence patterns between different origins and des-
tinations.
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Figure 2.4: A simplified overview of the components and technologies that support the function-
alities of the help component.

The real-time processing of location data is illustrated in Figure 2.3. Here, we assume
available a database 𝐷 of the typical geohash sequences of a PwD. For an ongoing trajec-
tory 𝑇 ′, the same segmentation and transformation process as in the periodic compo-
nent is applied, yielding a partial geohash sequence𝑉𝑖 = [𝑣0, 𝑣1, . . . , 𝑣𝑖]. Whenever a new
element 𝑣𝑖+1 is added, a similarity score can be calculated between𝑉𝑖+1 and the elements
of 𝐷, that is, 𝑠𝑖+1 = 𝑓 (𝑈,𝑉𝑖+1 )/|𝑉𝑖+1 |. The score 𝑠𝑖+1 uses a sequence alignment function 𝑓 that
counts howmany elements of the bestmatching sequence𝑈 ∈ 𝐷 alignwith the elements
of the ongoing sequence 𝑉𝑖+1. From 𝑠𝑖+1 an anomaly score 𝑎𝑖+1 = 1 −min 𝑗=0,...,𝑖+1

(
𝑠 𝑗

)
can

be updated andmonitored. If this score rises above a threshold 𝜃 ∈ (0, 1], then the trajec-
tory is classified as anomalous, and an alarm procedure is triggered. Clearly, the proper
setting of the parameter 𝜃 is crucial for the approach [3].

2.2.3 System Architecture

The implementation of the backend has to adhere to efficiency, reliability andmaintain-
ability requirements. We chose to use a lightweight Kubernetes distribution called k3s to
deploy and run the different elements needed by the help component as microservices
or serverless functions. These types of architectural components especially have advan-
tages with respect to efficiency, reliability, and maintainability [151, 152] when deployed
to a platform like Kubernetes.
Microservices and serverless functions are architectural components that handle a

limited set of tasks. They promote the logical grouping of elements into separate com-
ponents that use their own isolated environment and are loosely coupled with other
components. These characteristics facilitate debugging and maintainability, which are
important in our case. Our architecture is illustrated in Figure 2.4 and in more detail
in Figure 2.6. A key component is Redis, which is used as a message queue and broker
in handling the internal communication among the other components. Redis is also a
part of the communication layer that enables users of the SOD frontend application to
establish a persistent connection for bi-directional real-time messaging with the back-
end system. Redis essentially enables the possibility of passing relevant messages from
one user to another through the backend system.
The implementation of the automatic wandering detection engine is delegated to a

microservice developed using the Python Django REST framework [153]. This compo-
nent offloads most data processing tasks to serverless functions in the OpenFaaS com-
puting framework [154] via the OpenFaaS Gateway. In the context of the periodic and
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Figure 2.5: A sequence diagram of the general messages exchanged between the backend and the
frontend of all the involved users that are on a mission to help a PwD. In the diagram,
alt indicates alternative actions, while par indicates actions that are taken in parallel.

real-time processing of location data, OpenFaaS provides a platform for scaling CPU-
bound computations implemented as functions.
The Django component also takes care of managing a mission when wandering is de-

tected in a PwD. In particular, the component implements the message flow illustrated
in Figure 2.5. It entails keeping track of the location coordinates of different users (care-
givers, relatives, and volunteers) and determining their availability. The component is
also responsible for keeping track of the state of the rescue mission at each user and
calling the appropriate messages and user interfaces implemented by the frontend. See
the linked demonstration video for an example.

2.2.4 Conclusion & FutureWork

We have implemented amHealth application for the involvement of citizens in the care
of people with early stages of dementia. The app’s main functionality uses AI to detect
whether a person is wandering, disoriented, and lost and activate a rescue mission.
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SOD has only been tested in synthetic settings at the time of writing. In particular,
the automatic wandering detection engine has been tested and compared with an alter-
native approach from the literature on synthetically generated data [3]. Similarly, the
scalability and reliability of the architecture have undergone synthetical load tests [2].
User tests in protected environments have been accomplished at many stages. We are
in the process of launching the app on a restricted set of users to closely monitor the
performance. The next step will be the assessment of real-life rescue mission episodes.
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Abstract: We describe the architecture of “Sammen Om Demens” (together about dementia, SOD), an ap-
plication for portable devices aiming at helping persons with dementia when wandering and getting lost
through the involvement of caregivers, family members, and ordinary citizens who volunteer. To enable the
real-time detection of a person with dementia that wanders and gets lost, we transfer position data at high
frequency from a frontend on the smartphone of a person with dementia to a backend system. The backend
systemmust copewith the high throughput data and possibly conduct heavy computations to detect anomalous
movement behavior via artificial intelligence techniques. This sets particular performance and architectural
requirements for the design of the backend. In the paper, we discuss our design and implementation choices
for the backend of SOD that involves microservices and serverless services to achieve efficiency and scalability.
We give evidence of the achieved goals by deploying the SOD backend on a public cloud and measuring the
performance on simulated load tests.
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2.3.1 Introduction

An increasing number of people in the world are estimated to be affected by dementia
[155]. As such, there is an increasing effort to conceive social and technological innova-
tions to help people affected by dementia syndrome along with their relatives, closest
caregivers, friends, and communities [156]. Wandering and disorientation leading to
getting lost are common in people with dementia, even in the early stage. Therefore,
there is a considerable effort to provide technological solutions aimed at alleviating the
troubles related to these types of situations [157, 158].
In line with this effort, we developed an application for portable devices, dubbed

“Sammen OmDemens” (together about dementia, SOD), in the context of a Danish mu-
nicipality. The goal of SOD is to create awareness among ordinary citizens and to in-
volve them in helping persons affected by dementia, ultimately alleviating the anxiety
of these latter and their closest caregivers. The main functionality of SOD that is ex-
pected to achieve this goal is a software component that will be able to automatically
detect episodes of wandering and getting lost.
In this paper, we focus on the architecture of SOD that relies on a frontend software

deployed on portable devices (i.e., smartphones) and a backend system that runs in the
cloud. The frontend collects and sends position data at a high frequency to the backend
system that processes the information received. Furthermore, the backend is designed
to allow the integration of the software component that automatically detects wander-
ing and getting lost situations. For this reason, the backend is required to process an
expected high throughput of data efficiently and reliably while being structurally flex-
ible to easily deploy artificial intelligence techniques for the detection of persons with
dementia that get lost. It is thus vital to design the system’s backend that can operate effi-
ciently and reliably, easily scaling as the number of users of SOD increases. Our solution
has been to adopt microservices and serverless services. Here, we will argue and give
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evidence that these architectural components offer several advantages. Among them
are scalability and architectural flexibility [151, 152].
In the paper, we restrict ourselves to describing and evaluating the microservices and

serverless architecture and its performance. More specifically, we focus on the elements
of the backend system that deal with SOD’s main functionality, which is processing the
position data generated by the app’s users. This part of the system is expected to be
under the heaviest load and requires the most resources to run. Testing the app with
real users, comparing it against other approaches (see e.g. [159, 160]), or detailing the
automatic detection of anomalous behavior is left as future work for a follow-up article.
The paper is structured as follows. In Section 2.3.2, we give more details on the fea-

tures of SOD that need to be supported by the backend system. In Section 2.3.3, we
describe the underlying paradigms and technologies we used to develop the backend
system. In Section 2.3.4, we describe the implemented infrastructure before presenting
its validation in Section 2.3.5. We conclude in Section 2.3.6 discussing related work and
future research plans.

2.3.2 Sammen OmDemens (SOD)

In this section, we give an overview of the features of SOD that need to be supported by
the backend system.
The backend system accommodates three user types: i) users with dementia (from

light to medium cases) who can use to a certain degree a smartphone and remember to
bring it with them ii) closest caregivers and relatives linked to one ormore users with de-
mentia and iii) ordinary citizens, not linked to any specific user, who volunteer to help.
Relatives to a person with dementia are handled as volunteers. However, they have en-
hanced functionalities towards the user with dementia to whom they are linked. For
the final users, the app consists of three components, each providing a different func-
tionality: a knowledge base providing information about the local organization of the
municipality around dementia, a help component providing functionalities to activate
relatives and near volunteers in cases of need, and a recreational activity calendar with
the additional feature of proposing accompanying persons.
The help component is concerned with detecting persons with dementia exhibiting

anomalous behavior, such as becoming lost or confused about their location. Through
the app, it is possible for a user with dementia to directly trigger an alarm if he/she
becomes lost and wishes for assistance. Alternatively, a relative of a user with dementia
can identify the anomalousmovement behavior through the enhanced capability of this
user type to track the position of their linked users on a dedicated map in the frontend.
They can then trigger the alarm to contact their linked user with dementia and activate
volunteers. Most interestingly, the same alarm can also be triggered automatically by the
app if the backend system detects anomalous behavior in the stream of position data
sent by the frontend. Eventually, if an alarm is directly or indirectly triggered, the back-
end system has the task of sending out notifications to the nearest available volunteers
and the available relative of the user with dementia. In the case of more than one rela-
tive, the one registered with the highest priority is chosen (see Section 2.3.4, concerning
the User Relations Service). When a user receives the notification, it triggers an alarm
sound to warn the user to react fast. The volunteer users that receive the notification
have the choice to either accept or decline a request to help the user with dementia.
The activation of the users starts a rescue mission, in which volunteers and a relative co-
ordinate and work together to bring the user with dementia to a safe place, e.g., a care
home, a police station, or the like. Throughout themission, the position of the user with
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dementia is broadcasted to all other involved users. This is done to enable one or more
of the involved users to navigate to the user with dementia and assist them. When the
user with dementia has been brought to a safe place, the rescue mission is closed by one
of the involved users.
The recreational activity calendar is at the most basic level, just a calendar where volun-

teers can post relevant activities. The calendar also functions as an intermediary entity
that tries to create opportunities for volunteers and users with dementia to participate in
activities together. This is done bymatching volunteers to activities based on submitted
activity preferences and suggesting relevant activities to users with dementia based on
the keywords they use when searching through the activity calendar. Whenever a user
with dementia navigates to the description of an activity that he/she finds attractive, one
or more volunteers will be suggested to the user with dementia as a possible accompa-
nying person for the activity. It is then up to the user with dementia to take contact with
one of the possible suggested volunteers.

2.3.3 Preliminaries

Several architectural models exist to design and develop applications. However, the mi-
croservice and serverless computing architectural models are especially interesting for us
as they provide an excellent framework for building a distributed system that is maintain-
able, efficient, and can easily scale [161]. In the following, we first give a brief overview
of these architectural models and then describe the concrete technologies adopted for
developing SOD.

2.3.3.1 Microservices & Serverless Computing

The microservice architectural model allows a developer to manage and deploy sev-
eral smaller autonomous and modular pieces that communicate through an Applica-
tion Programming Interface (API) via network messaging protocols. As a result of using
this type of architectural model, it can be easier to horizontally scale software compo-
nents that make up a system. These modular pieces usually run in their own isolated
environment, possibly using their own technology stack.
The popularity of the microservice architectural model has grown hand in hand

with the increased adoption and usage of application containerization. Containers are
lightweight virtualization runtime environments that allow a developer to run an appli-
cation locally for testing purposes, as well as in a production environment on a server.
They present a consistent and portable software environment where all dependencies
can be packaged as a deployable unit. Multiple application components that run in con-
tainers can be managed by orchestration tools such as Docker Compose [162], Kuber-
netes [163], or Docker Swarm [164].

With Docker Compose, it is possible to run a multi-container application on a single
physical or virtual machine. On the other hand, container orchestration tools like Ku-
bernetes and Docker Swarm take things to the next level and make it possible to run
on multiple physical or virtual machines, usually called nodes. Nodes can be added or
removed as needed. The smallest deployable unit in a Kubernetes cluster is the pod that
can run one or more containers. Kubernetes and Docker Swarm dynamically manage
andmaintain the lifecycle of containers that access resources on a physical or virtualma-
chine. Kubernetes is especially popular as it allows auto-scaling and auto-provisioning
of resources based on the application load.
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Serverless computing is a relatively new emerging architectural model that embraces
the concept of Function as a Service (FaaS). The concept of FaaS encompasses the idea
that developers should be able to manage and deploy independent functions that ex-
ecute in response to events triggered by a system’s internal and/or external sources.
Serverless functions are deployed as containers that are stored and managed in private
or public registries (e.g., Docker Hub [165]). The execution of a function means pulling
and running one or more corresponding containers from the registry.
Themicroservice and serverless computing architectural models sharemany similar-

ities with respect to how the modular pieces are structured and organized and how they
each run in their own isolated runtime environment. The differences are the granularity
of themodular pieces and the executionmodel that is used. Amicroservice architecture
that has been broken down into even smaller pieces can be said to align with the idea of a
serverless computing architecture. Microservices are suited for long-running processes,
while serverless computing is suited for processes that run occasionally or for a short to
medium period of time. This is especially due to the event-driven nature of serverless
functions and the fact that serverless functions are usually only executed when needed.
As a result, architectures that adopt a serverless computingmodel eliminate the require-
ment of having a system where certain resources need to be permanently reserved for
the system to function. This, in turn, means that serverless computing can minimize
operational costs and easily scale.
Serverless computing has many advantages scalability-wise, but some inherent issues

are also associated with the executionmodel. More precisely, retrieving a container im-
age and starting a container can take some time, i.e., it adds additional overhead to the
function call. This phenomenon is usually referred to as a cold start. Therefore, running
containers are often reused to avoid it for subsequent invocations of the same serverless
function. When a container is reused, it is called a warm start, and the overhead can
be significantly lower. The problem with cold starts is usually associated with certain
serverless services provided by cloud service providers (Amazon, Google, Microsoft,
IBM, and many others). This is usually the case as cloud service providers do not need
to run infrastructure in anticipation of use and can thus shut down idle or unused re-
sources. Nonetheless, to solve the issue with cold starts, some cloud service providers
have tried to combat this problem through more granular user control or other types
of innovations.
Due to the popularity of serverless computing provided by cloud service providers,

several cloud-native serverless computing frameworks have emerged to make it easy
to deploy everything needed to take advantage of a FaaS execution model on existing
infrastructure. Many of these frameworks utilize existing infrastructure that comes in
the form of container orchestration tools such as Kubernetes or Docker Swarm. These
frameworks try to solve the issue of cold starts by offering complete flexibility to tweak
different trade-offs and making it possible for the developer to control how resources
are used. This is, for example, the case of the framework OpenFaaS [154] that makes
it possible to avoid the cold start problem by simply keeping the containers warm if
desired.

2.3.3.2 Technologies

At the core of the backend system, SOD uses the k3s Kubernetes distribution by Rancher
Labs [166] to deploy and run all microservices. k3s is a lightweight certified Kuber-
netes distribution [167] designed for production workloads and optimized for resource-
constrained environments (e.g., small servers or Internet of Things (IoT) appliances). As
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Figure 2.6: A simplified overview of the SOD system architecture.

a result, the system requirements are less demanding than those of a traditional Kuber-
netes cluster. However, the same core functionality can be expected. In this context,
k3s makes it possible to run workloads on the master node controlling the system, as
well as having the possibility to easily add additional worker nodes or even other mas-
ter nodes to create a high availability cluster. With k3s, it is thus possible to easily scale
from a single computing node to several. A contributing factor to the simplicity of k3s
is that, with some exceptions, only the most essential components for running a bare-
minimum high availability Kubernetes cluster have been included in the distribution
of k3s. Moreover, another significant advantage of k3s is that it is possible to package
k3s into a single binary. This greatly simplifies installing, configuring, and updating a
production Kubernetes cluster.
Most of the microservices running in the Kubernetes cluster have been developed

using the Django REST framework [153]. The Django REST framework is an exten-
sion built on top of Django, one of the most popular open-source web development
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frameworks written in the Python programming language. The reason for choosing
this framework is primarily because of its wide adoption and maturity (the initial re-
lease of Django was in 2005). Another reason for choosing this framework is that many
different technologies integrate well with the framework since Django supports various
databases, caching solutions, and programming interfaces. To store the microservices’
data, PostgreSQL databases are used. PostgreSQL databases utilize a host-based persis-
tent volume and are created automatically using the storage application of k3s.
For implementing the data processing pipeline, SOD relies on the OpenFaaS server-

less computing framework [154]. OpenFaaS provides a platform for easily scaling CPU-
bound computations implemented as functions. OpenFaaS comes with default auto-
scaling based on the number of requests per second. In addition, functions can be in-
voked asynchronously via message brokers and synchronously through simple HTTP
requests. OpenFaaS also has a large community and supports a wide range of program-
ming languages with many pre-defined and useful templates to choose from.
Finally, SOD also uses Redis [168], i.e., an in-memory distributed data structure store

that can be used as a message queue and broker, but also as a Key-Value (KV) store and
cache system.

2.3.4 Implementation

Figure 2.6 gives an overview of the architecture of the backend of SOD that provides all
needed services to the iOS/Android frontend. Components 2 - 6 are microservices,
and component 7 is the OpenFaaS serverless computing provider.
The entry point of the entire system is an Ingress Controller 1 that receives requests

from the smartphone application (frontend). Ingress is a standard component of the
Kubernetes platform that provides routing rules to manage external users’ access to the
services in a Kubernetes cluster. The Ingress Controller redirects most traffic to the
Orchestrator 2 but also reserves a direct route to a Django Photo Service whose sole
purpose is to efficiently serve photos such as user profile photos or photos related to
content in the recreational activity calendar. Through the Ingress Controller, a cluster
administrator can also access monitoring services such as Prometheus and Grafana.
The Orchestrator microservice 2 is responsible for routing the requests to other

microservices and handling user creation, activation, deletion, update, and retrieval.
Moreover, it allows forwarding notifications to a user’s smartphone by handling the
WebSocket connections, i.e., persistent connection for bi-directional real-time messag-
ing.
The Orchestrator is the logical entry point for all requests to the SOD’s API. It was

created to have a unique entry point to ease the task ofmonitoring, logging, and caching
requests and to handle user authorization and authentication in one place only using
JSONWeb Tokens ( JWTs) [169]. This means that a user only needs to authenticate once.
Then all internal communication between microservices can happen without further
authentication requests.
Beyond the Orchestrator, the backend consists of other main microservices imple-

menting the functions discussed in Section 2.3.2. In particular, the Anomaly Detection
Service supporting the help component of the app is implemented bymicroservices 3

and 4 , with 3 handling bulk operations on raw position data and acting as a buffer
to avoid many sequential writes to the database, and 4 handling the coordination of
OpenFaaS function execution. The Recreational Activity Service supporting the recre-
ational activity calendar is implemented by 5 . Other utility microservices are also
used and displayed at the bottom of Figure 2.6.
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The User Relations Service manages relations between users. It handles the linking
between users with dementia and their relatives. Users’ permissions and prioritization
are also handled by this service, which ultimately determines in which order a relative
is contacted in case a related user with dementia has lost his/her way. Finally, it handles
the invitation sent by one user to another in the recreational activity component.
The Photo Service manages images like user profile photos or photos related to ac-

tivities posted in the recreational activity calendar. The Photo Service interfaces with
Microsoft Azure Object Storage 8 and enables features for dynamically re-sizing and
cropping photos. Furthermore, this service also works as a webserver for caching and
efficiently serving image data.
The Periodic Task Execution Servicemanages periodic tasks such as pushing database

snapshots to the Azure Object Storage, sending out occasional reminders to volunteer
users that havemade themselves unavailable, removing users who did not complete the
registration procedure, etc.
For logging and monitoring the microservices, SOD relies on the standard logging ca-

pabilities of the Django REST framework. Prometheus [170] is instead deployed for
scraping the usage metrics of the Kubernetes cluster and its REST API that are visual-
ized for monitoring purposes using Grafana [171]. The autoscaling of the microservices
is configured based on CPU utilization. Whenever the load is increasing (resp. decreas-
ing) for a small period of time (10 seconds), then the autoscalingmechanism is triggered
by starting (removing) one or multiple replicas of a service.
Another central component of SOD’s backend is theOpenFaaSGateway 7 . This entry

point to the OpenFaaS framework allows running the functions. In addition, OpenFaaS
provides the infrastructure for implementing the algorithms to detect whether a user
with dementia is wandering and getting lost. This includes different artificial intelligence
techniques for online and offline anomaly detection.
The functions deployed to OpenFaaS are developed using Python. They are triggered

based on the size of the individual queue in Redis. In Redis, every user has its own queue
when sending position data to the backend. The functions are triggered asynchronously
and can run for an unlimited time. The cold start problem is avoided by keeping func-
tions warm while there is still a need for them. The default autoscaling capabilities of
OpenFaaS are used to ensure that only the necessary resources are used by considering
the number of requests per second.
TheMicrosoftAzureObject Storage component 8 stores photos, database snapshots,

and other larger files. We decided to use Microsoft Azure Object Storage because of
its easy access via the deployment platform Microsoft Azure Cloud. However, other
equivalent blob-storage1 solutions can easily be supported.
Finally, the Redis component 9 is used as a message queue and broker in handling the

internal communication betweenmicroservices. Two types of communication schemes
have been implemented: synchronous and asynchronous. The communication scheme
mostly depends on the origin of the initial event. In Figure 2.6, bold arrows indicate syn-
chronous communication, and dashed lines indicate asynchronous. The dotted arrows
instead indicate that the services use both synchronous and asynchronous communications
with each other.
Synchronous communication is used whenever an immediate response is required

and must be returned to the requesting entity. This communication scheme is used by
all services that expose some functionality through the Orchestrator, and that can be

1Blob-storage is a storage solution for binary large object (blob) data. A blob is a collection of unstructured
binary data. For example, multimedia objects or binary machine learning model data.
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Figure 2.7: Synchronous and Asynchronous communication schemes between microservices.

accessed by a user. For example, when activities in the recreational activity calendar are
created, changed, or retrieved, then synchronous communication is used. This com-
munication scheme is inherently synchronous as all tasks must be handled within the
request-response cycle. If this is not possible, an error message will have to be returned.
The general sequence of actions occurring when transporting a message between two

microservices synchronously is depicted in Figure 2.7 and goes as follows:

1. Microservice X enqueues a message with a Universal Unique Identifier (UUID) on
a named queue.

2. Microservice Y dequeues and processes themessage, which in turn creates a result.

3. Microservice Y sets the result in the Redis KV store using the UUID as the key and
the result as the value.

4. Microservice X waits for the result to become available under the UUID in the
Redis KV store.

5. Microservice X returns or utilizes the result further if available. However, suppose
the result is not available after a number of re-tries and within a certain period of
time. In that case, the failure of Microservice Y is handled gracefully, i.e., a default
value and an error message are returned.

6. The KV pairs stored in the Redis KV store are eventually deleted after a short pre-
defined Time To Live (TTL) value.

Asynchronous communication is used instead whenever an immediate response is
not required. This communication scheme between microservices is used internally
for functionalities not exposed directly through the Orchestrator service. Generally,
any interaction that happens outside the HTTP request-response cycle is handled asyn-
chronously. The primary place where asynchronous communication is used is between
microservices that communicatewith the anomaly detection service and the service that
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Figure 2.8: An overview of the anomaly detection part of the backend backend system related
to the help component. Bold arrows indicate synchronous communication and dashed
arrows indicate asynchronous communication.

handles scheduled tasks for future execution. Instead, any result that must be commu-
nicated from the backend to the user is sent via the user’s WebSocket connection to the
backend or via a push notification.
The sequence of actions occurring when transporting a message between two mi-

croservices asynchronously is depicted in the bottom half of Figure 2.7 and goes as fol-
lows:

1. Microservice X publishes an event that needs to be processed by Microservice Y.

2. Microservice Y receives the event as it subscribes to a topic that Microservice X
publishes on.

3. Microservice Y consumes and processes the event. Subsequently, it either does
nothing, or the result triggers Microservice Y to publish another event that Mi-
croservice X picks up (indicated by dashed lines in Figure 2.7). For example, sup-
pose the anomaly detection service (Microservice Y) detects an anomaly. In that
case, an event is published for the Orchestrator (Microservice X) that can process
it. The Orchestrator then sends a WebSocket message or push notification to the
user.

Overall these communication schemes can be said to contribute to a loose coupling of
the microservices as they make it easy to add new components. Existing microservices
will just have to subscribe to another topic or process messages from another named
queue to receive events or messages for further processing.

2.3.5 Performance Evaluation

We set up experiments to test the capabilities of the backend system with respect to the
scalability and its ability to handle a number of scenarios with increasing, decreasing,
and varying demand.
The load tests are implemented to target the part of the backend system that is re-

sponsible for providing the anomaly detection functionality. Figure 2.8 summarizes
that part of the backend system and the communication flows tested. The frontend
can record new positions for a user with a few seconds granularity (1-5 seconds) when-
ever the application runs in the foreground or background of the user’s smartphone.
The new positions of the user are sent to the backend system as they become available
through HTTP POST requests. The backend must serve these requests within 5 seconds.
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Otherwise, a timeout error is returned. Hence, the backend receives between 12 and 60
new locations per minute.
Less demanding operating conditions are possible. For example, to reduce the impact

on battery consumption, it could be possible to pool locations collected in the frontend
at a lower frequency and send the pooled requests to the backend after longer intervals
of time [172].
In our load tests, we simulate the behavior of real users by means of virtual users that

open the application during a time window of atmost 45minutes. During this time they
send HTTP POST requests with position data to the backend system every 𝜏 seconds,
with 𝜏 uniformly distributed between 1 and 5. The data included in a POST request to
the backend include a timestamp and random generated longitude, latitude, altitude,
accuracy, speed, and acceleration.
As shown in Figure 2.8, the position data eventually arrives at the Anomaly Detection

services that aggregate it and save it in bulk in the PostgreSQL database. The Anomaly
Detection services also put the position data into a Redis message queue named after
each respective user. After a number of locations have been placed into the named
queue an OpenFaaS function is invoked and the data in the queue starts being pro-
cessed by the function until the size of the named queue falls below a certain limit. The
coordination of the function invocations is handled through Redis as well.
For the load tests, the simple task of computing a moving average of the longitude

and latitude coordinates of a user with respect to a certain window size (10 in the re-
ported tests) is used as a representative example of processing time series data and take
into account time dependencies in the data. More specifically, two different load testing
scenarios are designed: a fixed increasing/decreasing load scenario to test constant and
protracted demand variability and a varying scenario for testing rapid variability of the
number of users. A steady-state is used as the initial state in both these two scenarios. It
is obtained by adding users constantly until a load of 2400 virtual users is reached and
then letting the system stabilize for 5 minutes without further addition or removal of
users.
The Fixed Increasing/Decreasing Load Scenario proceeds as follows:

• 6 users per second are added over a time period of 5 minutes resulting in an ad-
ditional demand of 1800 virtual users. This level of demand is maintained for a
period of 5 minutes to stabilize the system;

• next, 14 users per second are added over a time period of 5minutes reaching a total
of 8400 virtual users. A period of 5 minutes follows with no change in the level of
demand;

• next, 14 users per second are removed over a period of 5 minutes, such that 4200
virtual users remain. A period of 5 minutes then follows with no change in the
level of demand;

• finally, 6 users per second are removed until only 2400 active virtual users remain.
A period of 5 minutes follows with no change in the level of demand.

TheVarying Load Scenarioproceeds by varyingmore quickly the number of userswith-
out waiting for the system to stabilize. More precisely, it proceeds as follows:

• 40 users per second are added over a period of 2.5 minutes. This results in a total
of 8400 virtual users;
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Figure 2.9: Results of the Fixed Increasing/Decreasing Load Scenario. Each color gradient in the
area plots correspond to the resources used by a replica of a service.

• 56 users per second are removed over a period of 2.5 minutes, which results in 0
virtual users using the backend system.

• Immediately after, 56 users per second are added over a period of 2.5 minutes.
This results in 8400 virtual users using the backend system. This step is repeated
6 times.

• next, 40 virtual users per second are removed over a time period of 2.5 minutes.
This results in a total of 2400 virtual users using the backend system concurrently.
A time period of 5 minutes follows with no change in the level of demand.
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Figure 2.10: Results of theVaryingLoad Scenario. Each color gradient in the area plots correspond
to the resources used by a replica of a service.

These load tests were written and executed using the Python framework Locust [173],
i.e., a fairly new load testing framework and an alternative to more popular but older
load testing frameworks such as Jmeter [174]. Locust was adopted because it is event-
based, allowing a developer to run distributed load tests with thousands of virtual and
concurrent users. It is thus very suitable for testing highly concurrent workloads, which
is also what the backend system is designed to handle.

The experiments were run on a Kubernetes cluster consisting of onemaster node and
one worker node deployed onMicrosft Azure using Standard D16v4, Ubuntu 18.04-LTS
general-purpose virtual machines with standard HDD storage. We allocated 32 virtual
cores, and 64GB of RAM distributed evenly on two nodes. All microservices displayed
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in Figure 2.6 were running in different containers deployed in individual pods. For each
microservice, we configured k3s autoscaling with a minimum and a maximum number
of pods, along with resource requests. The configuration was such that at most 20 cores
were used at any time during the experiments by the cluster, and 3 cores were used for
running the load tests.
The performance of SOD in the two scenarios is shown in Figures 2.9 and 2.10. Specif-

ically, the plots show the number of requests, the number of active users, the latency
(median and 95th percentile), and the CPU utilization of certain key components of the
system. We can see that the services can scale in/out to cope with the different increas-
ing/decreasing and varying demand patterns. In general, we observe that the response
time increases considerably when the demand peaks. We interpret this as an indication
that the saturation of the resources (i.e., configured max number of pods) is reached
and that the system cannot scale up further. Interestingly, we never experience failure
in responses, even in times of high stress on the system.
The varying load scenario displays the backend system’s capability to be reactive

and handle varying demand, while the increasing/decreasing load scenario displays the
backend system’s ability to deal with the sustained load.
We observe that under the sustained load of the first scenario and the resources avail-

able (the two virtual machines), the number of users that the backend system is able
to handle reliably without an increase in response time is around 5000 users. Beyond
5000 users, we observe that the response time starts to increase, and the number of suc-
cessfully served requests per second starts stagnating. A further slowdown in response
time beyond 5 seconds will eventually lead to timeouts because, for practical reasons,
we set the response time limit of the backend system to 5 seconds. Nonetheless, from
the tests in the second scenario, we learn that the backend system is able to recover from
short periods of time with relatively high demand without any errors. We observe that
initially, during consistent load, the resource usage is distributed evenly among Open-
FaaS pods, but during rapid increases in demand, certain pods are able to start earlier
than others receiving more requests and thus consuming more resources.
In the last three plots of Figure 2.9 and 2.10 we can observe the impact of the different

services on the system. The Orchestrator uses the largest amount of CPU resources and
would be, therefore, the place to look at for further optimizations. On the other hand,
an insignificant amount of RAM (not shown in the figures) was used throughout the tests,
which makes sense as it was primarily the throughput of the system that was tested.
In these tests, we restricted ourselves to two nodes. However, the backend system

can easily be deployed with no further effort on a larger cluster of nodes thanks to Ku-
bernetes, which is designed to scale to hundreds of computing nodes. Thus, we could
handle a much larger number of active users.

2.3.6 Related Literature & Conclusions

Smartphone apps, IoT, andwearable sensors offer new opportunities in the health sector
to cure or alleviate diseases and collect data to gain new knowledge. In line with the
current efforts in exploiting these technologies, we designed a software architecture that
allows the collection of data in a frontend and the analysis remote in a backend. We
focused our architecture on an app for the detection of getting lost behavior in people
with dementia. However, we believe the architecture is reusable in similar data science
projects.
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Wedesigned the backend system to rely onmicroservices and serverless services. Our
simulation tests confirmed that the architecturemakes it possible to cope efficiently and
reliably with different load types and scale appropriately.
Similar to ours, other works on different applications investigate the performance,

scalability, and especially the cost of running microservices and serverless architectures
in the public cloud. They seem to reach similar conclusions to ours and complement
them with additional remarks.
For example, [175] proposes a framework for supporting analytics in mHealth appli-

cations while [176] describes the functionality and architecture of both the frontend app
and the backend system for a smartphone e-health app that supports maternal health
workers in rural India. The work in [177] instead illustrates the development of three
concrete app examples natively on the cloud using Apache OpenWhisk [178]. Like in
our work, the authors describe how easy it is to make changes and deploy functions on
the fly. In [179], the authors present a case study of the migration of a monolithic ap-
plication to AWS Lambda, observing great cost savings compared to running the same
application on virtual machines using IaaS (Infrastructure as a Service). Similar obser-
vations are made in [180, 181].
Several open-source libraries and frameworks that utilize serverless computing for

running data processing workloads in the cloud have been proposed in the literature.
Most notably, the OSCAR (Open Source Serverless Computing for Data-Processing Ap-
plications) framework is presented in [182]. The framework utilizes an architecture that
primarily uses serverless computing for event-driven data processing. It is a framework
for general-purpose file-processing applications and uses OpenFaaS for function exe-
cution like ours. The authors show the capabilities of the developed framework to scale
appropriately according to demand. Furthermore, the reliability and scalability of the
platform are tested on a concrete use case related to object detection in videos.
Another framework that aims to simplify access to distributed computing through

serverless computing is the PyWren framework presented in [183]. The framework is
created to easily perform Python-based distributed computing on AWS Lambda by
avoiding provisioning and configuring complex on-premise clusters. The SIREN ma-
chine learning library proposed in [184] also takes advantage of the same benefits of de-
ploying to AWS Lambda. The library enables a swarm of stateless functions to work on
batches of machine learning training data. With this approach, the authors show that
they can achieve a high level of scalability.
Several other libraries and frameworks are dedicated to solving serverless computing

resource provisioning and management problems. An example is the BARISTA frame-
work introduced in [185]. It is a serverless framework that focuses on being able to dy-
namicallymanage resources by horizontally and vertically autoscaling containers based
on predicted workloads. Another framework that is concerned with the same aspect of
serverless computing but with a more general and broader scope is presented in [186].
With the architecture of SOD in place, we are currently working on developing the

functionalities and the data processing pipeline in OpenFaaS. In particular, we are de-
ploying several artificial intelligence techniques to detect if a person with dementia is
getting lost. In addition, the current infrastructure has been extended by coordinating
more function calls and allowing access from the functions to other system components,
such as the Azure Object Storage.
Regarding efficiency, we noted that compared to other architectures, our architecture

provides much functionality directly in the Orchestrator Service (e.g., gateway, autho-
rization, authentication). While handling all these tasks at a single point might have
some advantages, it also has the drawback of requiring more resources. Hence, look-
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ing for possible further improvements in the scalability and efficiency of the backend
system, we are considering delegating all these functionalities to other separate services
and making them directly accessible through the Ingress Controller.
Our next steps for the improvement of SOD are: evaluating and combining the AI

techniques for detecting getting lost episodes on the basis of benchmark data, carrying
out user tests for assessing the reliability and reception of the functionalities of the app,
and comparing with alternative proposals from the literature. Moreover, we plan to
complement the position information with other information coming from sensors on
the smartphone and ultimately also from wearable devices that could remove the need
for remembering to take the smartphone when going for a walk, something we cannot
rely on in the advanced stages of dementia.

Data Availability

A snapshot of the repository containing the codebase for the SOD backend system and
the data that support the findings of this study are openly available in Zenodo at [148].
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Abstract: Wandering is a problematic behavior in people with dementia that can lead to dangerous situa-
tions. To alleviate this problem, we design an approach for the real-time automatic detection of wandering
leading to getting lost. The approach relies on GPS data to determine frequent locations between which
movement occurs and a step that transforms GPS data into geohash sequences. Those can be used to find fre-
quent and normal movement patterns in historical data to then be able to determine whether a new ongoing
sequence is anomalous. We conduct experiments on synthetic data to test the ability of the approach to find
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outperforming the state-of-the-art approach.

Keywords: Geospatial DataMining; Sequence Alignment; StreamMining; Anomaly Detection; Wandering
Detection; Disorientation Detection; Dementia; GPS Data.

2.4.1 Introduction

The number of persons affected by dementia is expected to increase worldwide [155].
Persons affected by dementia are known to get disoriented, causing them to wander
and get lost. This is a concern because a person can face dangerous situations, which
provokes anxiety in relatives and caretaking persons. Our work has been motivated by
a collaboration with social workers who aim at supplying people with dementia with a
smartphone app that notifies relatives when a person starts to get disoriented, causing
them to stray from their normal travel patterns.
Several approaches have been proposed to how disorientation and wandering can be

defined in persons suffering from dementia [187, 188, 189]. Many of the approaches that
are based on the Martino-Saltzman model [189] successfully detect wandering patterns.
However, they do not consider a person’s historical travel patterns, which might vary
from individual to individual. Other approaches are of a more personalized nature and
focus on a definition of wandering as a deviation from the normal patterns of a per-
son [190, 191, 192, 193, 194].
In this chapter, we follow the latter approach and propose an algorithm for the real-

time automatic detection of wandering behavior from GPS data. Figure 2.11 shows an
example of the input and output of our algorithm. Given a set of historical paths be-
tween an origin and a destination determined by the positions transmitted, the algo-
rithm can detect an incumbent path as anomalous in real time if it deviates consider-
ably from the normal pattern. When such behavior is detected, relatives and nearby
volunteers can be automatically alerted and called to provide assistance. This paper de-
scribes the algorithm and the complete data processing pipeline from data receipt and
preprocessing to the final detection result. This pipeline is depicted in Figure 2.12.
The most similar approach to ours is the isolation-Based Disorientation Detection

(iBDD) method by Lin et al. [193] that represents the movement of elderly people as se-
quences of “stops” that correspond to semantic places (e.g., home, grocery shop, etc.)
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Figure 2.11: An illustrative example of normal and anomalous trajectories going between a single
origin and destination. Trajectories deviating from the normal movement pattern
have been detected and labeled as being anomalous.

and “moves” that correspond to the movement of a person between “stops”. The al-
gorithm identifies anomalous movement by examining whether the movement of an
elderly person deviates significantly from historical movement sequences between se-
mantic places. However, the authors assume that semantic places are given a priori while
our problem setting requires their discovery in an onlinemanner while data are stream-
ing. Furthermore, Lin et al. discretize the movement of elderly people between seman-
tic places into movement sequences by using a uniform grid, which can be quite ineffi-
cient. In contrast, we use geohashing, which is a more flexible and distance-preserving
way of discretizing movement into sequences. Moreover, Lin et al.’s algorithm [193]
tries to match a person’s entire real-time sequence of movement precisely with a subse-
quence of a historical sequence of movement of the same person. Clearly, this might be
too restrictive in a context where positionsmight contain noise, and trajectoriesmay de-
viate slightly without being anomalous. In contrast, we adopt a similarity function [195]
between real-time and historical sequences, which is more flexible and allows for slight
deviations between sequences. Consequently, while in Lin et al.’s algorithm [193] all his-
torical sequences of a person must be compared with the real-time sequence, we can
apply a frequent patternmining algorithm periodically, store only the frequent patterns
and compare the real-time sequence only with those frequent patterns.

The remainder of this chapter is structured as follows. In Section 2.4.2, we describe the
components of the proposedwandering detection approach and formalize the problem.
In Section 2.4.4, we describe the experimental setup used in the evaluation of the pro-
posed detection approach along with the synthetically generated data used in the pro-
ceeding algorithm experiments. The results from the experiments with the proposed
detection approach and the alternative [193] are then given in Section 2.4.6. Finally, in
Section 2.4.7 we draw conclusions and outline future work.
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Figure 2.12: An overview of the components of the approach displaying their organization and
the data processing flow.

2.4.2 Data Processing & Detection Task

The components of the wandering detection approach visualized in Figure 2.12 can be
divided into two groups: A0 – A6 are components that process data in real-time, while
B1 – B6 are components that run periodically and use historical data to support the
functioning of components A3 and A5 .

2.4.3 Data preprocessing

Raw GPS data are processed in A1 in real-time as they arrive from a smartphone de-
vice A0 . Raw GPS data come in the form of geospatial points consisting of a vector
p = [𝑥, 𝑦] ∈ R2, where 𝑥 and 𝑦 are the latitude and longitude coordinates, respectively, in
any geographical coordinate system.

Definition 2.4.3.1 (Stream of geospatial points). A stream of geospatial points is a sequence
of ordered pairs 𝑆 = [(p𝑖 , 𝛿𝑖)]𝑖=1,...,𝑛 where p𝑖 is a geospatial point and 𝛿𝑖 is a timestamp.

We use the Haversine distance 𝑑 : R2 × R2 → R to approximate distances between
points on Earth.
The stream of geospatial points incorporates a temporal dimension in which the rela-

tion between consecutive points can be assessed. The stream of geospatial points 𝑆 can
be organized into separate raw trajectories, defined in Section 1.1.1, based on the temporal
and spatial relation between consecutive points. A stream of points 𝑆 can be partitioned
in a set of raw trajectories {𝑇𝑖}𝑖=1,...,𝑚 starting and ending at two consecutive points that
are at a distance in time larger than 𝜖 ∈ R+ or in space larger than 𝛾 ∈ R+, i.e., a trajectory
is a sequence of consecutive geospatial points from a stream 𝑆 starting at any ℓ = 1, . . . , 𝑛
element such that 𝛿ℓ − 𝛿ℓ−1 ≥ 𝜖 or 𝑑 (pℓ−1, pℓ) ≥ 𝛾 and ending at the data point before the
successive trajectory starts.
Raw trajectories organize a stream of points 𝑆 into meaningful groups, in the sense

that if consecutive points are far apart in space and time, then it can be assumed that
their relationship is insignificant, i.e., they are not part of the same trip that a person
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makes. Large temporal and spatial gaps between points can, for example, be due to the
GPS sensor being deliberately switched off by the person or due to inadequate satellite
coverage, causing the GPS sensor to be idle (see details related to this in Section 1.1.1.1).
The parameters 𝜖 and 𝛾 are distance thresholds that specify upper bounds on the

amount of information we are prepared to infer about the movement of a person be-
tween two consecutive geospatial points. Setting the thresholds too high introduces un-
certainty about the movement of a person between consecutive points. At the same
time, too small values will make it impossible to capture the larger spatial and temporal
context of the movement of a person.
A stay point p′𝑖 in a raw trajectory 𝑇 is a geospatial point augmented with a weight 𝑤′𝑖 ∈
R+, which is a duration of time, that results from the contraction of all consecutive points
from 𝑖 to 𝑗 , [(pℓ , 𝛿ℓ)]ℓ=𝑖,..., 𝑗 , and that is defined with respect to a tentative point

p̃𝑖 𝑗 = (𝑥′𝑖 , 𝑦′𝑖) = (median(𝑥𝑖 , . . . , 𝑥 𝑗 ),median(𝑦𝑖 , . . . , 𝑦 𝑗 )) (2.1)

A stay point satisfies the conditions 𝑑 (p̃𝑖𝑘 , p𝑘+1) < 𝜉′ for all 𝑘 = 𝑖, . . . , 𝑗 − 1, and
maxℓ=𝑖,...,𝑘 𝑑 (p̃𝑖𝑘 , pℓ) < 𝛼 ∈ R+ for all 𝑘 = 𝑖, . . . , 𝑗 , and replaces [(pℓ , 𝛿ℓ)]ℓ=𝑖,..., 𝑗 with

p′𝑖 = p̃𝑖 𝑗 , 𝛿𝑖 = 𝛿 𝑗 , 𝑤
′
𝑖 = 𝛿 𝑗 − 𝛿𝑖 (2.2)

The process of forming stay points in a trajectory can perhaps be more easily under-
stood as a trajectory data compression task performed online. Every time a new data
point p𝑖+𝑘 arrives, it is checked whether (a) its distance from themedian of the 𝑖 to 𝑖+ 𝑘−1
previous points is smaller than 𝜉′, and (b) if a newmedian of the 𝑖 to 𝑖 + 𝑘 points will still
be within a distance 𝛼 of each of the 𝑖 to 𝑖 + 𝑘 points. If conditions (a) and (b) are met,
then the points are to be contracted together. However, the contraction operation is
suspended until a point p 𝑗+1 arrives that is either farther away than 𝜉′ from the median
of the 𝑖 to 𝑗 previous points, or the median of the 𝑖 to 𝑗 + 1 points are farther away than
𝛼 distance from each of the 𝑖 to 𝑗 + 1 points. Then, the points p𝑖 , . . . , p 𝑗 are contracted
into p′𝑖 as described by Eqs. (2.1)-(2.2). The primary goal of this process is to reduce the
amount of data that needs to be processed in a subsequent step. Secondarily, the process
aims to (i) obtain more robust geospatial coordinates and (ii) assign appropriate weights
to locations where a person remains stationary for an extended period of time.
The value of 𝜉′ should be chosen by considering the inaccuracy of a smartphone GPS

sensor and the level of data compression that should be achieved. Noisy geospatial
points that are scattered around the true position of a person should preferably be re-
placed by a stay point to benefit from (i) and (ii). The inaccuracy of a smartphone GPS
sensor has been reported in [196] to be in the range of 7-13𝑚 on average. Furthermore,
the condition 𝜉′ < 𝛾 should be satisfied to avoid conflicts with the subdivision of a stream
of points into raw trajectories. Taking these things into account, a suitable value for 𝜉′

would lie in the range 13 < 𝜉′ < 𝛾.
The distance threshold 𝛼 is introduced to ensure the possible drift of a stay point is

confined to be within a certain distance of the geospatial points that are used to form the
stay point. The drift of a stay point can, e.g., be due to a too large value of 𝜉′ or because
a person is walking very slowly between two locations. As a guideline, the value of 𝛼
should lie in the range 𝜉′ < 𝛼 < 𝛾.
The preprocessing step A1 ultimately creates trajectories containing stay points that

are saved in A2 to be used in the future but are also further processed in real-time A3

– A6 .
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2.4.3.1 Subdivision of Trajectories in Sub-trajectories

Let 𝑋 (𝑇) denote trajectories after the contraction in stay points. Points that are not con-
tracted are also augmented with a weight equal to zero and become stay points as well.
Once enough trajectories have been collected and processed in this way in A2 , cluster-
ing of stay points from different trajectories of a person is performed in B1 .
The clustering works as follows. Let the stream 𝑆 contain 𝑚 raw trajectories and let the

trajectories be contracted, i.e. {𝑋 (𝑇𝑖)}𝑖=1,...,𝑚. Stay points with a weight 𝑤 > 𝜏 ∈ R+ are
considered as nodes in a network, and all pairs of nodes in the network, that are within
some distance 𝜉′′ ∈ R+ of each other, are connected with an edge. Each edge is given a
weight equal to the inverse normalized distance between the pair of nodes. This serves
the purpose of relating stay points that can be found across different trajectories with
each other. The grouping of the stay points is found by applying a network clustering
algorithm: the Louvain community detection algorithm [197]. The resulting clusters are
used to form geofenced regions.
The parameter 𝜏 is used as a threshold for pruning uninteresting stay points thatmight

be the result of the slow movement of a person or minor stops at e.g. an intersection.
The parameter 𝜉′′ has a somewhat similar physical interpretation as 𝜉′ and is used as a
measure for deciding when one and several other stay points in a general area is thought
to be highly related to each other while taking into account the fact that stay points
from different trajectories might be scattered around a general area due to inherent
inaccuracies of the data.
Appropriate values for 𝜏 and 𝜉′′ depend heavily on the value chosen for the parameter

𝜉′, as 𝜉′ essentially decides when and which geospatial points are replaced with a stay
point. This in turn has a direct effect on the geospatial coordinates and weight given to
a stay point. Due to the interaction of the parameters, the values for 𝜏 and 𝜉′′ are thus
best decided through experimentation.

Definition 2.4.3.2 (Geofenced region). A geofenced region is a geospatial region defined by
the convex hull of all stay points p𝑖 belonging to an identified cluster.

The geofenced regions represent meaningful geographic places (described in Sec-
tion 1.1.2.2) that a person frequently visits, e.g., a person’s home, a grocery store, etc. The
regions identify the natural start and end points for subdividing a raw trajectory in real-
time in A3 , and historically collected trajectories in B3 , into semantic sub-trajectories.

Definition 2.4.3.3 (Semantic sub-trajectory). A semantic sub-trajectory is a subset of a con-
tracted raw trajectory of streaming data 𝑆 delimited by the geofenced regions, that is, 𝑇 (𝑖, 𝑗 ) =
{𝑡𝑖 , . . . , 𝑡𝑘 , . . . , 𝑡 𝑗 } where 𝑡𝑖 and 𝑡 𝑗 belong to the same or two different geofenced regions and all
other data points 𝑡𝑘 for 𝑘 = 𝑖 + 1, . . . , 𝑗 − 1 do not.

The definition of a semantic sub-trajectory extends the definition of a sub-trajectory
(Definition 1.1.2.4) and semantic trajectory (Definition 1.1.2.5) by emphasizing that the
unit of further analysis is a sub-trajectory corresponding to the movement of a person
between identified geofenced regions acting as stops.

2.4.3.2 Geohashing

In A4 and B4 , the coordinates of points forming a semantic sub-trajectory are trans-
formed into their corresponding geohash representation, forming sequences of geo-
hashes. An interpolation process enriches geohash sequences by adding missing cells
between geohash grid cells if these are not connected. Furthermore, consecutive and
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(a) An example of the geohash sequence interpolation
process.

(b) An example of how the geohash encoding preci-
sion affect the size of a grid cell.

Figure 2.13: Illustrations related to the geohash interpolation process and precision.

identical geohash grid cells are merged. The result is illustrated in Figure 2.13(a). Note
that the contractions performed at the previous stages reduce the number of points that
need to be hashed and considered in the next computations, thus speeding up the pro-
cessing. Note also that the geohash sequences will have the first element contained in a
geofenced region. The next element will be the first outside of the geofenced region.

2.4.3.3 Sequential Pattern Mining

Offline, the data in A2 are processed in a set 𝐻 of historical geohash sequences. In
B5 , we extract from 𝐻 a set 𝐷 of frequent sequential patterns that represents the normal
movement patterns of a person. The set 𝐷 is generated by mining frequent sequential
patterns via the PrefixSpan algorithm [150]. The PrefixSpan algorithm finds sequence
patterns that occur in a database of sequences. A frequent sequential pattern is closed
if no super-pattern with the same frequency count exists. Furthermore, patterns con-
tained in a super-pattern, irrespective of frequency count, are termed redundant pat-
terns and pruned from the resulting set. This step aims to extract the most important
information from 𝐻 while reducing the overall set of sequences to be saved in B6 and to
be considered in the subsequent sequence similarity calculation step A5 . Thus, at each
mining step, we only store in 𝐷 the closed sequence patterns with a frequency higher
than 𝜂, which has been pruned, as illustrated in the example in Figure. 2.14.
The operations in B1 , B3 , B4 , B5 are repeated in the background periodically as

with new data arriving in A2 the outcome 𝐷 may change.

2.4.3.4 Sequence Similarity Calculation

In A5 , the set of frequent sequential patterns belonging to a person is used for calcu-
lating a similarity score of an ongoing geohash sequence generated by the same person.
The similarity score is a distance measure used to quantify the similarity between

two sequences. Different similarity measures between sequences are possible. Some
distance measures are able to handle sequences of different lengths, while others like
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𝐻 = [[’A’, ’B’, ’D’],
[’A’, ’B’, ’C’, ’D’],
[’A’, ’B’, ’C’, ’D’],
[’A’, ’B’, ’E’, ’F’],
[’A’, ’B’, ’E’, ’F’],
[’A’, ’B’, ’E’, ’F’],
[’A’, ’E’, ’F’],
[’A’, ’G’, ’H’, ’I’],
[’A’, ’G’, ’H’, ’I’]]

[
× (9, [’A’]),
× (6, [’A’, ’B’]),

(3, [’A’, ’B’, ’D’]),
(2, [’A’, ’B’, ’C’, ’D’]),
(3, [’A’, ’B’, ’E’, ’F’]),
(4, [’A’, ’E’, ’F’]),
(2, [’A’, ’G’, ’H’, ’I’]),

]

Figure 2.14: The result of the PrefixSpan algorithm (right) when applied to database 𝐻 contain-
ing sequences between geofenced regions A-D, A-F and A-I (left) restricted to closed
patterns that have been pruned (×) and 𝜂 = 2.

the Hamming distance only applies to sequences of the same length. Some distance
measures do not take into consideration the ordering of the elements in a sequence.
For example, the Jaccard similarity can measure the degree of overlap between two sets
of sequences, but without considering the ordering of the elements.
The edit distance is one of the most commonly used distance measures for compar-

ing sequences. It counts the minimum number of operations required to transform
one sequence into the other. The edit distance is a generalization of other well-known
sequence similarity measures such as the Hamming distance, Longest Common Sub-
sequence (LCSS), and the Levenshtein distance. The only difference among these dis-
tances is the set of allowed operations (insertion, deletion, or substitution of elements)
that can be used to transform one sequence into the other.
A further generalization of the edit distance comes in the form of sequence alignment

algorithms where each allowed operation is assigned a cost and the cost of the operation
depends on the location where it is applied. The pairwise Smith-Waterman sequence
alignment algorithm is an example of such an algorithm [195]. The Smith-Waterman
algorithm is suitable for comparing partially similar sequences and sequences of dif-
ferent lengths that have conserved regions with high similarity. It is one of the most
commonly used sequence alignment algorithms2.
We adopt this algorithm to calculate the similarity score. The ongoing sequence of a

person is compared in turn to each sequence in the set of frequent sequential patterns
𝐷. The best (largest positive) similarity score found among all the pairwise comparisons
is then used to assess how anomalous the ongoing sequence of the person is.
More precisely, the similarity score is calculated by the following function that takes

as input (i) a set of frequent sequential patterns 𝐷 and (ii) an ongoing sequence 𝑉 being
generated by a person:

𝐹 (𝐷,𝑉) = max
∀𝑈∈𝐷

( 𝑓sw (𝑈,𝑉 )/|𝑉 |) (2.3)

where 𝑓sw represents the application of the pairwise Smith-Waterman sequence align-
ment algorithm and counts howmany elements of the sequence𝑈 can bematched with
the elements of the sequence 𝑉 . The function 𝐹 thus takes values in the interval [0, 1].
A value of 1 means that there is a perfect match between the ongoing sequence 𝑉 and

2This is, for example, the case in bioinformatics, where the algorithm is used for determining similar nucleic
acid sequences or protein sequences.
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a sequence pattern 𝑈 in 𝐷. On the other hand, a value of 0 means there is a complete
mismatch between the ongoing sequence and the patterns in 𝐷.
Every time a new element 𝑣𝑖 is added to an ongoing geohash sequence 𝑉𝑖 =
[𝑣0, 𝑣1, . . . , 𝑣𝑖−1, 𝑣𝑖] in A4 , the similarity score is recalculated 𝑠𝑖 = 𝐹 (𝐷,𝑉𝑖) and an
anomaly score 𝑎𝑖 associated to 𝑉𝑖 is updated as follows: 𝑎𝑖 = 1 −min 𝑗=0,...,𝑖

(
𝑠 𝑗

)
.

2.4.3.5 Anomaly Detection

We are now ready to formalize the anomaly detection task as follows: Given a database
𝐷 of frequent sequential patterns and an incoming raw trajectory 𝑇 , the goal is to detect
whether the last semantic sub-trajectory, of the trajectory 𝑇 , transformed in a geohash
sequence, is anomalous with respect to 𝐷.
We address this task in A6 by monitoring the anomaly score. Suppose its value rises

above some anomaly threshold 𝜃 ∈ (0, 1]. In that case, the trajectory is classified as
anomalous, and an alarm procedure is triggered.

2.4.4 Experimental Setup

Weuse amachine with an AMDRyzen 7 1800X eight-core processor and 32 GB of RAM,
running Manjaro Linux, to execute the experiments. The implementation was done in
Python primarily utilizing the libraries: Biopython [198] for the Smith-Waterman se-
quence alignment algorithm implementation, Geohash-hilbert [199] for the geohashing
functionality, Pandas [200] for data organization purposes, PrefixSpan-py [201] for the
mining of frequent sequential patterns, and Scikit-learn [202] for experimental evalua-
tion in case study (2).

2.4.5 Case studies

We evaluate the proposed approach and compare it with the iBDD method by Lin et
al. [193]. We use synthetically generated data since (i) it is possible to specifically gen-
erate anomalous trajectories with the target characteristics given in Section 2.4.1, and
(ii) the trajectories can automatically be labeled according to what they were generated
as (normal or anomalous). Because of (ii) it becomes straightforward then to quantita-
tively evaluate the results. More precisely, the approach presented can be assessed in a
supervised setting, that is, statistics can be computed based on whether a trajectory has
been labeled correctly by the approach or not (detected as correctly/incorrectly being
normal or anomalous). We considered other open-source and real-life trajectory data
sets, such as e.g. the GeoLife Trajectory Dataset released by Microsoft research Asia [203,
204, 205, 206], but in this case, it is unknown whether the data explicitly contain travel
patterns that result from disorientation behavior.
We consider two separate case-studies (that each use a different data sets): (1) a case-

study used for showing the results of the preprocessing and segmentation steps de-
scribed in Section 2.4.3 and Section 2.4.3.1, and (2) a large case-study used for an evalua-
tion and comparison of the proposed approach against the iBDD method that main-
tains a set of historical trajectories that has been turned into a corresponding set of
historical sequences of traversed cells (dubbed a support set). Based on the set of his-
torical sequences, the iBDDmethod labels a new ongoing sequence as being anomalous
if less than a certain fraction of the historical sequences support the current ongoing
sequence. That is, like our approach the iBDD relies on two parameters: a parameter
for determining the geohash precision, and a threshold 𝜃′ ∈ (0, 1] that is the fraction of
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Figure 2.15: Map-based snapshot of the raw trajectory data set used in case study (1).

Figure 2.16: Map-based snapshot of the raw trajectory data set used in case study (2).
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historical sequences needed to support an ongoing sequence before it is otherwise con-
sidered anomalous. The iBDD method also relies on a parameter that specifies the rate
at which new geospatial points arrive. This parameter is mainly used for the purpose of
filtering out noisy points and can simply be estimated from historical data.
Case-study (1) dataset consists of a single synthetically generated, normal raw trajec-

tory going back and forth between an origin and a destination, simulating a personwalk-
ing between two locations and staying at each location for an extended period of time
(15 min). The raw trajectory is visualized in Figure 2.15.
Case-study (2) dataset consists of 222 synthetically generated normal and anomalous

raw trajectories going between 7 different origins and destinations resulting in a variety
of different trajectories. The trajectories generated as being normal are 199 while those
being anomalous are 23. In other terms, around 90% of the trajectories are normal and
10% are anomalous. The raw trajectories are visualized in Figure 2.16.

2.4.5.1 Synthetic data

The approach used for generating the synthetic trajectories is a slight variation of the
approach used by Hermoupolis [207], a semantic trajectory generator. Hermoupolis is a
network-based trajectory generator that is able to generate trajectories for several mov-
ing entities at a time. The trajectories accurately follow an underlying road network and
take into account the effects of network constraints.
In our own implementation based on the ideas of Hermoupolis, we generate raw tra-

jectories for a single person mimicking the characteristics of trajectories that arise from
GPS data resulting from walking. In other words, an underlying pedestrian road net-
work and normal pedestrian walking speed (approximately 4.5𝑚

𝑠 ) are used in the gener-
ation.
Normal trajectories are generated by simulating, one at a time, an entity that moves

along an underlying path in a given road network between a specified geofenced region
and another. The path in the network is found in a shortest path fashion by means of
a routing engine 3. Each trajectory is then constructed by starting at an initial times-
tamp and from the initial point of the path. By moving along the path, a distance that
is calculated based on a time increment 5𝑠 plus noise sampled from a Folded Gaussian
distribution (N𝐹 (0, 20)) and a speed from aGaussian distribution (N(4, 0.5)) a new times-
tamp and a position can be determined. Finally, some noise is added to the longitudi-
nal and latitudinal points of the position according to a Gaussian distributionN(0, 8.75).
These values of the noise are chosen in order to simulate the inherent inaccuracy of a
smartphone GPS sensor and to generate non-uniform spatial trajectories.
Anomalous trajectories are generated in the same way as the normal ones, but the un-

derlying path is enforced to visit one, two, three, or fourmanually selected intermediate
points. An example of the trajectories resulting from this generation process restricted
to a single pair of origin and destination regions is illustrated in Figure 2.11.

2.4.5.2 Preprocessing of Noisy Data

The synthetic trajectories were generated without extreme noise. However, for trajec-
tories in a real dataset, extremely noisy geospatial points can be removed by checking
whether they have an unrealistic high absolute acceleration. Geospatial points with an

3More specifically, the open-source routing engine Valhalla was used: https://github.com/valhalla/
valhalla. Other routing engines could also have been used.
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Figure 2.17: The latitude and longitude coordinates of geospatial points of a raw trajectory are
plotted over time before (first column) and after (second column) preprocessing. The
vertical lines in the second column indicate points at which the raw trajectory has
been segmented into semantic sub-trajectories.

unrealistic high absolute acceleration (e.g., higher than the acceleration of an average
car) can be identified as being noisy as it implies that there has been a large change in
speed in a short amount of time. This makes it unlikely for the geospatial point to have
been generated due to the natural movement of a person. The absolute acceleration
𝑢𝑖 associated with a geospatial point p𝑖 can be calculated based on the change in speed
and time between two consecutive geospatial points, that is, if the speed at point p𝑖 is
𝑣𝑖 = 𝑑 (p𝑖−1 ,p𝑖 )

𝛿𝑖−𝛿𝑖−1
then the absolute acceleration at point p𝑖 is 𝑢𝑖 = |𝑣𝑖−𝑣𝑖−1 |

𝛿𝑖−𝛿𝑖−1
. This filtering

approach can be incorporated into the preprocessing component A1 in Figure 2.12.

2.4.5.3 Performance Metrics & Statistics

A couple of different performance metrics and statistics are calculated to evaluate the
performance of the detection methods in the case study (2). Among others, the ROC
Curve (Receiver Operating Characteristic Curve) is constructed to then be able to com-
pute a corresponding Area Under the Curve (AUC) value thatmeasures the performance
of the detection methods. The closer the AUC value is to 1, the better performance the
detection approach achieves.
The detection delay is another performance metric calculated to determine how fast

an approach can detect a synthetically generated anomalous trajectory as actually being
anomalous. The detection delay is calculated as the difference between the timestamp
of the first point in an anomalous trajectory that can be said to deviate from a set of
normal trajectories and the timestamp of a point in an anomalous trajectory where an
approach has detected it as being anomalous.
Beyond the AUC value and median detection delay, the median online and offline

processing time is also reported. The online processing time is the time it takes to pro-
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cess a single raw trajectory from start to finish to determine if it is anomalous. On the
other hand, the offline processing time is the time it takes to prepare the historical data
in set D to be used for real-time detection. For the proposed approach, the online pro-
cessing time is essentially the time it takes to go through steps A1 – A6 , while the offline
processing time is the time it takes to go through steps B1 – B6 .

2.4.6 Experimental Results

2.4.6.1 Case Study 1

To obtain the results mentioned in the following the preprocessing and segmentation
steps were applied using parameter values 𝜏 = 600𝑠, 𝜖 = 300𝑠, 𝜉′ = 𝜉′′ = 28𝑚, 𝛾 = 500𝑚 and
𝛼 = 100𝑚. These were determined based on their physical interpretation and relation
described earlier in Section 2.4.2 and through preliminary experiments.
The result of steps A1 – A2 followed by B1 – B3 is a set of (compressed) semantic

sub-trajectories that go between distinct geofenced regions. The initial raw trajectory’s
geospatial points are depicted in the first column of Figure 2.17 in terms of its latitudinal
and longitudinal coordinates. Each high and low peak corresponds to an extended stay
in a geofenced region, which can also be observed in Figure 2.15. The resulting semantic
sub-trajectories are displayed in the second column of Figure 2.17. Overall, in these two
columns, it can be observed that the general pattern of the raw trajectory (first column)
has been preserved in the semantic sub-trajectories (second column). Furthermore, the
number of geospatial points has been reduced (the first column compared to the second
column), and the raw trajectory has been segmented into semantic sub-trajectories in
the expected places based on identified geofenced regions corresponding to each high
and low peak in the first column.
The unprocessed raw trajectory consists of 1209 geospatial points, while the semantic

sub-trajectories that result after the preprocessing has been applied consist of a total of
390 geospatial points, i.e., the number of geospatial points has been reduced by about
68%.

2.4.6.2 Case Study 2

We use the set of 222 raw trajectories in a leave-one-out validation model, in which
each trajectory is used once as a test set for detection while the remaining trajectories
are used as a training set to provide the historical data, similarly as in instance-based
learning methods. For the iBDD method, the historical trajectories are transformed
into their corresponding sequence representation, while for the proposed detection ap-
proach, steps A1 – A2 are applied to each raw trajectory, followed by steps B4 – B5 ,
where semantic sub-trajectories are transformed into their geohash sequence represen-
tation. Finally, the PrefixSpan algorithm is applied tomine frequent sequential patterns,
representing a person’s normal travel patterns. In the evaluation, the steps B1 – B3 can
be skipped due to how the case study has been constructed, i.e., raw trajectories are re-
stricted to go between an origin and a destination.
For each possible train/test split, the iBDD method and our proposed detection ap-

proach are applied. This yields a detection result (detected normal or anomalous) for
each trajectory. Based on all the detection results, the AUC value can be calculated using
the ground truth labels associated with the trajectories when they were generated.
These steps are repeated for several different parameter settings:
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Table 2.1: Case-study (2) results of the proposed method (PM) and the isolation-Based Disorien-
tation Detection (iBDD) method. The best results are highlighted, in bold, in each pair
of columns.

Threshold Precision Statistics Computational time (sec)
AUC Delay (sec) Detection Fitting

PM 𝜃 iBDD 𝜃 ′ PM iBDD PM iBDD PM iBDD PM iBDD

0.20 0.20 17 0.7773 0.5311 206.4440 269.1805 0.0779 0.0327 4.7820 3.6642
18 0.7793 0.3117 165.1885 107.1480 0.2661 0.0448 11.0811 4.0947
19 0.5765 0.0025 81.8410 50.7300 1.2137 0.0680 518.0548 4.7237

0.40 0.10 17 0.9761 0.6283 539.2180 428.2890 0.0767 0.0313 4.7890 3.6557
18 0.9926 0.4887 366.2065 107.1480 0.2644 0.0395 11.0974 4.1346
19 0.9687 0.0349 325.5035 37.6780 1.1856 0.0546 516.6371 4.6534

0.60 0.05 17 0.9564 0.8624 534.7430 462.5295 0.0774 0.0318 4.7981 3.6591
18 0.9650 0.5288 606.3950 135.4025 0.2628 0.0384 11.0942 4.1163
19 0.9738 0.0624 483.7400 50.9360 1.1630 0.0509 517.6821 4.6573

• For our proposed approach we vary the geohash precision4 {17, 18, 19} and the
anomaly threshold 𝜃 ∈ {0.20, 0.40, 0.60}, while keeping the other parameters fixed:
𝜂 = 1 along with 𝜏 = 600𝑠, 𝜖 = 300𝑠, 𝜉′ = 𝜉′′ = 28𝑚, 𝛾 = 500𝑚 and 𝛼 = 100𝑚.

• For the iBDD method we vary the geohash precision {17, 18, 19} and support set
threshold 𝜃′ ∈ {0.20, 0.10, 0.05}.

We summarize the numerical results in Table 2.1. From Table 2.1 we observe that our
proposed method (PM) generally performs well for most parameter values but espe-
cially for the higher thresholds and geohash precision values. Indeed the AUC values
are high, close to 1, and the detection delay is small. However, the higher the geohash
precision, the longer the fitting and detection times. A low anomaly threshold (𝜃 = 0.20)
results in faster anomaly detection but more false positives indicated by a worse AUC
value.

From Table 2.1 we see that the iBDD method performs worse for most parameter
values. It is also possible to make some of the same observations w.r.t. the detection
delay and geohash precision as with the results obtained from the proposed approach.

However, the iBDD method seems more efficient in terms of detection and fitting
times than the proposed approach. This is mainly because it lacks the more sophis-
ticated sequence mining and alignment components that the proposed approach has.
These essentially improve the detection results at the cost of longer computation times.

In fact, assuming that each geospatial point p𝑖 of a trajectory 𝑇 of size |𝑇 | is mapped
directly to a unique geohash value and a set of frequent sequential patterns 𝐷 is avail-
able where it holds that max∀𝑈∈𝐷 (|𝑈 |) ≤ |𝑇 |, then the proposed detection approach runs
in O

(
|𝐷 | · |𝑇 |2

)
time. This is primarily due to the repeated application of the Smith-

Waterman algorithm in Eq. (2.3). On the other hand, if 𝐷′ is a set of historical geospatial
trajectories that have been turned into geohash sequences, then the iBDDmethod runs
in just O(|𝐷′ | · |𝑇 |) time.

4The chosen geohash precision values correspond tomaximum latitude/longitude encoding error inmeters:
152.703, 76.351 and 38.176, respectively.
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2.4.7 Conclusions & FutureWork

We proposed an integrated framework for online detecting wandering patterns in peo-
ple with dementia. Our approach operates better than the state-of-the-art alternative
in terms of performance of detection and delay of detection. We plan to devise and
implement a more accurate detection solution that will be based on patterns extracted
from raw trajectory data rather than sequences of geohash values. By doing so, we will
be able to capture the movement of elderly people in more detail, both in the spatial
aspect of their movement and the temporal aspect (e.g., taking into account speed or
time of day). Furthermore, we plan to go beyond detection and propose a method for
predicting these wandering patterns. Finally, we plan to experiment with real data from
the “Sammen Om Demens” project, a project with a local municipality, with a known
ground truth that will help us draw more accurate conclusions.

Data Availability

A snapshot of the repository [208] containing the codebase and the data that support the
findings of this study are archived and openly available in Zenodo at [149].
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2.5 Final Discussion & Outlook

Several challenges remain that need to be tackled, as described in paper [1]. So far,
the scalability and reliability of the backend system and the accuracy of the real-time
anomalous trajectory detection approach have only been tested through artificially con-
structed scenarios using synthetically generated data, though trying to mimic realistic
settings. More precisely, the load tests described in paper [2] show the backend system’s
reliability and capability to scale. Still, the tests were performed using an artificially
constructed data processing pipeline as, at that point in time, the real-time trajectory
anomaly detection approach had not yet been developed or implemented. Likewise,
lacking a dataset containing real-life episodes of wandering behavior, the real-time tra-
jectory anomaly detection approach described in paper [3] had to be tested with syn-
thetically generated data. This data was generated assuming that wandering and getting
lost manifests as a movement pattern that deviates from typical movement patterns.
Conclusively, to obtain more truthful results of (i) the reliability of the backend system
over a much more extended period of time and (ii) the accuracy of the anomaly de-
tection approach, there is correspondingly a need for (i) a sufficiently large active user
base using the backend system along with (ii) a need for a dataset containing real-life
episodes of wandering behavior that can be used in a new evaluation of the detection
approach. Consequently, to accomplish these two points, the SOD application will have
to be publically launched to make it available to a larger audience than just workshop
and meeting participants involved in the application’s design and testing.

2.5.1 SOD Backend Challenges & FutureWork

Concerning the system architecture described in paper [2], it can be pointed out that:

• A (non-spatial) PostgreSQL database is used for storing and retrieving the trajec-
tory data. During the initial development of the system, a PostgreSQL database
was deemed an acceptable storage solution based on the sole requirement of hav-
ing the possibility to query all trajectories by a user ID and filter by a time period
(i.e., ID queries). However, in case a more elaborate anomaly detection approach
is implemented in the future, it might be necessary not just to be able to query
trajectory data of a specific user and a time period but also to be able to query tra-
jectories spanning several different users and according to a particular period of
time and spatial region. In that case, the indexing and retrieval of trajectory data
become a more prominent problem that will have to be more specifically tackled.
For example, the problem could be tackled by upgrading the non-spatial Post-
greSQL database to a spatial PostGIS database or migrating the database to a more
advanced trajectory database and storage system, as described in Section 1.1.3.

• It was decided early on that the backend system should accommodate an analysis
approach based on a continuous stream of GPS data sent at a high frequency from
the frontend application of a user. However, this can become a scalability concern
for a substantial user base, from the point of view of the backend system, since cur-
rently, GPS data points are sent individually to the backend system. Furthermore,
from the user’s point of view, a significant amount of computational overhead is
associated with continuously querying the GPS sensor for data and sending that
data over a network, resulting in increased battery consumption. This problem
raises the question of whether it can be possible to mitigate the issue by balancing
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the frequency and amount of data sent to the backend system by the frontend ap-
plication. For example, could it be possible to increase the time interval between
location updates and adjust the amount of data sent through the aggregation or
batching of data while still being able to reliably and reactively detect the anoma-
lous movement pattern of a PwD?

As pointed out in these points, these problems and questions also tie into the algorith-
mic aspects of the anomaly detection approach currently implemented by the backend
system.

2.5.2 Wandering Detection Challenges & FutureWork

Concerning the developed and implemented trajectory anomaly detection approach
described in [3], it is possible to identify several interrelated open problems connected
to the setting of parameter and threshold values:

• The implemented approach relies on identifying frequent sequential patterns by
setting a positive integer value (parameter 𝜂 in Section 2.4.3.3) that defines when a
sequential pattern is deemed frequent, but when exactly can a movement pattern
be said to be frequent?

• Another problemdirectly related to the previous point is determiningwhen a large
enough trajectory dataset has been obtained to extract a set of frequent sequential
patterns that sufficiently covers what can be said to be the typical movement pat-
terns of a PwD. For example, suppose a sufficiently large and diverse trajectory
dataset has not yet been collected. In that case, the extraction of a set of frequent
sequential patterns might result in a set that is not representative of the typical
movement patterns of a PwD. Consequently, when comparing a new ongoing tra-
jectory to the set of frequent sequential patterns, it might be the case that the on-
going trajectory will be labeled as anomalous even though it is not. The question
is then: how to determine when a sufficiently large and diverse trajectory dataset
has been collected?

• The anomaly detection approach relies on a threshold parameter (parameter 𝜃
in Section 2.2.2) that specifies the maximum allowable deviation from the best
matching typical movement pattern before an ongoing trajectory is detected as
anomalous. Decreasing the threshold valuewill inevitably producemore false pos-
itives, while increasing the threshold value, on the other hand, will result in more
false negatives. The question is then: what is an appropriate threshold value that
results in a low number of false positives and negatives?

Since the anomaly detection approach relies on extracting personal and typicalmove-
ment patterns, the proper setting of these different parameters and threshold values
might vary depending on the individual. For example, some individuals might have a
small set of very regular spatio-temporal movement patterns. In contrast, others might
have a more extensive set of varied and diverse movement patterns, essentially mak-
ing the expected movement patterns of the individual more uncertain. A small dataset
might be sufficient to identify typical movement patterns in the first case. However,
as more data is collected, it will become clearer what a typical movement pattern is,
essentially making it possible to set the anomaly threshold low. In the second case, a
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much larger dataset might have to be collected to extract a representative set of fre-
quent sequential patterns. Furthermore, as more data is collected, it might not be as
easy to distinguish between an anomalous and a typical movement pattern, meaning
the anomaly threshold will have to be set high.
As described in paper [1], whenever the movement of a PwD is detected as being

anomalous, the backend triggers an alarm for the PwD. The PwD gets the possibility
to respond to the alarm with ”yes” or ”no” by sending a message back to the system
indicating whether the PwD in question is lost or not. This functionality allows for an
automatic parameter and threshold adjustment strategy in the backend system based
on the PwD’s feedback. Still, it leaves the question of how exactly the parameter and
threshold values should be adjusted as they are inherently related and affect each other.
Another currently not addressed aspect by the implemented approach is that the tem-

poral characteristics of a movement pattern are not considered - only the spatial char-
acteristics. Thus in the context of extending the approach, it might be fruitful to take
into account also the temporal characteristics of movement patterns5. Moreover:

• The current approach solely focuses on an individual’s movement patterns with
no regard for other individuals’ movement patterns. However, in the presence of
a dataset containing real-life episodes of wandering behavior, it might be possible
to detect patterns across different individuals’ trajectory datasets to discover and
understand, more generally, movement patterns of PwDs that are unique or com-
mon. This task could be accomplished through the application of clustering, as
described in Section 1.1.4.1.

• In the presence of a labeled dataset containing real-life episodes of wandering be-
havior that spans several PwDs, it might also be possible to approach the anomaly
detection task (Task 1.1.4.3) as a classification task (Task 1.1.4.2) through the utiliza-
tion of conventional classification models.

• There is also a possibility to extend the current approach to more directly use se-
mantic information from external data sources. This information could be used,
e.g., for annotating geofenced regions (representing stops) belonging to a PwD to
understand personal and shared PoIs/RoIs/LoIs along with the occurrence and
context of a sequence of stops. Currently, the implemented approach only con-
siders the movement between two stops, as described in Section 2.4.3.1.

The current detection approach has been developed based on the premise that (i) wan-
dering behavior manifests as deviations from normal movement patterns and can be
detected based on the movement of an individual. Furthermore, (ii) individuals with
light to moderate symptoms of dementia rarely experience wandering and getting lost
behavior. Thus, it is assumed that there will be an overweight of trajectories exhibiting
an individual’s normal movement patterns compared to unique and anomalous ones.
These assumptions might, in fact, not be entirely accurate, and the behavior exhibited
by a PwD may manifest in other ways that do not comply with these assumptions. For
example, an individual may wander and feel lost even when following what would be
deemed a typical movement pattern. Another possibility is that the movement pattern
of the individual may be more intricate, and it may not be apparent that the individual
is lost just through the analysis of trajectory data. Wandering and getting lost behavior
may be more easily and reliably detected, in conjunction with trajectory data, through

5This aspect is covered by a different approach developed for SOD in [147].
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the monitoring of physiological parameters of a individual, such as heart rate, blood
pressure, and temperature. Thus, it could be valuable to incorporate data sources ob-
tained from other devices as they may be able to, in a more detailed manner, measure
intricate patterns or minor changes in the behavior in a PwD that may indicate wander-
ing and getting lost behavior.
Lastly, as described in paper [3], the pre-processing of raw trajectory data involves

real-time trajectory compression. In this context, it could be interesting to evaluate the
approach against other alternative compression approaches by computing the compres-
sion ratio and accuracy, defined in Definition 1.1.2.2-1.1.2.3.
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Estimation

3.1 Overview & Contributions

The estimation of travel demand, described in Section 1.1.4.4, can be summarized as the
task of quantifying (modeling) the level of human activity affecting the transportation
infrastructure and facilities in a region of interest in terms of increased travel times, con-
gestion, pollution, etc. In the context of the paper [5], the main motivation and reason
for approaching the travel demand estimation problemwas to understand how humans
in the municipality of Odense use their environment, e.g., vehicle roads, pedestrian
path systems and other infrastructure, for the purpose of optimizing it. Essentially a
problem with several aspects related to Task 1.1.4.4. The paper [5] thus describes the
first steps of tackling this problem by introducing and focusing on the Dynamic Origin-
Destination Matrix Estimation (DODE) problem - a particular type of travel demand
estimation problem.
The DODE problem is a bi-level optimization problem where travel demand is cap-

tured in terms of origin-destination trips estimated primarily based on roadside vehicle
counts, i.e., observational data that can be identified as implicit trajectory data (see Fig-
ure 1.4). The bi-level optimization problem is computationally expensive to solve. The
paper thus focuses on this aspect by comparing a newly developed approach against dif-
ferent classical estimation approaches to the problem. The approaches are compared
in controlled experimental settings using artificial scenarios with known ground-truth
solutions. In this context, the main contributions of the paper are:

• The proposal of an estimation approach that uses classical machine learning algo-
rithms as surrogate models for optimization.

• A detailed description and comparison of classical approaches against the pro-
posed approach.
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3.2 Paper 4: A Comparison of Different Approaches to
Dynamic Origin-DestinationMatrix Estimation in
Urban Traffic

Nicklas Sindlev Andersen, Marco Chiarandini & Kristian Debrabant
Department of Mathematics & Computer Science,

University of Southern Denmark,
Odense, Denmark

Abstract: Given the counters of vehicles that traverse the roads of a traffic network, we reconstruct the travel
demand that generated them expressed in terms of the number of origin-destination trips made by users. We
model the problem as a bi-level optimization problem. At the inner-level, given a tentative demand, we
solve a Dynamic Traffic Assignment (DTA) problem to decide the routing of the users between their origins
and destinations. Finally, we adjust the number of trips and their origins and destinations at the outer-
level to minimize the discrepancy between the counters generated at the inner-level and the given vehicle
counts measured by sensors in the traffic network. We solve the DTA problem by employing a mesoscopic
model implemented by the traffic simulator SUMO.Thus, the outer problem becomes an optimization problem
that minimizes a black-box Objective Function (OF) determined by the results of the simulation, which is
a costly computation. We study different approaches to the outer-level problem categorized as gradient-
based and derivative-free approaches. Among the gradient-based approaches, we look at an assignment
matrix-based approach and an assignment matrix-free approach that uses the Simultaneous Perturbation
Stochastic Approximation (SPSA) algorithm. Among the derivative-free approaches, we investigateMachine
Learning (ML) algorithms to learn a model of the simulator that can then be used as a surrogate OF in the
optimization problem. We compare these approaches computationally on an artificial network. The gradient-
based approaches perform the best in terms of solution quality and computational requirements. In contrast,
the results obtained by the ML approach are currently less satisfactory but provide an interesting avenue for
future research.

Keywords: Bi-level Optimization; Dynamic Origin-Destination Matrix Estimation; Dynamic Traffic As-
signment; Simulation-based Optimization

3.3 Introduction

Traffic on the road networks of urban areas is continuously increasing. Municipalities
can act on the infrastructure to keep highmobility standards, modifying it to avoid con-
gestion and ensure reliability. Therefore, there is an urge to provide decision-makers
with tools to make informed decisions. For this purpose, traffic simulation software has
been developed to assess different planning scenarios. To use these simulators, the net-
work supply, and the travel demand must be known with some certainty. The network
supply is, in general, defined as the maximum number of vehicles the network road in-
frastructure can handle at a given time. In contrast, the demand can generally be said
to be the number of vehicles that would like to travel on the network at a given time.
The network supply and travel demand interact dynamically, i.e., the users travel in

their vehicles from one location to another on the network and interact with each other
and with the road infrastructure. However, congestion may occur, and users might
change their decisions and re-distribute on the network. If the demand and the net-
work supply are known, it can be possible to obtain accurate distributions of users on
the given network by calculating an equilibrium situation corresponding to solving a
Dynamic Traffic Assignment (DTA) problem. Then, by varying the network supply, one

66



3.3 Introduction

can analyze different scenarios to address a network design task. Consequently, if the
demand in a particular traffic network is unknown, it is desirable to estimate it.

Travel demand can be modeled in many different ways but is commonly modeled
using dynamic Origin-Destination (OD) matrices. These matrices describe the aggregate
demand pattern changing over time (dynamic) in a set of time intervals of amuch larger
analysis period. Due to their simplicity and conciseness, these dynamicODmatrices are
usually the required input of many traffic simulation software packages. Because of this,
the problem of trying to estimate dynamic OD matrices has gained a lot of attention
from researchers in recent years.

The problem of estimating dynamic ODmatrices is usually referred to as theDynamic
OD Estimation (DODE) problem in the literature. Different formulations exist, but it is
commonly formulated as a bi-level optimization problem consisting of an inner and
an outer optimization problem. A proposed dynamic OD matrix is given as input to
the inner problem, and a DTA problem is solved. The result is a routing of the users
in the network between origins and destinations at every time interval. In the outer
optimization problem, the dynamic ODmatrices are adjusted to minimize the discrep-
ancy between the routing returned by the solution of the inner problem and the one
observed in real-life, i.e., the number of vehicles that transited in every time interval
on every road of the network as measured by sensors. The observed routing is usually
expressed in terms of the number of vehicles, average speeds, densities, etc., that have
been captured by sensors located along roads in the traffic network under investigation.
However, other kinds of traffic observations can also be included (e.g., travel times, in-
tersection turning ratios, etc.). This information is assumed to be directly related to the
unknown travel demand and can guide the retrieval of such a demand. In other words,
the DODE problem can be summarized as the problem of finding the dynamic ODma-
trices that, when assigned to the traffic network as vehicles traveling between origins and
destinations, reproduce the trafficmeasurements captured by sensors in the network. In
addition to this, the dynamic OD matrices should be close to some hypothesized ones
that can be determined, e.g., by the number of people living in the zones that are con-
sidered as origins and destinations.

Solving bi-level optimization problems is quite challenging, as the inner problem con-
strains the outer problem, i.e., only an optimal solution to the inner problem is a feasible
solution to the outer problem. To overcome this challenge, it is crucial to design solu-
tion approaches that are efficient and able to produce good and reliable solutions in a
reasonable amount of time. As such, much of the recent research on the DODE prob-
lem tries to include and leverage additional input data or problem-specific knowledge
to improve the efficiency of the applied algorithms.

The DODE problem is solved frequently for a certain geographical area of study and
traffic network whenever a more up-to-date demand estimate is needed. If the general
structure of the traffic network and the possible OD pairs within the area of study re-
main the same over a reasonable amount of time, the input data in the form of recent
traffic observations is the only component of the DODE problem that changes from
one optimization task to another. The solution approaches that apply sequential opti-
mization algorithms to solve the DODE problem imply performingmany DTAs in each
separate optimization task, essentially starting from scratch every time a new demand
estimate is needed. In a single optimization task, vast computational resources are spent
on performing the DTAs, and each DTA produces valuable information. This informa-
tion is usually discarded and not used in subsequent optimization tasks, primarily due
to the inherent sequential nature of some of the applied solution approaches. In this
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context, an ML approach becomes appealing as it allows leveraging data produced by
many DTAs.
Therefore, we study an approach to bypass the computationally costly and time-

consuming computations performed in the solution of the inner optimization problem
by learning a model for the input-output relationship established by solving this inner
problem.
To benchmark the ML approaches, we compare them combined with classical

gradient-based approaches. In addition, we provide an analysis of the advantages and
disadvantages of these approaches.
Our work provides the following contributions: We design a possible way to use ML

in the solution of the DODE problem by learning a model for the inner problem and
reducing its computational cost. Further, we perform a fair computational comparison
under a controlled scenario, carefully designed and synthetically generated, of two state-
of-the-art methods and our new ML approach.
Finally, we provide an analysis of the advantages and disadvantages of the different

approaches and indications about the contexts in which they could be performing the
best.
All methods are here reimplemented and share the same subroutines. We use the

well-established, open-source traffic simulator SUMO [209] to perform the DTA in the
inner optimization problem. As such, the DTA performed by SUMO will be regarded
as a black-box function that assigns to a given input dynamic OD matrix a set of path
flows in the network according to a certain equilibrium criterion called a Stochastic User
Equilibrium (SUE). This equilibrium criterion is described in more detail in Section 3.5.
The rest of the chapter is outlined as follows. First, Section 3.4 gives a general overview

of the existing literature on the DODE problem. Then, Section 3.5 introduces nota-
tion and the traditional (continuous) bi-level optimization formulation of the DODE
problem that we will use in the subsequent sections. In Section 3.6, we describe the ap-
proaches considered in the study, and in Section 3.7, the irregular grid network and the
synthetic problemdata that we used for our experiments. Next, the results are presented
in Section 3.8. The best method turns out to be a gradient-based approach with assign-
mentmatrixmodeling, while theML approach shows inferior performance. Finally, we
conclude with a discussion of the results in Section 3.9.

3.4 Literature Review

In the classical static OD estimation problem, static OD trips are considered. The prob-
lem is to estimate the demand in a single time interval (a single ODmatrix is estimated).
On the other hand, time-dependent OD trips are considered in the DODE problem, and
the demand can vary in the different time intervals (i.e., time-dependent OD matrices
are estimated).
The static ODmatrix estimation problem has a long history, and a large body of liter-

ature on this problem is available. The ideas and insights that have been gained through
studying the static problem are also extended and applied to the dynamic problem. For
an overview of the different classical solution approaches to the static problem, see [210,
211, 212]. On the other hand, the most recent and extensive literature review on the dy-
namic problem is provided in [213, 214]. In contrast, a literature review on much earlier
work is provided in [215]. For a more general overview of the DODE problem and the
different modeling components and decisions that have to be considered when solv-
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ing this problem, we refer the reader to [212, 216]. Finally, an overview of related and
relevant problems is provided in [217].
Most of the solution approaches to the DODE problem described in the literature can

be divided into two broad classes: DTA-based and non-DTA-based approaches. A DTA-
based approach is usually used in congested networks where the path choices of the
users of the network and the road-use patterns are of interest. DTA-based approaches
provide a sound way to consider behavioral factors that affect travel decisions but are
more computationally demanding than non-DTA-based approaches. Contrary to this,
in a non-DTA-based approach, vehicles are assumed to take the shortest path, which
is usually also the one that minimizes the travel time. In this case, if the users of the
traffic network are assumed to be able to take the shortest path, then to solve the DODE
problem, a non-DTA-based approach is usually sufficient. Therefore, we focus on the
literature concerned with DTA-based solution approaches with this distinction inmind.
Usually, solution approaches to the outer problem of the bi-level formulation of the

DODEproblemconsider the problemofminimizing the discrepancy between the quan-
tities determined by a DTA solution and the corresponding observed quantities given
as input. The problem is treated as a continuous optimization problem, and general-
purpose optimization algorithms from local and global optimization are used. Themain
advantage of general-purpose algorithms is that they do not require exact knowledge
of the functional relationship of the variables to be estimated. The drawback is that
these algorithms are usually inefficient in their original form if the different algorithm
components and parameters are not adapted and tuned to the problem at hand. The
general-purpose algorithms applied to the DODE problem can be categorized as either
gradient-based or derivative-free optimization algorithms. Gradient-based algorithms are
iterative procedures that adjust estimates based on the information provided by the gra-
dient and possibly higher-order derivatives. This is not the case for derivative-free al-
gorithms (e.g., simulated annealing, evolutionary algorithms, and sampling-based algo-
rithms, such as the Nelder-Mead algorithm) that usually rely solely on Objective Func-
tion (OF) evaluations.
We can further identify assignment matrix-based or assignment matrix-free approaches

within the class of gradient-based algorithms. The distinction can be made based on
whether an Assignment Matrix (AM) is used as a part of the applied optimization al-
gorithm or not. An AM summarizes the result of a DTA and consists of elements that
describe the utilization of the roads in the traffic network with respect to the number
of users that travel between origins and destinations within a certain time period. This
means that the AM varies as a function of the travel demands. The solution approaches
to the DODE problem that uses gradients and AMs exploit that it can be possible to an-
alytically derive the exact gradient from a functional relationship between the variables
through the AM. On the other hand, a gradient-based but AM-free approach primarily
uses finite difference approximations of the gradient, which are established through OF
evaluations.
The most recent studies that adopt a gradient and AM-based approach are given in

[212, 218, 219, 220, 221, 222]. These studies primarily focus on improving the efficiency
of the applied algorithms by better modeling the functional relationship between the
variables that are to be estimated. A common theme for the gradient and AM-based
approaches is that count observations are the only type of traffic observations usually
given as input to the optimization problem. The modeling of the relationship between
the variables to be estimated can be done through the AM. However, using this type of
approach limits the type of observations that can be accommodated in the optimization
problem. For example, the functional relationship between demands and count obser-
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vations can easily be established if a proportional relationship between these variables
is assumed (see Eq.3.12). However, for other types of observations, it can be harder and
more cumbersome to determine appropriate relationships between the variables to be
estimated.
Gradient and AM-free approaches have also gained considerable attention in the lit-

erature. Several researchers have especially been interested in studying and applying
different variations of the Stochastic Perturbation Simultaneous Approximation (SPSA)
algorithmby Spall [223], tailoring it to theDODEproblem. This algorithmonly relies on
OF evaluations with no need for an explicit characterization of the relationship between
the variables to be estimated. In each iteration of the SPSA algorithm, OF evaluations
are used to approximate the gradient. This approach makes it possible to include other
types of traffic observations besides count observations, and it has therefore been the
predominant approach in these cases [224, 225, 226, 227, 228, 229]. Just like most gradient-
based optimization algorithms, the performance of the SPSA algorithm is sensitive to
(i) the tuning of algorithm parameters, (ii) the possibly very different magnitudes of the
variables to be estimated, and (iii) the OF shape. Different enhancements to the SPSA
algorithm in thementioned references thus have also been focused on components that
address these points to improve the stability and robustness of the algorithm when ap-
plied to the DODE problem.
A surrogate model can be estimated based on empirical data if a model for the OF

is not available through theoretical argumentation. Gradient-based or derivative-free
methods can then be applied using the surrogate model. In [215], a model-based and
derivative-freemethod is compared against the SPSA algorithm. Response surface tech-
niques are used to model the OF by low order polynomials fitted locally to the values
in correspondence of sample points of the search space. The author applies a Stable
Noisy Optimization by Branch and Fit (SNOBFIT) algorithm that uses a derivative-free
Box-Complex algorithm. The Box-Complex algorithm is a direct search and sampling-
basedmethod that extends the well-known Nelder-Mead algorithm. The Box-Complex
and SNOBFIT algorithm performed worse in efficacy and scalability than the SPSA al-
gorithm.
Generally, the derivative-free solution algorithms require a high number of OF eval-

uations to obtain results comparable to the gradient-based solution algorithms [230].
A promising line of research is provided in [231], which describes a surrogate model-

based approach that relies on fitting simplified analytical models to the underlying sim-
ulation and DTA model resulting in a system of equations that can be solved efficiently
by standard system of equations solvers. The approach thus obtains good computa-
tional results under tight computational budgets. The surrogate model-based approach
is compared against the SPSA and a derivative-free pattern search algorithm. The ap-
proach performs well, while the pattern search algorithm and the SPSA algorithm per-
form poorly in comparison.
Our work contributes to this thread of research by studying ML approaches to de-

termine surrogate models as an alternative to response surface techniques [215] and the
surrogate model-based approach proposed in [231].
Fewer studies can be found where model-free (and hence derivative-free) algorithms

have been applied to the DODE problem. These algorithms only rely on OF evalua-
tions and exhibit the advantage that they can be distributed and parallelized, as they
allow independent OF evaluations. Evolutionary algorithms have been the most pop-
ular among derivative-free optimization algorithms. Notably, in [232], an evolutionary
algorithm was applied in a setting with distributed and parallel computing. Other stud-
ies that apply evolutionary algorithms can be found in [224, 233], while [234] also use
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an evolutionary algorithm, but in a non-DTA based approach. However, in [224], the
evolutionary algorithm was shown to perform worse than the SPSA algorithm.
Two variants of DODE problems are usually addressed in the literature. Their of-

fline or online setting characterizes them. In an offline setting, historical data is used
to estimate the network-wide demand, such that long-term predictions of future traf-
fic conditions can be made. This is especially beneficial to decision-makers. It enables
them to evaluate different planning scenarios and make informed decisions when pro-
posed changes to infrastructure and facilities aremade. Offline demand estimation pro-
cedures are usually applied in network-wide studies, so the computational cost can be
considerably high in this setting. In an online setting, real-time traffic data is used and
historical data to estimate the current level of demand such that short-term predictions
of future traffic conditions can bemade. This primarily benefits real-time traffic control
and path-guidance systems. Online demand estimation procedures are usually applied
on smaller traffic networks or locally, e.g., at intersections, where traffic patterns are
identified, such that adaptive traffic control strategies can be used. For references on
work that studies the online DODE problem, we refer the reader to [213, 235, 236]. In this
work, we focus on the offline, DTA-based, bi-level formulation of the DODE problem.

3.5 Notation and Problem Statement

A traffic network can be defined as a directed graph 𝐺 = (𝑁, 𝐴) consisting of a set of
nodes 𝑁 and a set of arcs 𝐴. Each node in the network represents a junction or an orig-
in/destination point, while arcs represent roads. The arcs are directed, which means
that the traffic between two nodes can be uni-directional and one-way roads are pos-
sible. The arcs in the network have additional attributes that generally indicate how
much and how well the roads in the network can handle traffic. Some examples of es-
sential arc attributes are the number of lanes, the length (kilometer) and a free-flow
speed (kilometer/hour) that is the maximum allowed speed a vehicle can travel with on an
uncongested road. Additionally, geographical information can be added to the arcs and
nodes to indicate their physical location and shape.
A subset of the nodes 𝑁 in a traffic network can be identified as possible origins and/or

destinations. More precisely, we let 𝑂 ⊆ 𝑁 be a set of origins and 𝐷 ⊆ 𝑁 a set of desti-
nations, where it is usually the case that 𝐷 ∩ 𝑂 ≠ ∅, i.e., it is possible for a node to be an
origin and a destination simultaneously. A trip is the movement of a vehicle from one
location to another. More precisely, a trip departs from an origin 𝑖 ∈ 𝑂 and terminates at
a destination 𝑗 ∈ 𝐷. In this case, we associate the trip with an OD 𝑤 = (𝑖, 𝑗) ∈ 𝑊 = 𝑂 × 𝐷.
Here𝑊 is the set of all OD pairs with size |𝑊 | = 𝑚, and it is assumed that no trip departs
and arrives in the same location, i.e., the OD pairs are defined such that 𝑖 ≠ 𝑗 for all
𝑤 = (𝑖, 𝑗) ∈ 𝑊 . Finally, a subset of the arcs in the network 𝐺 is assumed to be equipped
with sensors defined by the set 𝑄 =

{
1, . . . , 𝑛𝑄

}
⊆ 𝐴.

To define the quantities of interest in the DODE problem, we introduce
an analysis period 𝑇 = [0, 𝑡end) discretized into a set of 𝑛𝑆 subintervals{
[0, 𝑡1), [𝑡1, 𝑡2), . . . , [𝑡𝑛𝑆−1, 𝑡𝑛𝑆 = 𝑡end)

}
of equal duration. For the sake of convenience, we

identify these intervals by the indices in the set 𝑆 = {1, . . . , 𝑛𝑆}. These indices define
the time intervals in which we want to estimate the demands for each of the 𝑚 OD
pairs. The estimation of the demands is then based on the arc count observations made
within these time intervals.
The quantities of interest are usually referred to as being arranged in matrices. Here,

however, we will arrange these quantities in vectors. In other words, we flatten or vec-
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torize the matrices, i.e., given a matrix A ∈ R𝑝1×𝑝2
+ , we concatenate consecutive rows of

the matrix in a column vector (R𝑝1×𝑝2 → R𝑝1 ·𝑝2 ):

vec(A) = a =
[
𝑎11, . . . , 𝑎𝑝11, . . . , 𝑎12, . . . , 𝑎𝑝12, . . . , 𝑎𝑝1 𝑝2

]⊤ ∈ R𝑝1 ·𝑝2 . (3.4)

The quantities of interest can then be described in terms of the following vectors:

• x, x̃ ∈ R𝑚·𝑛𝑆+ are the vectors of estimated demands and seed demands, respectively.
Each element of these vectors 𝑥𝑤𝑠 or 𝑥𝑤𝑠 is associated with an OD pair 𝑤 ∈ 𝑊 and
a time interval 𝑠 ∈ 𝑆. The vector x of estimated demands contains the estimate
of the number of trips made for each OD pair in each of the time intervals. The
vector x̃ of seed demands defines the prior knowledge of the number of tripsmade
for each OD pair in each time interval. This prior knowledge is usually assumed to
have been obtained from a previous demand study, e.g., from a population survey.
Note that wemodel discrete values as real numbers. We thus define the continuous
relaxation of a discrete optimization problem.

• xLower, xUpper ∈ R𝑚·𝑛𝑆+ are the vectors of lower and upper bounds on the estimated
demands, respectively. These upper and lower bounds define the search space.

• c, ĉ ∈ Z𝑛𝑄 ·𝑛𝑆+ are the vectors of estimated and observed arc counts, respectively.
Each element of these vectors 𝑐𝑞𝑠 or 𝑐𝑞𝑠 is associated with a sensor 𝑞 ∈ 𝑄 and a
time interval 𝑠 ∈ 𝑆.

The outer optimization problem of the bi-level formulation of the DODE problem
can now be defined as:

min 𝐹 (x, x̃, c(x), ĉ) (3.5)

subject to xLower ≤ x ≤ xUpper (3.6)

The solution of this problem, x∗, is the demand estimate that results fromminimizing
the OF 𝐹, which we define as the weighted sum of the measures of discrepancy between
the estimated quantities and their corresponding observed or a priori values:

𝐹 (x, x̃, c(x), ĉ) = 𝜔1 · 𝑓 (1) (x, x̃) + 𝜔2 · 𝑓 (2) (c(x), ĉ), 𝜔1, 𝜔2 ∈ R+. (3.7)

In our specific case, the discrepancy 𝑓 (1) is measured between the estimated demands
x and a priori known demands x̃ and the discrepancy 𝑓 (2) between the estimated arc
counts c(x) and the observed arc counts ĉ. Note that in a more general setting, the OF
may consist of several additional terms 𝑓 (3) , 𝑓 (4) , . . . with respective weights 𝜔3, 𝜔4, . . .
that consider additional available information, such as arc speed, density, travel times,
turning ratios, etc., that can be included to improve the guidance of the search process.
An inner optimization problem must be solved to evaluate the OF in Eq. (3.5) for a

proposed vector x of demands to find a corresponding vector c(x) of arc counts. The
inner optimization problem takes the form of a DTA problem. The task is to determine
the routing of users between origins and destinations according to a particular assign-
ment principle. The users of the traffic network are assumed to make decisions per the
criterion specified by the assignment principle. Two examples of assignment principles
that are widely used and studied within the area of transportation research are (i) the
User Equilibrium (UE) principle (Wardrop’s first principle [237]), which states that each
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user makes decisions that minimize their own individual travel time, and (ii) the Sys-
tem Optimum (SO) principle (Wardrop’s second principle [237]), which states that users
make joint decisions to minimize the total system travel time.
DTA models adopt an assignment principle and incorporate several different travel

choice components to reflect the travel choices a user of an actual traffic network might
face when wanting to travel between an origin and a destination. Travel choices that are
possible to model and include in a DTA model are, among others: path choice, depar-
ture time choice, mode choice, and destination choice, to name a few. However, in the
context of the DODE problem, a simple DTA model that only incorporates path and
departure time choice components is usually used, meaning path and departure time
choices are endogenous to the DTA model, while other travel choice components are
exogenous or fixed.
To obtain accurate travel times between origins and destinations, a DTA model re-

lies on an underlying traffic flow model, i.e., detailed traffic flow models are used by
DTAmodels to explicitly propagate vehicles from one arc to another while considering
space constraints. In other words, queuing and congestion are modeled, and the effects
of these phenomena are reflected in the travel time. For a good introduction and a gen-
eral overview of the DTA problem, we refer the reader to [238], as we only give a brief
description here.
Two traffic flow models are implemented in SUMO and can be used in conjunction

with a DTA: amesoscopic and amicroscopic. These two types of traffic flowmodels differ in
the level of detail in which they model traffic flow dynamics. In the mesoscopic model,
the arcs in a traffic network are modeled as discrete queues through which vehicles are
propagated. Further, a coarser model for intersections and lane-changing is used [239].
On the other hand, in themicroscopicmodel, detailed quantities such as position, speed,
acceleration, and braking distance are considered in the propagation of vehicles on an
arc.
The mesoscopic model is computationally cheaper to solve and can provide the nec-

essary data to a sufficient degree of detail needed in the estimation problem. Therefore,
we choose that model.
A DTA can be obtained heuristically through an iterative simulation process using the

mesoscopic traffic flow model implemented in SUMO. At the end of the iterative pro-
cess, a stationary distribution of the path choice decisions of the users of the traffic net-
work respects an assignment principle. This assignment principle is the Stochastic User
Equilibrium (SUE) in SUMO. The SUE assignment principle extends the UE assignment
principle, where stochastic elements have been incorporated into the DTAmodel. This
form of UE assignment is regarded as the more realistic, as uncertainty is incorporated
in the assignment model to take into account the uncertainty of the users’ knowledge
about network conditions. Contrary to the UE assignment principle, which is defined
in terms of actual travel times, the SUE assignment principle is instead defined in terms
of perceived travel times.
The iterative method used by SUMO to determine a DTA that respects the SUE as-

signment principle is described in [240]. This method determines the probabilities of
choosing between path alternatives for each user who wants to travel between an origin
and destination at a certain time. In brief, the path choice probabilities are determined
based on (i) the arc travel times experienced in the previous iteration, (ii) the sum of arc
travel times along different least-cost paths (these paths constitute a set of alternatives
to a user), and (iii) the previous probabilities of choosing the paths. These quantities are
used to obtain new estimates of the path choice probabilities at each iteration. Finally,
we note that the least-cost paths are computed in parallel in SUMOby a time-dependent
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version of Dijkstra’s algorithm, while a single traffic simulation is single-threaded and
sequential.
Note that we modeled demands x as continuous variables while the mesoscopic sim-

ulator implemented by SUMO solves a discrete optimization problem. When the de-
mands are given to SUMO as input, they are rounded to the nearest integer values. In
all other cases, the demands are handled as being continuous, which allows us to apply
continuous optimization algorithms in the outer-level problem.
For our purposes here, the DTA performed by SUMO can conveniently be defined by

the function:

Γ : R𝑚·𝑛𝑆+ → Z𝑛𝑄 ·𝑛𝑆+ . (3.8)

This function maps demands x to arc counts through a DTA, i.e., x ↦→ Γ(x) = c(x). The
arc counts c(x), together with the corresponding input demands x, can then be used in
the OF in Eq. (3.7) to determine the quality of the current demand estimate.
Eq. (3.6) defines upper and lower bounds on the demands. These are usually supplied

to avoid a situation where an unrealistic high amount of demand is loaded on the traf-
fic network, exceeding the network’s capacity. In a realistic setting, the bounds on the
demands are usually determined based on population survey data and experimental
results from previous studies.
In the remaining part of this work, we use the shorthand notation 𝐹 (x) for the OF

defined in Eq. (3.7), as x̃ and ĉ are given and c(x) is derived from x.

3.6 Solution Approaches

Different definitions of the discrepancy between observed and estimated quantities in
the OF 𝐹 are possible. Drawing on the knowledge obtained in [225] and [217], we use
an OF that penalizes large errors between observed and estimated quantities and that
weights the different terms evenly, i.e., we take into account that the different quantities
𝑓 (1) and 𝑓 (2) that enter into the OF can have different magnitudes and hence normalize
their values. Thus, we define the terms 𝑓 (1) and 𝑓 (2) used in the OF 𝐹 in the following
functional form:

𝑓 (1) (x, x̃) =

√ ∑
𝑤∈𝑊
𝑠∈𝑆

(𝑥𝑤𝑠 − 𝑥𝑤𝑠)2√ ∑
𝑤∈𝑊
𝑠∈𝑆

𝑥2
𝑤𝑠

and 𝑓 (2) (c(x), ĉ) =

√ ∑
𝑞∈𝑄
𝑠∈𝑆

(
𝑐𝑞𝑠 − 𝑐𝑞𝑠

)2

√ ∑
𝑞∈𝑄
𝑠∈𝑆

𝑐2
𝑞𝑠

. (3.9)

To further limit the search space, we introduce generation constraints [217] that set an
upper bound on the number of outbound trips from an origin. we let 𝑜𝑖 denote the
maximum number of vehicles that can leave origin 𝑖 ∈ 𝑂 and enforce that:∑

𝑗∈𝐷, 𝑤=(𝑖, 𝑗 ) ∈𝑊
𝑠∈𝑆

𝑥𝑤𝑠 ≤ 𝑜𝑖 ∀𝑖 ∈ 𝑂. (3.10)

This type of constraint can easily be incorporated into the problem formulation as it
is typically the case that data for the values of 𝑜𝑖 , 𝑖 ∈ 𝑂 are readily available and highly re-
liable, e.g., from survey data or population density statistics. Other possible constraints
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are also mentioned in [217], such as trip distribution constraints or attraction constraints
that, contrary to the generation constraints, limit the number of trips that can arrive at
a certain destination. However, data pertaining to these constraints might be harder to
provide and will thus not be considered in this study.

The algorithms that follow are iterative algorithms. We define an iteration index 𝜏 ∈
{0, . . . , 𝜏max} where 𝜏max is the maximum number of iterations of an algorithm. We thus
let x𝜏 define the estimate at iteration 𝜏.

3.6.1 Gradient-based Approaches

Gradient-based algorithms for continuous optimization problems take the general form
of an iterative procedure where an incumbent estimate at iteration 𝜏 is adjusted in such
a way that it is moved towards a minimum to yield the new estimate at iteration 𝜏 + 1:

x𝜏+1 = x𝜏 + 𝜂𝜏 · d𝜏 . (3.11)

Here 𝜂𝜏 is a scalar value that we will refer to as the step rate, and d𝜏 is the descent direc-
tion. The descent direction is determined by the gradient through d𝜏 = −g𝜏 . Different
gradient-based optimization algorithms differ in how the descent direction and the step
rate are chosen. For the DODE problem, it is possible to distinguish two ways to derive
the gradient: AM-based and AM-free.

3.6.1.1 An Assignment Matrix-based Approach

Through the use of an AM the gradient of the OF can be calculated analytically. The
(vectorized) AM p𝜏 = vec(P𝜏 (x𝜏)) at an iteration 𝜏 consists of entries 𝑝𝑞𝑟𝑤𝑠 ∈ [0, 1] that
describe the proportion of trips 𝑥𝑤𝑠 for OD pair 𝑤 ∈ 𝑊 in time interval 𝑠 ∈ 𝑆 that go
through arc 𝑞 ∈ 𝑄 in time interval 𝑟 ∈ 𝑆, 𝑟 ≥ 𝑠. In other words, depending on a number
of factors such as the travel time between origins and destinations and the length of the
time intervals 𝑠 ∈ 𝑆, the traffic present on an arc 𝑎 ∈ 𝐴 may originate from OD trips
from several different OD pairs from the current time interval or several previous time
intervals. Using this knowledge the OD trips can be related to the arc counts through
the linear relation:

𝑐𝑞𝑟 =
∑
𝑤∈𝑊
𝑠∈𝑆
𝑠≤𝑟

𝑝𝑞𝑟𝑤𝑠 · 𝑥𝑤𝑠 , ∀𝑞 ∈ 𝑄, 𝑟 ∈ 𝑆. (3.12)

Through the use of the AM it is possible to derive an analytical expression for the gra-
dient of the OF 𝐹 at every iteration:

𝜕𝐹

𝜕x
= 𝜔1 · g(1) + 𝜔2 · g(2) , (3.13)

where the vectors g(1) and g(2) are the gradients of the two terms 𝑓 (1) and 𝑓 (2) , respec-
tively, whose elements can be derived to be:
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𝑔 (1)𝑤𝑠 =
𝜕 𝑓 (1)

𝜕𝑥𝑤𝑠
=

𝑥𝑤𝑠 − 𝑥𝑤𝑠√ ∑
𝑤′∈𝑊
𝑠′∈𝑆

(𝑥𝑤′𝑠′ − 𝑥𝑤′𝑠′ )2 ·
√ ∑

𝑤′∈𝑊
𝑠′∈𝑆

𝑥2
𝑤′𝑠′

, ∀𝑤 ∈ 𝑊, 𝑠 ∈ 𝑆, (3.14)

𝑔 (2)𝑤𝑠 =
𝜕 𝑓 (2)

𝜕𝑥𝑤𝑠
=

∑
𝑞′∈𝑄
𝑟 ′∈𝑆
𝑟 ′≥𝑠

(
𝑐𝑞′𝑟 ′ − 𝑐𝑞′𝑟 ′

)
· 𝑝𝑞′𝑟 ′𝑤𝑠

√ ∑
𝑞′∈𝑄
𝑟 ′∈𝑆

(
𝑐𝑞′𝑟 ′ − 𝑐𝑞′𝑟 ′

)2 ·
√ ∑

𝑞′∈𝑄
𝑟 ′∈𝑆

𝑐𝑞′𝑟 ′
, ∀𝑤 ∈ 𝑊, 𝑠 ∈ 𝑆. (3.15)

The descent direction in Eq. (3.11) is then simply the negative of the expression in
Eq. (3.13):

d𝜏 = −
(
𝜔1 · g(1)𝜏 + 𝜔2 · g(2)𝜏

)
. (3.16)

3.6.1.2 An Assignment Matrix-free Approach

As mentioned in Section 3.4, most of the studied gradient-based and AM-free ap-
proaches for the DODE problem use the SPSA algorithm. This algorithm uses the nega-
tive of the gradient as a way to obtain a descent direction in a similar way as the previous
approach. As no AM is needed in the derivation of the gradient of the first OF term 𝑓 (1) ,
we can simply use the exact gradient defined in Eq. (3.14). However, the gradient of the
second OF term 𝑓 (2) will have to be approximated because now no AM is given and no
functional relationship between the variables to be estimated is assumed.
A one-sided finite difference approximation of the gradient is usually used:

g̃(2)𝜏 =
𝑓 (2) (c(x𝜏), ĉ) − 𝑓 (2) (c− (x𝜏), ĉ)

𝑏𝜏
·∆𝜏 , 𝜏 ∈ {0, . . . , 𝜏max}. (3.17)

Here, c(x𝜏) = Γ(x𝜏), c− (x𝜏) = Γ(x𝜏 − 𝑏𝜏 · ∆𝜏) and ∆𝜏 ∈ {−1, 1}𝑚·𝑛𝑆 is a random pertur-
bation vector, where the entries Δ𝑤𝑠 , 𝑤 ∈ 𝑊, 𝑠 ∈ 𝑆 are independent Bernoulli random
variables taking the value ±1 with probability 1/2. Furthermore, the vector ∆𝜏 consists
of entries 1/Δ𝑤𝑠 and 𝑏𝜏 = 𝑏/𝜏𝛾 is defined with respect to the parameters 𝑏 > 0 and 𝛾 > 0.
These parameters and the Bernoulli distribution are usually chosen because they satisfy
certain conditions [241] that ensure the algorithm to be able to converge to a minimum,
asymptotically. To ensure compatibility with SUMO that only accepts integer inputs, we
keep the perturbation parameter fixed 𝑏𝜏 = 1 throughout all iterations, which is equiv-
alent to perturbing each element in the demand vector by ±1 trip.

3.6.1.3 Determining Step Lengths

The step length in the descent direction can be chosen appropriately by solving for 𝜂𝜏
a line search problem in each iteration 𝜏:

𝜂𝜏 = arg min
𝛼≥0

𝐹 (x𝜏 + 𝛼 · d𝜏). (3.18)

The goal of the line search is to find the step rate 𝛼 thatminimizes theOF in the descent
direction given by d𝜏 . To solve this sub-problem we use a multiple linear regression
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Algorithm 1: Procedure for determining the upper bound on the step rate.

1 Procedure DetermineMaxStepRate(x𝜏 , x𝑙 , x𝑢, d𝜏 , ℓΔ = 108, 𝜖1 = 10−8)
2 ℓ ← 0
3 while true do
4 ℓ ← ℓ + ℓΔ
5 x̆← x𝜏 + ℓ · d𝜏

// Apply upper and lower bounds
6 x̆← maximum(x𝑙 , x̆)
7 x̆← minimum(x𝑢, x̆)

// Check if generation constraints are violated or whether
// all upper or lower bound constraints are binding

8 if
∑

𝑗∈𝐷, 𝑤=(𝑖, 𝑗 ) ∈𝑊
𝑠∈𝑆

𝑥𝑤𝑠 > 𝑜𝑖 ∀𝑖 ∈ 𝑂 ∨

(𝑥𝑤𝑠 == 𝑥Lower𝑤𝑠 ∨ 𝑥𝑤𝑠 == 𝑥
Upper
𝑤𝑠 ) ∀𝑤 ∈ 𝑊, 𝑠 ∈ 𝑆 then

// Backtrack and try again with a smaller step rate
9 ℓ ← ℓ − ℓΔ
10 ℓΔ ← ℓΔ/2
11 if ℓΔ < 𝜖1 then
12 break
// Return the largest positive step rate that does not violate any

constraints
13 return ℓ

approach where a 2nd-degree polynomial is fitted to sample points evaluated in the
descent direction. More specifically, we first define a single-variable function of the step
rate 𝛼, as follows:

𝑦(𝛼) = 𝐹 (x𝜏 + 𝛼 · d𝜏). (3.19)

Then, we determine:

1. An upper bound ℓ on 𝛼 imposed by the generation constraints in Eq. (3.10). An
algorithmic sketch to carry out this task is given in Algorithm 1.

2. A number of equally spaced points 𝛼1, . . . , 𝛼𝑛, 𝑛 ≥ 2 to evaluate in the interval
[ℓ/𝑛, ℓ].

Given these parameters we can obtain sample points with corresponding responses:

(𝛼0, 𝑦(𝛼0)), . . . , (𝛼𝑛, 𝑦(𝛼𝑛)).

The point (𝛼0 = 0, 𝑦(𝛼0) = 𝐹 (x𝜏)) is already known. In this case, by specifying two ad-
ditional sample points we are able to uniquely fit a 2nd-degree polynomial. More pre-
cisely, an estimator for the function 𝑦(𝛼) in Eq. (3.19) is:

𝑦(𝛼) = 𝛽0 + 𝛽1 · 𝛼 + 𝛽2 · 𝛼2 (3.20)

where the coefficients 𝛽0, . . . , 𝛽2 are determined by least squares, given the sample points
and corresponding responses. The value 𝛼min that minimizes this polynomial is given
by 𝛼min = −𝛽1

2·𝛽2
, if 𝛽2 > 0. Otherwise, 𝛼min is taken to be the step rate that produced the

sample point with the smallest response.
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3.6.1.4 Computational Complexity of the Gradient-based Approaches

If we look at the computational cost associated with the AM-based approach, we notice
that twoOF evaluations and thus DTA problems are solved in each iteration. First, a sin-
gle DTA is needed to obtain a (vectorized) AM p𝜏 such that the descent direction and two
additional points (using the relation in Eq. (3.12)) in the descent direction can be evalu-
ated, and a 2nd-degree polynomial can be fitted. Using the 2nd-degree polynomial, the
best step length in the descent direction can be determined. Then, one additional DTA
is solved to evaluate the new point that has been found by using the best step length that
minimizes the OF in the descent direction.
On the other hand, the AM-free approach needs to solve up to four DTA problems

in each iteration, i.e., one DTA is required to estimate the gradient, and two additional
DTAs are needed for determining the best step length in the descent direction. As with
the AM-based approach, an additional DTA is then necessary to evaluate a new estimate
found.

3.6.2 Machine Learning Approaches

The DTA performed by SUMO can be regarded as a black-box function that maps in-
put demands to network-specific quantities, such as arc counts, speeds, densities, etc. As
mentioned in Section 3.5, we will focus on the arc counts. In this case, the black-box
function representing the DTA performed by SUMO can be described by Eq. (3.8), a
vector-valued multivariate function that describes the input-output relationship of the
DTA performed by SUMOwith respect to the output quantity we are interested inmod-
eling. TheML approach’smain idea is to learn amodel of this input-output relationship.
A dataset is needed to learn a model of the input-output relationship. This dataset

can be obtained through a sampling strategy, which is a technique for deciding howmany
and which points should be included in a dataset provided to a learning algorithm. Using
the dataset, the learning algorithm is trained in a supervised fashion, which results in
a model Γ̂ for the relationship in Eq. (3.8). Subsequently, the DODE problem can be
solved using the obtained model as a surrogate for DTA in the OF.
Overall, the ML approach put forth here consists of three primary components: a

sampling strategy, the application of a ML algorithm and a final application of an opti-
mization algorithm to obtain an approximate minimum of the DODE problem that is
then to be evaluated and returned as a final estimate. These steps are described in more
detail in the following.

3.6.2.1 Sampling Strategy

The sampling strategy should preferably be chosen such that the amount of information
gained from a limited number of sample points is maximal. Sampling more points
than necessary implies additional computational resources and time. In other words,
for the dataset we want to obtain a set of points that are sampled evenly in the search
space. A way to accomplish this is by using optimal experimental designs, which among
others include: Box-Behnken, central composite, factorial designs, and latin hypercube
sampling, to name a few. These sampling strategies are specialized because they are
tailored for fitting specific parametric models (e.g., linear or multiple linear models).
Moreover, they dictate the exact number of samples needed to end up with a set of
sample points that covers the search space well. Consequently, these strategies are well-
suited for fitting models when prior knowledge of the model’s structure is available,

78



3.6 Solution Approaches

 Sobol. Samples: 100  Sobol. Samples: 200  Sobol. Samples: 400

Figure 3.1: Example of a sampling strategy in the plane that uses a Sobol low-discrepancy se-
quence.

and the sampling budget allows for the number of samples required by the sampling
strategy. If this is not the case, an alternative is to use a strategy that samples points
according to a low-discrepancy sequence (also referred to as a quasi-random sequence).
Examples of low-discrepancy sequences includeHalton, Hammersley, Niederreiter, and
Sobol (see [242] for more theoretical details on low-discrepancy sequences).
An advantage of the strategies that generate sample points according to low-

discrepancy sequences is that they can evenly cover the search space, regardless of the
number of samples. It can also be possible to add additional samples later to fill the
search space progressively.
Ultimately, the chosen sampling strategy depends on (i) the dimensionality of the

problem and (ii) the simulation budget, which imposes an upper bound on the num-
ber of points to evaluate, i.e., the number of DTAs to perform.
In our experiments (see Section 3.8), we will use a dataset with points sampled accord-

ing to the numbers in a Sobol sequence (an example is shown in Figure 3.1)).
Formally, let DΓ = {(x1, y1), . . . , (x𝑛, y𝑛)} denote the dataset where x𝑖 ∈ R𝑚·𝑛𝑆+ is an el-

ement of a Sobol sequence and y𝑖 = Γ(x𝑖) ∈ R
𝑛𝑄 ·𝑛𝑆
+ for all 𝑖 ∈ {1, . . . , 𝑛}. Recall that Γ

represents the function applied by the SUMO simulator. The learning task is to deter-
mine Γ̂ such that it approximates well Γ on new data points.

3.6.2.2 Machine Learning Algorithms

A wide selection of off-the-shelf implementations of general-purpose ML algorithms
can be used to find Γ̂. The ML algorithms we are interested in studying can be catego-
rized as nonparametric models. In contrast to parametric models, nonparametric mod-
els are more flexible as no prior assumptions are made on the structure of the model
that is to be trained.
It could be possible to learn the input-output relationship between the demand and

the scalar value of the second OF term in Eq. (3.7), that is:

𝑓 (2) : R𝑛𝑄 ·𝑛𝑆+ → R+, (3.21)

This term of the OFmeasures the discrepancy between the observed arc counts and the
current estimate of arc counts, which depends indeed on the DTA. On the contrary, the
other term in Eq. (3.7), 𝑓 (1) , measures the discrepancy between the estimated demands
and the seed demands and does not require performing a DTA.
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However, preliminary experiments showed that a better approach is trying to learn
the input-output relationship of a vector-valuedmultivariate function as in Eq. (3.8) and
predict the vector of arc counts. Note that this approach has the advantage of beingmore
robust to a change in the number of sensors in the network (e.g., due to failure), since
in that case the corresponding predicted arc counts can be ignored in the calculation of
𝑓 (2) . Learning a single model to predict 𝑝 target variables can be done by inherently
multi-target ML algorithms, which are able to exploit inter-target correlations. The in-
herently multi-target ML algorithms that we will make use of are Feed-Forward Networks
(FNNs) and 𝑘-Nearest Neighbors (𝑘-NN).

A Feed-Forward Network (FNN) is a type of neural network consisting of units arranged
in layers: An input layer, a number of hidden layers and an output layer. A FNN archi-
tecture is thus mainly defined by the number of layers (the depth of the network 𝑚𝑑 ∈ N
not counting the input layer) and the number of units in each layer (the width of a layer
𝑙𝑖 ∈ N, with 𝑖 ∈ {1, . . . , 𝑚𝑑}), along with the activation functions used in the different layers.
In the network architectures that we consider a ReLU (𝜙(·) = max(0, ·)) activation function
is used in the units situated in the hidden layers and a linear activation function is used
in the output layer, since the task of learning Γ is a regression task. Finally, to reduce
overfitting and improve the out-of-sample predictive performance a regularization pa-
rameter 𝜆 ∈ R+ is also set. An appropriate value for this parameter is usually chosen
using out-of-sample Cross-Validation (CV) techniques.

𝑘-NN is one of the simplest nonparametric models used for regression. To predict the
value ŷ of a new unseen point x, 𝑘 needs to be specified. Its value specifies the number
of points from a training setD closest to x that should be used to calculate the predicted
value ŷ. Unlike the FNN andmost other ML algorithms, nomodel must be determined,
rather the training data are kept and continuously used.

It is good and commonpractice for supervised learning tasks to performmodel selection
and validation to estimate the out-of-sample predictive performance and obtain amodel
that ultimately has good prediction accuracy and generalizes well to unseen data. To per-
form model selection and validation, we will use the MSE as a performance metric to
evaluate the performance of a trained model.

To select an appropriate FNN or 𝑘-NNmodel and estimate its performance on unseen
data, we will perform hyperparameter tuning through an exhaustive grid search and use 𝑘-
fold CV (note that this 𝑘 is different from 𝑘 in 𝑘-NN) on a dataset. For a hyperparameter
configuration, 𝑘-fold CV consists of the following steps: (i) Divide the dataset into 𝑘 non-
overlapping groups of approximately equal size, then (ii) save a single fold as a validation
dataset and use an ML algorithm to train a model on the remaining 𝑘 − 1 folds. Lastly,
(iii) assess the performance of the trainedmodel by calculating theMSE on the held-out
fold. Steps (i) and (ii) are repeated 𝑘 times where a new fold is treated as the validation
dataset. Through this procedure, we obtain error estimates 𝑀𝑆𝐸1, 𝑀𝑆𝐸2, . . . , 𝑀𝑆𝐸𝑘 that
can be used to calculate the overall 𝑘-fold CV score:

𝐶𝑉𝑘 =
1
𝑘

𝑘∑
𝑖=1

𝑀𝑆𝐸𝑖 (3.22)

The 𝐶𝑉𝑘 score estimates the error we can expect when using a trained model to predict
new values given unseen data. The model with the best score is chosen in a model se-
lection context. The value of 𝑘 is commonly set to 5 or 10, usually due to computational
considerations [243].
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3.6.2.3 Optimization

We can then solve the outer-level optimization problem in Eq. (3.5) with Γ̂ to model
the relationship in Eq. (3.8). So instead of obtaining arc counts by performing a time-
consuming DTA with SUMO, we get arc counts by querying the ML model Γ̂. Since we
use nonparametric ML algorithms, the OF is not explicitly available. Hence, we need
to resort to derivative-free methods. However, now evaluating the OF has become fast,
and we can use algorithms that are less parsimonious in requiring this.
We can thus apply an off-the-shelf global optimization algorithm called the basinhop-

ping algorithm, described in [244] and implemented by the SciPy Python library [245].
The basinhopping algorithm is similar to the well-known simulated annealing optimiza-
tion algorithm in the sense that it consists of two main components that are applied
iteratively: (i) A random perturbation of a current point and (ii) a criterion for accepting
or rejecting the perturbed point based on its OF value.
The basinhopping algorithm extends the idea of the simulated annealing algorithm

by applying a local optimization algorithm to the perturbed point to find a local min-
imum of the OF before deciding to accept or reject the point that resulted in the local
minimum. This process is repeated until a maximum number of iterations has been
reached. The local optimization algorithm used in the basinhopping algorithm as a
subprocedure is, in this work, chosen to be a Sequential Least-Squares Programming
(SLSQP) algorithm also implemented by the SciPy library. This choice is because this
algorithm can handle not only the upper and lower bound constraints in Eq. (3.6) but
also the inequality constraints in Eq. (3.10).
Ultimately, the basinhopping algorithm is applied to find an approximate minimum

of the DODE problem. SUMO will then evaluate the final demand estimate as a final
result.

3.7 Experimental Setup

We decided to test and compare the methods described in a controlled environment
by synthetically generating an artificial traffic network. To generate this test data, three
primary components are needed: (i) a traffic network where possible OD pairs 𝑊 have
been identified, (ii) a discretization of the analysis period 𝑇 , and (iii) a ground-truth vector
of demands based on (i) and (ii). The specific parameters used in each of the experiments
are described in Section 3.8. Here, we focus on details of components (i)-(iii).
The network can be defined as an irregular grid network. The network was generated

to contain features that can be encountered in a real traffic network. More specifically,
some paths in the network between origins and destinations are shorter than others
in terms of free-flow travel time. The network used is depicted in Figure 3.2(a) and
described in more detail in the following.
The network has 48 directed arcs and 16 nodes, either representing intersections or

origins and destinations. More precisely, 12 of the nodes represent origins and desti-
nations, which means that 𝑂 = 𝐷 and |𝑂 | = |𝐷 | = 12, resulting in 132 OD pairs. Fur-
thermore, the arcs in the network were prescribed a speed limit of 50 kilometer/hour and
assigned a default length of 1250 meters. The coordinates of the nodes in the network
are then perturbed by a uniform random numberU(0, 1250), resulting in arcs between
nodes with different lengths, yielding the irregular grid.
We settled for a one-hour scenario with an analysis period 𝑇 = [0, 𝑡end), where 𝑡end =

3600 seconds = 60 minutes = 1 hour. This one-hour time period was discretized into
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(a) The network used in the case study. All
the nodes on the perimeter of the network
can be identified as origins and destinations.
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(b) Characteristics of the synthetically generated test data us-
ing the artificial network.

Figure 3.2: The network used in the case study along with the characteristics of the synthetically
generated test data.

4 time intervals of equal duration, i.e., we have 𝑆 = {1, ..., 𝑛𝑆 = 4}, where each of the
indices in this set refers to a time interval of 900 seconds = 15 minutes duration. Given
this information and a network with OD pairs 𝑊 , a ground-truth vector of demands is
constructed by sampling the number of trips defined for each variable according to a
continuous uniform distribution with lower bound 𝑎 and upper bound 𝑏:

𝑥True𝑤𝑠 ∼ 𝑈 (𝑎, 𝑏), ∀𝑤 ∈ 𝑊, 𝑠 ∈ 𝑆. (3.23)

From the ground-truth vector of demands, trip productions 𝑜𝑖 for 𝑖 = 1, . . . , |𝑂 | that
enter into the generation constraints (in Eq. (3.10)) were obtained in addition to upper
and lower bounds on the estimated demands:

x𝑙 = 0 and x𝑢 = 1.5 ·max(x) · 1, (3.24)

where 0 is an 𝑚 · 𝑛𝑆 vector of zeros and 1 is an 𝑚 · 𝑛𝑆 vector of ones.
Finally, the ground-truth vector of demands was given to SUMO as input and the

iterative DTA procedure implemented by SUMO was run for 15 iterations yielding the
vector ĉ of observed arc counts.
For the seed demand vector x̃ ∈ R𝑚·𝑛𝑆 we consider two scenarios:

Prior low-demand vector (LD): This scenario simulates the case where lower demand
estimates are available from a previous study:

𝑥𝑤𝑠 = 𝑥True𝑤𝑠 · (0.7 + 0.3 · 𝑢𝑤𝑠), 𝑢𝑤𝑠 ∼ 𝑈 (0, 1), ∀𝑤 ∈ 𝑊,∀𝑠 ∈ 𝑆. (3.25)
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Prior high-demand vector (HD): This scenario simulates the case where higher de-
mands are available from a previous study:

𝑥𝑤𝑠 = 𝑥True𝑤𝑠 · (0.9 + 0.3 · 𝑢𝑤𝑠), 𝑢𝑤𝑠 ∼ 𝑈 (0, 1), ∀𝑤 ∈ 𝑊,∀𝑠 ∈ 𝑆. (3.26)

These two scenarios were constructed based on the guidelines provided in [217] and
the computational experiments performed in [222, 225].
The ground-truth vector of demands was generated according to Eq. (3.23), using

lower bound 𝑎 = 1 and upper bound 𝑏 = 20. The value for the upper bound 𝑏 de-
pends on the number of OD pairs and the size of the network, i.e., the network supply,
which essentially determines how much traffic the network can handle at a given point
in time. In this case, the appropriate upper bound was found experimentally by sam-
pling different ground-truth vectors of demand for increasing values of 𝑏. A DTA was
performed by SUMO for each of the generated ground-truth vectors, and the result-
ing output from the DTA was assessed by checking the level of congestion present in
the network. Finally, the ground-truth vector of demands with corresponding upper
bound 𝑏 that generated a scenario with light congestion was chosen as the basis for the
case study using this network.
The scenario that was deemed the most appropriate was determined based on assess-

ing the characteristics of the three plots in Figure 3.2(b). In the first plot, we observe
that the average trip length is 4.6 kilometers and, in the next plot, that the average travel
time for a trip is 338 seconds. Finally, keeping these two attributes in mind, we observe
in the last plot that an average delay of 52 seconds (52 seconds/338 seconds = 0.15%) of the
total travel time is due to congestion and driving below the possible free-flow speed.
Furthermore, some unfortunate vehicles experience a delay far more significant than
the average of 52 seconds, while on the other hand, most vehicles experience only little
to no travel time delays. Therefore, based on these scenario attributes, we classify the
scenario as a scenario with light congestion.
For the results we present in the following sections, it is assumed that sensors cover

100% of the network. A good overview of the problem of determining appropriate lo-
cations to place sensors in a traffic network, along with some recent developments on
this problem, is given in [246, 247, 248]. In addition to this, the arc counts obtained by the
sensors are assumed to be error-free. This is, of course, not the case in a real traffic net-
work, but it simplifies the analysis and comparison of the different solution approaches.
Lastly, we mention that all the experiments were executed using an initial feasible solu-
tion consisting of all ones, i.e., x𝜏=0 = 1. This initial guess was chosen so to not confine
the search for a minimum to the vicinity of the seed demands.
To compare the performance of the different approaches, we report the Root Mean

Squared Error (RMSE). If we consider place-holders y, ŷ ∈ R𝑛, where y is a vector of
observed values and ŷ is a vector of estimated values, then the RMSE value is defined as
follows:

RMSE(y, ŷ) =
(
1
𝑛

𝑛∑
𝑗=1
(𝑦𝑖 − 𝑦𝑖)2

) 1
2

. (3.27)

This error measure is easily interpretable because the error is given in the same units
as the data. Furthermore, the RMSE is reported separately for each of the different
quantities entering the optimization problem, i.e., we report the RMSE statistic for the
arc counts and the demands. Finally, we remark that for the demands, the RMSE is
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Figure 3.3: The learning curves and CV results associated with the training of the FNN and 𝑘-NN
model. The curves show the mean CV and training scores, while the shaded bands
show the standard deviation. The datapoints in the curves are related to the best mean
CV score obtained for different sample sizes and over all tested hyperparameter con-
figurations.

calculated based on the ground-truth values and not on the seed demand vectors that
enter the optimization problem.
We note that the size of the network and the number of OD pairs, arcs equipped with

sensors and time intervals of the dataset described are similar to those used in other
algorithm comparison studies [225, 229, 249], while larger sizes and numbers are used in
[217, 218, 220, 222].

3.8 Experimental Results

We implemented all methods in Python with external calls to the SUMO simulator.
The primary Python libraries used include Pandas [200] for data organization purposes,
NumPy [250] for its numerical methods for fitting polynomials, along with SciPy [245]
for its off-the-shelf global optimization algorithms and scikit-learn’s [202] implemen-
tation of FNN and 𝑘-NN used in the ML approach. A snapshot of the repository [251]
containing the codebase and the data supporting this study’s findings are archived and
openly available in Zenodo [252]. All experiments described in this section were per-
formed on a machine with an AMD Ryzen 7 1800X eight-core processor and 32 GB of
RAM, running Manjaro Linux.

3.8.1 Computational Budget

We studied the ability of the FNN and 𝑘-NN ML algorithms to learn the input-output
relationship using a different number of sample points and hyperparameter configura-
tions while the CV scores were monitored. The resulting learning curves are displayed
in Figure 3.3. We observe that by increasing the size of the training set, the CV scores
improve but only slightly.
As we want a model that performs as well as possible on unseen data (the test scores)

and is parsimonious in the usage of SUMO to performDTAs, we settled to use 200 points
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Machine learning algorithm Hyperparameter name Domain

FNN
Architecture

{ (0.75 · 𝑚 · 𝑛𝑆 , 0.50 · 𝑚 · 𝑛𝑆 , 0.50 · 𝑚 · 𝑛𝑆 ) ,
(0.75 · 𝑚 · 𝑛𝑆 , 0.25 · 𝑚 · 𝑛𝑆 , 0.25 · 𝑚 · 𝑛𝑆 ) ,
(0.75 · 𝑚 · 𝑛𝑆 , 0.125 · 𝑚 · 𝑛𝑆 , 0.125 · 𝑚 · 𝑛𝑆 ) }

Regularization 𝜆 {0.0001, 0.001, 0.01, 0.1}

𝑘-NN Neighbours 𝑘 { ⌊2𝑧 ⌋ : 𝑧 = 2 + 𝑖 · (6−2)/14, ∀𝑖 = 0, . . . , 14}

Table 3.1: The ML model hyperparameters chosen for hyperparameter tuning. Preliminary ex-
periments were performed to narrow down the domains of the hyperparameters.

for the dataset to train theML approaches. This means that we run SUMO for about 200
DTAs, which took 3912.92 sec = 65.21 min on our computational environment. We note
that an additional DTA (the 201st DTA) will be needed by theML approaches to evaluate
a final estimate. For the sake of fairness, we thus set a soft upper bound on the number
of allowed OF evaluations to 201 for all other approaches1.

3.8.2 Parameter Tuning

The gradient-based approaches, i.e., the AM-based and AM-free approach, do not need
parameter tuning before tackling the DODE problem. Indeed, the only parameter, the
step length, is determined automatically by the solution of the line search in Eq. (3.18).
Thus, these algorithms are straightforward to apply, and no specific consideration has
to be made concerning their parameters.
For the ML approaches, the FNN and the 𝑘-NN model, the hyperparameters were

fine-tuned using a grid search coupled with 5-fold CV using the 200 generated sample
points that act as re-usable historical simulation data.
The grid search was performed on the values reported in Table 3.1. The best perfor-

mance was achieved by the following settings:

• The FNNmodel with hidden layers containing units (0.75 ·𝑚 ·𝑛𝑆 , 0.50 ·𝑚 ·𝑛𝑆 , 0.50 ·
𝑚 · 𝑛𝑆) = (𝑙1 = 396, 𝑙2 = 264, 𝑙3 = 264) along with regularization parameter 𝜆 = 0.01.
This trained model is used in method M3 in Table 3.2. This model achieved a
5-fold CV score of 𝐶𝑉5 = 579.1282.

• The 𝑘-NN model using 𝑘 = 43 neighbours. This trained model is used in method
M4 in Table 3.2. This model achieved a 5-fold CV score of 𝐶𝑉5 = 621.2651.

For the subsequent optimization step using a trained ML model (FNN or 𝑘-NN) as a
surrogate model for DTA, the basinhopping algorithm was used with default parame-
ters. Also, the local SLSQP minimizer was used with default parameters. Preliminary
experiments showed that 10 iterations of the basinhopping algorithm were enough to
reach convergence and that improvements after that stage become rare.

3.8.3 Quality of Estimates

In Table 3.2, we present an overview of all experiments conducted together with sum-
mary results, that we detail in the following.

1Due to the inherent nature of some of the applied approaches, a few more OF evaluations and thus DTAs
might have occurred in an iteration and the total number of OF evaluations might not sum up to 201
exactly.
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Method Experiment Seed matrix OF evaluations Running time (sec) RMSE(x, xTrue ) RMSE(c(x) , ĉ)

M1
E1 None 201 2836.4469 1.3413 9.4626
E2 LD 201 2845.5479 1.3413 9.4626
E3 HD 201 2770.9962 1.2516 9.6358

M2
E4 None 203 2552.5320 9.0188 19.4008
E5 LD 201 2366.2931 2.0342 13.5121
E6 HD 202 2475.8943 6.7992 16.1219

M3
E7 None 201 110.9053 9.6494 20.8409
E8 LD 201 116.7221 9.6338 20.4193
E9 HD 201 107.7270 9.6493 20.8409

M4
E10 None 201 103.1716 9.6728 21.1067
E11 LD 201 109.7821 9.6338 20.4193
E12 HD 201 102.5330 9.6339 20.4193

Table 3.2: An overview and summary of the results obtained in the different experiments E1-E12.
Here, we define M1: AM-based approach, M2: AM-free approach, M3: FNN predicting
Γ, M4: 𝑘-NN predicting Γ. For methodsM3-M4 only the running time of the optimiza-
tion step is reported.

3.8.3.1 Gradient-based Approaches

The final results obtained from the gradient-based approaches are plotted in Fig-
ure 3.4(a) and Figure 3.5(a). In these figures, the estimated quantities x and c(x) have
been plotted against the ground-truth vector of demands xTrue and the corresponding
vector of observed arc counts c(x), respectively. The corresponding plots that show the
OF value history of the two algorithms are shown in Figure 3.4(b) and Figure 3.5(b).

If we compare the results in Figure 3.4(a) and Figure 3.5(a) between the two gradient-
based approaches, we observe that the AM-based approach outperforms the AM-free
approach. In fact, the AM-based approach is able to consistently overcome local min-
ima and reach a good demand estimate. This can be seen in Figure 3.4(a) where the
estimated demands and the ground-truth vector of demands align well, and so do also
the estimated arc counts and the observed arc counts.

If we look at the progress of the two algorithms in Figure 3.4(b) and Figure 3.5(b), we see
that the AM-based approach can find a good estimate within only a singleOF evaluation,
while the AM-free approach uses a much larger number of evaluations to arrive at good
estimates.

If we return to Table 3.2 and the results relating to methods M1 and M2’s computa-
tional time, we observe that the AM-free (M2) appears to be faster than the AM-based
(M1) approach. This is the case, even though two OF evaluations and thus DTA compu-
tations are needed in each iteration of M1, while M2 needs up to four. The prolonged
computational time can be attributed to slow gradient calculations due to AMdata orga-
nization, which takes time in Python. As the network and scenario are scaled, we expect
the case to be inverted, i.e., data organization will take less time than performing DTA’s.
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(a) The ground-truth values plotted against the estimated values.
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put data directly from SUMO Γ (x) .

Figure 3.4: The final results from experiments E1-E3, that used the gradient and AM-based ap-
proach.
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Figure 3.5: The final results from experiments E4-E6, that used the gradient and AM-free ap-
proach.
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3.8.3.2 ML Approaches

The final estimate reached by the FNN approach is shown in Figure 3.6 and the one
reached by the 𝑘-NN approach in Figure 3.7. The figures also report the development
of solution quality over the 10 iterations of the basinhopping algorithm which typically
yield around 6000 OF evaluations using the surrogate model Γ̂.
Across the different experiments with theML approaches, we observe that the twoML

models achieve very similar results. Under bothmodels, the estimated and observed arc
counts align well but the ground-truth demands and the estimated demands do not. In
other terms, these approaches can find demand estimates that reproduce the arc counts
well but are in no way similar to the ground-truth demands.

In the optimization step of the ML approaches, we observe a general lack of progress.
In fact, an examination of the quality of the data points against the final point after the
optimization step show that the ML approaches seem able to improve only slightly the
estimates already available initially.

Furthermore, if the OF values pertaining to the first and the second term of the OF
is inspected, then it appears that the first term (in Eq. (3.9)) relating to the demands
is not worked on as much as the second term that takes into account the arc counts.
This behavior helps explain why the ground-truth demands and the estimated demands
do not align well even when a seed vector is provided to guide the search. Another
reason for the overall poor performance can also be attributed to the goodness-of-fit of
the trained ML models. If the trained models do not sufficiently capture the complex
input-output relationship of a DTA performed by SUMO, then we might only be able
to explore or reach local minima of the DODE problem in the subsequent optimization
step that are not actual minima. A hint that this might be the case is the high CV scores
reported in Figure 3.3.

3.8.4 Scaling

Under the assumption that the training set of data is available initially in the form of
historical data, then performing the optimization step on the ML models took on av-
erage 108.47 sec (average running time of M3-M4 in Table 3.2). In contrast, the average
time for the gradient-based approaches using SUMO directly for DTA was 2641.28 sec
(average running time of M1-M2 in Table 3.2).

Further, depending on the network size, theMLapproaches could scale better than the
gradient-based approaches. Compared to the gradient-based approaches that perform
many DTAs, starting from scratch in each new optimization task, the ML approaches
utilize existing DTA data, meaning that fewer DTAs overall might be needed.

A factor affecting the running time of all approaches is the number of demand vari-
ables to be estimated. Increasing the number of variables produces a more complex es-
timation problem that results in many more DTAs having to be solved for an approach
to find improving estimates. To cope with this growth, it is possible to manually adjust
the number of variables, e.g., bymerging OD pairs by combining areas into larger zones
or by adjusting the number of sub-intervals of the analysis period in which the demand
is estimated. Moreover, arcs equipped with sensors can be prioritized, and arcs deemed
less critical can be filtered out, making it possible to scale to larger networks.
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Figure 3.6: The final results from experiments E7-E9, where the FNN model predict Γ.
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Figure 3.7: The final results from experiments E10-E12, where the 𝑘-NN model predict Γ.
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3.9 Conclusions & FutureWork

The results presented in Table 3.2 and the plots in Figure 3.4, 3.5, 3.6, and 3.7 show that
the AM-based approach (method M1) outperforms, in terms of quality of the estimates
produced, the AM-free approach (method M2), as well as the ML approaches (meth-
ods M3-M4). We also note that even if no seed vectors were supplied, the AM-based
approach could find a reasonable estimate for both the ground-truth demands and the
corresponding observed arc counts.
A further advantage of the AM-based approach is that it is easy to apply as no param-

eters will have to be set or tuned before using the approach. Moreover, only two new
OF evaluations and thus DTA computations are needed in each iteration, while in com-
parison, the AM-free approach needs up to four. On the other hand, the disadvantage
of the AM-based approach is that it might be harder to include different, more complex
types of data into the optimization problem, as it can be harder to derive analytical ex-
pressions for the gradient of function terms that take into account more complex data
types such as road queuing length, turning ratios, etc.
If we look at the results obtained with the ML approach in Table 3.2 and Figures 3.6

and 3.7, we can conclude that the estimated and observed counts align somewhat well,
while the estimated demands and ground-truth demands do not align at all. This result
seems to remain the same independently of whichML algorithm is used. Based on these
results, the ML approach is not good if one seeks a demand estimate that is sufficiently
close to a given seed vector. However, it can produce more diverse estimates than, e.g.,
the AM-based approach and may be useful for other purposes.
Our conclusion is that the gradient-based approaches work the best. However, theML

methodology does provide a way to utilize data generated through many DTAs, and it
might be a viable option if certain changes are made. In this case, we suggest possible
directions for future research to improve the ML approach:

• In the optimization step of the ML approach, investigate why only the second OF
term, relating to the arcs counts, appears to have an effect. That is, determine why
the first term pertaining to the demands is not being optimized and able to guide
the search even when a seed vector is supplied.

• Incorporate additional constraints into the optimization step of the ML approach
to further restrict the search space and possibly obtain better estimates.

• Use other types of information, e.g., about the complete paths used by users in the
network instead of just the arc counts.

• Model a different part of the DODE problem and change the type of prediction
being made (i.e., Eq. (3.21)) by using more sophisticated MLmodels. For example,
it can be conjectured that by using Graph Neural Networks (GNN), it is possible to
capture the cause and effect better of the demand on the resulting arc counts as
the relationships and interdependencies that exists between the arcs and thus arc
counts in the traffic network are modeled more explicitly.
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3.10 Final Discussion & Outlook

Figure 3.8: An illustration of the problem of underdetermination in OD matrix estimation (re-
produced from [253]). The OD matrices A and B in the figure contain the number of
trips between the two origins and destinations. They can explain the roadside vehicle
counts displayed beside the arcs, representing roads, in the network.

It is possible to highlight several open problems and future work related to the imple-
mented approaches described in the paper [5]. These problems are tied directly tomore
general problems related to the complex nature of the DODE problem. For example,
a phenomenon present in the DODE problem is the problem of underdetermination,
i.e., no unique solution to the optimization problemmay exist (illustrated in Figure 3.8).
This is the case if the trips between origins and destinations are not uniquely observable,
i.e., it may be the case that trips that depart from one origin and arrive at a destination
can not be distinguished from trips coming from other origins [253]. This leads to the
possibility of many local minima and non-unique solutions affecting the ability of ap-
proaches to find reasonable estimates. Essentially, a phenomenon and problem that is
reflected in the results of the experiments performed in the paper [5].
There is a direct cause and effect between OD trips undertaken in the traffic network

and the observed roadside vehicle counts. Knowing the topology of the traffic network,
it can be possible to infer information on unobserved roads based on the information
on observed roads. Two of the presented estimation approaches, i.e., the SPSA algo-
rithm and the proposed ML approach, do not utilize this type of intricate information.
Only the assignment matrix-based approach can incorporate this information, making
its overall efficacy superior to the other presented approaches. As also highlighted in the
conclusion of the paper, Section 3.9, this calls formore sophisticatedML algorithms that
can also take into account and capture this type of relational information. For example,
Graph Neural Networks (GNN) have been applied in other travel demand estimation
contexts, see e.g. [254] for an overview. In general, many challenges in OD estimation
are related to spatio-temporal correlation [255].
Ultimately, a more sophisticated ML-based approach must be developed to extend

this type of estimation approach to more extensive regions of interest and networks
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beyond just small artificially constructed networks, as presented in paper [5]. This is
the first requirement if the approach eventually will have to be extended to applications
in real-life traffic networks and be applied in the context of understanding the travel
patterns of people in the municipality of Odense.
In the context of extending the approach to applications in real-life traffic networks,

several additional problems arise. For example, fine-tuning various parameters be-
comes a more prominent problem as underlying route choice and simulation models
typically used in the DODE problem must also be aligned with reality, possibly in the
presence of noisy sensor data. These considerations are typically tackled in simultane-
ous travel demand and traffic network supply calibration procedures, as described in
[233, 256]. In these procedures, it can be possible to consider and adjust the variability of
vehicle speed and acceleration or traffic network parameters such as road capacity and
max speed, which ultimately also affect travel demand estimation.
In the paper, a 100% network coverage was assumed for a fair comparison of the dif-

ferent estimation approaches, but this is not the case in a real setting. In fact, a low
network coverage was the primarymotivation for the whole work. The sensor coverage
directly affects the ability of an estimation approach to pinpoint a possible solution. The
estimation problem is thus inherently related to the Network Sensor Location Problem
(NSLP) [257, 258, 259],which deals with the question of where sensors should be placed to
intersect the traffic flow to minimize the variability in the estimation of travel demand.
A problem not directly tackled in the implementation of the estimation approaches is

the explicit management of the traffic network and travel demand data. In future work,
it would be worth considering the task of improving the organization of the network-
based spatio-temporal data (Task 1.1.3.1) to also improve the running time of the estima-
tion approaches, as a significant quantity of time is spentmanaging and filtering through
the data.
Ultimately, with an improved ML approach in place that addresses the earlier-

mentioned problems to effectively obtain good travel demand estimates, it can be pos-
sible to tackle many other interesting transportation planning problems, which can be
identified as transit network design and scheduling problems [260].
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