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Summary in English 

Data mining in head and neck cancer  

Radiotherapy is the primary treatment modality for the majority of head and neck 

cancers. The high-energy x-rays or other radiations have the ability to kill cells by 

destroying parts of the DNA. The DNA repair mechanisms in cancer cells are typically 

inferior to normal cells. This difference opens the opportunity to kill the cancer cells but 

still maintain the function of normal organs. In particular, there are multiple organs of vital 

importance in the head and neck region. The purpose is to control (‘cure’) the patient’s 

cancer with radiotherapy, but at the same time maintain and spare the normal function of 

the organ containing the cancer or close-by organs. However, there is always a risk that 

the function of these organs can be damaged, and significant treatment-related side effects 

can appear both during the treatment and years after. It is possible to evaluate the 

treatment plan before commencing the treatment to predict the chance of cure and the risk 

of treatment-related side-effects using mathematical models trained on previously treated 

cancer patients. 

The first part of this thesis investigates how to develop and validate mathematical 

prediction models robustly.  The second part of the thesis investigates how the models can 

be trained and validated using data distributed in many different hospitals without sharing 

patient sensitive data outside each hospital. 

The development of NTCP models to predict acute severe mucositis was carried out 

on a cohort of 800 patients. Using two-thirds for model development and one-third for 

model validation, the models found that the primary factors for severe mucositis are how 

fast the treatment was given, i.e. the radiation dose per week, the dose to the oral cavity 

and how this was distributed. Additionally, women had a lower risk of mucositis than men 

and smoking during treatment reduced the risk. Tumours of the oral cavity and 

oropharynx had a high risk of severe mucositis. The mucositis prediction models worked 

well both in the development and validation cohort. These models could be used to predict 

patients with a high or low risk of developing severe mucositis and select the appropriate 

monitoring and management during treatment. 

When implementing published prediction models in the clinic it is important to 

validate that they actually predict the local patients' outcomes. A local patient cohort with  

known outcomes is compared to the model predictions to test this. If the model does not 

match perfectly, different levels of modification to the model can be performed based on 

the local patient data. The smaller the change is, the better, as more information for the 

original model is retained. 
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The second article showed that a Dutch prediction model for dysphagia could be 

validated in the relevant DAHANCA cohort. For optimal prediction, the model needed a 

small adjustment. Future prediction models can now be validated efficiently for use in 

Danish patients. 

Validating and developing models can be difficult due to the strict GDPR legislation. 

Therefore, it is attractive to work with the patient data without the data leaving the 

hospitals and so preserving the patient privacy by default. Distribute learning is a 

relatively new technique where the mathematical prediction models travel between the 

hospitals and learn from all the patient outcomes in each centre. Only aggregated patient 

information and model information are shared, revealing no patient sensitive information 

outside each hospital. 

In the third paper, distributed learning validation was used to investigate the 

prediction power of a Dutch larynx cancer survival model on two patient cohorts from 

Manchester, Great Britain and Odense, Denmark. The study showed that the published 

model needed a small adjustment to match the two cohorts and that the two cohorts were 

significantly different, which the model did not explain without additional parameters. The 

distributed learning validation could identify a potential issue with the model, as the 

combined result of the two centres were significantly different.    

 The last study added more clinical parameters such as tumour volume and patient 

performance. The distributed learning framework developed a larynx cancer survival 

model across centres in three different countries, Odense and Manchester and Sydney, 

Australia. The model development found that tumour volume and patient performance 

could predict their survival chances from the eleven parameters available. A more 

elaborate model found that age, blood haemoglobin, lymph node involvement and smoking 

during treatment were important factors impacting survival. From the model, it could be 

seen that smoking during treatment is equivalent to being ten years older.  

In conclusion, it is possible to use a robust statistical framework to build and validate 

mathematical prediction models. These models can be created using distributed learning 

thereby avoiding sharing patient sensitive data. In the future, models like this will aid 

doctors and patients in selecting the best treatment for the individual patient and 

hopefully improve survival chances and quality of life. 
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Dansk resumé 

Data mining i hoved- og halskræft  

Strålebehandling er den primære behandlingsmodalitet for størstedelen af hoved- og 

halskræft. De højenergiske røntgenstråler eller andre strålinger har evnen til at dræbe 

celler ved at ødelægge dele af DNA'et. DNA-reparationsmekanismerne i kræftceller er 

typisk ringere end normale celler. Denne forskel åbner mulighed for at dræbe 

kræftcellerne, men stadig bevare funktionen af normale organer. Især er der flere organer 

af vital betydning i hoved- og nakkeregionen. Formålet er at kontrollere ('kurere') 

patientens kræftsygdom med strålebehandling, men samtidig opretholde og skåne den 

normale funktion af det kræftholdige organ eller meget nærliggende organer. Der er dog 

altid en risiko for, at disse organers funktion kan blive beskadiget, og der kan opstå 

betydelige behandlingsrelaterede bivirkninger både under behandlingen og år efter. Det 

er muligt at evaluere behandlingsplanen, inden behandlingen påbegyndes, for at forudsige 

muligheden for helbredelse og risikoen for behandlingsrelaterede bivirkninger ved hjælp 

af matematiske modeller trænet på tidligere behandlede kræftpatienter. 

Den første del af denne afhandling undersøger, hvordan man udvikler og validerer 

matematiske forudsigelsesmodeller robust. Anden del af afhandlingen undersøger, 

hvordan modellerne kan trænes og valideres ved hjælp af data fordelt på mange forskellige 

hospitaler uden at dele patientfølsomme data uden for hvert hospital. 

Udviklingen af bivirknings-modeller til at forudsige akut alvorlig 

slimhindebetændelse i munden blev udført på 800 patienter. Ved at bruge to tredjedele af 

patienterne til modeludvikling og en tredjedel til modelvalidering fandt modellerne at de 

primære faktorer for svær slimhindebetændelse er, hvor hurtigt behandlingen blev givet, 

dvs. stråledosis pr. uge, dosis til mundhulen og hvordan denne var fordelt. Derudover 

havde kvinder en lavere risiko for slimhindebetændelse end mænd, og rygning under 

behandlingen reducerede risikoen. Tumorer i mundhulen eller den øverste del af svælget 

havde en høj risiko for svær slimhindebetændelse. Forudsigelsesmodellerne fungerede 

godt både i udviklings- og valideringskohorten. Disse modeller kan bruges til at forudsige 

patienter med høj eller lav risiko for at udvikle svær slimhindebetændelse og vælge den 

passende håndtering under behandlingen. 

Ved implementering af publicerede forudsigelsesmodeller i klinikken er det vigtigt at 

validere, at de faktisk forudsiger de lokale patienters udfald. En lokal patientkohorte med 

det kendte udfald sammenlignes med modelforudsigelserne for at sikre dette. Hvis 

modellen ikke matcher perfekt, kan forskellige niveauer af modifikation af modellen 
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udføres baseret på de lokale patientdata. Jo mindre ændringen der fortages, desto bedre, 

da flere oplysninger for den originale model bevares. 

Den anden artikel viste, at en hollandsk forudsigelsesmodel for dysfagi kunne 

valideres i Dansk hoved og hals kræft gruppes valideringskohorten. For optimal 

forudsigelse havde modellen brug for den mindst mulige justering. Fremtidige 

forudsigelsesmodeller kan nu valideres effektivt til brug for danske patienter. 

Validering og udvikling af modeller kan være svært på grund af den strenge GDPR-

lovgivning omkring patient følsomme oplysninger. Derfor er det attraktivt at arbejde med 

patientdataene uden at dataene forlader sygehusene og herved beskytte patientens 

privatliv som standard. personfølsomme data. Distribueret modeludvikling er en relativt 

ny metode, hvor de matematiske forudsigelsesmodeller rejser mellem hospitalerne og 

lærer af alle patientudfald på hospitalerne. Kun aggregerede patientoplysninger og 

modeloplysninger deles, hvilket ikke afslører nogen patientfølsomme oplysninger. 

I den tredje artikel blev distribueret modelvalidering brugt til at undersøge 

forudsigelsesevnen af en hollandsk overlevelsesmodel for strubekræft på to 

patientkohorter fra Manchester, Storbritannien og Odense, Danmark. Undersøgelsen viste, 

at den publicerede model havde brug for en mindre justering for at matche de to kohorter, 

og at de to kohorter var signifikant forskellige, hvilket modellen ikke forklarede uden 

yderligere parametre. Den distribuerede modelvalidering kunne identificere et potentielt 

problem med modellen, da det kombinerede resultat af de to centre var signifikant 

forskellige. 

 Den sidste undersøgelse tilføjede flere kliniske parametre såsom tumorvolumen og 

patient performance status og udviklede en overlevelsesmodel for strubekræft på tværs af 

centre i tre forskellige lande, Odense og Manchester og Sydney, Australien. 

Modeludviklingen viste, at tumorvolumen og performance status kunne forudsige 

patienternes overlevelseschancer ud fra de elleve tilgængelige parametre. En mere 

omfattende model fandt, at alder, hæmoglobin i blodet, involvering af lymfeknuder og 

rygning under behandlingen var vigtige faktorer for overlevelse. Ud fra modellen kunne 

det ses, at rygning under behandlingen svarer til at være 10 år ældre. 

Konklusion på Ph.d. projektet er det muligt at bruge robuste statistiske værktøjer til 

at udvikle og validere matematiske forudsigelsesmodeller. Disse modeller kan skabes ved 

hjælp af distribueret modeludvikling, hvorved man undgår at dele patientfølsomme data. 

I fremtiden vil modeller som disse hjælpe læger og patienter med at vælge den bedste 

behandling til den enkelte patient og forhåbentlig forbedre overlevelsesmuligheder og 

livskvalitet for kræftpatienter.  
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1 Introduction 

 

 Head and neck cancer 
Head and neck (H&N) cancer is a grouping of many different cancer types and 

locations. Most originate from squamous cell carcinomas; however, adenocarcinomas, 

salivary glands and small cell carcinomas can be categorised as H&N cancer. 

In Denmark, the head and neck cancer prevalence is around 32 new cancers per 

100000 adult inhabitants per year. Approximately one-quarter of these cancers are Larynx 

cancer. Figure 1.1 indicates the prevalence over the last 50 years, showing a steady 

increase in head and neck cancer. However, the prevalence seems to decline slightly over 

the last ten years for larynx cancers [45]. 

  

 
Figure 1.1: Danish head and neck cancer prevalence from 

1963 to 2019 [45]. 

 

The 5-year survival rate is 63% for head and neck cancer in general and 67% for 

larynx cancer [45] in 2015-2019, observed in the Danish patients. 

 

 Radiotherapy 
Radiotherapy (RT) is used for all advanced H&N cancers as the primary treatment 

modality and can eradicate the cancer cells while preserving some of the healthy tissue’s 

functions. Modern RT is often given in combination with surgery, chemotherapy and 

immunotherapy. This multimodality treatment approach has improved the survival 

chances for all H&N cancer types, and patients’ survival chances for many years are 

steadily increasing [46].  

In recent years, the focus of radiotherapy has been to reduce the morbidity linked to 

RT. In the early 2000s, many RT departments in the western world gained the possibility 

of Intensity Modulated RT (IMRT) [47]. IMRT uses combinations of static or dynamic 

multileaf collimator positions to modulate the dose delivered in combination with multiple 
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beam directions to sculpt the dose in 3D to the target area and away from organs at risk 

(OAR), e.g. parotids and the oral cavity. IMRT developed further into Volumetric 

Modulated RT (VMAT) [48], where the accelerator gantry rotation speed and dose rate 

could also be modulated. The main benefit of VMAT over IMRT is the delivery speed and 

the slightly higher conformity around targets [49]. 

With increasing computer power, better software, and increased understanding of the 

inverse optimisation of IMRT RT plans, it became possible to incorporate more and more 

OARs for H&N treatment planning [50, 51]. The increased complexity makes the treatment 

planning process highly complex, and ensuring that all OARs are spared as much as 

possible is not trivial. Automated planning helps manage the complex process since 

computers can handle many more input parameters than humans [52]. For H&N treatment 

planning, automated planning has increased the treatment plan quality [12, 53] and is seen 

as the current standard. 

 

 Clinical outcome 
Clinical outcome after RT includes both tumour control in cancer patients and the 

treatment-related side effects. On the surface, these outcomes are intuitive and 

straightforward; however, many caveats can hinder a scientific understanding of the 

patients’ outcomes. When comparing two cohorts in terms of crude survival, there is a high 

risk that some confounding factor/s can directly or indirectly cause an observed 

difference. In RT, specific endpoints are related to patient survival, as death is the ultimate 

endpoint for the patients [54]. However, as the cause of death can be unrelated to the 

cancer disease or the treatment, overall survival is not always the most informative 

indicator of the effect of the therapy and other endpoints like loco-regional control or 

cancer-specific survival can be used [55]. These endpoints are directly linked to the 

treatment’s impact; however, there are also caveats if the treatment is very toxic. The 

cancer-specific survival can improve in an experimental arm as frail patients die before the 

cancer recurs, so marginally significant cancer-specific survival improvements may not 

translate into significant overall survival benefits [56]. An example of this is the breast 

cancer study BOLERO-2, where the progression-free survival showed a highly significant 

hazard ratio of 0.36 [57]; however, the overall survival was a nonsignificant hazard ratio 

of 0.89 [58].  

There are even more pitfalls when the endpoint is no longer directly linked to survival 

but more towards the post-treatment complications or toxicities. The definition of the 

endpoint can be different between centres within the same study or between studies. Even 

with the exact same endpoint definition, the interpretation of the endpoint can vary 

considerably between clinicians and patients [59]. 

The toxicity endpoints can not always be directly translated between treatment 

modalities, as the biological response can be vastly different. This fact has become evident 

with the immune therapy toxicities, which differ considerably from the more conventional 

chemotherapies [60]. In addition, there are interactions between modalities where it 

becomes difficult to assign toxicities unambiguously to a specific modality and specifically 

radiotherapy. It is seldom clear how these interactions work in detail between modalities 

and how toxicities sum in multimodality treatments [61].  

Studies have shown that physician-rated grading of toxicities correlates poorly with 

patient-reported outcomes of supposedly the same toxicity. The patients typically grade 
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their toxicity worse than the oncologist [59, 62, 63]. In the context of outcome modelling, 

the endpoints must be the same for validation and clinical implementation.   

 

1.3.1 Clinical impact 

For all science, the goal is to increase the knowledge of the scientific question 

investigated. Within health science and oncology, this will often involve questions relevant 

to patients who should survive longer or survive with fewer side effects or improved 

quality of life. There is a clear ethical obligation to ensure the research undertaken is 

relevant to the patients and society [64]. 

At the top of the evidence-based medicine pyramid is the randomised control trial 

(RCT) and systematic reviews of multiple RCTs [65]. All attempts are made to ensure that 

the knowledge obtained is unbiased and trustworthy. For a trial to be ethical, there needs 

to be equipoise, meaning there needs to be a genuine doubt about the best treatment [66]. 

This so-called clinical equipoise is important for all health science; however, it is not 

always present; for example, in technology-driven research, a new technology can be 

deemed to be obviously better than the standard treatment. In such a case, performing a 

clinical trial to measure the clinical benefit can be impossible due to the lack of equipoise 

[67], as an example randomising between image-guided radiotherapy (IGRT) or not.   

 

 Sensitive data 
Patient sensitive data can identify the patient and, if not protected, may be used 

contrarily to the patient’s interest. As for health data, these are sensitive, and the patient 

has the right for these data only to be used to help the patient [67]. However, for 

treatments to become better for future patients, the outcome and detail of current 

treatments must be monitored, recorded and analysed. If all data become inaccessible due 

to privacy issues, it becomes impossible to ensure the best treatment and to improve 

treatments [68]. 

The EU General Data Protection Regulation (GDPR) legislation went into effect on May 

25, 2018. It posed new strict obstacles for healthcare research, where the interpretations 

of the new legislation have been different between countries and even between hospitals 

in the same country [69]. This new legislation is naturally brought into place to protect the 

patients better; however, the same legislation is being interpreted differently, and 

multicentre and multinational have become significantly more difficult to undertake [70].     

In clinical research, as in clinical practice, patient privacy and data protection must be 

respected in all activities. To facilitate continuous development, outcome data from 

patients treated needs to be available for analyses in ways that protect the patients' 

privacy. In rapid learning health care, a framework of ethical consideration has been 

proposed to ensure the community continuously learns from the patients treated and 

ensures patient safety [71]. Irrespective of researchers' good intentions, the patient 

privacy legislation must be upheld. The data framework has to handle data security by 

default to ensure patient privacy is always in place [72].  

 

 Clinical trials vs general patients 
Randomised controlled trials (RCT) are the gold standard for answering clinical 

research questions in health science since randomisation can balance any potential hidden 
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biases [73, 74]. Only the intervention is different between two randomised groups in the 

ideal world. RCT is the best option for managing bias and coping with complex biological 

interactions in humans when all known and unknown confounders can not be controlled. 

However, there are, unfortunately, many caveats for clinical RCT [75]. To increase the 

chances of a successful RCT, the inclusion and exclusion criteria are often extensive to 

avoid patients dropping out of the trial before the primary endpoint has been reached. This 

practice introduces a selection bias where the sampled cohort in the study does not reflect 

the general patient cohort in which the results will be used. This selection bias can result 

in the treatment effect size being overestimated [76], the treatment compliance being 

overly optimistic due to differences in comorbidity, or the side effects changing in clinical 

use after the RCT since the average patients are older and frailer. It is commonly stated 

that RCTs are for younger and healthier patients, but the findings are used in older and 

frailer patients, which is a fundamental flaw of the design of RCTs. They are mainly 

designed to ensure internal validity, the ability to find causal inferences of the intervention, 

where the external validity, i.e. the generalizability, of the intervention sometimes can be 

sacrificed in this attempt. 

Reasons that RCT results fail to translate into general practice were categorised by 

Norden et al. into three groups “1) intrinsic biological characteristics of patients (genetics, 

physiology, comorbidities, etc.); 2) extrinsic environmental factors (diet, air pollution, 

healthcare system characteristics, etc.); and 3) behavioural factors (off-label prescriptions, 

patient adherence, etc.)” [77]. 

Data from the general patient population, also called real-world data, has the potential 

to show the “real” effect size of a given treatment. However, there are many more potential 

risks of bias that are not balanced as in the design of RCTs. There is always a clinical reason 

why a specific treatment was given or not given to a patient. So when comparing patients 

that received a particular treatment, it can be challenging to disentangle the effect of the 

treatment and the selection bias. If it is possible to separate the treatment effect from other 

parameters, the results will be more generalisable and have greater external validity [78]. 

Many considerations must be made when trying to replicate the RCT results in real-

world data. The RCT is run in an experimental vacuum to isolate the pure treatment effect. 

In contrast, the real-world data originates from treatment assigned systematically, hence 

not randomly, and outcomes are results of intentional patient selection bias and a range of 

confounders [79]. In an extensive literature review on the gap between the RCT measure 

of treatment efficacy and the real-world data measure of effectiveness, Norden et al. 

discuss the concepts of efficacy and effectiveness [77]. As the two conceptions of RCT and 

real-world data overlap, they complement each other; however, one will not substitute the 

other as they measure two related but different effects. 

 

1.5.1 Time of running trials 

The optimism of the primary investigator group in the planning of trials almost always 

exceeds reality [80]. This results in slower patient recruitment than anticipated, which will 

prolong the trial. Prolongation of clinical trials can be problematic for the results, as both 

the experimental and standard arm can be overtaken by rapidly evolving technology and 

medical development, particularly in technology-heavy specialities such as radiotherapy. 

This can leave the trial results as valid evidence but clinically not as helpful since the 

results will be obsolete. 
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There is also a timing issue for technology-driven trials where the technology has 

been clinically adopted in a significant number of centres before trials can be set up and 

accrue sufficient patients, and genuine equipoise no longer exists. There is a paradoxical 

situation here since the technology needs to be implemented in a sufficient number of 

centres to conduct the trial. The initial stages of technology testing are often via ‘in-silico 

trials’, using comparative dosimetric studies before use on patients as surrogates for likely 

clinical effectiveness. In addition, a significant time is needed after treatment for 

radiotherapy trials to assess beneficial outcomes and toxicities.  Conducting a trial can 

become unethical as the “standard” arm could be seen as outdated technology or 

technique. This scenario was more or less the case for the introduction of IMRT, where 

there was a lot of scientific research on the technologies behind IMRT and their dosimetric 

effectiveness, but minimal trials validating the clinical gain of IMRT [81]. Within a few 

years, IMRT had become standard, and it quickly became unethical in western countries to 

randomise between IMRT and the former standard, 3D conformal RT. One of the few 

randomised trials conducted was the PARSPORT trial by Nutting et al. This randomised 94 

patients between IMRT and 3D CRT and found a significant reduction in xerostomia in 

favour of IMRT [82]. This paper has approximately 1500 citations because it is one of the 

only trials proving the benefit of IMRT. 

 

1.5.2 Cost of trials 

The cost of clinical trials hinders many trials from ever being run, as typically, only 

large pharmaceutical companies with substantial economic support can support this. 

Indeed, the classic RCT structure and approach are modelled on pharmaceutical testing. 

These sponsored trials are not always the only clinical trials that clinicians and patients 

could benefit from. There are inexpensive drugs where the financial gain is limited or the 

patent has run out, like the radiosensitiser drug, Nimorazol, which significantly reduced 

loco-regional failure in the group that received the drug [83]. As the financial gain was 

limited for this well-known drug, no confirming trials have been conducted, and the 

distribution of the drug for radiotherapy has been problematic. It has taken 20 years to set 

up the ongoing European trial EORTC-1219-DAHANCA-29 trial Nimorazol in European 

patients [84]. 

The digitalisation of treatment records has lowered the cost of trials [85], which 

improves the chances of investigator-driven trials being run without a financial sponsor in 

the background. However, there is still an imbalance in the trials that could provide the 

most useful new clinical information. Technology-driven radiotherapy trials suffer from 

the lack of clear sponsors. Other ways of improving the evidence are needed, particularly 

where trial evidence is scant, difficult to obtain, non-existent, or specific for certain patient 

groups not fully representing the real-world cohorts, as described above. 

Alternative methodologies include registry-based clinical trials, longitudinal 

observational studies and prospective databases [46, 86, 87]. More generally, the 

methodologies for potential options rely on big data and data mining.     

 

 Big data 
Big data is typically referred to as data sets that are so large or complex that the 

conventional data processing tools are not sufficient. However, within radiation oncology, 

big data is further restricted to collecting real-world data, including diagnostic imaging, 
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other imaging from the course of treatment and dosimetric data. Enormous amounts of 

information are routinely collected in all radiotherapy departments, and still, surprisingly 

little of the data is used to learn from [88]. There is great potential to harvest this data and 

use and build models from information to gain valuable new insights and information [89]. 

Models developed on big data sets to predict outcomes linked to patient, disease, and 

treatment descriptive parameters can be used to assist clinical decisions for future 

patients.  Any such model must be validated and tested to compensate for the fact that it 

has been collected in a real-world, and hence less controlled environment. In short, 

independent data is used in the validation to ensure the model is not overfitting internally. 

The test data is used to examine the generalisability externally [90] (see chapter 2 for more 

detail). 

As discussed in the “Clinical trials vs general patients” section (section 1.5),  it is 

essential to ensure the generalizability of clinical trial results, and hence also data-

generated prediction model results in the real world [91]. Ensuring that there are clinically 

relevant data to learn from is critical. The amount of data and accessibility quickly become 

essential elements where FAIR data describes how this could be managed. 

 

 FAIR data 
Significant parts of the science community have for some time advocated for the FAIR 

data principles, which stands for Findable, Accessible, Interoperable, and Reusable [92], 

figure 1.2 shows the FAIR logo. Researchers should be able to find clinically relevant data, 

and they should have access to the data relatively effortlessly. The data format should be 

interoperable; hence multiple different software systems should be able to access the data. 

Lastly, the data should be reusable from one study to those following [93]. 

 

 
Figure 1.2: Findable, Accessible, Interoperable, and Reusable 

data from https://en.wikipedia.org/wiki/FAIR_data 

 

 

In theory, the principles should work, but many obstacles hinder FAIR data from 

becoming a reality in medical research, and very little medical data is genuinely FAIR 

currently. The GDPR legislation has many requirements which can be difficult to overcome 

[94]. The data owners’ personal motivation for collecting the data could be significantly 

reduced if the data were to become readily available for other researchers, as the credit to 

the data owners is limited [95]. Data quality is tightly linked to understanding the data and 

the data origin. Naturally, this metadata could be perfectly described and provide high-

quality data; however, this rarely happens. It becomes vital for the researcher to 

understand the limitation of the data to ensure the research quality of the analyses. 

Understanding the data can be achieved through an ontology, where the metadata is 

https://en.wikipedia.org/wiki/FAIR_data
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included in the data structure. An example is the Resource Description Framework (RDF, 

https://www.w3.org/RDF/)[96], where each data element is described by a triplet; the 

subject, the predicate and the object. With the data made available with an ontology, 

external researchers can easily understand the data in a consistent way. 
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2 Statistical introduction 
 

 Distributed learning 
Distributed learning or federated learning within healthcare has become a hot topic 

since privacy legislation has been strengthened over the last decade. The attractive 

potential of distributed learning lies in the fact that sensitive data can be controlled and 

stored by the local hospitals but still be used for multicentre research without any data 

leaving the hospital. Instead of collecting all the patient data into a single database, the data 

stay at the local institution and aggregated patient information, model parameters, and 

likelihoods are the only information leaving the hospitals [97-99].  

The distributed learning approach addresses data privacy, security, access privileges, 

and diversity [100]. All topics require a high focus in modern research that is not easily 

dealt with in traditional single database research. When data are collected into one joint 

database, a range of legal issues need to be handled, such as can the data be shared, who 

owns the data, what projects are allowed to work with the data, and whether the 

information is the same from the different sources. These issues are, to some extent, 

intrinsically handled in the distributed learning software [101]. However, there are 

naturally still some obstacles that need to be addressed in distributed learning[102]. 

The concept of distributed learning is to train a model by moving the model regression 

coefficients between individual databases and iteratively converging to a model which 

matches all the data as if the data were collected in one single database [98]. There is a 

range of software options for distributed learning like Flower [103], Vantage6 [104], 

Nvidia Flare [105] etc. Several of them utilise TensorFlow, an end-to-end open-source 

platform for machine learning which has also been used for distributed learning. 

TensorFlow provides a collection of workflows to develop and train models using Python 

or JavaScript [106]. 

The systems are built to adhere to the FAIR principles in distributed learning. All four 

concepts of FAIR are natural components of distributed learning [107]; however, the tools 

are still so novel and non-standard that not all systems are interchangeable, and no 

generally accepted standard has been adopted.     

Within oncology, Hunger et al. performed a systematic literature review on the value 

of federated data networks [102]. They identified 40 published papers across most 

treatment sites and concluded that distributed learning is a powerful tool which can use 

real-world data to complement data from RCT.  

 

 Travelling models  
There are two main types of distributed learning networks. Centralised distributed 

learning uses a central server to coordinate communication and information gathering. All 

nodes need to communicate with the central server for each iteration in this setup, which 

can become a bottleneck. In decentralised distributed learning, each data node can 

orchestrate the communication and information distribution among themselves, and it is, 

therefore, less sensitive to dropouts of single nodes [108]. A schematic figure of the 

communication is shown in figure 2.1. The blue arrows indicate communication between 

servers and nodes. The centralised structure is vulnerable to communication failure, as 
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this halts the whole system, whereas the decentralised structure could continue with a few 

communication lines not open [109].   

 

Figure 2.1: Centralised distributed learning has a central server which orchestrates the 

communication. In decentralised distributed learning, all nodes can communicate. 

 

The data will change the model parameters at the local institution, so the model 

regression is found through an interactive process. The model collects likelihoods and the 

first and second derivatives from all involved centres [18]. The first and second derivatives 

of the likelihood function can quickly locate the global minimum. A limited number of 

iterations are often needed. When many iterations are needed to find a global minimum, it 

becomes possible to reconstruct the data, and privacy legislation can become an issue in 

some situations through data leakage [18] 

 

2.2.1 Data leakage 

Data leakage is a term used with regard to both information leaking from the training 

set to the validation and test set. In distributed learning software systems multiple external 

inquiries can allow for the reconstruction of privacy-sensitive patient data. 

In the data analysis scenario, information leakage can be problematic. Here the 

information can unintentionally influence the parameter selection by the test cohort, and 

the prediction model’s performance becomes higher than the information in the data 

allows. It results in models that seem to perform well in the local data but fail to generalise 

more widely when tested on external data sets. Hence the model overfits the data. 

Information leakage can also mean that enough aggregated data and model 

parameters are exchanged between local and central servers during the optimisation 

process in the distributed learning setting that the local privacy-sensitive patient data can 

be reconstructed outside the local centre [105].  

Multiple solutions to this problem have been suggested for distributed learning setups 

[110, 111], and different solutions are needed for different data structures and systems 

[107, 112]. However, one important general point is to minimise the number of external 

inquiries allowed, as every enquiry will leak some form of information. Each piece of 

information will eventually lead to the potential to reconstruct parts of the data for patient 

privacy to be breached [113]. Likewise, the local data holders should control the 

information feedback to answer external inquiries about what aggregated data will be 

available and how these are binned and presented.  
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 Model generalisability 
The generalisability of prediction models describes how well the model can predict 

specific outcomes outside of the environment in which it was developed and tested. This 

generalisability is an essential step to also be tested in model development, as the model’s 

wider validity is required to be known if the model is to be used to obtain a causal 

understanding [114]. Hence, the parameters explaining the outcome are more than a 

correlation or proxy for the actual cause. 

It could be argued that the prediction model does not have to be driven by causal 

parameters; as long as the prediction has high accuracy, it will still be helpful in predicting 

the outcome of individuals or groups of patients. However, since models also serve to 

increase our knowledge of which parameters drive the outcome, the causal relationship is 

essential.  

The model’s most prominent causal relationship in radiotherapy is the dose-response 

relationship, which is the driving force in curing cancer and producing radiation-induced 

side effects. The radiotherapy dose is the primary parameter for the oncology team to alter 

the patients’ outcomes. Radiobiology has provided numerous ways to do this through the 

different biological responses in various cell types and organs combined with the 

fractionation possibilities [115]. Therefore, if the setting in which the data for the model 

development was acquired is significantly different from where the model is being used, 

the model’s generalisability has to be high to have any prediction value. The best way to 

test generalisability is through an external validation, where the model performance is 

tested on the data from the centres where the model will be used [116]. 

 

2.3.1 Model validation 

As models are becoming more available and used in clinical practice to aid health care 

decisions, there is a growing need for knowledge of their strengths and weaknesses. In 

2015 the TRIPOD statement (Transparent Reporting of a multivariable prediction model 

for Individual Prognosis Or Diagnosis) was published with a 22-item checklist for 

improving the reporting of prediction models [117]. The TRIPOD statement contains a 

checklist highlighting essential items to consider and report when developing, validating, 

or updating models.  

A model will typically overperform on the data it has been developed on. Therefore it 

is recommended as a minimum to perform an internal validation that can estimate the 

model’s performance and quantify the optimism of the apparent performance and hence 

the quality of the potential overfitting in the model.  

It is strongly recommended to evaluate the performance on data not used for the 

development, in an external validation. There are different levels of external validation; 

however, the larger the separation, either timewise or geographically, between the 

development data and the validation data, the stronger the validation is [117]. Validations 

performed in an entirely external data set, i.e. in data from another hospital, are rare [118]. 

Still, these are becoming academically more attractive as such validation projects are 

increasingly being accepted by journals for publication, recognising the need for robustly 

supported models and that they are openly demonstrated to be so. 

The TRIPOD statement categorises the models into four levels depending on their 

development and validation [117]. Models which only report on the development with no 
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validation are classified as type 1a and are not recommended. Adding an internal 

validation promotes the model to a type 1b, which, as explained before, is typically the 

minimum requirement for a published model. A level 2 model requires a data set that the 

model has not seen in the development phase. If the validation cohort is randomly selected, 

the model is type 2a, which is weaker than a non-random data split of type 2b. A timewise 

or geographical split will demonstrate a higher generalisability of the model. Using an 

entirely separate data set, e.g. from another trial or centre for the validation, lifts the model 

to type 3. The highest validation level is level 4, where the validation is performed on a 

published model. Unlike in the original TRIOPD statement (figure 2.2), type 4 models can 

be split into a and b types, where type 4a can be defined as a published model that has been 

externally validated by the same investigators who developed the model. A type 4b is a 

published model that independent investigators have externally validated. 

 

 

Figure 2.2: Adopted from the TRIPOD statement figure 1 [117]. D is development data, and V 

is validation data. 

 

In a recent review of NTCP model TRIPOD validation for head and neck cancer [119], 

only Blanchard et al. [120] and Hansen et al. [2] meet the criteria of a TRIPOD level 4b 

validation. The lack of level 4 validation is surprising given the numerous NTCP models 

published, and, in theory, it should be informative and relatively straightforward to 

perform this type of validation. 

 

 Model performance evaluation 
The ultimate model will correctly classify all patients with or without a specific event. 

However, this perfect model is unrealistic since some patients will be misclassified since 

they randomly experienced the event. The goal of any model is to correctly classify as many 
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specific patients as possible, and how well the model performs is often described by two 

related properties, discrimination and calibration [121]. 

 

2.4.1 Discrimination 

Discrimination describes a model’s ability to separate patients with high and low risk 

of an outcome. This ability could be at a specific time point or during a particular period. 

The model’s capability to discriminate patients in a specific cohort depends on the model 

and the cohort [122]. A model which uses radiotherapy treatment dose as the primary 

parameter to predict recurrence-free survival will fail to discriminate between high and 

low-risk patients in a cohort treated with the same dose. The same would apply to a model 

developed in this cohort. Here, radiotherapy dose would not contribute to the prediction 

power of the model even though it is fundamental to treatment. 

 

2.4.1.1 ROC curve 

The receiver operating characteristic (ROC) curve describes the model’s 

discrimination abilities for a binary outcome. The x-axis is the false positive rate (FPR, false 

positive divided by the total number of negatives) or 1-specificity. The y-axis is the true 

positive rate (TPR, true positive divided by the total number of positives) or the sensitivity. 

For a given prediction model, a specific threshold of event or non-event will provide an 

FPR and TPR and plotting these for different thresholds generates the ROC curve. The area 

under the ROC curve (AUC) can be integrated and provides a measure of the discrimination 

power of the model. 

The AUC metric is clinically not that useful and often misinterpreted as the percentage 

of times the model predicts correctly. In the clinical setting, one specific threshold needs 

to be set, and for this purpose, the ROC curve is a beneficial tool for selecting this threshold. 

However, only one point on the ROC curve is chosen with this threshold, and consequently, 

the sensitivity and specificity are set [123]. Several publications try to translate the AUC 

score into excellent and poor-performing models, but this is not meaningful unless the 

clinical question that the model is answering is considered [122]. For some models, an AUC 

of 0.55 can be beneficial, e.g., in a risk of cancer recurrence model. If the TPR is one and 

FPR is 0.7, the model will detect all patients with a high risk of recurrence, indicating a 

more aggressive treatment regime could be an excellent clinical option; however, 70% of 

the patients would receive unnecessary aggressive treatment. Likewise, a mammography 

screening model with an AUC of 0.8 for the detection of breast cancer is potentially not 

sensitive enough. 
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Figure 2.3: ROC curve of the risk of osteoradionecrosis of 

the mandible after head and neck cancer generated from 

the Odense University cohort [31]. The coloured bar 

indicates the mean dose to the mandible in Gy.  

 

The ROC curve shown in figure 2.3 is derived from the Aarup-Kristensen et al. paper 

on osteoradionecrosis of the mandible after radiotherapy for head and neck cancer [31]. 

The AUC is 0.65, indicating that the model could be clinically valuable. However, selecting 

the clinically best thresholds is not trivial. The two potentially best points on the ROC curve 

would be around a mean mandibular dose of 30 Gy or 40 Gy, which would give FPR of 0.33 

and TPR of 0.65 for 30 Gy and FPR of 0.55 and TPR of 0.85 for 40 Gy, respectively. As 

osteoradionecrosis is a very disabling side effect, we would like to detect most events and 

accept that 55% of these patients would be false positive.    

The AUC is often used to rank models in the same cohort; however, this can be 

problematic. Again the clinical question is forgotten if only looking at the AUC value. 

Models with a specific curve shape could be clinically more helpful even with a lower AUC. 

 

2.4.1.2 Brier score 

The Brier score can be calculated as the equivalent of the mean squared error for 

prediction models. The most straightforward formulation of the Brier score is: 

 

𝐵𝑟𝑖𝑒𝑟 𝑠𝑐𝑜𝑟𝑒 =   
1

𝑁
∑(𝑓𝑡 − 𝑜𝑡)2

𝑁

𝑡=1

 

 

where 𝑓𝑡 is the model probability forecast, 𝑜𝑡 is event t outcome, which will be either 0 or 

1. N is the number of subjects. The score will be 0 for the perfect model. A more general 

Brier score formulation is used for ordinal outcome models, where an additional sum over 

the outcome levels is added. 

The Brier score is elementary and hence easy to get an intuitive feel for; however, 

when the outcome events become rare, the score does not discriminate between minor 
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improvements in the models. The score can select the best performing model directly 

linked to the clinical question as it is directly related to the outcome. 

 

2.4.1.3 Harrell’s C-index 

Harrell’s C-index or C statistic is seen as the equivalent of AUC for time-to-event data. 

Here, the goal is to predict patients who will experience the outcome early or late, hence 

at high risk or low risk. The Harrell C-index ranks the patients according to their predicted 

prognostic risk and compares their time-to-event [124]. The C-index is intuitive and is the 

probability that the ranking of two randomly selected patients is correct. A non-

informative model will have a C-index of 0.5, and the perfect model will rank all patients 

perfectly and have a C-index of 1. 

 

2.4.2 Calibration       

A model with outstanding discrimination (high AUC or C-index) does not ensure the 

correct absolute risk estimate. The calibration of a model evaluates the absolute risk 

estimate compared to observed risk.  

To categorise the calibration, Van Calster et al. divide the calibration into four levels 

with increasing strength: mean, weak, moderate and strong. Where the mean calibration 

is evaluating the cohort observed event rate with the average model predicted risk. The 

weak calibration is to have a calibration intercept of 0 and slope of 1, assessing the 

potential over- and underfitting. The moderate calibration looks at the average risk in 

groups of patients that should follow the identity line, and the strong calibration requires 

risk prediction to match the observed event rates for all parameter patterns [125].  

The best way to evaluate the calibration plot is through a visual inspection (figure 2.4); 

however, the Hosmer-Lemeshow statistical test provides a mathematical option to test if 

the calibration could be improved [121]. A new modified version of the Hosmer-Lemeshow 

test has recently been proposed, as the original formulation was dependent on the number 

of subjects used for the model. With very high subject numbers, the test would become 

significant even with clinically irrelevant changes to the model [126]. However, the 

original Hosmer-Lemeshow is still valid for all practical purposes in radiotherapy, as the 

subject numbers are still well below 50000. 

 

Figure 2.4 Calibration plot of grade 3+ 

mucositis from Hansen et al. [1]. The x-

axis shows the model predicted risk. The 

observed raw patient outcome (o or 1) 

in open circles and the grouped 

averages full circles with error bars. 

The identity line indicates the perfect 

model prediction. 
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In time-to-event analyses, the calibration plots are performed at specific relevant time 

points, and risk groups of patients’ event status are evaluated at these time points. For this 

to be possible, the baseline hazard for the Cox regression model needs to be available 

[127]. This implies that the reporting of the model should be at level 3, according to 

Royston and Altman’s proposed three levels of reporting of time-to-event models [127].  

In Royston’s simplest validation level, only the calculation of the prognostic index is 

required; hence, the regression coefficients need to be reported. The level 2 validation 

adds the Kaplan-Meier curves of the risk groups [128], mandating the original prognostic 

index cutpoints to be published. If the complete baseline hazard is available, the Cox model 

prediction can be compared to risk groups of the observed survival, providing the 

strongest level 3 validation [129]. However, the baseline hazard is rarely reported in full 

but more frequently at specific time points, i.e. 2- and 5-year survival. With time point 

baseline hazards, the cox model absolute survival predictions can be plotted in the Kaplan-

Meier plot and compared to the observed survival. 

 

 Algorithms in the prediction of treatment outcome 
Numerous different algorithms can be trained to predict the outcome of individual 

patients. An important distinction between algorithms is the degree of interpretability 

they provide. One could argue that the primary purpose of a model is to predict the 

outcome with as little error as possible and how the algorithm arrives at a decision is not 

essential as long as the decision is correct. However, even though no model can capture 

the full biological complexity, it is still possible to gain knowledge of some of the significant 

factors responsible for the outcome. This knowledge can be used to improve the treatment 

outcome proactively. Hence, the algorithms used for modelling often serve at least two 

purposes, outcome prediction and influences of parameters. Currently, in medicine, 

algorithms that provide high interpretability, like decision trees, Bayesian networks, and 

logistic regressions, are often preferred over algorithms with a black box approach like 

ensembles (bagging, boosting, random forest) and artificial neural networks [130]. 

However, artificial neural networks have been shown to be highly useful for specific tasks 

like auto segmentation and treatment planning [131]. These artificial intelligence 

algorithms seem to outperform some of the more classical machine learning algorithms; 

however, it is still early days, and not many AI algorithms have entered into the daily 

clinical routine. 

From a clinical radiotherapy perspective, models that include parameters linked to 

the treatment dose have higher interest, as this is the primary parameter that clinicians 

can alter. Parameters related to the dose distribution, the whole DVH or specific dose 

metrics can be modified to improve patient outcomes concerning cancer cure or reduce 

the treatment-related side effects [132]. 

The use of machine learning algorithms in the clinical routine is still limited to a few 

applications and examples [90]. This is despite their attraction to potentially predict the 

outcome for a given patient from a set of multiple relevant parameters, which is not readily 

possible for an oncologist to do.  To progress their practical implementation, clinicians will 

need assistance in understanding the potential, the basis, data quality and algorithm 

strength, scope and testing, and limitations of the published models to trust their 

predictions.  Scientifically-based and robustly-developed and validated models can help 

with this. 
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3 Outline of this thesis 
Data mining is a promising concept within radiation oncology to provide real-world 

data evidence for personalised treatment decisions.  This PhD project was constructed to 

investigate the practical obstacles to data mining utilising robust statistical model 

development and validation and evaluate how this can be performed in a distributed 

learning framework. The thesis aims to uncover some of these questions under two 

headings, which define the two main parts of the project.  

Before each section, theoretical background knowledge about the topic is given to 

support the scientific study presented in the publications. 

1) NTCP development and validation:  

Publication I presents the development of a single centre NTCP model for 

predicting grade 3+ mucositis during radiotherapy for H&N cancer.  

Scientific question/hypothesis: Can radiation-induced mucositis be predicted 

from NTCP models using robust statistical methods? 

Publication II presents the framework of external validation of NTCP models. 

Scientific question/hypothesis: Can the DAHANCA validation framework validate 

published NTCP models? 

2) Survival modelling using distributed learning:  

Publication III demonstrates how distributed learning can be utilised to validate a 

published model across multiple decentralised databases. 

Scientific question/hypothesis: Can a privacy-preserving distributed learning 

framework be used for model validation of survival models?  

Publication IV reveals how distributed learning can develop a survival model for 

larynx cancer. 

Scientific question/hypothesis: Using robust statistical distributed learning 

methods, can larynx cancer survival be predicted using clinical parameters? 
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4 NTCP models 
 

 PhD contribution to NTCP model development and validation 
The first two articles in the PhD are related directly to NTCP models. The objective of 

the “Prediction of radiation-induced mucositis of H&N cancer patients based on a large 

patient cohort” article was to build an NTCP model using robust statistics, both in terms of 

parameter selection and concerning DVH dose metrics [1]. The second article, “NTCP 

model validation method for DAHANCA patient selection of protons versus photons in 

head and neck cancer radiotherapy”, resulted from a project aimed to create a validation 

framework for NTCP models within DAHANCA [2]; specifically for the DAHANCA 35 

photon versus proton randomised trial where the patients are selected based on NTCP 

models for dysphagia and xerostomia [133].  

 

 The therapeutic window of radiotherapy 
The well-known and discussed therapeutic window of opportunity describes the gap 

between the tumour control probability (TCP) and normal tissue complication probability 

(NTCP). In figure 4.1, the shape of the blue TCP curve and the red NTCP curve is driven by 

the biology of the cancer type and the OAR under consideration. The dose given to the 

tumour is typically mandated by the prescription dose prescribed by the oncologist, and 

the amount of dose to the OAR is governed by the treatment plan. Several possibilities are 

present to manipulate the TCP curve to a more favourable shape and relative position: 

radiosensitisers [134], chemotherapy [135] and the upcoming immunotherapy [136]. 

There have been attempts to manipulate the NTCP curve, where the most successful 

clinical implementation has been fractionated radiotherapy [137]. This approach has used 

the fact that the repair mechanisms of DNA damage are restricted in cancer cells compared 

to normal cells, so it can be beneficial to break up the radiotherapy into smaller treatment 

fractions. This fractionation allows the normal cells to repair before the following fraction. 

In modern radiotherapy, hypofractionation, typically meaning fraction doses higher 

than 2.5 Gy/frac, has also been shown to be effective and, for some treatment sites, 

equivalent to 2 Gy per fraction of treatments [138]. Going to the extremes with stereotactic 

body radiotherapy (SBRT), fraction doses above 10 Gy/frac can be used for small targets 

and utilising inhomogeneous dose distributions to create highly conformal treatment 

plans can also open the therapeutic window [139]. 

One of the recently most exciting biological modifications to potentially widen the 

therapeutic gap is FLASH radiotherapy [140]. Here a single fraction of radiotherapy dose 

is delivered extremely fast, with dose rates above 40 Gy/s, and typical times of less than a 

sec. This is in the early stages of clinical application and testing, but apparently, there is a 

beneficial difference between cancer cells and normal tissues. However, the radio-

biological mechanisms are at present not well understood [141].    
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Figure 4.1: Schematic representation of the radiation 

oncology therapeutic window of opportunity adopted 

from Christiansen [142]. 

 

The development of NTCP models is essential for personalised medicine as these 

models describe one side of the balance between cancer cure and acceptable side effects. 

To select the appropriate treatment for a patient, the risk of toxicity is vital to know, 

together with the tumour control probability [143]. 

 

 NTCP models 
Acquiring the knowledge and evidence for the response to radiation of normal tissues 

has taken more than a century. Grubbe reported in 1933 the first radiation-induced 

dermatitis on his own hand back in 1896 [144]. And before the ionisation-based Röntgen 

unit of radiation dose, Dr Holtznecht proposed measuring relative radiation dose by the 

change in skin colour [145]. For many years of kV beam use, dermatitis would limit the 

amount of dose a patient could receive. In modern radiotherapy, the dose-limiting factor 

is still normal tissue complications. Today the prescription dose is typically set as high as 

a patient can sustain. So knowing the risk of toxicities is essential to change and improve 

radiotherapy outcomes.   

 In 1991 Emami et al. systematically collected the current knowledge of NTCP for a 

range of organs/tissues in the body [146]. This publication is still one of the milestones in 

radiotherapy as it sets the standard for what information is needed to create a high-quality 

radiotherapy plan [5]. Twenty years after, a series of articles were published in a special 

issue of the Red Journal updating the knowledge of NTCP under the heading Quantitative 

Analysis of Normal Tissue Effects in the Clinic (QUANTEC) [147]. This series of papers 

described the history and application of QUANTEC [148, 149] and all the site-specific 

normal tissue considerations and literature at the time. From brain [150], optic system 

[151], brainstem [152],  spinal cord [153], hearing loss [154], salivary gland [155], larynx 

and pharynx [156], lung [157], heart [158], esophagus [159], liver [160], stomach and 

small bowel [161], kidney [162], bladder [163], rectum [164], and penile bulb [165]. The 
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series finished with five vision papers on dose accumulation [166], imaging for assessment 

of radiation-induced NTCP [167], biomarkers and surrogate endpoints for NTCP [168], 

improving NTCP models by adopting data pooling [169] and recommendations for 

reporting and data collection for NTCP [170], all highly relevant in 2022. 

The need for well-conducted NTCP studies is as relevant as ever. NTCP models are 

being used directly to select specific treatment modalities for patients [171] and as a 

surrogate biomarker for proton therapy. In direct selection, as used in the Dutch model, a 

patient can be referred for proton radiotherapy if the predicted ΔNTCP between the 

simulated photon plan and the proton plan exceeds a predetermined threshold [172]. 

NTCP models are used in trial cohort enrichment as in the Danish head and neck cancer 

trial (DAHANCA 35) on protons vs photons for toxicity reduction of dysphagia and 

xerostomia [2]. Treatment guidelines are more and more built around the evidence of 

toxicities, where the NTCP studies are essential when setting dose metrics constraints and 

objectives [28].   

   

4.3.1 Acute and late side effects 

Late toxicities are naturally of the highest interest for patients and oncologists as these 

potentially will be present with the surviving patient for the rest of their lives and reduce 

the patients' quality of life [173]. Radiobiology has shown that the total tumour dose can 

be increased for the same late effects by splitting the treatment into multiple fractions 

[174]. The basic concept is illustrated in figure 4.2, where the surviving fraction of cells can 

be increased using fractionated radiotherapy, particularly for late reacting tissues. 

 
Figure 4.2: Schematic representation of late and early reacting 

tissues as a fraction dose and total dose function. Fractionated 

radiotherapy reduces the late reacting tissue effect, allowing for a 

higher prescription dose to the tumour (figure adapted from [175]). 

. 

Acute side effects can hinder treatment compliance or can transition into persistent 

late side effects. Therefore, these side effects must be considered in radiotherapy planning. 

In head and neck cancer, mucositis is a painful condition that most patients experience 

[176]. Most people have experienced an oral blister of a pinhead size and know how painful 

this is. For the patients, the mucositis is often several cm2 and extremely painful. Suppose 

the radiation-induced mucositis could be reduced by understanding the interaction 

between the dose distribution and other clinical factors. In that case, the NTCP model could 

positively impact H&N patients' treatment.     
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 Algorithm selection 
With the numerous available machine learning algorithms that can predict outcomes 

in radiotherapy, it is necessary to consider what model or models will fit the data and 

clinical purpose. Deist et al. investigated six machine learning algorithms on twelve 

radiotherapy datasets and found logistic regression and the more complex random forest 

to have the best discrimination power [177]. The benefit of logistic regression is 

interpretability, whereas the random forest is more of a black-box algorithm. It is much 

preferred to have an interpretable model in many cases since better knowledge of the 

causal relationship in NTCP models can provide tools to modify some of the clinical 

parameters or, most potent in radiotherapy, the dose-response relationship [132].  

If it is evident from the modelling that specific dose–volume elements drive the crucial 

part of the side effects, it would be possible to minimise this particular dose type. To 

achieve this will require that the dose-response relationship found in the model is a direct 

causal effect and not a proxy for dose in general or even a random effect observed in the 

data set.   

 

 Parameter selection  
The parameter selection process in model development is essential to avoid over or 

underfitting the data. Traditionally within radiotherapy, the selection has been performed 

through a stepwise approach, either forward or backwards selection or a combination 

[178]. Here parameters are added or removed according to their individual statistically 

significant contributions to the prediction model. This selection process has been criticised 

as there is a risk of eliminating causal parameters and retaining others that have significant 

coincidental effects on the specific data set at hand [179]. 

 

4.5.1 Best Subset 

An alternative is to look at all combinations of parameters and select the model which 

performs the best. Using modern statistical packages in modern computers is feasible 

within parameter numbers of around 20 (1 million models). The number of models scales 

as 2p, where p is the number of parameters [180 p. 205]. If there are highly correlated 

parameters, this correlation will not hinder finding the best prediction model. When 

selecting the best model, it is important to avoid overfitting, which can be done through 

cross-validation, as explained in section 4.5.5.   

 

4.5.2 LASSO 

There are other more refined options for selecting parameters for the final model. One 

option is to add a regularisation term that shrinks the parameter coefficient estimates 

towards zero. 

One of the best-known methods of shrinking coefficients is LASSO, least absolute 

shrinkage and selection operator. The LASSO regularisation term has the benefit of forcing 

the β-coefficients to zero. This can be understood in a graphical representation shown in 

figure 4.3. The blue area is the regularisation constraints, and the red ellipses are the 

contours of the error estimates of the model. The β-coefficients are defined where the red 

ellipses and the blue constraint area come in contact. And as the constraint area has sharp 
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points, there is a significant chance that one of the β-coefficients will be zero; in this 

illustration, β1 becomes zero. 

As in the stepwise process, LASSO eliminates parameters according to their 

contribution to the model prediction.  

 

 
Figure 4.3: Schematic representation of the LASSO 

regularisation. The red ellipses represent the error 

estimates, and the blue area the regularisation 

constraints. The β-coefficients are defined where the 

ellipses and the area come in contact. Due to the shape of 

the regularisation constraints area, some of the β-

coefficients become zero (adapted from figure 6.7 [180]).   

 

Hastie et al. simulated the performance of Best Subset selection, forward stepwise 

selection and LASSO. They found that Best Subset performed better in high signal-to-noise 

data, whereas LASSO performed better in low signal-to-noise data [181]. Stepwise 

selection is not recommended as the change of the selection of authentic predictors is 

reduced, and the selection of random noisy parameters is increased [182 p. 68] 

 

4.5.3 Dimensionality reduction 

An alternative way of reducing the number of parameters in the model development 

can be to reduce the dimensions of the data by describing it using a different set of 

parameters. Several dimensionality reduction techniques are available and have been 

shown to work both in simulated and real-world data [183, 184]. They are typically 

categorised as unsupervised or supervised learning. 

Unsupervised learning identifies patterns in data unlinked to the endpoint, which can 

be used to reduce the number of parameters and can ensure that the parameters are 

strictly uncorrelated. Principal component analysis (PCA) is one of the unsupervised 

methods used to reduce dimensionality. Principal components can be constructed using 

the data variance to align the new data representation used to describe the data. The 

principal components are superpositions of the original parameters and are entirely 

uncorrelated (Pearson correlation) [185].  



27 
 

Supervised learning uses the endpoint to identify a new parameter representation 

that reduces the variance as in PCA; however, it also reduces the distance within a 

classification of the endpoints [186]. One supervised dimension reduction method is called 

Linear Discriminant Analysis (LDA). A schematic representation of the difference between 

PCA and LDA is shown in figure 4.4. Here the PCA method aligns the new orthogonal 

coordinate system according to the largest variance and minimises the distances 

(variance). For the LDA, a similar approach is used; however, a compromise is made to 

separate the endpoint groups at the expense of increasing variance in the primary new 

parameters. 

 

 

Figure 4.4: PCA align the new coordinate system according to the variance of the data; 

however, this will not necessarily provide the best separation between the blue and red 

endpoints (a). LDA attempt to maximise the separation between the endpoint groups (b) 

[186]. 

 

4.5.4 Dimensionality reduction of DVH data 

The dose volume histograms (DVH) are widely used to describe the complex dose 

distribution of a radiotherapy treatment plan [8]. Selecting the appropriate dose metrics 

is not trivial when searching for a dose-response relationship for given toxicity. Often there 

is little or no causal evidence for which parts of the DVH are primarily responsible for 

toxicity. Formerly published data on toxicity is highly dependent on the treatment 

modality, and treatment regimes used [187]. Finding the primary dose metric is 

complicated because the individual dose metrics are highly correlated [188]. 

PCA is attractive in the analyses of DVH metrics as these highly correlated metrics can 

be disentangled and described by a few principal components. It is possible to represent 

the whole DVH-curve of a single organ by only a few PCA components and generate a set 

of entirely uncorrelated parameters, investigating the causality dose-response 

relationship. The causal understanding is essential knowledge, as this can be used to 

improve treatment planning and set operative and effective dose objectives [5].   

Some of the first use of PCA on DVH metrics was introduced by  Söhn et al. on prostate 

cancer [189, 190], and recently Dean et al. used it to predict the risk of acute mucositis and 

dysphagia [191, 192]. PCA for DVH analyses has not been widely used in NTCP modelling, 

presumably because the complex mathematical background hinders a simple direct 
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clinical translation. It is, however, possible to back-translate the important principal 

components into simple DVH metrics, which are used in the clinical routine.  

 

4.5.5 Cross-validation 

Selecting the appropriate model parameters is done by evaluating the fitting error. 

The root-mean-square (RMS) error of a fit to a specific data set will always decrease when 

adding a new parameter as the degrees of freedom for the fit increase [193, 194]. The more 

interesting question is if this additional parameter adds generalisable information. Hence, 

will the RMS decrease for a data set external to the fit? The so-called fitting error needs to 

be estimated to evaluate the added information. 

One of the most common ways to estimate the fitting error is cross-validation. Here 

some part of the data set is set aside for validation, and the rest of the data is used to fit the 

model. The model performance is then measured in the validation part set aside, since the 

data in this fold was not used to optimise the model [180 p. 176]. Typically, this process is 

repeated the same number of times as cross-validation folds exist. 

The goodness of the model fit can be evaluated using different metrics but will 

generally measure how well the model prediction matches the observed outcome. Typical 

metrics are the Akaike information criterion (AIC) [180 p. 78] or the likelihood.  

To find the optimal model flexibility, hence the optimal number of parameters a given 

data set can support, a model is fitted on the development part of the data and evaluated 

on the validation part. The goodness of fit will continue to improve in the development 

data when more flexibility is added to the model, hence adding more parameters. However, 

in the validation part, the goodness of fit will only improve until a certain point where the 

model starts to have overfitted the data [195]. In figure 4.5, a schematic fitting process is 

shown. The red curve represents the goodness of fit for the data used to develop the model, 

and this increases as more and more parameters are added. The blue curve represents the 

goodness of fit for the validation data. The model does not see this part of the data; hence 

at some stage, the model will start to overfit the data. This overfitting reduces the goodness 

of fit in the validation data. 

 



29 
 

 
Figure 4.5: Goodness of fit for a cross-validation process. The 

red curve shows that the goodness of fit improves as more 

parameters are used to describe the data. However, the blue 

curve shows that the model performance on the validation 

data at some stage starts to decline. The optimal flexible model 

is found where the predicted performance is maximised (figure 

adapted from [196]). 

 

 Close testing procedure 
When performing model testing in an external data set, it is not uncommon that the 

model does not match the new cohort perfectly. In this case, it could be attractive to refit 

the model to the external data set; however, performing a refit will naturally improve the 

performance in the external data set but also disregard most of the previous information 

used to develop the model. This total revision could lead to poorer predictions in new 

patients as the external cohort is often smaller than the original developing cohort. 

An alternative to the binary decision of either accepting the published model or fully 

refitting the model is to perform a closed testing procedure [197]. Here more hypotheses 

are tested simultaneously in a strict format to ensure most information from the model 

development phase is retained in the model. Vergouwe et al. described this procedure in 

detail for logistic regression [198]. The original model is tested against the original model 

with an intercept update. If the intercept updated model is statistically significantly better, 

this is tested against a model with an intercept and prognostic index recalibration factor. 

This recalibration factor scales all regression coefficients, but their mutual relationship is 

kept constant. If this is also significantly better, this model is tested against a fully refitted 

model; however, still with the same prediction parameters. 

The validation stops at any step where there is no significant gain in model 

performance, and as much of the original information is retained.  
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 Robust statistics 
The use of biostatistics is mandatory in modern health science and is often reported 

by the p-values; however, this strategy has become problematic as scientists have started 

to search for significant p-values in their data, as these results will be easier to publish. For 

decades, p-value hacking has been discussed, and there are even journals that have banned 

the use of p-values [199]. A more informative way of reporting statistically significant 

findings is by the use of confidence intervals [200]. However, also confidence intervals are 

bound to the underlying complex mesh of assumptions connected to the data collection, 

patient population, statistical analyses and so on; most of these are not always obvious 

[201].   

The goal of health science is to build evidence for patients' treatments and care, which 

requires reproducibility and replicability of scientific conclusions. A sound way of ensuring 

this is by planning the scientific study and formulating all parts of the study before 

commencing.  

In modern biostatistics, it is essential to set up this study plan for the statistical 

analyses, as there are multiple analytical options within each study, and researchers can 

quickly get distracted in the attempt to find significant results. All preplanned analyses 

should be described in the statistical analysis plan (SAP) [202, 203], ensuring that random 

effects observed in the data do not change the analysis plan. It is naturally of interest to 

investigate unforeseen observations in the data. But these findings are “only” hypotheses 

generating instead of the hypotheses testing for the research question described in the SAP 

[204]. 

In model development, it is good practice to evaluate if parameters known to have a 

causal effect or are part of the research question should be forced into the final model. 

However, forcing parameters into the model must be described in the statistical analyses 

protocol, SAP.  

 

 Scientific questions of the NTCP articles 
The following two articles illustrate how to develop a new NTCP model for acute 

mucositis and how to use an external validation framework to validate a published model 

using the robust statistical methods described in the former chapters. 

The scientific question for publication I, “Prediction of radiation-induced mucositis of 

H&N cancer patients based on a large patient cohort.”, was: Can radiation-induced 

mucositis be predicted from NTCP models using robust statistical methods? 

The scientific question for publication II, “NTCP model validation method for 

DAHANCA patient selection of protons versus photons in head and neck cancer 

radiotherapy”, was: Can an external validation framework validate published NTCP 

models? 
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5 Publication I 

Prediction of radiation-induced mucositis of H&N cancer 

patients based on a large patient cohort. 

Hansen C.R.1,2,3,4, Bertelsen A.1, Zukauskaite R.2,5, Johnsen L.1, Bernchou U.1,2, Thwaites D.I.3, 

Eriksen J.G.2,5,6, Johansen J.5, Brink C.1,2 
 

1Laboratory of Radiation Physics, Odense University Hospital, Denmark. 
2Institute of Clinical Research, University of Southern Denmark, Odense, Denmark 
3Institute of Medical Physics, School of Physics, University of Sydney, Sydney, Australia 
4Danish Centre for Particle Therapy, Aarhus University Hospital 
5Department of Oncology, Odense University Hospital, Denmark. 
6Department of Experimental Clinical Oncology, Aarhus University Hospital, Denmark 

 

Published in: Radiotherapy and Oncology 147 (2020) pp 15-21. 

 

Reproduced with permission from Elsevier. 

 

All Supplementary materials for the current article are presented in appendix I of the thesis. 
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 Abstract 
 

Background and Purpose: Radiation-induced mucositis is a severe acute side effect, 

which can jeopardise treatment compliance and cause weight loss during treatment. The 

study aimed to develop robust models to predict the risk of severe mucositis. 

Materials and Methods: Mucosal toxicity scores were prospectively recorded for 802 

consecutive Head and Neck (H&N) cancer patients and dichotomised into non-severe 

event (grade 0–2) and severe event (grade 3+) groups. Two different model approaches 

were utilised to evaluate the robustness of the models. These used LASSO and Best Subset 

selection combined with 10-fold cross-validation performed on two-thirds of the patient 

cohort using principal component analysis of DVHs. The remaining one-third of the 

patients were used for validation. Model performance was tested through calibration plot 

and model performance metrics. 

Results: The main predicted risk factors were treatment acceleration and the first two 

principal dose components, which reflect the mean dose and the balance between high and 

low doses to the oral cavity. For the LASSO model, gender and current smoker status were 

also included in the model. The AUC values of the two models on the validation cohort were 

0.797 (95%CI: 0.741–0.857) and 0.808 (95%CI: 0.749–0.859), respectively. The two 

models predicted very similar risk values with an internal Pearson coefficient of 0.954, 

indicating their robustness. 

Conclusion: Robust prediction models of the risk of severe mucositis have been 

developed based on information from the entire dose distribution for a large cohort of 

patients consisting of all patients treated H&N for within our institution over a five year 

period. 
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 Introduction 
Radiotherapy (RT) is the primary treatment modality of advanced head and neck 

(H&N) cancer, due to the capability to preserve the oral cavity, pharynx, and larynx from 

surgical side effects related to swallowing, nerve and speech functions. However, RT often 

induces severe side effects both in the acute and late phases, which can have detrimental 

consequences for patients. Late effects like dysphagia and xerostomia have been studied 

and several prediction models have been developed and are actively being used to select 

patients with sufficient predicted clinical gain from, for example, proton treatment [205, 

206]. The acute effects like oral mucositis have had less focus since these side effects 

generally are transient and technically it has been difficult to generate treatment plans 

where it was possible to spare the oral cavity. However, using intensity-modulated 

radiotherapy (IMRT) and automated planning the number of objectives is less problematic 

and it is possible to deliver dose to the target with high conformity while minimising the 

dose to all organs at risk (OAR) [12].  

IMRT has changed the dose distribution in radiotherapy of the H&N area, and it has 

become increasingly important to have specific knowledge of the risk of side effects for all 

involved OARs to best guide the planning system in the optimisation process. Only a few 

studies have focused on how to predict which patients will suffer from severe mucosal 

reactions with modern radiotherapy and which dose metrics are the most useful for 

treatment planning [188] [191]. Before IMRT techniques were introduced, the risk of oral 

mucositis was associated simply to the prescribed dose and size of the radiotherapy fields 

used, since little or no information was available on the dose distribution in the oral cavity. 

The field size information alone is not useful for IMRT treatment fields since the radiation 

intensity within the field varies and hence the entire 3D dose should be evaluated. 

Furthermore, a range of clinical factors, such as chemotherapy and oral hygiene, have been 

significantly associated with the risk of radiation-induced mucositis in some studies [207, 

208] and are therefore important to incorporate into radiation-induced mucositis 

prediction. The dose metrics and clinical factors might be different for patients enrolled in 

clinical trials than for a standard patient curatively treated for H&N cancer since less than 

5% of patients participate in clinical trials [209]. Thus, to predict the mucositis risk for the 

entire cohort of patients, the model should preferably be generated from prospectively 

recorded 

toxicity of the entire cohort, such that the results are not biased by patient selection. 

The study aim was to develop statistically robust clinical models to predict the risk of 

severe mucositis based on dose and toxicity information from all H&N cancer patients 

treated at a single institution within a specific time range, to provide the required dose–

response information for optimal treatment planning of future patients. 

 

 Method and materials 
 

5.3.1 Patient data and treatment 

As part of the standard local practice, all H&N patients at Odense University Hospital 

are prospectively scored for toxicity. All H&N patients completing at least 60 Gy of their 

treatment from 2011 to 2015 were collected for analysis; resulting in a cohort of 802 

patients. The patients were initially randomly split into a model-cohort (2/3) and a 
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validation-cohort (1/3), only stratifying for treatment date. Patient characteristics of the 

cohorts are shown in Table 5.1.  

 
Tabel 5.1 Model cohort Validation cohort   

  Number % Number % p-value 
Patients 535 67 267 33   
Gender     0.52 

 Male 404 76 196 73  

  Female 131 24 71 27   
Age     0.47 
  Median [range] 62 31-86 63 35-90   
Performance status     0.32 

 0 272 51 119 45  
 1 159 30 97 36  
 2 89 17 42 16  
 3 6 1 5 2  

  Missing 9 2 4 1   
Primary tumour site     0.77 

 
Laryrnx or Hypopharynx 184 34 94 35  

 

Oral cavity, Oropharynx or 
Salivary glands 

290 54 147 55  

  

Rhinopharynx or Nasal cavity 
or Unknown primary 

61 11 26 10   

Fractionation     0.05 

 Coventional               (5 
frac/week) 

186 35 112 42  

  
Accelerated               (6 or 10 
frac/week) 

349 65 155 58   

Chemo     0.002 

 No 331 62 197 74  

  Low dose weekly platium  204 38 70 26   

Radiosensitizer     0.08 

 No 167 31 100 37  

  Nimoralzol 368 69 167 63   
Smoking at treatment start    0.62 

 Never smoker 90 17 51 19  

 Former smoker 219 41 101 38  

  Current smoker 226 42 115 43   
T-stage     0.94 

 T1 150 28 73 27  
 T2 214 40 107 40  
 T3 77 14 40 15  
 T4 72 13 33 12  

  
Other (UKP or primary tumor 
cannot be assessed) 

22 4 14 5   

N-stage     0.15 
 N0 227 42 114 43  
 N1 74 14 37 14  
 N2 228 43 107 40  

  N3 6 1 9 3   
Precription dose    

 0.28 

 60 Gy 21 4 16 6  
 66 Gy 396 74 189 71  
 68 Gy 108 20 60 22  
  76 Gy 10 2 2 1   
Oral cavity volume     0.50 
  Median [range] 125 70-236 125 74-232   

Patient characteristics using TNM according to UICC 7, for the model and validation cohorts. The cohorts 
were split randomly, stratified for treatment date. Categorical parameters were tested using χ2 test, 
continuous variables (Age and Oral cavity volume) using Mann-Whitney U test. 
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The primary tumour site was categorised into three anatomical groups (as defined in 

Table 5.1). The patients were treated according to the Danish Head and Neck Cancer Group 

(DAHANCA) guidelines; 292 according to the 2004 guideline [210] and 510 according to 

the more recent 2013 guideline [9] implemented in January 2013. The GTV to CTV1 margin 

(high dose region) was zero mm for the patients treated according to the 2004 guideline, 

which was changed to 5 mm for the patients treated according to the 2013 guideline. 

Additionally, a GTV to CTV2 margin (intermediate dose region, 60 Gy) of 10 mm was 

included. The increased GTV to CTV margin and thereby larger target volumes initiated the 

interest in prediction of mucositis risk according to treatment volume and dose to the oral 

cavity. The elective regions (CTV3, 50 Gy) followed the DAHANCA guidelines, which are 

adopted from Gregoire et al. [211, 212]. 

The patients were immobilised in Orfit five-point reinforced Efficast masks fixed to 

the base plate [213]. The treatment planning CT scans, performed using intravenous 

contrast, had a 3 mm slice thickness and an in-plane pixel size of 1x1 mm2 and the vast 

majority were acquired on a Phillips BigBore scanner using the metal artefact reduction 

tool [10]. The treatment plans were generated in the Pinnacle treatment planning system 

ver. 9.0–9.10.  

The dose prescription was according to the ICRU recommendation which states that 

at least 95% of the prescribed dose should be delivered to at least 98% of the target 

volume. The dose prescription to the primary high dose area (CTV1) was 66 Gy in 33 

fractions for tumours of maximum extension of 4 cm and otherwise 68 Gy in 34 fractions. 

For a very few hyper-fractionated patients (see patient characteristics), prescription was 

76 Gy in 56 fractions. For all patients, the CTV to PTV margin was 5 mm. Simultaneous 

integrated boost was used for all treatments.  

Predominantly, one arc VMAT treatment on Elekta accelerators was used [49], except 

for T1 glottic cancers that were treated with two opposing fields. Daily Cone Beam CT 

(CBCT) image-guidance (IGRT) was used to reduce setup uncertainties. For all patients, 

translational setup errors were corrected by couch shift, however for most of the patients 

also rotational errors were corrected using the HexaPod couch [43].  

Mucosal reactions were scored weekly during radiotherapy, as well as at 2 and 8 

weeks after radiotherapy, according to the DAHANCA grading: 0 none, 1 erythema, 2 

patchy mucositis, 3 confluent mucositis, 4 ulceration. This grading is equivalent to the 

Common Terminology Criteria for Adverse Events (CTCAE) version 3 [214]. A direct 

comparison of the two grading schemes can be seen in supplementary Table A1. The 

highest observed score during ortwo weeks after radiotherapy was categorised into the 

two mucositis toxicity levels: non-severe (grade 0–2) and severe (grade 3+); which was 

used as the endpoint in the analysis. During radiation treatment, patients were followed 

weekly by a doctor, dietician, and dental assistant for pain management, dietary 

counselling, and appropriate dental prophylactic management, including fluoride 

treatment. All patients completed the intended treatment independently of the severity of 

mucositis. 

The clinical predictors collected for the NTCP model were: gender (Male/Female), 

weekly low dose chemotherapy (no/platinumbased), treatment acceleration (5 or 6/10 

fx/w), age (<70 years/70 years), smoking status (never/former/current), site 

(larynx/hypopharynx, oral cavity/oropharynx/parotid, or nasopharynx/nasal 
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cavity/unknown primary), and volume of extended oral cavity. For all categorical variables 

the first category mentioned was used as the reference in the analyses. 

The radiosensitiser drug Nimorazole is routinely used within DAHANCA and was 

originally included in the analyses, however, a correlation analysis showed that treatment 

acceleration and nimorazole had a very high correlation (r = 0.9), which inhibits a proper 

statistical analysis of the effect of the drug on mucositis risk. Accelerated fractionation was 

retained in the analyses since it has been shown to have a strong effect on mucositis risk 

[215]. 

 

5.3.2 Dosimetric data 

The extended oral cavity, defined according to Brouwer et al. [216], was 

retrospectively contoured for all patients to ensure consistency and generalisability across 

the cohort. The contouring was performed by a group of four specially trained 

radiographers, which were blinded towards both the cohort splitting into model and 

validation groups and towards the scored toxicity endpoint. The dose-volume histograms 

(DVH) of the extended oral cavities were extracted from the DICOM exported files using 

in-house developed Matlab code. 

The dose distribution in the current study was represented by DVH using the values 

V5Gy, V10Gy, V15Gy,. . ., V70Gy (VxGy is the volume fraction receiving more dose than x 

Gy). All these values including the mean dose to the organ are typically highly correlated, 

thus it is difficult to evaluate whether a given effect is related to e.g. V40 or the mean dose. 

Often this problem is addressed by only using the mean dose as the only dose metric. To 

use the full information, an approach is to use Principal Component Analysis (PCA) of the 

DVH values. The idea of PCA is that the original parameters are described by new 

parameters that are uncorrelated by design and together describe the same information 

as the original VxGy parameters. Furthermore, the first few PCA components describe the 

primary part of the variance in the original DVH data. In the current study, the first 5 PCA 

components of DVH values are included in the model development. For details of PCA see 

supplementary B. 

 

5.3.3 Statistical analysis 

The full patient cohort was split into two-thirds for the model generation (535 

patients) and one-third for the validation (267 patients). The parameter selection was 

performed with 10-fold cross-validation for both Efficient Least Absolute Shrinkage and 

Selection Operator (LASSO) and Best Subset selection. The two parameter-selection 

methods were chosen to confirm the robustness of the developed models. A detailed 

statistical description is available in the supplementary C.  

Each model’s performance was tested using calibration plots, AUC, the Brier score and 

Binary cross-entropy. Differences in patient characteristics were tested using Pearson χ2 

for the categorical variables and using the Mann-Whitney U test for the two continuous 

variables (age and volume of the oral cavity). 

 

 Results 
The model and validation cohorts can be seen in Table 5.1. By chance, the proportion 

of patients receiving low-dose weekly platinum-based chemotherapy is significantly lower 
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in the validation cohort. Likewise acceleration and nimorazole are not well balanced 

either, which is due to their link to chemotherapy. The other parameters are well balanced. 

 

 
Figure 5.1. The raw DVH data for the extended oral cavity for the model and validation 

cohorts. Blue DVHs are for patients with non-severe mucositis and red DVH’s are for patients 

with severe mucositis. 
 

In Fig. 5.1, the DVH curves related to the extended oral cavity for the events (severe 

mucositis, grade 3+) and non-events (nonsevere mucositis, grade 0–2) are displayed for 

the model and validation cohort, respectively. For severe mucositis, there is a clear dose-

dependency of the extended oral cavity, with higher event density among DVHs with 

higher doses. As described in the method and supplementary B, the DVHs are converted 

into principal components. PCA vectors used to create the new PCA variable values for the 

first three principal components are shown in Fig. 5.2. Thus, the data in Fig. 5.2 can be used 

to convert a given DVH into the first three principal components (see supplementary B). 

  

 
Figure 5.2. The first three principal components of the model cohort DVHs. These three 

components are by definition independent and therefore ideal for regression analysis. The 

individual patient PCA components can be calculated using the mean DVH (see 

supplementary B). 
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From Fig. 5.2 it is seen that the values related to PC1 are almost constant over the 

entire DVH range. If it had been absolutely constant, the new variable PC1 would reflect 

the mean dose to the organ. Thus, the patient-specific principal variable value related to 

PC1 is closely linked to the mean dose to the oral cavity of the patient. The following PCA 

vectors were not constant and thus reflect a balance between high and low doses to the 

oral cavity (see DVH dependence of PCA values in supplementary B). The first five PCA 

vectors included during the model creation represent 99.3 % of the entire variation in the 

initial DVH values. 

 
Figure 5.3. Calibration plots, predicted versus observed risk, based on 10 bins of equal numbers 

of patients, ranked according to the predicted value, show good agreement with the line of 

identity (grey line). The open grey circles show the raw patient non-events (0) and event (1). A 

small random number has been added to the raw event, to visualise the event density. 

 

The LASSO analyses resulted in a multivariate model consisting of six parameters: 

gender, treatment site, acceleration, current smoker, and principal components 1 and 2 

(PC1 and PC2) – see Table 5.2. The bootstrapped confidence intervals shown in Table 5.2 

include for some of the selected variables an odds-ratio of unity, showing that even though 

the variable is selected during the LASSO method the impact in the model is likely not very 
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pronounced. The performance analyses for the model showed an AUC of 0.769 (95% CI 

0.734–0.819) for the model generation cohort and 0.805 (0.741–0.857) for the validation 

cohort; related ROC curves are shown in supplementary Fig. D1. The model and validation 

for the LASSO model had Brier scores of 0.194 (0.181–209) and 0.169 (0.152–0.188), 

respectively. The binary cross-entropy scores were for the model, 0.574 (0.544–0.607) and 

for the validation 0.477 (0.515–0.556). 

The Best Subset analyses resulted in a multivariate model consisting of three 

parameters: treatment acceleration, PC1, and PC2 (Table2, ‘Best Subset model’). The 

performance analyses for the model showed an AUC of 0.758 (0.724–0.794) for the model 

generation cohort and 0.808 (0.749–0.859) for the validation cohort. The Brier score was 

0.200 (0.185–0.216) for the model and 0.168 (0.148–0.186) for the validation. Likewise, 

the binary crossentropy also improved from 0.585 (0.550–0.619) for the model, to 0.503 

(0.457–0.545) for the validation. 

The calibration plots of the two models (LASSO and Best Subset) are shown in Fig. 5.3. 

For both models, the prediction matched the observed clinical outcome for model cohort 

and also for the validation cohort that was not part of the model development, thus serving 

as an independent validation of the models. 

 

Table 5.2 Mucositis models 
  Covariate Model odds ratio Median boot odds ratio CI 95% 

LA
SS

O
 m

o
d

el
 

Intercept 0.754 0.701 0.394 1.225 

Gender 0.752 0.814 0.481 1.000 

Oral cavity, 
Oropharynx or 
Salivary glands 

1.689 1.685 1.052 2.922 

Acceleration 1.914 1.714 1.057 2.865 

Current smoker 0.829 0.937 0.614 1.000 

PC1 (SD = 3.2) 1.205 1.190 1.094 1.313 

PC2 (SD = 1.48) 1.091 1.059 1.000 1.376 

AUC Model 0.769 0.777 0.734 0.819 

AUC Validation 0.797 0.805 0.741 0.857 

B
es

t 
Su

b
se

t 
m

o
d

el
 

Intercept 0.615 0.611 0.439 0.829 

Acceleration 2.739 2.769 1.938 4.103 

PC1 (SD = 3.2) 1.358 1.363 1.282 1.451 

PC2 (SD = 1.48) 1.290 1.296 1.145 1.478 

AUC model 0.758 0.760 0.724 0.794 

AUC validation 0.808 0.808 0.749 0.859 

Predictors selected by the LASSO and Best subset regression. The median boot odds ratio 
and 95% confidence-interval obtained through bootstrap simulation. The standard 
deviation of the PC values are stated in parentheses, and the units of the odds ratios are 
specified per integer of the PC values. 

 

The Pearson correlation between the two models is 0.954 showing that the model 

predictions are very similar even though significant patient-specific differences are 

present. The predictions from the two models, which are created using two different 

methods, are compared in a scatter plot shown in supplementary Fig. E1. 
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 Discussion 
The current study has extracted clinical and dosimetric parameters to predict the risk 

of severe radiation-induced mucositis using robust statistical methods. This arose from 

concerns that the DAHANCA guidelines updated from 2004 [210] to 2013 [9] versions 

could result in a higher rate of severe mucositis. The local high dose volume margin (GTV 

to CTV1) was increased from 0 to 5 mm, and the CTV2 60 Gy volume was introduced, both 

of which might result in a significant increase in the prevalence of severe mucositis during 

radiotherapy treatment. 

Treatment acceleration and PC1 (‘‘mean dose”) were the two most dominant 

parameters in both model selection methods, both increasing the predicted risk. A third 

significant parameter was the second principal component (PC2) i.e. the balance between 

high and low doses for a given PC1 value. The influence of PC2 is such that the larger a part 

of the ‘‘mean dose” that is related to high doses (dose approx. >35 Gy) the larger the risk 

of severe mucositis. 

In the LASSO selection, being a current smoker turned out to be protective for 

developing radiation-induced mucositis. Conflicting data have been reported in the 

literature suggesting that the underlying mechanism might be complex. It is well 

documented that hypoxic squamous cell tumours have a poor outcome after treatment 

with radiotherapy compared to less hypoxic tumours [217] and that smoking contributes 

to this resistance [218]. Similar resistance mechanisms can be speculated for the normal 

epithelial mucosa from where the squamous carcinomas originate. 

In a meta-analysis by He et al. a significantly increased risk (risk ratio of 1.64, CI95% 

1.14–2.35) of severe acute radiation-induced mucositis was observed for patients treated 

with concomitant chemoradiotherapy compared to radiotherapy alone [219]. The risk of 

chemo-related toxicity has led DAHANCA to recommend weekly low dose cisplatinum. 

Thus, the third of the cohort that did receive chemotherapy received weekly low dose 

cisplatinum. There could be an indication that the use of low weekly cisplatinum results in 

less toxicity since the use of chemotherapy did not contribute to the risk prediction in the 

current cohort study. 

Based on overall survival arguments, some trials use regimens with higher dose of 

cisplatinum than the current recommendation by the DAHANCA group [220]. The current 

data can obviously not address the toxicity impact of high dose cisplatinum, which was not 

administered for any of the patients in this study. Our finding is in contrast to the meta-

analysis of Szturz et al. [221] suggesting that low-dose patients have more grade 3 

mucositis compared to high-dose. It is possible that part of the reason for this difference is 

that the current study is on an entire cohort, thus only the ‘‘best” patients received 

chemotherapy which can be a difference between cohort studies and controlled trial, 

however, the cohort is more representative for the daily clinical practice. 

The peak score of mucositis, as used in the current study, is not the only measure of 

mucositis toxicity, since the duration of the toxicity is of importance as well. One week of 

grade 3 mucositis is naturally not as detrimental to the patient’s quality of life as 6 weeks 

of grade 3 score. However, it is not trivial to generate an outcome measure that effectively 

captures the impact of prolonged mucositis toxicity and there is no well-documented 

method. One could speculate whether the area under the time profile of the toxicity would 
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be a possible alternative, but this would then assume a linear relationship between the 

grades which is not necessarily a correct description of the toxicity grades. 

The model performance is good both for the model development cohort and for the 

validation cohort. The peculiar fact that the model performance on the validation is even 

better than the model cohort, should not be interpreted as anything but a statistical 

fluctuation that has produced a randomly selected validation cohort stratified for 

treatment time in which it was accidentally slightly easier to predict the severe mucositis 

risk. However, the fact that the values are very similar is an indication that the obtained 

models are indeed developed in a robust manner. The model AUC performance of 0.76 and 

0.77 is slightly better compared to Dean et al. 0.7–0.72 [188], who primarily used two high 

dose levels for predictions compared to our PCA approach that includes the information 

from the entire dose distribution. Another difference between the studies is that the Dean 

et al. study is based on randomised control trials resulting in a more homogenous patient 

cohort but then applied within multiple centres that could result in a more heterogeneous 

toxicity scoring compared to the current study. The fact the cohorts from the randomised 

control trials (Dean et al.) results in similar risk factors as the current study based on all 

patients from one institution indicates a generalisable and robust model [188]. 

The additional risk predicted by the LASSO model for tumours located in the oral 

cavity (Oral cavity, Oropharynx, or Salivary glands) where the toxicity can be evaluated 

without the use of fiberscope might potentially reflect observational bias since the toxicity 

is more easily scored in these locations. Denham et al. [207] also found accelerated 

radiotherapy and treatment site to be prognostic factors for acute mucositis. 

Dean et al. [188] have argued that for multicentre trials it is beneficial to use dose per 

fraction and not overall prescribed dose. Almost all the current study was treated with 2 

Gy per fraction thus a change to dose per fraction would not change the results. 

A limitation of the current study is the lack of genomic and microbiomic related 

information that may characterise individual normal tissue radiosensitivity. In the future, 

it will be highly desirable to include such information as this might improve the prediction 

power of the model. However, such data was not available or extractable for the current 

cohort. 

The clinical potential of the models developed in the current study can be two-fold. 

The models can be used within the treatment planning system as a constraint to partly 

steer the dose optimisation, but an additional use could be to predict a group of patients 

with a high risk of severe mucositis toxicity which would be candidates for intensified 

supportive care. Antunes et al., Zadik et al. and Lalla et. al. present some of the possible 

interventions for radiation-induced oral mucositis [222-224]. However, even though these 

models seem very stable within the current environment, they should be validated 

externally before use in other institutes. Such validation could potentially be performed as 

described in Hansen et al. [2]. 

In conclusion, robust prediction models of the risk of severe mucositis have been 

developed based on information from the entire dose distribution for a large cohort of 

patients consisting of all patients treated for Head and Neck cancer within our institution 

over a five year period. The main predicted risk factors were treatment acceleration and 

the first two principal dose components that reflect the mean dose and the contribution 

from high and low doses to the oral cavity. 

 



43 
 

 Conflicts of interest 
None 

 

 Funding 
Danish Cancer Society grant, University of Southern Denmark scholarship, Odense 

University Hospital scholarship and Danish Cancer Research Fund. 

 

 Acknowledgements 
CB acknowledges support from AgeCare (Academy of Geriatric Cancer Research), an 

international research collaboration based at Odense University Hospital, Denmark. 

 

 Supplementary data publication I 
Supplementary materials published with publication I can be found in Appendix I.  



44 
 

6 Publication II 
 

NTCP model validation method for DAHANCA patient 

selection of protons versus photons in head and neck 

cancer radiotherapy 
 

C.R. Hansen1,2,3,4, J. Friborg3,5, K. Jensen3, E. Samsøe3,6, L. Johnsen1, R. Zukauskaite2,7, C. 

Grau3,8, C. Maare6, J. Johansen7, H. Primdahl8, Å. Bratland10, C.A. Kristensen6, M Andersen11, 

J.G. Eriksen8,9, J. Overgaard9 

 

1Laboratory of Radiation Physics, Odense University Hospital, Denmark 
2Institute of Clinical Research, University of Southern Denmark, Denmark 
3Danish Centre for Particle Therapy, Aarhus University Hospital, Denmark 
4Institute of Medical Physics, School of Physics - The University of Sydney, Australia 
5Department of Oncology, Rigshospitalet, Denmark 
6Department of Oncology, Copenhagen University Hospital Herlev, Denmark 
7Department of Oncology, Odense University Hospital, Denmark 
8Department of Oncology, Aarhus University Hospital, Denmark 
9Department of Experimental Clinical Oncology, Aarhus University Hospital, Denmark 
10The Norwegian Radium Hospital, Oslo University Hospital, Norway 
11Department of Oncology, Aalborg University Hospital, Denmark 

On behalf of the DAHANCA group 

 

Published in: Acta Oncologica 58 (2019) pp 1410-1415 

 

Reproduced with permission from Taylor & Francis 

 

All Supplementary materials for the current article are presented in appendix II of the thesis. 

 

 

 

 

  



45 
 

 Abstract 
 

Introduction: Prediction models using logistic regression may perform poorly in 

external patient cohorts. However, there is a need to standardize and validate models for 

clinical use. The purpose of this project was to describe a method for validation of external 

NTCP models used for patient selection in the randomized trial of protons versus photons 

in head and neck cancer radiotherapy, DAHANCA 35. 

Materials and Methods: Organs at risk of 588 patients treated primarily with IMRT 

in the randomized controlled DAHANCA19 trial were retrospectively contoured according 

to recent international recommendations. Dose metrics were extracted using MatLab and 

all clinical parameters were retrieved from the DAHANCA database. The model proposed 

by Christianen et al. to predict physician-rated dysphagia was validated through the closed 

testing, where change of the model intercept, slope and individual beta’s were tested for 

significant prediction improvements.  

Results: The 6 months prevalence of dysphagia in the validation cohort was 33%. The 

closed testing procedure for physician-rated dysphagia showed that the Christianen et al. 

model needed an intercept refitting for the best match for the Danish patients. The 

intercept update increased the risk of dysphagia for the validation cohort by 7.9 ± 2.5 %-

point. For the raw model performance, the Brier score (mean squared residual) was 0.467, 

which improved significantly with a new intercept to 0.415.  

Conclusions: The previously published Dutch dysphagia model needed an intercept 

update to match the Danish patient cohort. The implementation of a closed testing 

procedure on the current validation cohort allows quick and efficient validation of external 

NTCP models for patient selection in the future. 
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 Introduction 
Randomized clinical trials are expensive and cumbersome to process but is the gold 

standard of gaining understanding of the clinical benefit of new interventions. Within 

radiotherapy, few randomized trials have been undertaken to validate the introduction of 

new treatment modalities and treatment techniques [82, 225]. However, with the rapid 

accessibility of proton treatment there is a possibility and unique opportunity to ensure 

high quality evidence for the use of protons for radiotherapy.  

Comparing dose distribution between photon and proton radiotherapy treatment 

plan has been proposed as a method to select the patients who may have the highest 

theoretical gain of the new proton treatment modality [172]. This selection of patients may 

improve the likelihood of a successful trial since patients with little or no theoretical gain 

will be excluded from entering the trial. The plan comparison may initially demonstrate 

the potential dose reduction that could be expected for a specific patient, however, it is not 

trivial to translate this information into a clinical gain since the dose-response relationship 

is not linear and may depend on dose to multiple organs and clinical factors, not apparent 

from the dose plan [226]. One approach is to translate dose differences to clinical 

differences through normal tissue complication probability (NTCP) models. The prediction 

models using logistic regression typically originate from published models [205, 206], 

which may perform poorly in external patient cohorts. Thus, before applying the models 

to an external patient cohort, there is a need to validate these NTCP models for clinical use. 

The Danish Head and Neck Cancer Group (DAHANCA) has decided that the evidence is not 

strong enough to recommend proton radiotherapy to head and neck cancer, even though 

dose planning studies suggest a benefit for selected patients [172]. The uncertainties 

regarding dose delivery, Relative biological effectiveness (RBE) and range uncertainties, 

and especially, the uncertainties regarding patient selection based on NTCP models 

created from photon treated patients, are so significant that a randomized study is 

planned, in the DAHANCA 35 trial.   

The purpose of this project was to describe a method for validation of external NTCP 

models to be used for patient selection in the DAHANCA 35 trial, which is a national 

randomized trial of proton versus photon radiotherapy for the treatment of head-neck 

cancer. 

 

 Material and Methods 
 

6.3.1 Patients and contours 

All patients included in the DAHANCA 19 trial who completed radiotherapy were 

included. The prospective randomized DAHANCA 19 trial investigated the benefit of 

adding the EGFR-inhibitor zalutumumab to radiotherapy for squamous cell carcinoma of 

the head and neck (H&N) and enrolled patients from 2007 to 2012 [227] from six 

radiotherapy treatment centres. The results presented at ESTRO37 showed that 

zalutumumab did not improve loco-regional tumour control or survival, but resulted in 

more treatment related toxicity [33, 38, 228].  

All radiation treatment data were transferred to the national radiotherapy data 

storage [229, 230] for quality assurance purposes [231]. A total of 588 patients treated 

mainly with IMRT in DAHANCA19 had each 27 organs at risk (OARs) contoured 

retrospectively in the Pinnacle dose planning system according to recent international 
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recommendations [216] by a team of five experienced dose planners (radiographers) who 

underwent a training program and systematic evaluation, by an experienced radiation 

oncologist (JGE), of 30 selected cases. The dosimetric consequence of the contouring 

differences between the radiographers and oncologist were tested to estimate the 

consequences of the contour differences.  The OAR structures all appear in the DAHANCA 

2018 radiotherapy guidelines, see table 6.1. 

Table 6.1. Organs at risk in the DAHANCA validation cohort. 

Organ at risk [Gy] Patients Median 1. quartile 3. quartile 

Sublingual gland 588 53.6 40.5 64.2 

Submandibular ipsilateral 583 64.9 60.6 67.6 

Submandibular contralateral 580 53.2 46.9 60.3 

Parotid ipsilateral 588 35.2 26.3 44.4 

Parotid contralateral 588 24.6 18.1 29.0 

Superior PCM  588 51.1 39.0 61.3 

Middle PCM  587 60.5 53.6 65.6 

Inferior PCM 587 49.6 43.8 59.8 

Supraglottic larynx 584 57.1 46.7 65.2 

Glottic larynx 585 49.4 41.5 62.8 

Esophagus Inlet 588 43.1 30.6 50.2 

Cervical esophagus 588 14.7 4.6 24.3 

Esophagus 588 18.6 9.5 28.1 

Cricopharyngeus 587 48.2 42.1 55.9 

Spinal cord 588 29.6 25.0 34.0 

BrainStem 569 5.5 2.9 11.7 

Brain 583 1.9 1.0 3.2 

Mandible 588 35.2 28.4 42.2 

Extended oral cavity 573 43.9 33.7 54.0 

Mucosa ipsilateral 585 39.5 22.8 53.2 

Mucosa contralateral 585 29.6 15.4 39.6 

Lips 578 15.2 9.1 20.8 

Thyroid 582 40.7 25.4 51.6 

Ear inner ipsilateral 537 2.8 2.0 6.9 

Ear inner contralateral 537 2.4 1.7 4.3 

External 456 9.8 7.9 13.1 
 

The radiotherapy plans were generated in Eclipse (four centres), Pinnacle (one 

centre) and Oncentra masterplan (one centre) according to the DAHANCA 2004 IMRT 

guidelines [210]. The treatment plan used for the majority of fractions was used as the 

representative plan, which imply that no treatment adaptation information was included. 

Dosimetrics for the new contours were extracted using MatLab, where automated 

validation of the contours also was performed. 

All demographic and clinical parameters were retrieved from the DAHANCA database, 

which is continuously being updated and curated by senior oncologists in all DAHANCA 

centres, covering all patients treated for H&N cancer in Denmark. The data are recorded 

for investigational as well as for quality assurance purposes [46]. This includes recordings 
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of normal tissue reactions which was conducted during radiation treatment and every 

third month thereafter for two years, then every sixth month until five years after 

completed radiotherapy. Normal tissue reactions were scored on an ordinal scale from 0-

4 involving patient reported outcome such as dysphagia, hoarseness and xerostomia, and 

objective mucosal observations.  

For the external model validation, the model proposed by Christianen et al. [205], 

which employs the mean dose to the pharyngeal constrictor muscles and supraglottic 

larynx to predict physician-rated dysphagia, was selected. The DAHANCA dysphagia scale 

match the RTOG scale used by Christianen et al. The dysphagia endpoint was dichotomized 

into non-event (grade 0-1) and event (grade 2-4) at 6 months. The baseline dysphagia was 

missing for all DAHANCA patient, but was imputed with week one during treatment score, 

alternatively the week two scores. All patients with grade 2-4 baseline dysphagia were 

excluded in from the model, since these were also excluded from the original model. 

 

6.3.2 Closed testing procedure 

The model was externally validated through the closed testing procedure [198]. This 

procedure tests whether the model prediction significantly improves when changing the 

model intercept, the linear predictor slope or individual β’s. Each step is tested for a 

significant difference in log-likelihood using a χ2-test. The test will stop at the first step 

with a non-significant model prediction gain.  

To confirm the closed testing procedure result, the validation cohort was split into five 

equally sized groups, similar to a 5-fold validation. The closed testing procedure was 

performed on four of the five folds and model performance evaluated on the last fold and 

repeated five times with different validation folds each time. 

A 2000 repetition bootstrap of the closed testing procedure was performed to endorse 

the model stopping point and determine confidence intervals.   

The model performance was tested using area under the curve (AUC), and Brier score. 

The Brier score represents the mean squared error of the prediction.  The model quality 

was compared using the calibration plots between the model predictions and actual 

clinical outcome for the validation cohort. The patients were grouped into 10 equally sized 

groups and the binominal uncertainty equal to one standard deviation was displayed in 

the error bars. 

 

 Results 
The mean dose metrics for the contoured organs at risk is shown in Table 6.1, and the 

corresponding box plots are shown in the Supplementary Figures 2-3. The external 

contour was not delineated for all patients since this was not part of the recontouring 

process. The inner ear contour was present in 91% of the patients and missing in 9% due 

to planning CT scans that did not include this area. A few other structures were not 

delineated due to tumour invasion and consequent lack of normal tissue representation in 

the CT scan.   

The prevalence of grade 2+ physician rate dysphagia at 6 months was 94 (33%) events 

out of 284 measures within one month of the 6 months endpoint.  
The closed testing procedure for physician-rated dysphagia showed that the 

Christianen et al. model needed an intercept refitting for best matching to the Danish 

patients. The intercept changed from -6.09 in the original model to -5.66 in the intercept-
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refitted model. The Brier score for the original model significantly improved by refitting 

the intercept from 0.467 to 0.415 (average squared residual error). The recalibration and 

full model revision did not significantly improve the model performance with Brier scores 

of 0.410 and 0.409, respectively. The AUC of the original model was 0.675, which did not 

change with the intercept refit. The calibration plots of the original model and the intercept 

refitted model are shown in Figure 6.1. The calibration plots of the recalibrated and full 

revision models are shown in Supplementary Figure 1.  

 

Figure 1. Calibration plot for the original and intercept refit models 

 

 
Figure 6.1. The patients were grouped in to 10 equally sized groups (filled black circles) and 

the binominal uncertainty equal to one standard deviation is displayed in the error bars. The 

raw data are displayed as open grey circles with added noise, to illustrate the patient density. 

 

The linear predictor comprised of the mean dose to the pharyngeal constrictor muscle 

and the supraglottic larynx (β0 + β1* PCM superior Dmean  β2 * supraglottic larynx Dmean ) is 

plotted in Figure 2. The original model had β0  = -6.09, β1 = 0.057 and β2 = 0.037 and only 

the β0 changed to -5.66. The change in intercept increased the NTCP dysphagia risk on 

average 7.9 ± 2.5 %-points for the Danish patients. 
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Figure 6.2. Linear predictor plot for the original and intercept refit models 

 

 
Figure 6.2. Linear predictor original model (-6.09 + 0.057* PCM superior Dmean +  0.037 * 

supraglottic larynx Dmean) and intercept refit model (-5.66 + 0.057* PCM superior Dmean +  

0.037 * supraglottic larynx Dmean). The patients were grouped in to 10 equally sized groups 

(filled black circles) and the binominal uncertainty equal to one standard deviation is 

displayed in the error bars. The raw data are displayed as open grey circles with added noise, 

to illustrate the patient density. 

 

The 5-fold closed testing procedure indicated the original model in one of the five folds 

and intercept refit in the remaining four folds. The mean intercept after refit in the five 

folds was -5.66 with a standard deviation of 0.07. The 5-fold testing shows the robustness 

of the model on the validation cohort with very similar outcome for all five folds. The one 

fold suggesting no change of the original model indicate that the original model is a good 

fit for that cohort.  

The bootstrap closed testing revealed a 24% original model and 69% intercept 

correction, indicating the same result as obtained with the closed testing procedure and 

the k-fold method. 

 

 Discussion 
The validation through the closed testing procedure incl. the k-fold and bootstrap 

showed the Christianen et al. physician-rate dysphagia model to perform well on the 

current Danish validation cohort. Only a minor intercept adjustment was need for the 

model to match the Danish patients and implying that the model in principal could be used 

for clinical selection of patients in DAHANCA 35. 

The prevalence of physician rated grade 2+ dysphagia of 33% reported by K. Jensen 

et al. is in line with the previously reported data from DAHANCA 6 and 7 [215]. Which is 

an attractive prevalence with a nice balance of event and non-event for modelling. Very 
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rare or very frequent events are often difficult to predict and require very large data sets 

for model generation and likewise for external validation. 

Validation of models is an essential part of implementing prediction models in the 

clinical routine. It is important to understand how the initial models were created and how 

potential differences between the model generation cohort and the validation cohort can 

influence the model performance. One issue is patient demographics which can skew the 

model and/or the validation. In addition, the endpoint may be interpreted differently at 

the different centres, which the closed testing procedure potentially would identify 

whereby an intercept update is suggested. However, it is important to investigate potential 

differences between the two cohorts, before performing the validation, since observed 

differences between model factors and parameters may be explained solely by selection 

bias and a post-validation rationalization is rarely constructive. Differences in patient 

cohorts do not mean that the model cannot be used in the external cohort, but the 

validation process is even more critical and updates of β-values will in this case be 

required.  

When performing an external validation only part of the whole data information, i.e. 

data from original model development and validation data, is used. A more appealing 

approach is the use of combined data, since this potentially leads to a stronger and more 

generalizable model.  However, there is a range of obstacles in this approach [232], which 

often does not allow for data pulling. The closed testing procedure allows for most of the 

prior knowledge to be maintained and hence to transfer this knowledge to the clinical 

setting [198]. The intercept and slope update preserve most of the prior information, while 

a refitting will lose the prior knowledge of the balance between predictors and thus only 

maintain the predictor selection knowledge. There is no attempt of selecting new 

predictors in the closed testing procedure, which would require parameter selection tools 

and both internal and external validation on its own.  

Privacy legislation and hospital policies often prevent pooling of patient data. It has 

been suggested to overcome this issue by public anonymous data accessibility. However, 

with highly complex data, such as radiation oncology data, it is of high importance to 

understand the origin of the data in order to understand the outcome of the models. 

Distributed learning has been suggested as a tool to manage these issues [98, 233]. Here 

the privacy sensitive data is stored in the local hospitals and only the prediction models 

move between the centres. This way the individual β-values are iteratively updated and 

the model will utilize data information from all individual hospitals [234]. A setup like this 

would make developing models in a robust environment possible across centres and 

dynamically add patients as they are treated and toxicity scored.   

The ∆NTCP in a plan comparison calculation is affected by a change of the β-values, 

but an intercept change will affect the linear part of the sigmoidal curve only little. This can 

be seen in Figure 6.2, where the two lowest data points would result in a large change of 

∆NTCP prediction, while the rest of the data points would have only small changes of 

∆NTCP for all practical purposes. Simulating a dose reduction of 10 Gy for both organs at 

risk increased the ∆NTCP from the original model to the intercept updated model by 2.8 ± 

1.0 %-point. The next step in the closed testing procedure changes the calibration slope 

which will affect the ∆NTCP for all patients.  

NTCP models have been incorporated in many clinical decisions, but they have only 

been systematically used for selecting patients for specific radiotherapy modalities in 
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recent years [172, 235]. The use of clinical NTCP models introduces some caveats such as 

extrapolation, data origin, endpoint comparability etc., which need to be understood and 

managed in order for the clinical implementation to be safe [149]. Most of these pitfalls 

can be handled and understood, thereby giving information on how treatment plans can 

improve, since dose reduction in specific organs at risk is not always the most beneficial 

for the specific patient. Here the NTCP-values can help prioritise which organs to focus on.  

It is important that the endpoint of the NTCP model is the same as will be used in the 

clinical trial. Different ways of assessing a specific morbidity may not yield the same 

results, e.g. it has been shown that physicians and patients may score the same symptom 

with a surprisingly low correlation [59].  

In conclusion, the previously published Dutch dysphagia model needed an update to match 

the Danish patient cohort. The closed testing procedure has been implemented, and future 

models are expected to be quickly and efficiently validated using the current method and 

validation cohort. 
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7 Survival modelling using distributed learning 

 PhD contribution to distributed learning validation and development 
The third manuscript of the PhD, “Open-source distributed learning validation for a 

larynx cancer survival model following radiotherapy”, was motivated as the start-up 

project for the oncology department at Odense University Hospital on distributed learning. 

The larynx survival model from Egelmeer et al. included all parameters available in the 

DAHANCA data, and the reported external validation made the model tractive to use 

clinically [236]. The fourth and final manuscript of the PhD, “Distributed learning model 

development for larynx cancer survival following radiotherapy”, was the natural 

continuation of the validation project as cohort differences were observed that the 

Egelmeer et al. model did not explain. Both distributed learning projects were planned and 

executed according to a pre-written SAP to increase statistical robustness. 

 

 Distributed learning 
As described in section 2.1, distributed learning is a machine learning method used to 

develop prediction models or algorithms from data distributed in many databases [237]. 

Distributed learning provides the potential for diversity in the data as the data can 

originate from many diverse data sources, including individual institutions. This diverse 

data can be an excellent opportunity to build robust and generalisable models. However, 

the separate databases also pose a challenge for the distributed learning algorithm as data 

is often assumed to be independent and identically distributed across centres [238]. 

Therefore, it is vital that potential centre-specific bias is identified and potential causes 

investigated. 

 

 Distributed learning model development 
In oncology, time-to-event analyses are important to understand patients' survival 

changes and treatment outcomes. As these analyses perform better with more data and 

are more generalisable with diverse data, distributed learning is an attractive method 

[239]. 

Distributed learning has been shown to work for many different machine learning 

algorithms such as support vector machine (SVM) [99, 240], boosting technique [241], 

decision tree [242, 243], random forest [244], kNN classifier [245], Bayesian networks 

[246, 247], single-layer neural network [248], logistic regression [249, 250] and Cox 

regression [251]. Logistic regression and Cox regression are commonly used within 

healthcare due to their clear interpretability in the clinical setting [252]. Wolfson et al. 

describe how distributed learning takes advantage of the properties of the updating 

algorithm for generalized linear models and show that this can be done in a decentralized 

approach [63]. However, for Cox proportional hazard, there is a potential risk of leaking 

data [70]. 

The difference between model development and validation in the distributed learning 

setting is relatively small. Developing a prediction model aims to identify prediction 

parameters of significant value and validate how the model performs on the internal data 

set and potentially on an external data set. In the validation setting, only one recalibration 
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factor is tested to see if there is a potential gain in adjusting the slope of the prognostic 

index. Everything else is the same, including data imputation, cross-validation and 

bootstrapping. 

 

 Distributed learning model validation 
Within oncology, a vital element of introducing prediction models into clinical practice 

for the benefit of patients is to validate existing models on representative data. The most 

representative and natural data to use is local data, which would provide a strong 

validation and generate a lot of directly helpful knowledge for clinical interpretation of the 

model results [127]. However, in smaller centres, the patient data available for validation 

is not always sufficient, but external validation is still important. By collaborating, smaller 

centres can collectively validate an external model and get information on how their 

patient cohort matches other centres [3].  

The validation can be challenging to interpret even in larger centres with sufficient 

data since there will be differences between the patient cohort used for model 

development and the current external validation. Here, a comparison to other centres' 

validation can be helpful, and the distributed learning validation provides a generalisable 

model update. 

 

7.4.1 Recalibration factor in distributed learning validation 

In most validations, a recalibration factor is calculated to estimate how much the 

prognostic index should be scaled to fit the current data best. Such a rescaling factor does 

not change the weights between the individual β-values. Hence, the balance between the 

predictors is the same; the factor only reduces or increases the prognostic index. 

Therefore, the ranking of the patients will not change, and the Harrell C-index will remain 

unchanged.    

It is possible to calculate if the rescaling factor significantly improves the model 

performance compared to the original model. The model is still said to be externally 

validated, even with a rescaling factor different from unity [117]. 

  

 Computer Assisted Theragnostics (CAT) network 
A Computer Assisted Theragnostics (CAT) network is a network of collaborating 

centres which can perform distributed learning among themselves [98]. A few existing 

networks like EuroCAT [99], ukCAT [253], atomCAT [254], and AusCAT [255] have 

demonstrated how distributed learning can be used in radiotherapy cancer research. 

A communication server handles the communication between the central and local 

nodes. All nodes, primary or local, only communicate with the communication server, 

orchestrating all computational tasks. In figure 7.1, a schematic overview of the CAT 

network is shown.  

The first step by the primary node is to prepare the data needed for the analyses and 

send the number of boots (N) and β-values to the communication server, which sends this 

information to each of the local nodes. 

The local nodes then generate N copies of the local data, from which all the data 

imputations and bootstrap data generation are performed as the first step. Firstly, the 

missing data are imputed to create N complete datasets, and then each data set is split into 
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in-boot and out-of-boot data sets. As described in section 7.10, the in boots are used for 

model fitting and using the β-values provided by the primary node, the partial-likelihood 

is calculated for each boot. These likelihoods, including first and second derivatives, are 

fed back to the communication server. When all nodes have performed the current 

iteration, all nodes' partial-likelihood are sent to the primary node. 

The local likelihoods are combined to a common likelihood on the central server. 

Based on the first and second derivatives of the likelihood function, Newton-Raphson’s 

iterative optimisation is used to calculate new β-values. These new β-values are sent to the 

communication server and passed to the local nodes. This iterative process then runs until 

a stable maximum likelihood has been found. 

The final step is to use the final set of β-values, hence the final prediction model, to 

calculate the model performance. The reporting back to the communication server should 

be done through aggregated data to preserve patient confidentiality. A possible way to 

ensure this is that each centre sets a minimum number of patients allowed within a given 

bin. Besides the binning issue, all standard types of performance metrics such as the 

cumulative prognostic index, Harrells C-index, baseline hazard, Kaplan-Meier and patients 

at risk at specific time points, Cox regression model and calibration plots at predefined 

time points, can be calculated and collected at the primary node. All values can be reported 

from the individual centres with a related confidence interval if needed.    

 

7.5.1 CAT network Infrastructure 

The communication server is the only computer in contact with all nodes. Computer-

specific licenses are distributed between the communication server and all the nodes to 

ensure data safety. This implies that communication will only be allowed if both the 

communication server and the node have the correct licenses explicitly generated for the 

communication between two specific computers. 

Access to the communication server is performed through a web browser interface. 

The web browser has to install a website certificate delivered by the CAT network 

administrator; therefore, only specifically approved persons will have access to the 

communication server and start analyses on the CAT network [256]. 
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Figure 7.1: A schematic overview of the distributed learning infrastructure. The network 

setup with the communication server in the middle is connected to all nodes on the left. At the 

top is the primary node and then four local nodes around the communication server. On the 

right, the local nodes database structure is shown. 

 

The CAT database, also called the RDF database, is the only database the CAT network 

can work with within each centre. Here the data is retrieved from a range of linked clinical 

databases. Figure 7.1 is an example of the data retrieved from Odense University Hospital. 

The DAHANCA database is typically stored in .csv file format and contains all clinical 

information about the patients and their survival data. The record and verify (RV) system 

of Mosaiq contain all radiotherapy data stored in SQL data format (Structured Query 

Language). It would be possible to connect most other data, such as genomic or radiomic 

image information [257]. 

 

 Ontology  
Ontology is the theory of objects and their connections and contains the formal 

representation of the metadata connected to all data. The metadata information is vital for 

the data quality and holds the formal naming, definition of categories, properties and 

relations between data items [258].    

In distributed learning, all local data is translated through an ontology to ensure that 

the data stored in the RDF repository is universally understandable and well defined [259]. 

The translation is performed using the semantic web, a subpart of the world wide web 

(WWW); however, it differs because it is well structured, easily interpretable, and built for 

computers to use the information [260]. The information is stored in triplets, which means 

a machine-readable way containing subject, predicate and object for each data element. 

Most biomedical ontologies can be located in the BioPortal [261] 

Several ontologies are in use in radiotherapy since the general ontologies on diseases 

and, in particular, cancer are generic; however, some particular ontology items are specific 

for radiotherapy [262]. It quickly becomes difficult to build a generic project-specific 

ontology map, as the overview of ontologies is challenging to obtain [263]. Mayo et al. 

described how big data could be harnessed using ontologies [264]. 
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7.6.1 Project-specific Ontology 

The distributed learning validation project created a specific ontology mapping to 

ensure that all centres' data were aligned. This ontology was extended for the model 

development project, where additional clinical parameters were added. The combined 

ontology mapping is shown in figure 7.2, where naturally, the patient is in the centre. 

 

 
Figure 7.2: Distributed learning ontology for larynx survival validation and development 

consists of data triplets with ontology information from National Cancer Institute Thesaurus 

(NCIT) [265], Radiation Oncology Ontology (ROO) [266] and Units of Measurement Ontology 

(UO) [267].    
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7.6.2 Distributed learning in practice 

In practice, the communication server is managed through a web browser. All the 

active nodes will be shown here, and their current state will be displayed. Figure 7.3 shows 

a screen dump of the web interface. OzCAT (or AusCAT) is the Australian Computer-

assisted theragnostic distributed learning network. It supports the selection of the nodes 

that should be included in the current analyses. It enables the upload of an executable file 

that will perform all the local data processing and reporting to the communication server 

(e.g. likelihood and performance metrics). Through the algorithm message function, the 

status of the algorithm is displayed per node, for example, data imputation in progress, 

iteration number, data collection or error messages.  

All nodes need to finish a specific iteration before the primary node can calculate the 

new set of β-values, which means that the slowest node dictates the speed of the model 

fitting. The number of communications is limited to one per iteration, excluding the 

algorithm messages, which do not contain any patient information [239].  

 

 
Figure 7.3: Interface of the OZCAT distributed learning 

network, selecting the nodes and uploading the executable file. 

The “Vælg fil” is Danish for select file. 

 

 Distributed data curation 
The term “garbage in – garbage out” is often used in machine learning as no algorithm 

can overcome poor data quality. Some algorithms are better than others in low signal-to-

noise data, but all algorithms will perform poorly in low-quality data [177]. Data curation 

is essential for any project as the data quality directly translates into the model quality. 

One primary investigator performs this curation in the traditional setting with a central 

database. This person has access to all data and can investigate strange data points or 

peculiar correlations as there is access to all data. This data access privilege is not present 

in the distributed learning setting. Here, only aggregated patient data is available for the 

primary investigator, so data curation must be performed differently [238]. 
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The local centre investigators have access to the local raw data, and from the protocol 

SAP, which should provide details of the minimum local data curation needed, a local 

curation is performed. Such a curation would involve plotting parameter distributions and 

correlations in missing values and general data checks. However, the ownership of the 

specific project is rarely as high for the local investigator as for the primary investigator 

[268]. So a central data curation from the primary investigator is required. With the 

aggregated data, it is possible to detect potential outliers mainly by investigating the data 

range. The cumulative distribution may also reveal the difference between centres; 

however, some potential differences could be linked to cohort differences between the 

centres rather than data quality issues. 

 

 Data imputation 
Data imputation involves replacing missing data with representative values. There are 

several issues with missing data, as it can introduce substantial bias in the data analyses. 

It makes the data more difficult to handle, and there is a risk of losing valuable information 

in data items linked to the missing values [269]. 

Simple imputation techniques like mean, median or mode imputation can be quite 

effective; however, if a substantial fraction of particular parameters are missing, these 

imputations can lead to bias. They assume independence of other parameters, which is 

rarely entirely accurate, and simple imputations will influence these correlations [270].  

Other options are regression imputations, which utilise the correlation between 

parameters and patients. Here, both complete and incomplete information is used to 

generate regressions that can predict the missing values [270]. This type of imputation is 

typically more effective than the simple imputation methods; however, as the imputed 

values all are generated for a regression, their values can drive the analyses regression and 

artificially enhance specific correlations. A method to avoid this is by adding random noise 

into the regression imputation (stochastic regression imputation), which solves some of 

these issues. However, only one set of regressions is generated for the imputation, which 

is only performed once and therefore vulnerable to random effects. Additionally, adding 

stochastic noise to the imputation adds noise to the residual variance[271 p. 46]. 

Modern imputation is often performed multiple times. The complete analysis is 

performed on all imputed data sets and finally calculates the mean, variance and 

confidence intervals of parameters of interest [272 p. 15]. The benefit is that the influence 

of imputation can be estimated and evaluated, as there are multiple data sets which only 

differ in the imputed values. A popular imputation technique is called Multivariate 

imputation by chained equations (MICE) [273]. MICE has been implemented in several 

statistical programs and uses Markov chain Monte Carlo techniques to draw imputations 

by using a series of chained regressions to estimate the missing values [274]. For multiple 

missing values, the imputations are performed in an iterative process. Ambler et al. found 

MICE to produce the least biased estimate in binary outcome modelling [275]  

Missing values of a data set are always problematic if the data are not missing at 

random, it can cause serious bias in the data analyses and model generation [276]. 

However, it has been shown that there is typically a significant bias in only analysing 

complete cases compared to multiple imputation [277], as these cases often will not be 

missing by random. When data are genuinely missing at random, both complete data 

analysis and multiple imputation have negligible bias; however, multiple imputation uses 
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more of the information in the data and is seen as a more appropriate imputation method 

[278]. It is essential to investigate how the data are missing and compare distributions 

between whole data and the data used for the analyses. A significant difference in these 

cohorts could indicate that the missing data are not missing by random, and the analysis 

could become biased. It is not trivial to predict how missing values will influence the 

models' prediction power; however, unsurprisingly, models generated from complete data 

will perform best [279]. 

 

 Survival model using Cox regression 
Cox proportional hazards regression modelling was proposed by Cox in 1972 [280]. 

The generalised linear regression is achieved by adding a time-dependent baseline hazard 

term, where all time dependence is analytically contained. This implies that all hazards 

related to the prognostic parameters should be time-independent, meaning that the 

hazard caused by risk factor parameters needs to be constant over the time observed. 

The Cox proportion hazard model is defined as 

 

𝜆(𝑡|�̅�𝑖) = 𝜆𝑜(𝑡) exp(�̅�𝑖�̅�) 

 

where �̅�𝑖  is the vector of  clinical parameter for patient i and �̅� regression coefficients and 

𝜆𝑜(𝑡) is the non-parametrised time-dependent hazard function. 

The Cox model's benefit is that the potential hazard of individual prognostic factors 

can be estimated compared to the standard patient, where all clinical factors are zero. For 

continuous variables, this patient is not standard; for example, age zero or haemoglobin 

value of zero is not clinically relevant for cancer patients. Therefore it can be relevant to 

use median patient clinical values for continuous variables. It is beneficial to set the 

reference level for categorical variables to useful clinical reference. The estimates will be 

difficult to relate intuitively if the reference is uncommon, and the confidence intervals will 

be unnecessarily wide. 

 

7.9.1 Likelihood of Cox models and potential data leakage 

Fitting the Cox models regression coefficients, the likelihood function is used and 

maximised. The partial-likelihood is defined as: 

 

𝐿𝑖(�̅�) =
𝜆(𝑌𝑖|�̅�𝑖)

∑ 𝜆(𝑌𝑖|�̅�𝑗)𝑗:𝑌𝑗≥𝑌𝑖

=
𝜆𝑜(𝑌𝑖) exp(�̅�𝑖�̅�)

∑ 𝜆𝑜(𝑌𝑖) exp(�̅�𝑗�̅�)𝑗:𝑌𝑗≥𝑌𝑖

=
exp(�̅�𝑖�̅�)

∑ exp(�̅�𝑗�̅�)𝑗:𝑌𝑗≥𝑌𝑖

 

 

where 𝑌𝑖  is the observed survival time for patient 𝑖. The likelihood can be calculated 

without the time-dependant baseline hazard as it drops out. The sum in the denominator 

is calculated across all patients alive at the time 𝑌𝑖  [18]. Several methods are available 

when survival times are identical between two patients, for example, the Breslow 

estimator [281] and the Efron estimator [282]. All data would be required in one database 

to estimate the partial likelihood, as ranking the survival is needed to compute the 

denominator. 

   As described in section 2.2.1, there can be problems with data leakage in distributed 

learning models. Data leakage is a potential risk originating from optimising the likelihood 
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function for a conventional Cox model. Since the central computer needs to know the 

denominator of the above equation for all death times on the central computer, the central 

computer will, for the patient living the longest (z), have access to the term exp(�̅�𝑧�̅�). Since 

this term is reported back iteratively with different values of β ̅, which is known at the 

central server, �̅�𝑧 can be deduced if the number of iterations is larger than the number of 

variables within �̅�𝑧. Knowing the value from the longest living patient, the other values can 

be obtained successively (this argument assumes no censoring and no tied death 

timepoints but outlines the potential problem of data leakage for a standard Cox model 

[18]. 

 

7.9.2  Stratified Cox model 

A way to solve the potential data leakage problem in conventional Cox modelling is to 

use the stratified cox model [283 p. 201]. The strata will be the local centres or nodes for 

the distributed learning. The models' regression coefficients are fitted to match the whole 

cohort across the centres; however, the baseline function and the partial-likelihood are 

calculated per centre. 

The partial-likelihood and the first and second derivatives for given regression 

coefficients can be calculated and shared with a central server without the risk of leaking 

patient sensitive data [18]. 

The baseline hazard function becomes centre specific, which can be used to evaluate 

the model performance in the centre specific cohort. 

   

7.9.3 The time-dependent baseline hazard function 

The time-dependent baseline function of the Cox proportional hazard regression is 

often forgotten when reporting the results of time-to-event modelling, as the hazard ratios 

can be calculated without it. However, for the absolute risk estimate, this baseline term is 

important. As described in section 2.4.2, Royston and Altman recommend baseline hazard 

to be published for a full level 3 proper reporting of time-to-event models [127]. The 

reporting can be done in a non-parameterised version by just plotting the baseline hazard 

at the different time points or parameterised version, where the baseline is fitted with, for 

example, a linear or parabola equation [284]. 

In nomograms, the baseline function term describes the placement of the log survival 

scale (see figure 7.4). However, this placement only specifies the baseline hazard at one 

specific time point, but the baseline hazard is modelled at all time points. 
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Figure 7.4: Nomogram of Larynx survival after radiotherapy from Egelmeer et al. MAASTRO 

model [236]. The baseline hazard is only presented at 24 and 60 months. 

 

To be able to calculate the absolute risk, the cumulative hazard is needed at the time 

point. The cumulative baseline function is defined as: 

 

Λ̂(𝑡) = ∑
𝑚𝑖

∑ exp(�̅�𝑗�̅�)𝑗:𝑌𝑗≥𝑌𝑖𝑖:𝑌𝑖<𝑡

 

 

Where 𝑚𝑖 is the number of events at the time 𝑌𝑖 . In the case of censoring 𝑚𝑖 is zero. In 

the stratified Cox model, the baseline hazard is centre-specific and can be calculated 

locally. The cumulative hazard is reported at a predefined number of event times, further 

hindering data leakage [18]. 

 

 Multiple data imputation, cross-validation and bootstrap 
Minimising the number of communications in distributed learning is important, as 

every communication can leak some information and add overhead. The fewer 

communications there are, the less information is available to reconstruct the patient-

sensitive data. 

Data imputation, cross-validation and bootstrap all require some form of data 

processing. All three processes can be elegantly integrated to ensure robust statistics and 

minimise communication overhead. 

  As described in section 7.8, multiple data imputation is preferred to reduce 

imputation bias. For cross-validation, separation of the data is needed to evaluate the 

fitting error, as described in section 4.5.5. Bootstrapping is a method to resample a data 
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distribution randomly. The method can estimate the distribution metrics such as variance, 

confidence intervals, and prediction error [64].  

In a single bootstrap, the data sample will randomly consist of roughly two-thirds of 

the original data distribution, in-boot. Some data points will be sampled more than once, 

and others will not be selected. The one-third of the non-sampled data can be used as the 

out-of-boot validation set. Combining the data imputation, each in-boot and out-of-boot 

has its own imputation and data sample and can be used as a cross-validation data set [285 

p. 175]. Setting the number of samples low (<100) is likely to lead to a robust estimate of 

the likelihood of each model needed to perform the parameter selection. More bootstraps 

can be used in the model optimisation process as there is only one model to optimise and, 

therefore, this is not as computationally heavy. The confidence interval of the regression 

coefficients is estimated using these boots, and therefore, more than 200 are typically used. 

 

 Simulated test data 
Distributed learning can be relatively difficult to run since no one can see all the data. 

Thus it is recommended that simulated data is utilised initially for which the result is 

known. Using such data enables the evaluation of all the communication and that the code 

is working as intended. In the current project, it was initially decided to create simulated 

test data before using the models on real clinical data to avoid influencing the initial model 

test runs by using real-world data. The same clinical parameters were used; however, their 

values were artificially created with specific known regression coefficients and 

distribution [286]. The individual centres were forced to be different to ensure that the 

distributed learning could find the correct global minimum. Several tests were performed 

in-house with three different databases and distributed in the three hospitals in different 

countries. The simulation showed that distributed stratified Cox models are identical to 

centralised analyses. 

The simulations provided an opportunity to test the project SAPs, as well as all graphs 

and data needed for the manuscript write-up, without getting influenced by the findings of 

the real data analyses.  

 

 Model performance evaluation 
As described in section 2.4, time-to-event performance evaluation was described by 

Royston and Altman [127]. The calibration plots are predefined in the distributed setting, 

both at which time points and for how many patient groups the plots should contain. There 

are considerable differences in patient numbers in the centres, so it was decided to have 

relatively few groups to avoid estimates with very large error bars. 

The total number of patients in the distributed learning network typically dictates the 

model, meaning that each patient contributes the same amount of data to the model. This 

implies that a centre with most patients drives most of the model. For some clinical 

questions, this might not be suitable for the data; e.g. if a centre has a specific treatment 

modality but only a few patients. It might be more informative to let each centre dictate 

the same amount, hence weight the centres equally and thereby weight each centre's 

information differently.      

Deciding on the risk groups is an important step which should be linked to the clinical 

question the model is being developed to help answer. For example, should the model 

identify a specific group of patients for treatment intensification due to poor treatment 
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response?  Conversely, is there an opposite group for treatment deintensification due to 

high treatment response, where potential overtreatment is occurring, and treatment-

related side effects potentially could be reduced, such as for oropharynx HPV-positive 

(human papillomavirus) patients [287]?  Risk groups should not be blindly selected; 

instead, they should be linked to the clinical question.  

It is important to report on all performance metrics in the validation scenario. This 

includes the risk groups thresholds, which is unfortunately rarely done. With missing risk 

groups, the threshold can be set in the validation cohort; however, this is not a validation 

of the risk groups, just a validation of the discrimination power of the presented model 

[127]. 

 

 Model validity 
A model's validity is often separated into three components. Face validity is when a 

model appears sensible based on current knowledge. Construct validity is when the model 

construction is sensible, and the basis of the model is sound. The last is predictive validity 

which scientifically is the easiest to measure and is related to the model’s prediction of 

patient outcome [288]. The predictive validity includes internal and external validity, 

referring to the model's ability to predict the outcome in the same or similar cohorts as it 

does in the development cohort for internal validity, as well as, how it predicts outcome in 

external cohorts, also often denoted as generalisability [289].  

 

7.13.1 Parameter of presumed clinical importance 

In parameter selection, it is important to include parameters of well-known clinical 

importance, as the model's face validity will increase for the clinicians that will use the 

model. Clinical face validity could seem trivial; however, the models will not be used if they  

do not have face validity [290]. On the other hand, the modelling of prediction models also 

has to be pragmatic. If the parameter is not available in routine clinical use, it does not 

matter that the parameter might contain valuable information on the specific outcome; it 

will not be used.  

For example, in the MAASTRO larynx survival model by Egelmeer et al., the parameter 

selection process was a stepwise backward method with a threshold of 0.2, where no 

parameters were removed. The parameters used can be seen in figure 7.4, and several 

important clinical parameters were not included in the final model nor in the parameter 

selection process [236]. These missing parameters were presumably not readily available 

in the data and, therefore, impossible to include.  

The following parameters could be anticipated to play a role in larynx cancer survival. 

And are parameters that most clinics could collect before the treatment start. 

 

7.13.1.1 Tumour volume  

Tumour volume is, for most cancers, a prognostic parameter for survival and local 

control, hence treatment success. This association has been shown in many studies, such 

as in lung cancer [291], breast cancer [292], metabolic tumour volume in head and neck 

cancer [293], and nodal tumour volume in the head and neck cancer [294]. In primarily 

surgically treated patients with oral cancer, a dichotomized tumour volume was highly 

significant for 5-year survival [295]. Similar results were presented by Dejaco et al., where 

dichotomized tumour volume was a prognostic factor for overall survival [296]. 
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Dichotomizing continuous variables like tumour volume is strongly discouraged 

[297]. The loss of prediction power by dichotomizing a variable is equivalent to reducing 

the sample size by between one-third and two-thirds [298]. However, using the tumour 

volume raw can also be problematic as the volume distribution will not be normally 

distributed, but typically with many small and a few large tumours. With this distribution, 

the large volumes would drive most of the linear interaction, which probably is incorrect, 

as there would be very little discrimination within the smaller volumes. The skewed 

volume can become almost normally distributed by transforming the tumour volume, e.g. 

with their natural logarithm [297]. In this way, “outliers” do not drive the prediction. In 

figure 7.5, the raw volume and natural logarithms of the tumour volume are displayed for 

the larynx cancers included in the distributed learning project [4]. 

 

 

 
Figure 7.5: Gross tumour volume (GTV) for larynx cancer. A histogram of the raw GTV volume 

in (a) and the same distribution transformed via natural logarithm in (b) [4]. 

 

7.13.1.2 Patient performance status and comorbidities 

Performance status and comorbidities are well known to predict overall survival [299, 

300]. There are several ways of evaluating the performance status; however, the two most 

commonly used scales in oncology are the eleven point scale (100-0) proposed by 

Karnofsky et al. [301] and the six point scale (0-5) of the Eastern Cooperative Oncology  

Group (ECOG) [302]. Translating from one scale to the other is relatively straightforward 

as there is a strong correlation between ECOG and Karnofsky performance status [303].  

Comorbidities are often scored using the Charlson comorbidity index by calculating a 

risk score that depends on comorbidities [304]. Age-adjusted Charlson comorbidity index 

can be used; however, this is not advised if age is used as a predictor on its own. In a review 

on comorbidity impact on cancer survival, Søgaard et al. show that even though 

comorbidities have a 5-year mortality hazard ratio between 1.1 to 5.8, there are no 

suggestions of association with aggressive types of cancer [305]. 

 

7.13.1.3 Smoking status (Current, former, never smokers) 

Smoking is the leading cause of cancer  [306], and lung and larynx cancer both exhibit 

the highest risks caused by smoking [307]. Smoking during radiotherapy has also been 
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shown to have a negative impact on survival chances [218, 308, 309]. For laryngeal cancer, 

it is, however, relatively rare to have never smokers; hence it becomes increasingly 

difficult to distinguish between never and former smokers. However, it is more productive 

to know if quitting will improve survival from a patient perspective rather than know that 

starting to smoke was unhealthy.  

 

 Scientific questions for distributed learning for larynx cancer 
The following two articles used larynx cancer to illustrate how a published model can 

be validated using distributed learning and how a new model could be developed using the 

robust statistical methods described in chapter 7. 

The scientific question for publication III, “Open-source distributed learning 

validation for a larynx cancer survival model following radiotherapy”, was: can a privacy-

preserving distributed learning framework be used for model validation of survival 

models? 

The scientific question for publication IV, “Distributed learning model development 

for larynx cancer survival following radiotherapy”, was: using robust statistical distributed 

learning methods, can larynx cancer survival be predicted using clinical parameters? 
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 Abstract 

Introduction: 

 Prediction models are useful to design personalised treatment. However, safe and 

effective implementation relies on external validation. Retrospective data are available in 

many institutions, but sharing between institutions can be challenging due to patient data 

sensitivity and governance or legal barriers. This study validates a larynx cancer survival 

model performed using distributed learning without any sensitive data leaving the 

institution. 

Materials and method:  

Open-source distributed learning software based on a stratified Cox proportional 

hazard model was developed and used to validate the Egelmeer et al. MAASTRO survival 

model across two hospitals in two countries. The validation optimised a single scaling 

parameter multiplied by the original predicted prognostic index. All analyses and figures 

were based on the distributed system, ensuring no information leakage from the individual 

centres. All applied software is provided as freeware to facilitate distributed learning in 

other institutions. 

Results:  

1745 patients received radiotherapy for larynx cancer in the two centres from Jan 
2005 to Dec 2018. Limiting to a maximum of one missing value in the parameters of the 
survival model reduced the cohort to 1095 patients. The Harrell C-index was 0.74 (CI95%, 
0.71-0.76) and 0.70 (0.66-0.75) for the two centres. However, the model needed a scaling 
update.  In addition, it was found that survival predictions of patients undergoing 
hypofractionation were less precise. 

Conclusion:  

Open-source distributed learning software was able to validate, and suggest a minor 

update to the original survival model without central access to patient sensitive 

information.  Even without the update, the original MAASTRO survival model of Egelmeer 

et al. performed reasonably well, providing similar results in this validation as in its 

original validation. 
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 Introduction 

Personalised medicine aims to tailor treatment specifically to the patient at hand. This 

is intuitively attractive since the optimal treatment for each patient may be selected, and 

chances of both cure and risk of treatment-related side effects are balanced [310]. 

However, there are several issues in the current use of personalised medicine. The large 

amount of data generated throughout a cancer patient’s care pathway means their 

oncologist can not easily evaluate all relevant information and predict patient-specific 

survival chances and risk of side effects. This often leaves the oncologist with an 

oversimplified tool, such as disease stage, which is helpful, but which disregards other 

valuable patient information. Multi-parameter survival models can incorporate more 

information and therefore intrinsically have the potential for better discrimination of the 

patient’s outcome, which supports the personalised medicine approach.  

Within radiation oncology, survival and normal tissue complication probability 

(NTCP) models are increasingly being used in clinical practice and clinical trials [2, 311]. 

Tools such as the TRIPOD statement, a reporting guideline for prediction model studies 

[117] and PROBAST, to assess risk of bias and applicability [312], are available to improve 

prediction models. However, the validity of the models needs to be examined externally to 

ensure their applicability in cohorts other than those used for model development. 

External validation is informative, as many assumptions of data collection and local 

customs are exposed. Validation across multiple centres can be valuable as the number of 

patients included can be increased, resulting in a more informative and generalisable 

validation. In multicentre validations, centre-specific features can be detected as well as 

the general performance of the model being tested. Such multicentre validations can be 

challenging due to legal reasons but are inherent within a distributed learning 

environment.  

Legal requirements are often a major hurdle to sharing data in multicentre trials due 

to patient privacy and general data protection regulation (GDPR). Randomised controlled 

trials typically deal with this by collecting all patient data in a single location with 

individual research agreements with the participating centres. However, the vast majority 

of patients are not enrolled in clinical trials and therefore have not consented to their data 

being stored in a central national or international database. This problem can be addressed 

by distributed learning [99, 247, 250, 254], whereby data are stored locally in each centre 

where it is generated and only aggregated data, such as model parameters, are shared 

between centres. These parameters can then be updated iteratively for an overarching 

model through distributed learning communication servers.  

In many cases, it is possible to develop a code for distributed learning such that the 

obtained results are similar to those performed on centralised data [97]. However, 

distributed learning is still maturing and distributed software needs to be developed to 

support the routinely used prediction models. Some traditional algorithms like Cox 

regression mandate all survival times to be ranked, potentially leading to data leakage 

[18]. In this study, distributed code for analysis, based on stratified Cox proportional 

hazard modelling, has been developed and validated. 

The primary study aim was to utilise distributed learning to validate a previously 

published larynx cancer survival model [236] in two cancer centres in different countries 

with different treatment practices. Thus, the aim was to show how distributed learning 

combined with robust statistical methods can validate survival models and simultaneously 
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pinpoint potential centre-specific differences beyond the model’s capability. Finally, it 

should be noted that all code used and developed within the study is supplied as freeware 

to facilitate further use of distributed learning in other centres [313]. 

 

 Methods and materials 

All larynx cancer patients receiving radiotherapy from January 2005 to December 

2018 were made available by Odense University Hospital, Denmark (Odense) and The 

Christie NHS Foundation Trust, Manchester, United Kingdom (Christie), for the open-source 

distributed learning platform developed in AusCAT, the Australian Computer Assisted 

Theragnostics network [255, 314]. These patients were used to externally validate the 

previously published larynx overall survival model from MAASTRO by Egelmeer et al. [236]. In 

the initial publication, some patients treated in Manchester until January 2005 were used 

for external validation; however, the current cohorts do not include those patients.  

 

8.3.1 Model information 

The original overall survival model from MAASTRO  used a Cox regression model and 

presented the survival time at 2 and 5 years through a nomogram, as presented in figure 

1 of the paper [8]. The model was selected due to its clinical potential and apparent 

validity, often called face validity. Additionally, the model was externally validated (C-

index 0.68-0.74), indicating high generalizability. 

The predictors in the model were: patient age, haemoglobin level, T-stage, N-stage, 

sex, tumour location, and the prescribed biological equivalent dose in fractions of 2 Gy 

corrected for overall expected treatment time at the start of radiotherapy (EQD2T) [236]. 

The Cox regression β-values were not provided explicitly in the study but were extracted 

for the current work by digitising the nomograms. The applied digitisation method and 

beta values are shown in supplementary table 1.   

 

8.3.2 Data extraction 

At Odense, the data were extracted from the radiotherapy record and verify system 

(Mosaiq) and the DAHANCA (Danish Head and Neck Cancer) database. The data were 

recorded prospectively; however, the date of death was obtained from the Danish national 

death registry, the last update was synchronised on 1st  June 2021. Local access to the data 

was allowed by the Danish Patient Safety Authority (reference number 3-3013-1798/1/). 

At the Christie NHS Foundation Trust, patient data were extracted in a structured 

format from the electronic patient record and Mosaiq. The extraction date at which alive 

patients were censored was 22/01/2021. Death data are synchronised weekly to the 

patient record from the national NHS record. All UK information and research governance 

requirements were adhered to (UK ethical approval ref. 17/NW/0060). 

Patient parameters were extracted from the centre-specific nomenclature and 

mapped to a common standard based on a predefined ontology [259]. For patients that did 

not complete the radiotherapy treatment, delivered dose and overall treatment time were 

defined as the intended values at the start of radiotherapy (intention to treat). 

For all patients, the first radiotherapy date was used as time zero. Survival times 

beyond 60 months were time censored since this was the regular follow-up regime in both 

centres and the period covered in the original publication. 
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The patient characteristics are shown in Table 8.1 (cumulative characteristics can be 

seen in supplementary Figures 4-7). 

 

 

Table 8.1 

Odense   Christie  

Christie (max one 
missing parameter) 

Patients 672 %   1073 %   423 % 

Age 
67 [37-

96] 
years [range]  66[25-

96] 
years [range]  67[29-

96] 
years 
[range] 

Gender         

 Female 125 19%  174 16%  84 20% 
 Male 547 81%  899 84%  339 80% 

T-stage         

 T1 258 38%  383 36%  133 31% 
 T2 242 36%  339 32%  166 39% 
 T3 114 17%  183 17%  86 20% 
 T4 58 9%  69 6%  25 6% 
 Missing 0 0%  99 9%  13 3% 

N-stage         

 N0 493 73%  832 78%  348 82% 
 N+ 179 27%  159 15%  70 17% 
 Missing 0 0%  82 8%  5 1% 

Tumour location         

 Glottic 385 57%  235 22%  222 52% 
 Non-glottic 287 43%  124 12%  112 26% 
 Missing 0 0%  714 67%  89 21% 

Haemoglobin 8.7±0.9¤  
mmol/L 
±1SD 

 8.4±1.0* 
mmol/L 
±1SD 

 8.4±1.0# 
mmol/L 
±1SD 

EQD2T 58.5±3.6 Gy ±1SD   58±4.4 Gy ±1SD   58±3.9 Gy ±1SD 
¤No missing in Odense.*Hemoglobin missing for 696 patients at Christie. #Hemoglobin missing 
for 77 patients at Christie. 

 

 

8.3.3 Statistical methods 

The model validation was performed using a centre-stratified Cox proportional 

hazard model, which results in centre-specific hazards for a standard patient (a fictional 

patient with all independent variables (predictors) at their reference value). There are two 

reasons to use a stratified Cox approach. The first is that exchange of the baseline risk 

between centres, which is needed in a non-stratified Cox analysis, can lead to data leakage 

of the local data [18, 315]. Secondly, potential differences between the centre-specific 

hazards can be determined, indicating centre variations beyond what can be explained by 

the survival model. 

The external validation is performed according to “regression on PI” suggested by 

Royston et al. in their recommendations for external Cox model validation [127]. The idea 

is to calculate the prognostic index (PI), that is, the sum of the products of the initial model 

regression constants and the patient predictor values (𝑥�̅��̅�). Ideally, this value could be 

used to predict the outcome but will be evaluated by multiplying the original PI by a 
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number (𝜆) which will be optimised on the external data. If 𝜆 is unity, there is no need to 

update the overall model. This can mathematically be written as: 

 

𝐻𝑖(𝑡) = 𝐻0(𝑡)𝑒  𝜆 𝑥�̅��̅� 

 

where 𝐻𝑖(𝑡) is the patient-specific cumulative hazard for patient 𝑖, 𝐻0(𝑡) the centre-

specific cumulative baseline hazard (Breslow estimator), 𝑥�̅� the predictor for patient 𝑖 

within the external data (e.g. T-stage and dose values), �̅� the regression constants from the 

original model, and 𝜆 the single optimisation parameter used in the current study. Such an 

approach is sometimes referred to as “calibration slope” validation. There is, therefore, no 

re-optimisation of the individual original regression constants, only an overall evaluation 

of the model’s ability to predict the outcome of the external data is performed. The 

exponential function of the negative cumulative baseline hazard is the baseline survival. If 

𝐻0(𝑡) is larger in one centre than another this shows that the expected survival of the 

standard patient is less in that centre compared to the other centre; thus, a centre 

difference beyond the patient case-mix differences that are included in the model. 

Therefore, a perfect model 𝐻0(𝑡) encompassing all impacting factors should ideally be 

identical across the centres. Since the cumulative hazards are included in this validation, 

the validation is referred to as the highest level of validation by Royston et al. [127].  

Using the distributed learning network, 𝜆 was optimised for standard stratified Cox 

models (optimisation of the log-likelihood). The procedure was bootstrapped 2000 times 

to evaluate the confidence interval of the recalibration constant (𝜆). Following the 

recommendation by van Buuren et al. to use multiple imputations [274], a new 

independent imputation of missing values was performed before each bootstrap sampling. 

All confidence intervals are 95% and based on the profile likelihood method. Values of 𝜆 

that do not include unity within the confidence interval will be stated as statistically 

significant. Details of the entire distributed setup and statistical details are available in 

Brink et al. [18]. 

The missing values were imputed using the MICE imputation (Multivariate 

Imputation by Chained Equations) [273, 274]. This uses correlations between the 

predictors to provide realistic imputed values for the missing data. This was performed as 

multiple imputations by creating a new imputation for each bootstrap, which increases the 

robustness of the overall imputation. In situations where there is more than one missing 

variable per patient; an initial median imputation is needed, followed by iterative uses of 

the MICE imputation to provide reasonable values. However, in the current study, the need 

for such an iterative approach was avoided since we restricted the data to include only 

patients with a maximum of one missing value.  

Model performance is reported as centre-specific Harrell C-index calibration plots at 

2 and 5 years, and Kaplan-Meier plots with the patients divided into centre-specific risk 

groups using the cut-points defined by the outer quartiles (25% and 75%). The cut-points 

for the risk groups shown in the initial publication were unavailable. All analyses and 

figures were planned in an SAP (statistical analysis protocol) defined prior to any analysis. 

All analysis and figure contents are performed solely by the open-source distributed 

learning software. The distributed learning communication software was developed at the 

Ingham Institute for Applied Medical Research, Liverpool Hospital, NSW, Australia.  All 

patient-reported values are based on local patient aggregated data, with a minimum 
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number of patients per aggregation defined within each centre. The aggregation is 

performed to ensure patient confidentiality (no information leakage). 

 

 Results 
In Odense, 672 larynx cancer patients received RT in the specified period, and none of 

them had missing values. In the Christie, of the 1073 larynx cancer patients receiving RT, 

423 patients had a maximum of one missing value. The two parameters with the most 

missing values were tumour location (glottic or non-glottic) and haemoglobin level. 

The model’s discrimination power on the two cohorts expressed through the Harrell 

C-index was 0.74 (CI95%, 0.71-0.76) and 0.70 (0.66-0.75) for Odense and the Christie, 

respectively. The recalibration factor (𝜆) only scales the overall expected survival but does 

not interchange the ordering of the predicted survival among the patients. Thus, since the 

Harrell C-index only depends on the patient’s survival ordering, the index is independent 

of a potential recalibration.  

The distributed learning setup found the median model recalibration factor (𝜆) of the 

2000 boots to be 0.78 (95%CI, 0.68-0.90, p < 0.001), indicating a statistically significant 

advantage of a model update to improve the prediction power in the combined data from 

Odense and the Christie.  

The calibration plots at 24 and 60 months are shown in figure 8.1. Both the original 

and the refitted model match the two cohorts well at these two discrete time points. 

However, it should be noted that the underlying baseline hazard (𝐻0(𝑡)) in figure 1 is from 

locally obtained baseline hazards and not the original model baseline. 
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Figure 8.1. 

 

 
 

Figure 8.1: Calibration plots at 2 and 5 years of the original model (black) and the refitted 

model for the two centres. The baseline hazard in the figure is from the local centres and not 

the baseline from the original model. 

  

The survival of the two cohorts is shown as Kaplan-Meier plots in figure 8.2, both 

overall and divided into the three risk groups. The original Cox regression model is shown 

in black, and the refitted Cox model is shown in green. The refitted model matches the 

inner quartile risk groups better, whereas the results are more mixed in the outer quartile 

risk groups. As for figure 8.1, the utilised baselines are the locally obtained baseline values. 

Using the original model hazards obtainable for 2 and 5 years survival (shown as red and 

blue dots) reveals that the model overestimates the Odense cohort’s survival and 

underestimates the survival in the Christie cohort. 
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Figure 8.2 

 

 
 

Figure 8.2: Kaplan-Meier plot of the two cohorts in blue and red with corresponding 95% 

confidence intervals. No overlapping confidence intervals indicate significant separation. The 

original Cox model, using local baseline hazard, is shown in black, and the refitted model is 

shown in green. The original MAASTRO model using the original hazard at 24 and 60 months 

is shown as blue and red dots. The top two figures show the whole cohort, and the bottom two 

show the survival data divided into the centre-specific risk groups.  



79 
 

An integrated part of the Cox model is the time-dependent cumulative baseline 

hazard, that is centre-specific for the current stratified Cox model. Unfortunately, this 

baseline value is not often supplied in publications, even though it defines the time scale 

for the estimated survival. Validations are therefore often forced only to evaluate the 

impact of the explicitly modelled predictors combined as the prognostic index. From the 

original model publication, baseline values at 2 and 5 years could be extracted, but figures 

1 and 2 have utilised the local hazard since this is the typical method to evaluate the 

predictors if baseline information is not available.  

To compare the absolute time scales between the validation cohorts and the original 

model, the cumulative baseline hazard of each centre is plotted in figure 8.3A for the 

original model, together with the original baseline values at 2 and 5 years. It may be noted 

that the exponential function of the difference in cumulative baseline value will be the 

factor separating the survival value for the standard patient. Thus, a difference of e.g. 0.5 

as seen beyond three years will reflect a survival ratio of 1.6 (exp(0.5)), reflecting e.g. a 

survival probability of 0.8 versus 0.5 (0.8/0.5=1.6) of the standard patient in the respective 

centres. Thus significant differences are seen between the outcome of the treatment in the 

two centres given the original model. Figure 8.3B displays the two centres’ local 

cumulative hazards related to the observed median value of the recalibration factor (𝜆) for 

the two centres after the model recalibration. The original model values can not be plotted 

in figure 8.3B without further insight into the distribution of the prognostic index within 

their initial data. Even though the differences are reduced after calibration, significant 

differences are still present between the two validation cohorts. It may be noted that the 

absolute value of the cumulative hazard shown in figures 8.3A and 8.3B is somewhat 

different, which is related to the applied rescaling factor. 

 

Figure 8.3 

 
Figure 8.3: Cumulative baseline hazard between the two centres. 3A shows the two centres’ 

cumulative baseline hazard for the original model. From the Egelmeer nomogram, the 2 and 

5 years hazard is plotted as black dots. Figure 8.3B shows the cumulative baseline hazard for 

the refitted model. 

 

The observed hazard differences initiated an unplanned sub-analysis of their cause. A 

main difference between the two cohorts was the inclusion in the Odense cohort of 
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hypofractionated patients that received 4 Gy per fraction in two fractions per week up to 

52 or 56 Gy, a less aggressive treatment regimen due to their poorer performance status. 

The dose conversion to EQD2T for this fractionation regime was almost equivalent to 66 

Gy in 33 fractions. Thus a sub-analysis excluding these patients was performed, and the 

related result is shown in supplementary figures 1, 2 and 3. In the sub-analysis, Harrell C-

index was 0.69 (CI95%, 0.65-0.73) and 0.70 (0.66-0.75) for Odense and the Christie, 

respectively. The recalibration factor (𝜆) is 0.75 [CI95%, 0.62-0.89], and the baseline 

hazards are closer to each other. Since the Christie cohort is unchanged, the change in their 

baseline hazard is only a scaling due to the new recalibration factor. However, in Odense, 

a further change in the baseline is obtained, making the two baselines closer to each other, 

which shows that the hypofractionated patients impacted the local baseline hazard 

significantly. Since the new baseline hazards are more similar, this shows that the absolute 

survival predictions of the reduced Odense cohort are closer to that of the Christie cohort. 

As stated previously, the reduced Harrell C-index of this sub-analysis is related to both the 

model’s prediction power and the degree of heterogeneity of the cohort, which clearly is 

reduced by removing hypofractionated patients. It can also be seen that excluding the 

hypofractionated patients brings the baseline values from the MAASTRO model in 

agreement with the Odense cohort but is still significantly outside the confidence interval 

of the Christie cohort (supplementary Figures 2 and 3). However, even though the baseline 

hazards are closer, centre differences are still observed (supplementary). Thus the 

baseline differences reflect centre differences beyond those that are adjusted for within 

the Cox models.  

 

 Discussion 
The standard validation based on the Harrell C-index, calibration plots (figure 8.1) and 

Kaplan-Meier vs Cox model (figure 8.2) showed reasonable agreement for both cohorts. 

An update of the model was statistically indicated, which in particular improved the 

prediction of the medium risk group; with a slight degradation in the outer quartiles. This 

degradation might seem counter-intuitive, but the effect of reduced precision in the outer 

quartiles is a more precise prediction in the inner quartiles, so overall, the accuracy is 

better after the model update. The cohort-specific model thresholds nicely separate the 

patients into the three quartile risk groups. The visual degree of splitting of the curves seen 

in figure 8.2 will, to some extent, depend on the patient case mix, with a highly homogenous 

cohort resulting in less splitting and vice versa. Similarly, the Harrell C-index will depend 

somewhat on the patient case mix since differences in survival are easier to predict in a 

heterogeneous patient cohort. Nevertheless, a Harrell C-index in the range of 0.70-0.74 for 

the two external cohorts and 0.68-0.78 in the original model paper shows a reasonable 

model accuracy, in relation to ordering the survival outcome of patients. It is seen that 

when the hypofractionated patients are removed from the cohort, the Harrell C-index 

drops from 0.74 to 0.69, which is an effect of a reduced heterogeneity of the cohort such 

that it is more challenging to predict the ranking of the patients’ survival times. From the 

local baseline hazards of figure 8.3, considerable risk differences are seen between the two 

validation cohorts. The recalibration somewhat reduces the difference in baseline hazard 

between the two centres. If the model is ‘correct’, the baseline survival function (also called 

‘covariate-adjusted survival’) should be alike for the different cohorts [127]. However, it is 

seen that the hazard is significantly larger for the ‘standard patient’ in the Odense cohort 
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than the Christie cohort. Thus, the overall consistency between the original model and the 

validation cohorts seen in figure 8.2 mainly reflects the model’s ability to order the 

patients’ risk. The absolute survival agreement seen in figure 8.2 is partly related to the 

use of local hazard functions. At 2 and 5 years, the baseline could be extracted from the 

original publication and, as seen in figures 8.2A and 8.2B, these are at the border of the 

95% confidence intervals. Since the total hazard is a product of the baseline hazard and 

the hazard ratios; if the hazard ratios are changed, e.g. by the rescaling factor lambda, the 

related baseline hazard should also change. This effect is seen in figure 8.3, in which the 

baseline related to the updated model differs from the original baselines.  

The whole validation was run through an open-source distributed network, with no 

patient sensitive data leaving either of the two hospitals [18]. The only data leaving the 

hospital were patient aggregated model values and the recalibration factors of the 2000 

boots. As mentioned previously, distributed learning aims to protect patient sensitive data, 

which is one of the reasons why the current project utilised a stratified Cox approach. If a 

non-stratified approach had been used, the information needed at the local centres would 

also include the baseline hazard functions from the other centre for each iteration during 

the convergence process. This information can, in some cases, be sufficient to reproduce 

all the clinical data within each centre, thereby hampering the privacy protection aim of 

distributed learning [18]. Other approaches suggested by Yu et al. use lower-dimensional 

projection to avoid data leakage; however, at the expense of slightly reduced prediction 

performance [315]. The stated leakage problem is specifically related to the time to event 

analysis performed by the Cox model. Thus, this specific problem is not apparent in two 

large distributed learning studies on lung cancer that utilise logistic regression and a 

Bayesian network to predict events at a given time [250, 316]. However, for distributed 

learning using the Cox model, such as Choudhury et al. [254], there is a potential to leak 

patient data unless specific actions are taken to prohibit such problems.  

Unfortunately, there are still issues limiting the full potential of distributed learning. 

One such issue is the process of data curation, which identifies significant outliers and 

checks the data validity. Ideally, this approach should be made as a distributed process 

such that the same curation is performed at each centre. In the current project, detection 

of outliers was performed manually at each of the two centres before analysis. The 

aggregated patient characteristics in the distributed learning software were used to 

ensure that all data were within the expected range (supplementary figures 4-7). 

Distributed learning can be considered as two processes: communication between centres 

and calculation of the distributed likelihood function. In this study, we have used in-house 

developed open-source software for communication. This could be interchanged with 

other communication software such as  

Tensorflow Federated (https://www.tensorflow.org/federated),  

Nvidia Flare(https://developer.nvidia.com/flare), and  

Vantage6 (https://distributedlearning.ai/).  

However, the issues related to data leakage during the calculation of the distributed 

likelihood are independent of the communication software and need detailed evaluation 

https://www.tensorflow.org/federated
https://developer.nvidia.com/flare
https://distributedlearning.ai/
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to ensure that patient sensitive data are not leaked during the distributed learning process 

[18].   

In the original publication of Egelmeer et al., a validation of the MAASTRO model was 

performed at three external centres [236]. One of the three centres was the Christie 

Hospital, with 403 patients from 1998 to January 2005, most of which were T1 cancers. 

The cohort from Manchester used in the current validation was from 2005 to 2018, i.e. a 

more recent cohort. For the early larynx cancers, the time period likely plays a limited role 

as the treatment technique is the same using two lateral opposing fields. However, for the 

more advanced cancers, IMRT and image-guided RT (IGRT) were used in the current 

cohort, potentially improving the quality of the RT and thereby could explain the 

discrepancy between observed and predicted survival.  

The model performance is reasonable; however, by no means perfect, as seen by the 

baseline hazard difference between the centres, although that is partly explained by the 

hypofractionated patients in the Odense cohort. In retrospect, it might be stated that the 

initial decision within the statistical analysis plan to include the hypofractionated patients 

was an extrapolation of the model; however, the initial MAASTRO modelling included 39% 

of patients with dose fractions above 2 Gy, and their nomogram is extended down to a total 

EQD2T dose of 20 Gy. The competing risks of larynx cancer are substantial [317] and, 

therefore, it may be necessary to include co-morbidity parameters to improve the overall 

survival prediction. In the current model, the lack of co-morbidity parameters might 

explain the reduced prediction power in the hypofractionated patients since these patients 

are evaluated by the oncologist to be a more frail group. Smoking has been shown to be 

one of the leading causes of larynx cancer [318], and even smoking during RT has also been 

shown to reduce the efficacy of the treatment [319]. Thus inclusion of smoking in a future 

model might be warranted.  With the introduction of radiomics, a renewed interest in 

tumour volume and not just stage has surfaced and is a dominant predictor for many types 

of cancer [320]. For larynx cancer, primary tumour and lymph node volumes could 

potentially be a better predictor than the traditional T-stage and N-stage. This could, for 

example, be the case for T4 larynx cancer, in which the high stage reflects not only the 

cancer volume but also invasion of the larynx cartilage. Thus, the inclusion of such 

parameters seems a natural step in refining the survival model. Chemotherapy was not 

part of the treatment regime at the time and hence not part of the MAASTRO model; 

however, in the two validation cohorts chemotherapy was used and this information could 

potentially improve model performance as chemotherapy would be expected to improve 

survival.   

In conclusion, the open-source distributed learning software has been shown to work 

on complex clinical data without any patient sensitive data leaving the hospitals of origin. 

It was able to validate, and suggest a minor update to the original survival model of 

Egelmeer et al. The model needed a  recalibration but overall it performed reasonably well, 

providing similar results in this validation as in its original validation.   All code is made 

available for download to facilitate other groups performing distributed learning of 

survival models. 
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 Abstract 
Introduction: 

 Distributed learning has the potential to perform decentralised analysis; however, 

there are some obstacles to survival analyses as there is a risk of data leakage. This study 

demonstrates how a stratified Cox regression survival analysis specifically designed to 

avoid data leakage using distributed learning on larynx cancer patients from centres in 

three different countries. 

Materials and methods:  

Data were obtained from 1821 larynx cancer patients treated with radiotherapy in 

three centres. Tumour volume was available for all 786 of the included patients. Parameter 

selection among eleven clinical and radiotherapy parameters were performed using best 

subset selection and cross-validation through the distributed learning system, AusCAT. 

After parameter selection, β regression coefficients were estimated using bootstrap. 

Calibration plots were generated at 2 and 5-years survival, and inner and outer risk 

groups’ Kaplan-Meier curves were compared to the Cox model prediction. 

Results:  

 The best performing Cox model included log(GTV), performance status, age, smoking, 

haemoglobin and N-classification; however, the simplest model with similar statistical 

prediction power included log(GTV) and performance status only. The Harrell C-index for 

the simplest model were for Odense, Christie and Liverpool 0.75[0.71-0.78], 0.65[0.59-

0.71], and 0.69[0.59-0.77], respectively. The values are slightly higher for the full model 

with C-index 0.77[0.74-0.80], 0.67[0.62-0.73] and 0.71[0.61-0.80], respectively. Smoking 

during treatment has the same hazard as a ten-years older non-smoking patient. 

Conclusion:  

Without any patient-specific data leaving the hospitals, a stratified Cox regression 

model based on data from centres in three countries was developed without data leakage 

risks. The overall survival model is primarily driven by tumour volume and performance 

status.  
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 Introduction 

Distributed learning, also called federated learning, has been shown to solve some of 

the legal issues in multi-centre studies [99, 247, 250, 316]. The traditional data analysis 

method involves collecting all data in one single database, which is not a trivial option with 

the current GDPR legislation [69, 94]. In distributed learning, the data stay in each local 

institutions and are made available through an ontology translation to a standard 

nomenclature, which specifies the metadata for each parameter [259]. Only aggregated 

data are shared with the central server that develops the relevant model by fitting to all 

the data in an iterative approach. 

Many standard algorithms, e.g. logistic regression, can be used directly in a distributed 

learning environment since the likelihood can be directly separated into centre-specific 

parts; thus, the results will be identical to those for pooled data analysis. There are some 

obstacles related to a Cox regression analysis since the calculation requires the ranking of 

survival for all patients across the contributing centres; furthermore, the cohort 

aggregated hazard at each outcome timepoint needs to be accessible at the central server. 

This is not possible without the risk of data being reconstructed outside the local 

institutions, i.e. data leakage [239, 321]. Brink et al. have proposed a solution involving a 

centre-stratified Cox model, where all involved predictive parameters are optimised 

across the whole decentralised dataset. However, the baseline hazard remains centre-

specific, allowing for an analysis of distinct centre differences that can not be explained 

based on the Cox model [18]. This stratified approach was recently used for model 

validation of a head and neck survival model [3]. 

Previous publications disagree somewhat on the impact of tumour volume on the 

overall survival after radiotherapy of larynx cancer. Some studies have shown the volume 

to be the most significant factor for cancer death in head and neck cancer in general [322, 

323]. A systematic review on metabolic tumour volume in head and neck cancer by Rijo‐

Cedeño et al. found that it predicts disease-specific survival and overall survival [324]. 

Several survival models for larynx cancer have been proposed over the years [236], and 

some of the older studies indicated that tumour volume had a predictive value in local 

control after larynx cancer radiotherapy [325-327]. However, some more recent studies 

have not been able to confirm the predictive power of tumour volume [328-330]. Most of 

these studies have included relatively few patients, and the tumour volume is often 

dichotomised or not transformed before analysis which can be problematic due to the 

skewed volume distribution. However, survival models based on TNM status often fail to 

separate T3 and T4 patients; thus, there is still interest in investigating if the inclusion of 

tumour volume might improve the prediction for the higher T classifications.  

The presented study aimed to develop a survival model for larynx cancer patients 

following treatment with radiotherapy with the potential to include tumour volume as an 

explanatory factor. The model was trained on data from three collaborating centres to 

increase cohort heterogeneity, using an open-source distributed learning platform and a 

distributed stratified Cox algorithm designed to eliminate patient data leakage risks.   
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 Methods and materials 

Using an open-source distributed learning platform developed in AusCAT (the 

Australian Computer Assisted Theragnostics network) [255, 314], three centres from 

three different countries provided access to their data from all larynx cancer patients 

treated with radiotherapy from January 2005 to December 2018.  

The inclusion criteria were primary curative radiotherapy and availability of the GTV 

volume. A maximum of three missing parameters were allowed per patient in the 

statistical analysis plan (SAP) made before analysis. The CONSORT diagram of the eligible 

and included patients is shown in supplementary figure 1.  

9.3.1 Model parameters 

Parameters considered to be potentially clinically important factors were: patient age, 

tumour volume, haemoglobin level,  T-classification (T1-T4), N-classification (N0 and N+), 

sex, tumour location (glottic and non-glottic), ECOG performance status (P0, P1 and P2+), 

current smoker, and the prescribed biological equivalent dose in fractions of 2 Gy 

corrected for overall expected treatment time at the start of radiotherapy (EQD2T) [236].  

9.3.2 GTV volume 

The gross tumour volume (GTV) was defined as the total contoured GTV, including 

both GTV primary and GTV node. The tumour volumes were extracted from the clinical 

treatment plans.  

The GTV volume was transformed with a log function to avoid large tumour volumes 

dominating the regression. Supplementary figure 2 shows a histogram over the GTV 

volume and the transformed log GTV volume. Due to the lower bounded and very skewed 

distribution of GTV, the use of log-GTV is expected to be a stronger predictor than the raw 

GTV volume. 

9.3.3 Data extraction 

At Odense University Hospital, Denmark, the record and verify system (Mosaiq) and 

the DAHANCA (Danish Head and Neck Cancer) database were used as data sources. Death 

dates were obtained from the Danish national death registry and were updated in June 

2021. All data were recorded prospectively but accessed retrospectively for the study. 

Data access was granted by the Danish Patient Safety Authority (ref. 3-3013-1798/1/). 

At the Christie NHS Foundation Trust, Manchester, United Kingdom, patient data were 

extracted from the record and verify system (Mosaiq), the local patient electronic record 

system, and radiotherapy treatment planning archives (Pinnacle). The last update was 

performed in January 2022, and patients alive at that date were censored. Death data were 

linked from central NHS records (Personal Demograpics Service) through weekly 

synchronisation. All research governance requirements and UK information followed 

standard UK policy (UK ethical approval ref. 17/NW/0060). 

At Liverpool Cancer Therapy Centre, Sydney, Australia, unstructured patient data 

were retrospectively curated into a structured format and data was then extracted in a 

structured format from Mosaiq. The date of death was obtained from the NSW Registry of 

Birth, Deaths and Marriages until 31/12/2017 and from hospital records until the 

extraction date (March 2022) at which point alive patients were censored. Project 

approval was granted by the NSW Population and Health Services Research Ethics 

Committee (ref. HREC/16/CIPHS/5). 
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A predefined ontology was used to convert the centre-specific nomenclature and map 

the parameters to a common standard [259]. Delivered dose and overall treatment time 

were defined as the intention to treat at the start of radiotherapy. The first radiotherapy 

date was used as time zero. Survival times beyond 60 months were time censored as this 

is the regular follow-up time in all three centres. 

The patient characteristics are shown in Table 8.1 (cumulative characteristics can be 

seen in supplementary figures 4 to 8). All missing values were substituted using multiple 

imputations (followed by one bootstrap per imputation) by chained equation (MICE), 

where a series of successive regressions on the available data is used to estimate the 

missing value. This method allows the utilisation of potential correlations between the 

different predictors during the imputation process. Since parameter correlation can be 

different among the contributing centres, all imputation was performed based on data at 

the local centre. 

9.3.4 Statistical methods 

Multivariable parameter selection was based on cross-validation utilising best subset 

selection. Thus all combinations of models with the 11 available parameters were tested; 

in total 211 = 2048 models. This selection process is preferred as compared to a standard 

step-wise approach in which there is a tendency for overfitting due to issues with co-

linearity and multiple testing [182, page 68]. 

Parameter selection was performed using 50 bootstraps within the data sets. In each 

boot, all models were fitted on the in-boot patients (approximately 2/3) and cross-

validated on the out-of-boot patients (approximately 1/3 of the patients). The fitting error 

on the individual model was then calculated as the average cross-validated likelihood of 

the 50 boots. Due to the cross-validation approach, the negative likelihood will decrease if 

the parameters add “true” information to the model. However, when further parameters 

are added that only contribute to overfitting, the average of the negative cross-validated 

likelihood will start to increase. The model that maximises the average likelihood 

(minimises the negative likelihood) among all 2048 models is the best performing model 

and was referred to as the full model. Since numerous models might be very close in cross-

validated likelihood, the simplest model with a likelihood within one standard error of the 

likelihood of the best performing model was also identified. This approach is in line with 

the “one standard error rule” suggested by James et al. [285, page 214] as a method to 

select the simplest model that performs almost as well as the full model. This simplest 

model is referred to as the reduced model. Following the SAP, both models were selected, 

and their performance was compared. 

Since all the patients were treated with radiotherapy and the prescription dose 

(described as EQD2T) is one of the few parameters that the oncologist can control, the 

above parameter selection was also performed within the subgroup of models that all 

included the dose parameter. This method forces the dose to be included in the model and 

is investigated to enable comparison with other previously published models; thus, this is 

a secondary analysis and not the study’s primary endpoint. 

Confidence intervals in validation plots are provided as 95% confidence intervals and 

calculated for fixed values of the regression parameters obtained during model 

optimisation where 1000 bootstraps was used.   
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9.3.5 Stratified Cox model 

The open-source distributed learning used the stratified Cox regression model, with 

the centres as the stratification variable. This model prevents potential data leakage when 

the model is iteratively fitted to the local data across the three centres [18]. A stratified 

Cox regression utilises strata specific baseline hazards; thus, the method produces 

individual baseline hazards for each contributing centre. For a perfect survival model, the 

baseline across the contributing centres will be identical. Therefore, potential differences 

in the baseline hazard between centres indicate differences in patient cohorts, which the 

Cox model does not explain.   

 

 

 

 

  Odense   Christie  Liverpool 

Patients 478 %   189 %   119 % 

Gender         

 Female 91 19%  45 24%  15 13% 

 Male 387 81%  144 76%  104 87% 

T-classification         

 T1 190 40%  15 8%  21 18% 

 T2 184 38%  106 56%  44 37% 

 T3 66 14%  58 31%  41 34% 

 T4 38 8%  8 4%  13 11% 

 Missing 0 0%  2 1%  0 0% 

N-classification         

 N0 346 72%  141 75%  82 69% 

 N+ 132 28%  45 24%  37 31% 

 Missing 0 0%  3 2%  0 0% 

Tumour location          

 Glottic 267 56%  72 38%  68 57% 

 Non-glottic 211 44%  77 41%  51 43% 

 Missing 0 0%  40 21%  0 0% 

Chemo         

 No 429 90%  140 74%  82 69% 

 Yes 49 10%  49 26%  37 31% 

 Missing 0 0%  0 0%  0 0% 

Performance         

 0 220 46%  53 28%  30 25% 

 1 145 30%  65 34%  21 18% 

 2+ 86 18%  31 16%  4 3% 

 missing 27 6%  40 21%  64 54% 

Smoking         

 Former/never 231 48%  81 43%  56 47% 

 Current 239 50%  63 33%  60 50% 

 Missing 8 2%  45 24%  3 3% 

Age 66 [37-90] years [range]  65[29-96] years [range]  69[47-90] years [range] 

Haemoglobin 8.9±0.9¤ mmol/L ±1SD  8.5±0.9* mmol/L ±1SD  8.7±0.9¤ mmol/L ±1SD 

EQD2T 59.5±2.4 Gy ±1SD  58.6±2.4 Gy ±1SD  59.5±2.4 Gy ±1SD 

GTV 3.0[0.03-170] cm3 [range]  3.7[0.14-156] cm3 [range]  6.8[0.45-169] cm3 [range] 

log(GTV/1cm3) 1.1[-3.5-5.1] [range]   1.5[-0.8-5.1] [range]   1.9[-0.8-5.1] [range] 
¤No missing.*Hemoglobin missing for 28 patients at Christie. log was the natural logarithm 
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 Results 

In total, 786 patients were included in the model development out of 1821 potentially 

eligible patients in the three centres in the relevant period. Missing GTV was the main 

exclusion criteria for which 927 were removed. 108 patients were removed due to having 

greater than three missing parameters (Supplementary figure 1). 

The overall survival for all three centres is shown in figure 9.1. The 95% confidence 

intervals, which all overlap, are shown in shaded colour.  

 

 

Figure 9.1: Kaplan-Meier survival curves for the three centres for the 

786 patients. The patients at risk are shown per centre for each year. 
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Parameter selection found the best performing model to include the following six 

parameters, stated in order of impact on the likelihood (largest impact first): log GTV 

volume, performance status, age at RT start, smoking during RT, haemoglobin and N-

classification. The reduced model, defined by the one standard error rule as the model 

predicting almost as well as the full model, only contained log GTV and performance status. 

Figure 9.2 shows the cross-validated likelihood for all 2048 models (more specifically, the 

negative cross-validated log-likelihood minus the similar value for the null model). Each 

model is indicated by a dot that is placed according to the number of parameters included 

in the model (upper x-axis). The best performing model within a given number of 

parameters is the one with the lowest value (the red dots).  The parameters indicated on 

the lower x-axis illustrate the order of importance that the parameters enter the models; 

hence, the best model with two parameters has log GTV and performance status. The best 

model with three has the age at start RT added. 

 

 
Figure 9.2: Cross-validated fitting error minus the value of the null model (a 
model without parameters). Each blue dot represents the result from one of the 

possible 2048 models from the available 11 parameters. The red dots with error 

bars represent the best model within the same number of parameters in the 
models. The dotted line represents the global best plan plus one STD. The upper 

x-axis indicates the number of parameters within the model. The lower x-axis 
shows the additional parameter that happens to be added to the previous best 
model, thereby indicating the order of importance the parameters are entered. 
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The hazard ratios are shown in figure 9.3, and the beta-values for the two models can 

be found in supplementary table 1. As expected, increasing tumour volume and 

performance status are associated with increased death hazards. 

 

 
Figure 9.3: Forest plot of the two proposed models, visualising the 

contributing parameters hazard ratios and 95% confidence intervals. 

Smoking during treatment has the same risk profile as a ten-years older 

non-smoking patient. The stated number of patients are those where 

imputation was not needed. The remaining values were imputed per 

bootstrap as described in the text. The logarithm used for the GTV volume 

is the natural logarithm.   

 

The calibration plots for the three centres are shown in figure 9.4a for both the full 

and the reduced model. There is an insignificant difference in the calibration plot between 

the models, but the full model does have a slightly more extensive prediction range 

(predicted values have a slightly larger range in the figure). Both models follow the identity 

line well in all plots, indicating that both models match the data in all three centres. For the 

reduced model the Harrell C-index are for Odense, Christie and Liverpool 0.75 [0.71-0.78], 

0.65 [0.59-0.71], and 0.69 [0.59-0.77], respectively. The values are slightly higher for the 

full model with C-index 0.77 [0.74-0.80], 0.67 [0.62-0.73] and 0.71 [0.61-0.80], 

respectively. 

Centre-specific risk groups are formed based on the quartile of the locally predicted 

hazards. The two outer quartiles are one risk group each, while the two centre quartiles 

are one combined risk group. The Kaplan-Meier estimate and the Cox model prediction for 

each risk group are shown in figure 9.4b for both the full and the reduced model. The full 

model shows a slightly better separation of the risk groups. 
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Figure 9.4 top: The calibration plots for the three centres with the observed survival shown 

in six patient groups at two and five years. Due to censoring, the observed values are 

measured as the Kaplan-Meier estimate within each of the six groups at the given time point. 

The reduced model is shown in dark colours and the full model in light colours. The error bars 

indicate the 95% confidence interval. Figure 9.4 bottom: The Kaplan-Meier estimator and 

Cox model prediction for each risk group of the three centres. The result of the reduced model 

is presented on the top row, while similar values for the full model are shown on the lower 

row. The shaded colour indicates the 95% confidence interval of the Kaplan-Meier estimate. 
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The baseline hazard for both models at the three centres are shown in figure 9.5. They 

are all linear and similar in shape across the centres. The Odense baseline tends to cross 

the baseline for the two other centres during the latter part of the five years. It should be 

noted that the scale of the baseline hazard is different between the reduced and full model, 

which is because the absolute hazard is a product of the baseline hazard and the hazard 

ratios. Thus if the latter is changed, the former also needs to change to keep the absolute 

hazard similar.   
 

 
 

Figure 9.5: The baseline hazard for the three centres across the five years of observations. 

The shaded colour indicates the 95% confidence intervals. Fig 9.5a shows the baseline hazard 

for the reduced model and 5b for the full model. The scaling on the y-akses are different. 

 

 Discussion 

This study demonstrates that it is possible to generate a stratified Cox model based on 

information from multiple international centres without leaking any patient data using a 

distributed learning approach. Other radiotherapy studies have used distributed learning 

to model logistic regression [250], support vector machine [99], Bayesian network [316] 

and Cox proportional hazard [254]. Cox proportional hazard model has a potential data 

leakage issue, as the central server needs information about the aggregated local hazard 

for all death times. Implementing the stratified Cox model can avoid data leakage as the 

local nodes calculate the partial-likelihood internally; thus, there is no need to share data 

related to specific timepoints [18]. 

The primary model of overall survival after radiotherapy for laryngeal cancer by the 

stratified Cox model contains the log-GTV and performance status, resulting in a well-

calibrated model (fig. 9.3) that separates three risk groups well (fig. 9.4). From a clinical 

perspective, this model would be simple to use. As larynx cancer patients may die from 

comorbid illnesses, it is logical for performance status to predict OS. Only a few patients 

with a performance status of 3+ were contained in the data; thus, they were combined with 

the performance 2+ patients. Therefore, it is not possible from the current study to 

separate the effect of performance status 3; however, clinically, these patients are rarely 
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given curative treatment, but it would be expected that performance status 3 would have 

a higher survival hazard.  

The T-classification was the weakest predictor; however, this is perhaps unsurprising 

as it is a parameter related to the tumour size. When the presumably causal parameter of 

the GTV volume is added, a proxy parameter will naturally be weakened. As hypothesised, 

the GTV volume was the main driver of the larynx survival model in both the reduced and 

the full model. As stated in the introduction, some studies have shown that volume can be 

used to predict overall survival and disease control in head and neck cancer [331, 332]; 

this was also observed in laryngeal cancer. Pameijer et al. and Lee et al. used a tumour 

volume larger than 3.5 cm3 to predict lower survival chances in two groups of 

approximately 40 patients [325, 326]. Dziegielewski et al. found tumour volume to be a 

significant univariate factor in local control prediction in 107 patients from a single centre 

[333]. However, more recent studies have not confirmed these findings for laryngeal 

cancer. Janssens et al. investigated the local control and metastasis-free survival in 270 

patients using the GTV primary and GTV-node. They did not find the volume to be a 

prognostic factor for local control nor for metastasis-free survival when analysing the GTV 

volume as continuous or dichotomised [330]. De Andrade et al. investigated 145 T3 and 

T4a laryngeal tumours and found a correlation between tumour volume and both overall 

and disease-free survival; however, this was not significant in the multivariable analyses 

[334]. Timmerman et al. used the volume of the primary GTV as the tumour volume 

(without any transformation) in 161 patients. They did not find the volume to impact local 

control and overall survival in advanced larynx cancer [328]. Given these discrepancies, it 

is likely that the reason that volume is seen as the strongest impacting parameter in the 

current study performed across three centres is related to the performed log-

transformation of the volume before analysis. It might also be worth mentioning that a 

considerable number of T1 cancers were included in Odense (190 patients), which was not 

the case in the two other centres. The primary reason for the low number of T1 cancers in 

the two other centres is that these have not generally been delineated in the treatment 

planning system and were therefore excluded from analysis. Nevertheless, the model 

seems to perform well in all three centres.  

Unfortunately, it was not possible to separate the primary tumour and nodal volumes 

in the current data, even though it could be expected that their biological radiation 

response is different[137, 335, 336]. This potential difference is e.g. seen in the better 

survival prognosis of T3N1 than T1N2/N3 disease. For the primary tumour, the contour 

would contain the visible tumour extent as per definition; however, for the node, the 

contour would typically include the entire enlarged lymph node. It is unknown whether 

the entire node harbours macroscopic tumour cells or is a reactive lymph node with few 

tumour cells. It is to assume that the tumour cell density would be lower in the lymph node 

than in the primary tumour. So the biology of the two types of GTV is likely quite different. 

The fact that there is a macroscopic lymph node with tumour cells could indicate that 

the cancer is an aggressive type and therefore has a lower chance of being cured. This 

finding is “confirmed” by the full model that contains N-classification in the full model. 

However, in the current study, N-classification adds only limited predictive power to the 

model that already included the volume of primary and node GTV. This result is somewhat 

different from some former studies where N-classification plays an important role in 

survival [337-340]. Still, that effect diminishes when the GTV-volume is included in the 
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model. It was impossible to distinguish the different N+ classifications in the current study 

as there were relatively few patients in some N+ groups. 

Although the patient cohorts across the three centres are significantly different, the 

baseline hazard (fig 9.5.) indicates that both models compensate for these differences. The 

baseline hazards are very similar, suggesting that the log-GTV volume and performance 

status can predict the outcome quite well for all three centres. The similar baseline hazard 

also suggests that the model is generalisable; however, this suggestion might need external 

validation to be confirmed. 

Model selection was also made with the dose parameter forced into the model to 

compare with previous studies. The dose models resulted in dose-related β coefficients of 

-0.025 and -0.02 Gy-1 for the reduced and full models, respectively. It seems plausible that 

the reason why dose (EQD2T) is not selected in the primary model is linked to the 

homogeneous doses in the data (supplementary figure 5). However, the β coefficients of 

the dose are nonetheless comparable to those of Egelmeer et al., who reported a regression 

constant of 0.035 Gy-1 [236] (extracted from their nomograms). In the same model, they 

reported haemoglobin as a prognostic parameter, which the full model of this study 

confirms. However, compared to the MAASTRO model by Egelmeer et al., the contribution 

is halved from a regression constant of 0.4 to 0.2 (mmol/L)-1 [236]. 

In conclusion, a stratified Cox model has been developed, performed across three 

international centres using distributed learning. The simple two-parameter model 

predicts overall survival for curative radiation treated laryngeal cancer patients in three 

different cohorts and shows that the models are well-calibrated with high power of 

discrimination. 
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10 Discussion and perspectives 
 

 All models are wrong, but some are useful 
 

The famous words of statistician George Box, “All models are wrong, but some are 

useful.” [341, 342] are more applicable today than ever. As models start to become an 

integrated part of healthcare, not only statisticians and medical physicists need to 

understand the model's potential and limitations. All healthcare professionals need to have 

a basic understanding of models and their uncertainties, particularly those that actively 

have to use the results of the models to aid and treat patients. 

Even though the introduction of models into the daily clinical routine has been 

discussed over the last two decades due to the overwhelming amount of data that 

clinicians have to consider [343], their use in oncology is limited to relatively few isolated 

examples when considering how many cancer patients receive radiotherapy [344]. There 

are still no prediction models used to aid oncologist decisions in most oncology clinics.  

In the treatment planning phase, more and more machine learning algorithms are 

used to improve the image quality in CT simulation [261],  to convert MR into synthesised 

CT [345, 346], to aid in the automated creation of high-quality treatment plans, etc. [12, 

347, 348]. Even in the quality assurance of radiotherapy, algorithms are used to potentially 

flag outliers for further investigations [349]. The common denominator for these widely 

used models in radiotherapy is that they are all trained on technical data and used in a 

technical setting [350]. The aforementioned clinical prediction models are trained on 

clinical data and used in a clinical setting where patients are directly involved or closely 

linked to the outcome. As the data used to develop clinical prediction models are noisier 

than typical technical data, the clinical models have a larger uncertainty. Adding the fact 

that the development cohort could be very different from the intended cohort, external 

validation is often needed for oncologists to trust the model [2]. 

Another point that could improve the clinical models' trustworthiness is the quality 

and amount of data used for modelling. In big data, it is often assumed that this issue is 

solved [351]. However, this is only partly true in oncology since data quality is highly 

important, as it is only possible to correct for measured confounders [352]. If the data 

origin is unknown, the data could be heavily biased, as many clinical decisions are made 

before the patient arrives at the radiotherapy department. Even with impeccable metadata 

stored in RDF triplet format, there is still a need for standard patient treatment to be 

recorded in standardised ways. Within machine learning and artificial intelligence, there 

are still significant trust issues among clinicians [353]. The Learning and Analytics from 

Multicenter Big Data Aggregation (LAMBDA) consortium have presented a new initiative 

to understand the knowledge gap between RCT and real-world data. Detailed analyses of 

nearly 5000 H&N cancer patients were compared, quantifying similarities and differences 

among institutions for OAR dose metrics [354]. Initiatives like this will help utilise the 

potential in real-world data within radiotherapy. 

Distributed learning could improve the trust in models if published models were made 

available for validation through distributed learning portals. In this scenario, centres 

anticipate using a model clinically and, therefore, would like to validate this model on their 

smaller data set. Using the distributed learning framework, it would be possible to validate 
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using a recalibration constant [3] or with a full model update, where the local data could 

improve the model [4].    

Machine learning and artificial intelligence, irrespectively of whether they are trained 

in the distributed learning setting or not, need to be used clinically, either directly or 

indirectly, to impact patients' lives. Currently, oncology is not utilising all the possibilities 

of machine learning partly because the models built do not originate from high-quality 

data from enough patients, and partly because the clinicians do not possess the knowledge 

of how these models were built. Several recommendations are available on reporting [81] 

and critically evaluating prediction models [257]. However, some relatively simple 

frameworks are needed to help clinicians gain confidence in models' performance. 

Distributed learning could provide this framework for centres to validate and refine 

existing models by incorporating their own data with data from well-known cancer centres 

worldwide. If future models were published together with some form of access to the data 

used for development, i.e. through a distributed learning network, it would be possible to 

validate and improve the model using local data. A process like this would adhere to the 

FAIR data principles [92]. 

 

 NTCP models 
Treatment-related side effects are becoming even more important as survival steadily 

increases for most cancers. Today's cancer treatment aims at not “only” surviving, but 

surviving with high quality of life. NTCP models in modern radiotherapy treatment 

planning are starting to become standard of care and not only as dose constraints in 

guidelines [28]. It is widely accepted that side effects are not a threshold phenomenon but 

a biostatistical event that relies on many factors, most of which healthcare professionals 

do not control. Unfortunately, many of these factors are not yet fully understood. Machine 

learning algorithms can help in strategies for risk-adaptive radiotherapy by identifying 

responders and non-responders both in terms of tumour control and complications [355]. 

If NTCP models are taken to the limit, treatment plans could be optimised according 

to the patient's QoL derived from the NTCP models [356]. In a treatment planning study, 

Van der Laan et al. demonstrated that finding a different balance of doses to OAR is possible 

using QoL. From an NTCP model perspective, they showed that reducing NTCP risk in some 

toxicities and increasing the risk in a few others could theoretically increase the QoL for 

these patients [357]. It would be interesting to validate such a treatment planning strategy 

in a clinical trial since current optimisation strategies often are isolated toward a single 

toxicity or a few OAR. 

One of the reasons why NTCP models are not routinely used in all radiotherapy 

centres is the lack of a clear link between objective and subjective measures of toxicities 

[358]. Unquestionably, radiation causes toxicities; however, how much toxicity is linked to 

tumour destruction and how much is radiation-induced is not clear for some side effects 

[359], whilst for other toxicities, it is unclear if subvolumes within OAR are more 

radiosensitive or responsible for the organs function then the whole organ and if so which 

sub-volume [360]. 

The typical way of measuring toxicities is using an ordinal scale; however, such a scale 

only captures part of the burden of the toxicity on the patients. Determining if a new 

treatment technique is toxicity-wise better than the standard treatment can require a large 

sample size [361]. The scales are often simplified even further, as the time component in 



102 
 

the toxicity is removed by looking at a single time point, e.g. six months or the peak 

incidence. In both cases, removing the duration of a given potential transient toxicity does 

not capture the full burden the patient experience. Some toxicity measures try to include 

the time component by comparing many time points [176]. Others look at the total toxicity 

burden across several toxicities, which is by no means trivial. The sum, e.g. dysphagia and 

xerostomia, might be clinically meaningful, but what about dysphagia and 

osteoradionecrosis or myelopathy. 

Patient-reported outcomes (PRO) are becoming increasingly used to identify 

toxicities in patients and quantify the burden on the patients. These measures are 

attractive as they are directly linked to the patient experience; however, several important 

caveats should be addressed when collecting and using PROs [362]. 

For radiotherapy to become even more personalised new methods of evaluating and 

measuring toxicities are needed [363]. Together with robust NTCP model development 

and validation, this could change how radiotherapy is applied going forward. 

 

 Distributed learning in oncology 
Distributed learning has been used in oncology; however, only in a few isolated 

centres. However, these proofs of principle studies promise great potential [97]. Most of 

the initial studies were from the MAASTRO group [247, 250, 254, 316], and the use of 

imaging pipelines for radiomics has been developed there [107, 112, 257, 364]. There are 

no large multicentre distributed learning consortiums where large centres collaborate and 

build the software infrastructure that smaller centres can utilize. Within haematology, the 

HONEUR network allows collaborative centres to perform analyses either individually to 

compare or in a distributed learning fashion, as if the data were in a single database [365]. 

The network is quickly growing and currently includes 20 European centres and has 

access to 24.000 patients [366]. Similar initiatives would potentially boost the interest in 

oncology for distributed learning. However, there are still some obstacles for distributed 

learning becoming a success. 

 

10.3.1 Distributed learning obstacles 

Current software implementations of distributed learning are still in the early 

versions, and they are typically not simple to install and configure without the help of data 

scientists. When installed, systems are vulnerable to automatic upgrades of elements that 

are incompatible with the system and minor, but critical differences may occur. 

Future distributed learning software installations need to become simpler and more 

transparent about how, why and when the different software components communicate. 

An alternative way would be to build a docker container. Here a virtual computer is 

installed with all the required software in the correct configuration for the distributed 

learning software to work. In the installation process, only a few configuration items are 

needed.  

The use of the RDF store and ontologies to translate the local data into a common, 

well-understood data structure is, in theory, clever and attractive. However, in practice, 

the SQL queries have to be identical across the different centres to ensure that the RDF 

data is stored correctly. This implies that the data origin, such as variable names and level 

coding, should be the same, which is rarely the case when working across multiple 

international centres. 
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A simpler approach is to use simple .csv files as the data source. Here all metadata 

information is lost and must be handled separately. For single projects, this is presumably 

quicker than using RDF store and different ontologies. However, reusing such data, which 

is a vital part of FAIR data principles, is not straightforward.  

A final issue with performing data analyses across multiple data sites is knowing 

which centres have which data available. Currently, only data used for publication can 

potentially be “found” by external scientists. Often, this is not even possible as the data has 

to be destroyed after a research project has ended. For the future of oncology, available 

data repositories would be helpful when searching for data to develop or validate models. 

 

10.3.2 Distributed data 

When performing a successful validation across multiple centres, the model becomes 

generalizable; however, the model might perform slightly worse than if only one centre 

were used in the validation. This was the case for both centres in the distributed validation 

article [3]. So how the distributed validation should be used depends very much upon the 

clinical question at hand. For direct clinical use of a model in one centre, a local validation 

on local data will presumably be preferable; however, understanding the caveats of a 

model and the discrepancy between local data and the model is much easier when 

comparing several data sets. Here the centre stratified Cox model provides valuable 

information. As an example, one centre uses hypo fractionated treatment with curative 

doses for frail patients in the current validation. Obviously, the model is not suited for 

these patients since performance status and comorbidities are not part of the larynx 

survival model. 

 

10.3.3 Distributed data curation 

With the concept of distributed learning, new ways of handling and examining the raw 

data are needed. As no single scientist has access to the whole raw data set, the data 

curation process becomes more difficult and potentially prone to errors. As parameters in 

a single institution could be coded slightly different, which would be difficult to detect from 

the aggregated data. Automated machine learning algorithms developed to detect 

abnormalities in a single institution could aid the distributed data curation. 

Similar machine learning tools have already been proposed for data curation of OAR 

contouring. The model is trained on the local data and automatically and efficiently 

identifies potential outliers within the data set [367]. This information could be passed on 

to the local scientists; however, the models could also be compared between the centres 

to identify centres with different measures of specific parameters. 

   

 Publishing models and data 
As the process of developing prediction models becomes more and more complex, 

there is an increasing need for the reporting of such models to be streamlined and adhere 

to specific guidelines, such as the TRIPOD statement [117]. 

Even though nomograms visualise logistic or Cox regression models and can be used 

on single patients, they are not fit for external validation and multiple patient calculation. 

This fact stresses the need to publish the exact regression coefficients and not only the 

graphical representation in a nomogram. 
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An even better solution would be to make the data available through a distributed 

node, with a published ontology for the specific data. This way, the model can easily be 

validated and even extended using new data. 

Potentially, there is a bigger chance of sharing data through distributed learning 

networks than through public data sharing portals. The reason is that the scientist who 

owns the data has better control over what the data will be used for in the distributed 

learning network and can continue to contribute to new science with the data. 

 

 Future use of models in clinical practice 
Humans have limited cognitive capacity, and it isn't easy to incorporate information 

from multiple sources in decision making, and much more than five inputs are rarely used 

[52, 363]. With the data available in oncology decision making, there is no choice but to 

accept the aid of machine learning models in the era of precision medicine [368]. 

Even with the need for models, their use in the clinical routine is still limited. For this 

to change, most radiotherapy clinics will have to learn to validate and potentially co-

develop models they trust and understand. The knowledge of how these models work 

primarily comes from working with the data and the model validation and development. 

For this to be a future possibility, frameworks like distributed learning need to be in place, 

and young scientists should be able to train models across multiple centres with little or 

no GDPR and administrative overhead. 
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11 Conclusions 

From robust statistics prediction models for severe acute mucositis, it was found that 

the primary cause is treatment acceleration and radiotherapy mean dose (first principal 

component) and the balance between high and low doses (second principal component) 

to the oral cavity. The LASSO model also included tumour site, sex and current smoking. 

The models have high prediction power, with AUCs around 0.8 in the test cohorts. It was 

possible to uncouple the oral cavity's DVH dose metrics and determine that the mean dose 

is the main dose factor of severe mucositis. 

The NTCP validation framework of the DAHANCA group showed that the published 

Dutch model by Christianen et al. [205] needed an intercept update to match the Danish 

patients. From the close to 600 patients from the DAHANCA19 trial, multiple H&N NTCP 

models can now be validated using the closed testing procedure, which maintains as much 

previous information as possible. 

The use of the privacy-preserving distributed learning framework demonstrated that 

in order to match the larynx survival by Egelmeer et al. [236] in the patient cohorts from 

Christie and Odense, a recalibration factor of 0.78 was needed. From the centre-specific 

baseline hazards, the model's original baseline estimates at two and five years did not 

match either of the two cohorts. The two centre-specific baselines showed that the 

published model did not explain all of the cohort differences between Christie and Odense, 

indicating that the parameters used in the model are not sufficient to describe both test 

cohorts. 

Using the Australian distributed learning framework and adding important clinical 

parameters like tumour volume, patient performance status and smoking, it was possible 

to develop a new stratified Cox larynx survival model using only two parameters; log GTV 

volume and performance status. The full model additionally included age at RT, smoking, 

haemoglobin and N-classification. The model calibrated well and showed good 

discriminate power with C-indexes of 0.67, 0.71 and 0.77 in the three centres involved 

(Christie, Odense and Liverpool, Australia). 

The thesis shows that the development and validation of prediction models are 

possible using robust statistics. These can be performed in a distributed learning 

framework where no patient sensitive information leaves the individual hospitals. Such 

systematic approaches are necessary to build clarity of understanding of models and build 

trust in clinicians for their use in clinical practice. Also for the oncologists to be able to 

explain clearly to patients how they are applied and their basis, as part of supporting clear, 

informed consent by the patient and discussion between the doctor and the patient. This 

is likely to lead gradually to greater use of models in day to day practice, increasingly 

necessary to deal with the growing amount of data available on radiotherapy patients and 

to support precision medicine approaches.  It is also likely to stimulate a clinician-led 

demand for greater data quality, accuracy and completeness as the recognition of the value 

of such models grows.  This better data, in turn, will lead to stronger models of greater 

clinical value. 
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Appendix I: Supplementary materials to Publication I 

Supplementary A 
 

Mucositis grading 

Comparison of the DAHANCA grading of mucositis and the CTCAE 3 grading (Common 

Terminology Criteria for Adverse Events). 

 

Supplementary table A1 

 

Mucositis grading from the clinical exam 

 Grade 

Guideline 0 1 2 3 4 5 

DAHANCA 

ver. 2004 

and ver. 

2013 

None Erythema Patchy mucositis 
Confluent 

mucositis 
Ulceration - 

CTCAE v3 

2006 
- 

Erythema 

of the 

mucosa 

Patchy ulcerations 

or 

pseudomembranes 

Confluent 

ulcerations or 

pseudomembranes; 

bleeding with 

minor trauma 

Tissue necrosis; 

significant 

spontaneous 

bleeding; life-

threatening 

consequences 

Death 

  



133 
 

Supplementary B 

Details of PCA 

The conversion of a dose-volume histogram (DVH) to PCA is performed to disentangle 

the highly correlated dose metrics in the DVH (V5Gy, V10Gy, V15Gy,…,V70Gy) and produce 

principal components, which per definition are non-correlated and therefore better for 

regression analyses. The problem with correlated parameters in regression analyses is 

that it is difficult to separate whether a given effect is related to e.g. V40 or the mean dose 

since both might have a strong association with the observed endpoint. 

The principal component analyses can be described “iteratively” such that the first 

principal component is the linear combination of the original parameters (e.g. V5Gy, V10Gy, 

V15Gy,…,V70Gy), which has the largest variance and thus explain the main part of the overall 

data variations (PC1). The following principal components (PC2...PCn) are created 

similarly to the first principal component, but with the constraint that the new components 

should be orthogonal to all the previous principal components. Thus, the lower the 

principal component vector number, the more of the initial variance is described by that 

principal component. In the current study, the percentage of the total variance described 

by the first five principal components was 73.2%, 15.7%, 6.7%, 2.8%, 1.0%, respectively. 

Thus, the first five components included in the current study explain 99.4% of the initial 

data variation. 

Technically the above can be described as a rotation of the original standardized 

(subtract mean and divide with standard deviation) variables into new variables. 

Mathematically the columns of the rotation matrix (PCA-vectors) are the eigenvectors of 

the covariance matrix of the original DVH variables (V5Gy, V10Gy, V15Gy,…,V70Gy), while the 

patient-specific values for the new variables (PCA variable values) can be obtained by 

applying the rotation matrix to the original DVH values, see example below. The full 

rotation matrix obtained from PCA analysis in the current study is seen in supplementary 

table B1. To ease the computation for the reader the matrix is converted back to the non-

standardised DVH values, thus linking original DVH values minus the mean DVH directly 

to the PCA variable values. 

 

Practical calculation of PCA variable values 

For new patients, the PCA variable values can be calculated using the rotation matrix 

(M) shown in supplementary table B1. Below is an example calculation of PCA variable 

values for a specific patient. The example DVH is shown as a blue curve and tabulated in 

supplementary figure B1. 

The conversion of the DVH for the first three principal variables is: 

    
1) PC1 variable value= (V5Gy-<V5Gy>)*MV5,PC1 + (V10Gy-<V10Gy >)*MV10,PC1+…+ (V70Gy-<V70Gy>)*MV70,PC1 

= (1.000- 0.852)* 0.770 + (0.999-0.815) *0.804 +…+ (0.004-0.006) *1.680 = 0.599 

2) PC2 variable value= (V5Gy-<V5Gy>)*MV5,PC2 + (V10Gy-<V10Gy >)*MV10,PC2+…+ (V70Gy-<V70Gy>)*MV70,PC2 

= (1.000- 0.852)* -1.194+ (0.999-0.815) *-1.101+…+ (0.004-0.006) *6.569 = -1.216 

3) PC2 variable value= (V5Gy-<V5Gy>)*MV5,PC3 + (V10Gy-<V10Gy >)*MV10,PC3+…+ (V70Gy-<V70Gy>)*MV70,PC3 

= (1.000- 0.852)* 0.597+ (0.999-0.815) *0.491+…+ (0.004-0.006) *21.945 = 0.322 

 

where MVxx,PCy is the elements from the rotation matrix in supplementary  table B1 and 

<VxxGy> is the cohort mean DVH values (shown in figure 1 and supplementary figure B1). 
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Supplementary figure B1 

Supplementary figure B1 also shows a green curve which is the curve obtained based 

only on the three first principal variable values calculated above. It is seen that the three 

values provide a good approximation of the original DVH. The back conversion that 

produced the green curve is not shown, but is similar to the above calculation but using 

the inverse rotation matrix. It is worth noticing that the green curve based on only a subset 

of the PCA values (here three) is not bounded between zero and one which is not possible 

for any of the original DVH’s but none the less still a valid basis for a regression analysis 

based on a reduced number of uncorrelated variables. 

 

 
Supplementary figure B1. Example of DVH conversion using PCA. Blue: Original 

DVH, Orange: the cohort mean DVH, and Green: The DVH represented by the first 

three principal components 

  

V5 V10 V15 V20 V25 V30 V35 V40 V45 V50 V55 V60 V65 V70

DVH 1.000 0.999 0.974 0.900 0.826 0.696 0.547 0.403 0.293 0.207 0.146 0.105 0.063 0.004

DVH* PC1-3 1.054 1.017 0.962 0.881 0.774 0.653 0.531 0.420 0.323 0.239 0.168 0.104 0.039 0.006

Cohort mean DVH 0.852 0.815 0.773 0.717 0.646 0.567 0.487 0.412 0.344 0.280 0.220 0.156 0.079 0.006
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Example DVH conversion via principal components and back
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Supplementary table B1 
 

Supplementary table B1  

 

           

Dose metric PC1 PC2 PC3  PC4 PC5 PC6 PC7 PC8 PC9 PC10 PC11 PC12 PC13 PC14 

V5 
0.770 -1.194 0.597 

 
1.188 -1.325 1.161 -1.136 -0.760 -0.876 -0.733 0.462 -0.348 0.186 -0.031 

V10 
0.804 -1.101 0.491 

 
0.800 -0.558 0.072 0.437 0.717 1.019 1.331 -1.269 1.037 -0.741 0.122 

V15 
0.838 -0.969 0.354 

 
0.349 0.224 -0.778 1.155 0.667 0.691 -0.043 0.989 -1.230 1.443 -0.351 

V20 
0.875 -0.789 0.186 

 
-0.125 0.786 -1.028 0.660 -0.282 -0.644 -1.144 0.610 0.420 -1.755 0.650 

V25 
0.919 -0.558 0.003 

 
-0.545 1.009 -0.614 -0.415 -0.822 -0.947 -0.047 -1.357 0.799 1.277 -0.960 

V30 
0.965 -0.290 -0.170 

 
-0.832 0.885 0.226 -1.247 -0.316 0.128 1.421 0.065 -1.340 -0.239 1.439 

V35 
1.011 0.006 -0.335 

 
-0.938 0.419 0.929 -0.864 0.614 0.958 -0.074 1.235 0.611 -0.675 -1.889 

V40 
1.050 0.308 -0.472 

 
-0.874 -0.234 1.178 0.341 0.946 0.471 -1.460 -0.379 0.926 1.084 1.719 

V45 
1.082 0.606 -0.574 

 
-0.694 -0.833 0.833 1.437 0.129 -0.884 -0.141 -1.382 -1.784 -0.930 -0.954 

V50 
1.136 0.932 -0.626 

 
-0.323 -1.309 -0.236 1.159 -1.263 -0.897 1.735 1.623 1.302 0.486 0.320 

V55 
1.236 1.327 -0.575 

 
0.421 -1.355 -1.999 -1.078 -1.539 2.308 -1.105 -0.683 -0.470 -0.164 -0.058 

V60 
1.425 1.950 -0.270 

 
1.746 -0.138 -1.647 -1.701 3.397 -2.126 0.287 0.112 0.044 0.032 -0.022 

V65 
1.695 3.199 1.166 

 
4.270 4.066 2.714 1.446 -1.870 0.913 -0.036 -0.023 0.034 -0.003 0.017 

V70 
1.680 6.569 21.945 

 
-7.889 -2.840 -1.021 -0.325 0.425 -0.205 -0.031 -0.004 -0.009 0.001 -0.010 

 

  



136 
 

PCA illustration 

Supplementary figure B2 shows in green the cohort mean DVH curve. To see the 

impact on the DVH representation by the first three principal variables, the DVH 

approximation related to plus/minus one standard deviation of each of these variables 

(PC1, PC2, and PC3) are shown in the individual subplots (all other PC values set to zero). 

It is seen that the variation introduced by PC1 is the largest while the modifications related 

to PC2 and PC3 are successively smaller. 

 

 
Supplementary figure B2. In green the cohort mean DVH 

curve. Blue DVH is the mean cohort DVH plus one standard 

deviation of each of the three first principal variables, and 

the red DVH is mean cohort DVH minus one standard 

deviation   
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Supplementary C 

Supplementary detailed statistical analysis 

Classical multivariable analysis based on backward or forward parameter selection 

tends to overfit since all data are used both during the modelling (i.e. regression) but also 

during validation (i.e. calculation of likelihood). In the current study, the aim was to 

produce a more stable model by separating the modelling and calculation in two parts 

using cross-validation. The central part of cross-validation is that the “goodness” of the 

regression parameters are validated in data not used during the regression. In the current 

study 10-fold cross-validation was utilized, which creates a model based on 9/10 of the 

data and tests the model performance in the remaining 1/10 of the data performed within 

a cyclic approach (for details on cross-validation see [1]). In line with Tripod type 2a [2] 

the cross-validation was performed within the modelling cohort based on two-third of the 

entire dataset, while one-third of the entire cohort was set aside for independent 

validation, thus using data not involved in model creation. 

The selection of parameters for a multivariable model can be performed in several 

ways. To ensure robust selection the current study used two different approaches 1) 

Efficient Least Absolute Shrinkage and Selection Operator (LASSO) and 2) Best Subset 

selection. Within LASSO the entire space of possible regression parameters (one β-value 

per variable) is restricted by a tuning parameter, determined during the cross-validation, 

that simultaneously restricts the size of all the individual β-values, and even forces some 

of them to zero - i.e. parameters that are not in the final model (see details[3]). An 

alternative to LASSO is the Best Subset selection in which models related to all the possible 

combinations among the initial variables (inclusion or non-inclusion per variable) are 

evaluated using cross-validation and the model performing the best is selected. The Best 

Subset method is quite a computer-intensive task for a large number of parameters but 

was feasible within the current study. For both methods, the “best” model was actually not 

selected as the one performing “the best” in the cross-validation but as the simplest model 

that within one standard deviation of the estimated likelihood uncertainty performed as 

good as “the best” model. This approach is in statistical modelling referred to as the “one-

standard-error rule” [1] and is used to select as simple a model that in terms of likelihood 

performs almost as well as the initially identified model. 

For both model approaches, the confidence intervals of the β-values were obtained 

from bootstrapping. For the LASSO method, the entire parameter selection process was 

bootstrapped 2000 times. In this process specific variables might not be selected within all 

bootstraps, resulting in a β-value of zero or an odds-ratio of unity, thus the confidence 

interval can happen to be right at odd-ratios of unity. For the Best Subset selection, the 

bootstrapped parameters (bootstrapped 2000 times) were those selected initially during 

the cross-validation, since bootstrapping of the entire process, as for LASSO, would be too 

computationally intensive. 

The model quality was compared using the calibration plots between the model 

predictions and actual clinical outcome, both for the model and validation cohorts. The 

calibration plot is created by ranking all the patients according to the predicted risk and 

divided into 10 equally sized groups. Within each group, the observed toxicity frequency 

is measured and plotted against the median value of the predicted risks within that group. 

The calibration plots are also supplemented with three metrics of model prediction 

accuracy: The AUC, which is the area under a ROC curve of the model, the Brier score, 



138 
 

which is the mean squared difference between observed and predicted outcome, and the 

Binary cross-entropy, which is minus the mean of the patients log-likelihood. For the first 

method, higher values indicate better performance while for the last two lower values are 

indicative of better performance. 

 

Supplementary D 

Area under the curve 

 

 

Supplementary figure D1: Receiver operating characteristic (ROC) curves for the two 

models and the corresponding validation.  
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Supplementary E 
 

Prediction correlation 

 

 

 
Supplementary figure E1: Scatter plot of the two predictions models for the model and 

validation cohort, respectively. For both plots, the Pearson correlation coefficient was 0.95. 
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Appendix II: Supplementary materials to Publication II 
 

Supplementary figure 1 
 

 
Supplementary figure 1: The patients were divided into 10 equally sized groups (filled black 

circles) and the binominal uncertainty equal to one standard deviation is displayed as the 

error bars. The raw data is displayed as open grey circles with added noise, to illustrate the 

patient density. 
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Supplementary figure 2 
 

 

 
 

Supplementary figure 2: Boxplot of the mean dose to salivary glands and the 

swallowing organs in the validation cohort. The box indicates the interquartile 

range. The whiskers represent 1.5 time the interquartile range while the points 

represents potential outliers. 
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Supplementary figure 3 
 

 

 
 

Supplementary figure 3: Boxplot of the mean dose to the central nervous 

structures, oesophageal structures and organs in the oral cavity region in the 

validation cohort. The box indicates the interquartile range. The whiskers 

represent 1.5 time the interquartile range while the points represents potential 

outliers. 
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Appendix III: Supplementary materials to Publication III 

Supplementary Table 1 
Regression constants extracted from the Egelmeer et al. larynx survival model 

nomogram [1]. Based on the β values, the prognostic index 𝑃𝐼𝑖 = ∑ 𝑥𝑖,𝑗𝑗 βj can be 

calculated for each patient, which is used in equation 1 to predict the patient-specific 

cumulative hazard and survival. 

For a Cox model, the linkage between survival and predictors can be stated as: 

log(𝑆𝑖(𝑡))  = −𝐻𝑖(𝑡) = −𝐻0(𝑡)𝑒   𝑃𝐼𝑖 = −𝐻0(𝑡)𝑒  ∑ 𝑥𝑖,𝑗𝑗 βj   

Which can be written as: 

log(−log(𝑆𝑖(𝑡)))  = log(𝐻0(𝑡)) +     ∑ 𝑥𝑖,𝑗
𝑗

βj = log(𝐻0(𝑡)) +  𝑃𝐼𝑖 

Using this equation, the β-values were obtained from the nomogram by measuring the 

relation between 𝛥𝑥 and 𝛥𝑃𝐼 (risk points) for fixed values of the other parameters. Using 

this information, the regression constant could be estimated from: 

𝛥𝑃𝐼 = 𝛥𝑥 ∗ 𝛽𝑥 

The logarithm of H0-baselines at 2 and 5 years were calculated from the same equation 

as the difference between log(−log(𝑆𝑖)) and 𝑃𝐼𝑖 which can be obtained from the 

nomograms. 

 

MAASTRO overall survival model 

Parameter β Unit 

Age  0.04136 years-1 

Gender   

 Female ref  

 Male 0.8353  
T-stage   

 T1 ref  

 T2 0.1943  

 T3 0.7965  

 T4 1.4546  
N-stage   

 N0 ref  

 N+ 0.3764  
Tumour location    

 Glottic ref  

 

Non-

glottic 0.2695  

Haemoglobin -0.400 

(mmol/L)-

1 

EQD2T 

-

0.03506 Gy-1 

Baseline hazard H0  

 2 years 0.909  
  5 years 2.111   
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Supplementary figure 1 

Calibration plots at 2 and 5 years of the original model (black) and the refitted model 

for the two centres for the curative patients only. The figure is the same as figure 1 in the 

main text, however with the “hypofractionated” patients removed. The baseline hazard in 

the figure is from the local centres and not the baseline from Egelmeer et al. 

 

Sup figure 1 
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Supplementary figure 2 

Kaplan-Meier plots of the patients receiving curative-intent treatment. The figure is 

the same as figure 2 in the main text but excludes the hypofractionated patients present 

within the Odense cohort. The original and the refitted model, using the local hazard, 

predicts the curative patients in Odense overall really well; however, the risk groups are 

not as precise. The original MAASTRO hazard matches the Odense cohort almost perfectly, 

whereas for the Christie cohort this is not the case, where the survival estimate using the 

original hazard is barely within the 95% confidence interval. 

 

Sup figure 2 
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Supplementary figure 3 

Cumulative hazard baseline plots of the patients receiving curative-intent treatment. 

When the hypofractionated patients are removed, the baseline hazards are close to each 

other but still with a higher baseline hazard in Odense. This difference indicates the 

presence of a centre-specific difference, which the current Cox model does not explain. 

 

Sup figure 3 
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Supplementary figures on cumulative parameter distribution 
 

Supplementary figure 4 
The cumulative prognostic index rescaled with the recalibration constant, 𝜆, is shown 

in figure 4 for both the validation cohort, that is all patients with maximum one missing 

value (Sup 4a, 𝜆 = 0.7819) and the curative validation cohort (Sup 4b, 𝜆 = 0.7509), i.e. the 

latter cohort having the hypofractionated patients removed. The thresholds for the risk 

groups are shown as vertical lines. The reason why the thresholds change for the Christie 

cohort even though the group of patients are unchanged is that the recalibration factor is 

linked to the complete cohort used in that analysis and not centre specific. So the PI also 

change for the Christie and hence also the thresholds for the outer- and interquartile risk 

groups. 
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Supplementary figure 5 

Cumulative aggregated age is shown in figure 5 for the whole cohort (Sup 5a) and the 

cohort with a maximum of one missing parameter used for the validation (Sup 5b). The 

whole curative cohort is shown in Sup 5c and the curative cohort with a maximum of one 

missing parameter is shown in Sup 5d.  
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Supplementary figure 6 
Cumulative aggregated dose as the prescribed biological equivalent dose in fractions 

of 2 Gy corrected for overall expected treatment time at the start of radiotherapy (EQD2T) 

is shown in figure 6 for the whole cohort (Sup 6a) and the cohort with a maximum of one 

missing parameter used for the validation (Sup 6b). The whole curative cohort is shown in 

Sup 6c and the curative cohort with a maximum of one missing parameter is shown in Sup 

6d.  
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Supplementary figure 7 
Cumulative aggregated haemoglobin is shown in figure 7 for the whole cohort (Sup 

7a) and the cohort with a maximum of one missing parameter used for the validation (Sup 

7b). The whole curative cohort is shown in Sup 7c and the curative cohort with a maximum 

of one missing parameter is shown in Sup 7d. In all four plots, there is a significant higher 

haemoglobin level in the Danish cohort. 
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Supplementary references 
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Appendix IV: Supplementary materials to Publication IV 
 

Supplementary Table 1 
The β regression coefficients for the reduced and full model.  

 

  Reduced model  Full model 

Model parameters β 

95% confidence 

interval   β 95% confidence interval 

   2.5% - 97.5%   2.5% - 97.5% 

log GTV 0.4148 0.33 - 0.4973  0.3904 0.2854 - 0.4906 

Performance status          

 Performance 0 Ref     Ref    

 Performance 1 0.4452 0.1637 - 0.7525  0.2572 -0.0219 - 0.6041 

 

Performance 

2+ 1.1722 0.8439 - 1.5262  0.8939 0.548 - 1.2597 

Age at start RT      0.0347 0.0213 - 0.0484 

Smoking during treatment     0.3572 0.0977 - 0.6087 

 No      Ref    

 Yes          
Haemoglobin      -0.1893 -0.3359 - -0.0454 

N-classification          

 N0      Ref    
  N+           0.3001 -0.0038 - 0.5876 
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Supplementary Table 2 
The β regression coefficients for the reduced and full model with the dose parameter 

forced into the model.  

 

 

  Reduced model + dose  Full model + dose 

Model parameters β 

95% confidence 

interval   β 95% confidence interval 

   2.5% - 97.5%   2.5% - 97.5% 

log GTV 0.4118 0.3257 - 0.4935  0.3919 0.2853 - 0.4911 

Performance status          

 Performance 0 Ref     Ref    

 Performance 1 0.4338 0.1544 - 0.7401  0.2486 -0.0323 - 0.5919 

 Performance 2+ 1.1096 0.7569 - 1.4807  0.8546 0.4846 - 1.2283 

Age at start RT      0.0344 0.0206 - 0.0479 

Smoking during treatment     0.3643 0.103 - 0.6204 

 No      Ref    

 Yes          
Haemoglobin      -0.1872 -0.3343 - -0.0414 

N-classification          

 N0      Ref    

 N+      0.2848 -0.0255 - 0.5815 

EQD2T (Gy-1) -0.0251 -0.0534 - 0.0108   -0.0197 -0.0474 - 0.0157 
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Supplementary Figure 1 
Consort diagram of eligible patients and the reasons for exclusion. 

 

Approximately half of the patients did not have a GTV-volume delineated in their 

treatment plan. The lack of GTV contour was mainly caused by either only a CTV contour 

being contoured or the complete treatment plan being generated with radiation fields set 

up according to anatomical landmarks. Patients with four or more missing parameters 

were excluded, as described in the pre-analyses defined statistical analysis plan (SAP). 
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Supplementary Figure 2 
GTV volume histograms show the total raw volume (sup figure 2a) and the logarithm 

of GTV volumes (sup figure 2b). It is clear that a fit to the raw GTV volume would be driven 
mainly by the few large tumours, and the small tumours would have very little impact (the 
problem is similar to that of a linear fit to data with some “outliers”). In sup fig 2a, only 30 
patients had tumours larger than 50 cm3; however, this 4% of the patients would drive 
much of the prediction of the raw tumour volume. After a log-transformation (the natural 
logarithm), the volume distribution is much more bell-shaped, which typically is a better 
parameter in generalised linear models such as the Cox models.        
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Supplementary Figure 3 
Cumulative distribution of the prognostic index for the reduced (sup fig 3a) and full 

models (sup fig 3b). The inner quartiles are at 0.1718 and 1.4716 in the Odense cohort, 

0.5000 and 1.5181 in the Christie cohort and 0.5304 and 1.5425 in the Liverpool cohort 

for the reduced model. For the full model, the similar values are 0.7795 and 2.2842 in the 

Odense cohort, 1.1145 and 2.3515 in the Christie cohort and 1.1400 and 2.5239 in the 

Liverpool cohort. 

 

 
 

Supplementary Figure 4 
Cumulative aggregated age for three centre-specific cohorts is shown in 

supplementary figure 4 for all the available patient data (Sup fig 4a) and the cohort with a 

maximum of three missing parameters used for model development (Sup 4b). Only minor 

differences are seen between the two plots. 
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Supplementary Figure 5 
The EQD2T dose is calculated as: 

 

𝐸𝑄𝐷2𝑇 = 𝐷 (
𝑑 +

𝛼
𝛽

2 +
𝛼
𝛽

) − 𝛾(𝑇 − 𝑇𝑘) 

 

Where D is the total dose, d is the fraction dose, 
𝛼

𝛽
 is set at 10 Gy and T is the overall 

planned treatment time. Tk is the accelerated repopulation delay set at 28 days for 

squamous cell carcinomas of the head and neck. 𝛾 is the dose loss due to repopulation set 

at 0.6 Gy per day [1]. 

Cumulative aggregated dose as the prescribed biological equivalent dose in fractions 

of 2 Gy corrected for overall expected treatment time at the start of radiotherapy (EQD2T) 

is shown in supplementary figure 5 for all the available patients (Sup 5a) and the cohort 

with a maximum of three missing parameters used for the model development (Sup 5b). 
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Supplementary Figure 6 
Cumulative aggregated haemoglobin is shown in supplementary figure 6 for all the 

available data (Sup fig 6a) and the cohort with a maximum of three missing parameters 

used for the model development (Sup fig 6b). 

 

 
 

Supplementary Figure 7 
Cumulative aggregated raw GTV volume is shown in supplementary figure 7 for all the 

available data (Sup fig 7a) and the cohort with a maximum of three missing parameters 

used for the model development (Sup fig 7b). The tumour volume of the Liverpool cohort 

is significantly larger than the two other cohorts. 
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Supplementary figure 8 
Cumulative aggregated log GTV volume is shown in supplementary figure 8 for all the 

available data (Sup fig 8a) and the cohort with a maximum of three missing parameters 

used for the model development (Sup fig 8b). From the log GTV volume, it is seen that the 

Christie cohort does not have very small GTV volumes, which is not clear from 

supplementary figure 7. The primary reason for the lack of small tumours (T1) is that these 

were consistently not contoured in the Christie as they had no consequences for the 

radiotherapy. This procedure is also used in the two other centres to a somewhat lesser 

extent. 
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