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MPDrone: FPGA-based Platform for Intelligent Real-time Autonomous

Drone Operations

Balint Barna Kövari and Emad Ebeid

SDU UAS Center, The Mærsk Mc-Kinney Møller Institute
University of Southern Denmark
balint@kovari.cc || esme@sdu.dk

Abstract— AI-based autonomous onboard drone applica-
tions are evolving rapidly and demand dedicated hardware
resources to perform effectively. Currently, CPUs and
GPUs are commonly used to run these applications. This
paper presents a novel drone platform called MPDrone
based on the cutting-edge MPSoC boards that combine
FPGA, CPU, and GPU in a single chip. The proposed
platform utilizes the reconfigurable FPGA chip to run
heavy AI algorithms and the CPU to execute ROS for
processing communication with the drone flight controller
and onboard sensors. The paper introduces the design
and implementation of the MPDrone platform, which is
validated in simulation and real-world testing through
an intelligent object detection and landing use case. The
testing results proved the applicability of the proposed
FPGA-based platform for AI applications.

Index Terms— Drone platform, FPGA, MPSoC, ROS, AI,
simulation, testing.

I. INTRODUCTION

Automation through drone technology is emerging.

Nowadays, drones can be used to automate manual so-

lutions or improve already automated ones and open up

opportunities to solve problems in innovative ways [1],

[2]. However, system efficiency, weight, and power con-

sumption are some of the core challenges in equipping

small and inexpensive drones with the right tools for

success in their autonomous operations.

For instance, the work in [3] showcases a viable use

case of drones in search-and-rescue operations. The

drone is designed to fly in forests taking rapid object

avoidance into consideration included in real-time route

planning. The work in [4] introduces the problem of

identifying other flying objects in the airspace. To avoid

collisions, it may be necessary for drones to detect other

drones, airplanes, and birds, and react accordingly. The

detection needs to happen from long distances, to allow

mitigation even at high velocities. In addition, the back-

ground characteristics may be entirely different when

the target object is between the camera and the ground,

or the camera and the sky. The paper discusses the

difficulties and using a neural network to solve this

detection problem.

Running AI applications on resource-constrained de-

vices such as drone’s companion computers require a

Fig. 1: The developed drone platform

certain efficiency, in that regard, the authors in [5]

investigated the developments of deep neural networks

including sparsity, pruning, and compact data types like

ternary or binary networks on embedded platforms. They

make the argument, that while GPUs are the highest per-

formers on dense floating-point neural network calcula-

tions, FPGAs, because of their extreme customizability,

can take advantage of simplifications. Test results sug-

gest, that while in classic Deep Neural Network (DNN)

calculations the GPU wins in raw performance, the

more efficient sparse and compact networks favor FPGA

in both performance and power efficiency. In addition,

the work in [6] measures and compares accelerating

deep neural network computations for achieving high

accuracy stereo disparity maps using the Altera Stratix V

FPGA. Comparisons focus on performance (FPS), power

usage (W) and efficiency (FPS/W), where the FPGA

achieves competitive results, especially with regards to

efficiency. In [7] a load balancing system built on top

of OpenCL, called EngineCL, is extended to work with

Intel FPGAs. The paper explores several test scenarios

© 2021 IEEE. Personal use of this material is permitted. Permission from IEEE must be obtained for all other uses, in any current or future media, 
including reprinting/republishing this material for advertising or promotional purposes, creating new collective works, for resale or redistribution 
to servers or lists, or reuse of any copyrighted component of this work in other works.



to measure the changes in execution time and power

consumption. CPU only execution is compared with

different accelerated scenarios, where the system’s CPU

is the host, and a GPU and an FPGA are accelerators.

Different types of computations lead to vastly different

conclusions.

To tackle the processing system requirements in au-

tonomous missions, such as: 1) efficiency; 2) size;

3) weight; and 4) energy consumption, we propose a

novel drone platform named MPDrone. The platform

utilizes the Xilinx MPSoC Ultra96-V2 board by running

ROS [8] on its CPU and accelerating deep learning

computation with its FPGA using the PYNQ project

[9]. The board communicates with a low-level PX4 [10]

flight controller through a serial interface for mission

planning and control. Figure 1 shows the developed

drone platform. The platform is evaluated in both sim-

ulation and real-world testing environments. The source

code and documentation of this project are in [11].

The rest of the paper is structured as follows. Sec.

II illustrates the MPDrone overall system architecture.

Sec. III describes the implementation of the system

components. Sec. IV explores the experimental results

of validating the MPDrone platform in simulation and

in outdoor setups. Sec. V discusses the achieved results.

Finally, Sec. VI draws the conclusions.

II. SYSTEM ARCHITECTURE

MPDrone architecture consists of 3 main parts: 1) the

shared core; 2) the simulation; and 3) the hardware im-

plementation. The Venn diagram in Figure 2 visualizes

this concept.

Fig. 2: Diagram of system sharing

The Shared Core system contains the shared parts that

are used by both the Simulation part for functional

testing and the Hardware Implementation part for final

validation.

A. Application Flow

The high-level application flow is the same for both

simulation and hardware implementation, with the ma-

jority of the logic being contained in the core part.

Visualization of the application data flow is shown in

Figure 3.

The information flow starts from the camera feed, either

simulated or physical. If a bounding box of the target

object is found, its relative position from the image cen-

ter and its relative size to the entire image are published

in ROS. The calculation is visualized in Figure 4.

Fig. 4: Displacement from bounding box

B. Autonomous mission

A state machine is developed to control the autonomous

mission. The mission logic starts with pre-flight checks,

followed by the takeoff commands. Once airborne, a

search method is applied to find the target, and a visual

servo control method is applied to approach it. When

the target is within the distance thresholds, the vehicle

lands on it and the mission ends.

C. Interfaces

The Main node interfaces with multiple MAVROS topics

to keep track of the current state of the drone, as well

as to send commands for the control of it based on the

local frame position error data and the currently active

state in the state machine. MAVROS, a ROS node, is

used to translate and transport the messages between the

ROS system and the PX4 system using the MAVLink

protocol.

D. Control

A PID controller has been developed to calculate error

values using the bounding box position. These values

are then transformed to the drone positioning frame and

used as input for a position controller. The pixel dis-

tances used in the calculation can correspond to different

physical distances due to multiple factors e.g., camera-

object distance. The real distance is never estimated,

therefore control parameters may need to be adjusted

for each scenario.

III. IMPLEMENTATION

The simulated system runs a PX4 SITL simulation in

Gazebo. The setup includes a quadcopter equipped with

a camera and a target object in the shape of a stop



Fig. 3: Application data flow graph

sign in a lush park environment. A simulation specific

ROS node processes the camera image using OpenCV

and publishes the relative position of the highest-scoring

target class bounding box if at least one is found. The

detector setup is based on [12] and is using a YOLOv3

[13] network trained on the COCO dataset [14].

The real system consists of a drone, which is capable of

both remote-controlled and autonomous flight. The goal

is to create a system prototype, that works similarly to

the simulated version, with the least amount of modifi-

cations required to run it on the physical hardware.

A. Hardware

The drone is a custom build quadcopter utilizing the

open-source Pixhawk flight controller and the PX4

stack [15]. It is equipped with the essentials for con-

trolled flight, like motors, sensors, and communication

links. In addition to the base system, to add intelligence

for autonomous operations, a companion computer and

a USB camera are installed. A photo of the top view of

the platform is shown in Figure 1.

For remote control functionality, a FrSky Taranis

OpenTX remote controller and a pair of Holybro 433

MHz transceivers are set up. For a wireless connection

to the companion computer in the prototype setup, a

WiFi hotspot is used. The WiFi connection was used

for development and debugging purposes, however, all

the computation is performed onboard the vehicle.

B. Companion Computer

The companion computer used in the project is an

Avnet Ultra96-V2 single-board computer. The Xilinx

Ultrascale+ MPSoC powering the board includes a 4-

core CPU running at 1.2 GHz each, and a Xilinx FPGA

for computation acceleration. The processing system

(PS) and the programmable logic (PL) parts of the

system are integrated in both hardware and software,

which simplifies computational acceleration.

C. DPU PYNQ Setup

The DPU PYNQ project includes a PYNQ overlay to

be used with the DPU hardware design. The overlay

is also a wrapper around the Vitis AI [16] Runtime

(VART), which simplifies accelerating AI computations.

To use the DPU, the xmodel is needed. It contains

the network parameters including input shape, output

shape, layer configurations, and weights. The model file

can be compiled with the Vitis AI compiler following

[17] from model exports created by popular frameworks,

such as Tensorflow or Caffe. The compiler is installed on

the Vitis AI docker image, however, configuration files

for the Ultra96 boards must be sourced from elsewhere.

The DPU PYNQ project [18] contains the missing files

and helper scripts to launch the container and start the

compiler.

For the prototype, a YOLOv3 model trained on the PAS-

CAL Visual Object Classes [19] dataset was selected

from the Vitis AI model zoo. The model, trained with

Darknet, is available in the Caffe framework format from

the zoo, which is supported by the compiler. The helper

script was modified to treat the Darknet models the

same as Caffe models. A detection made by the network

accelerated by FPGA is visible on Figure 5.



Fig. 5: Accelerated object detection

IV. EXPERIMENTAL RESULTS

The system is designed to be compatible with software-

based simulation and real hardware deployment as well.

The simulation was used to safely test mission logic and

optimize parameters. The real-world test setup with a

real drone is the final validation of the entire system. The

test setup is similar in the two environments, with the

main differences being mission and control parameters

e.g, the target object and thresholds. The final system

testing is presented in the attachment video 1.

A. Simulation

In the simulation run, the drone starts a few meters away

from the Stop Sign target, as seen in Figure 6a. Once

the drone takes off, it starts flying around to random

points around the home position. When it flies above

the target, as soon as the vision system detects it, the

vehicle changes into centering, and afterward approach

mode. Finally, when the relative altitude is small enough,

the drone lands on the target and the program finishes,

as seen in Figure 6b. A quick test run, with a favorable

starting search coordinate and high threshold values,

took about 22 seconds, while an unlucky run with the

same parameters took about 71 seconds. This shows that

the search method can significantly affect the efficiency

of the application. A more sophisticated approach could

decrease mission time, however, that was not the focus

of this project.

(a) Starting placement (b) After landing

Fig. 6: Simulation start to finish

1https://youtu.be/haIMd0PNrdU

B. Outdoors Testing

For safety reasons, the drone is armed and switched to

offboard mode using the remote controller. After that,

the drone takes off and starts centering around the target

if it is in the camera view. Otherwise, it enters the search

state after a short timeout. In this testing scenario, the

target is a printed image of a boat. In a normal run,

the vehicle is seen flying to random coordinates around

its home position a few times until it finds the target.

Depending on the altitude the camera view may cover a

larger or smaller area, which affects the number of jumps

the vehicle needs to do to find the landing spot. When the

drone flies over the target it can be seen harshly reducing

its velocity from the high speed used for searching to

the low speed used for centering. Once it is hovering

above the target, it is seen slowly lowering itself while

continuing the centering, and when it is low enough to

be within the specified error threshold, it lands on the

spot. A successful test run took 27 seconds from the

moment of takeoff to the moment of landing, but the

flight time varies greatly based on the randomness of

the search and the effects of the external environment.

The drone can be seen slowly approaching the target in

Figure 7a, and stationary after a landing in Figure 7b.

(a) Approaching target (b) Landed

Fig. 7: Stages of the landing process

C. Challenges

The logic and control parameters used for centering,

approaching, and landing, are influenced by several

factors e.g., camera properties, vehicle dynamic model,

processing delay, and shape of the object. Therefore,

these parameters were tuned empirically. For example,

if there is a visible delay in switching from approaching

to centering when the vehicle drifts away from the

target, the threshold filter is too aggressive and the

parameter needs to be lowered, however, if the state

machine is rapidly switching between the two stages

without significant drift, the parameter is too low. The

simulation testing was used to discover the effects of

each parameter and find preliminary optimal values,

which may be further optimized through real-world

testing.

In the real environment, many variables affect the test

outcome. One of the main issues is the weather. On a day

with strong, direct sunlight, the camera sensor may be

overwhelmed and saturated by the light. This reduces the

detection accuracy, and, in extreme cases, it completely



breaks the detection. Low light is a problem as well,

therefore a well-lit target is crucial. Cloudy weather

can be a problem, as it reduces GPS accuracy, which

decreases the reliability of the position control and

may introduce significant drift. Finally, windy weather

strongly reduces the steadiness of the drone, which can

lead to it drifting away from the target and falling back

to the searching phase repeatedly.

D. Flight Data

In Figure 8 the X-Y position data of a successful landing

is plotted. The light blue area is in offboard mode, which

leads into the purple area denoting the landing mode,

where the companion computer hands over control for

landing.

(a) X-axis position

(b) Y-axis position

Fig. 8: Successful landing

The successive state changes of a successful flight are

plotted in Figure 9.

Fig. 9: ROS bag recording of state changes

E. Power

Using a multimeter (Rohde-Schwarz HMC8012), the

system power usage was analysed over a standard rou-

tine using both 12 V and 9 V supplies. Throughout

the routine, the first large jump in current is detected

as the booting sequence is started, which is also when

the peripherals, including the camera and the Pixhawk

controller, are powered through the USB ports of the

board. This is shortly followed by the second increase

when the system reaches its idle consumption. On the

system image used in this project, the CPU cores are

always running at the maximum frequency, which is

why no significant increase in power consumption is

detected when the ROS application is started. The next

jump happens when the DPU is loaded onto the FPGA,

and the peak is reached when all parts of the application

are online.

The system consumes around 8 Watts when ROS is

started and the peripherals are powered, and the system

power increases about 2 Watts when the FPGA acceler-

ated object detector program is activated.

Fig. 10: Electric power on the companion computer

F. Performance

During testing, the average inferencing time was 380

milliseconds per frame, and the total average time

including pre-processing and post-processing was 469

milliseconds, which is about 2.13 FPS. The detection la-

tency was low enough to achieve real-time performance,

as demonstrated in the test scenario.

V. DISCUSSIONS

The simulated environment proved useful for safely test-

ing the main application logic in the early development

stage before the system is deployed to hardware. It

is useful for testing the state machine and the control

mechanism, and it can be used to pre-optimize the pa-

rameters of the system, however, the optimal parameters

will differ in simulation and reality. As an opportunity

for improvement, it may be advantageous to create a

hardware-in-the-loop (HITL) simulation with the com-

panion computer, using the FPGA accelerated detector

in the simulated environment for a better representation

of the real system.

Some areas of potential improvement of the real sys-

tem are the accuracy, update rate, and latency of the

detection. To improve the detection accuracy, extra pre-

processing steps may be applied to the input image, like

histogram normalization on saturation and brightness.



The current pre-processing and post-processing steps

take up around 20% of the total processing time, with the

DPU processing taking up the remaining 80%. Adding

extra image processing on the CPU side is challenging

because of the extra latency it introduces in the system.

It is possible to accelerate the pre-processing steps

as explained in [20]. To further decrease latency the

inferencing part must be optimized. The model can be

optimized through custom training and pruning for the

target application. A model with a simpler structure may

also be used if sufficiently accurate, for example, Tiny-

YOLO. Finally, developing a custom accelerator for the

application would reduce the flexibility of the system,

but it can greatly increase the network performance as

demonstrated in [21].

VI. CONCLUSIONS

The system design demonstrates a distributed architec-

ture created for the autonomous control of a drone

based on live camera input. The split design introduces

the use of software simulation as a safe alternative

for preliminary verification and optimization before the

real-world test, using minimal source code deviation

to achieve the same functionality through the reuse of

shared modules.

The hardware implementation presents a description of

a working accelerated application, using the same logic

as in a simulated environment. Using the configuration

file to optimize the parameters in the shared codebase,

the implementation works with largely generic modules,

with only the accelerated vision part requiring cus-

tom work on the software side. The work successfully

demonstrates that reconfigurable FPGA acceleration is

already a possible alternative to GPU based solutions

for real-time drone applications.
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