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Abstract

Legged robots have the potential to go anywhere that their biological counterparts can go and traverse

terrain inaccessible by most wheeled robots. They can interact with harsh terrain with many obstacles

or generic physical environments designed for legged locomotion. This is because legged robots are

equipped with multiple legs that each has multiple degrees of freedom. While this redundancy creates

high adaptability and robustness to failures, it also complicates the controller design. There are, in general,

three fundamental adaptation types to be considered when designing a locomotion controller; frequency,

phase, and amplitude adaptation. The hypothesis is that a central pattern generator (CPG) based locomo

tion controller capable of all three types of adaptations will enable 1) savings in energy, 2) a general and

comprehensible controller architecture, 3) adaptive locomotion, and 4) emergent complex behaviors.

This thesis consists of five papers in which locomotion control mechanisms implementing the three funda

mental types of adaptation are presented. Together, the mechanisms fill an important gap in the research

field of locomotion control by being simple yet capable of generating complex locomotion behaviors.

Moreover, the mechanisms are expandable, which makes it possible to extend them with new behav

iors. This is especially useful in a fastgrowing field like locomotion control, where new advances are

introduced all the time.

The first four papers develop adaptive mechanisms for frequency and motor pattern adaptation. Both

mechanisms are based on a bioinspired artificial CPG. The adaptive frequency mechanism can adapt the

CPG frequency within seconds based on the robot body as well as external and internal perturbations.

Doing so enables a robot to move energyefficiently, prevent damage, and minimize tracking error. The

adaptive motor pattern mechanism can facilitate both phase and amplitude adaptation. It can learn motor

patterns within minutes based on the robot body, external perturbations, and the desired behavior. Fur

thermore, the mechanism is modular, meaning that it can be expanded with additional functionality based

on the mission at hand. Being modular also allows for the removal of modules that relies on broken or

faulty sensors. The final paper of the thesis is on the combination of the frequency and motor pattern

adaptation mechanisms. Combining them is straightforward, as both mechanisms are using a CPG as a

core component. Results show that the mechanisms complement each other, and their combination can

be seen as an essential step for further studies on adaptive locomotion control.
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Danish abstract

Gående robotter har potentialet til at kunne gå overalt, hvor deres biologiske modparter også kan gå

samt at krydse terræn utilgængeligt for de fleste robotter med hjul. De kan interagere med generiske fy

siske miljøer designet til bevægelse med ben eller groft terræn med mange forhindringer. Dette skyldes,

at gående robotter er udstyret med flere ben, der hver har mange frihedsgrader. Selvom denne redun

dans skaber høj tilpasningsevne og robusthed over for fejl, komplicerer det også kontrolmekanismens

design. Der er generelt tre grundlæggende tilpasningstyper at overveje, når man designer sådanne kon

trolmekanismer. Disse er frekvens, fase, amplitudetilpasning. Hypotesen er, at en central mønster

generator (CPG) baseret kontrolmekanisme, der er i stand til at udføre alle tre typer tilpasninger, vil

muliggøre 1) energibesparelser, 2) en generel og let forståelig kontrol arkitektur, 3) adaptiv bevægelse

og 4) komplekse bevægelsesadfærd.

Denne afhandling består af fem artikler, hvori nye kontrolmekanismer, der implementerer de tre grund

læggende former for tilpasning, er præsenteret. Tilsammen udfylder de et vigtigt hul i forskningsområdet

for bevægelseskontrol ved at være enkle og i stand til at generere kompleks bevægelsesadfærd. Desuden

er mekanismerne udvidelige, hvilket gør det muligt at udvide dem med ny adfærd. Dette er især nyttigt i

et hurtigt voksende felt som bevægelseskontrol, hvor der hele tiden introduceres nye fremskridt.

I de fire første artikler udvikles der adaptive mekanismer til frekvens og motor mønstre tilpasning. Begge

mekanismer er baseret på en bioinspireret kunstig CPG. Den adaptive frekvensmekanisme kan tilpasse

CPGfrekvensen på få sekunder baseret på robottens form samt eksterne og interne forstyrrelser. Ved at

gøre sådan, kan robotten bevæge sig energieffektivt, forhindre skader og minimere motor positions fejl.

Den adaptive motor mønster mekanisme kan udføre både fase og amplitudetilpasning. Den kan lære

motor mønstre inden for få minutter baseret på robottens form, eksterne forstyrrelser og den ønskede ad

færd. Desuden er mekanismenmodulær, hvilket betyder, at den kan udvides med yderligere funktionalitet

baseret på den aktuelle mission. At være modulær tillader også fjernelse af moduler, der er afhængige af

ødelagte eller defekte sensorer. Afhandlingens endelige artikel beskriver kombinationen af frekvens og

motor mønster tilpasningsmekanismerne. Deres kombination er ligetil, da de begge bruger en CPG som

en kernekomponent. Resultater viser, at mekanismerne supplerer hinanden, og deres kombination kan

ses som et vigtigt skridt imod yderligere undersøgelser af adaptiv bevægelseskontrol.
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Chapter 1

Introduction

1.1 Mobile robots

It no longer comes as a big surprise when seeing a vacuum robot cleaning our floors or a production line

where robots assemble various products at high speed and precision. In fact, as a society, we are becoming

increasingly accustomed to robots [1]. In recent years, especially mobile robots have made inroads into

our everyday lives, with flying drones being used as a mainstream tool in video and inspection tasks and

autonomous cars that can drive and park themself.

A mobile robot requires some form of mechanism allowing it to move from one place to another (i.e.,

locomote). Wheels are the most commonly used mechanism due to their low power consumption and

simplicity [2]. However, wheeled robots require the world to change as they are limited to continuous

paths that, in some cases, even need to be paved or flat. This significantly reduces their works area as

over 50% of the earth’s surface is inaccessible to traditional vehicles1 [3]. An alternative to wheels is

legs. For a legged robot to move, it will need legs with at least two degrees of freedom (DOFs), one

for lifting and one for swinging, but they are generally equipped with three or more to allow additional

maneuvering [4]. However, the increased DOFs comes at the price of increased power consumption and

control complexity [5, 6]. Although actively researched, legged robots are, as a result of this, yet to make

the final jump to mainstream like flying and wheeled robots.

1.1.1 Legged robots

So why use legged robots at all? One significant advantage is that no continuous path between the start

and goal position is required [2]. This is because the use of multiple DOFs in each leg allows the robot

to use discrete footholds, change heading direction without slippage, and vary body height, introducing

a damping and decoupling effect between the robot and terrain irregularities [2]. These properties enable

1Some tracked vehicles present increased mobility in difficult terrains. However, they are still not able to surpass many of
the difficulties that legged robots can [2].
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1.1. Mobile robots

Figure 1.1 – The right image shows a harsh environment with many obstacles [7] and the left image shows
an indoor environment designed for legged locomotion [8].

legged robots to interact with generic physical environments that are either designed for legged locomo

tion or harsh terrain with many obstacles (see Fig. 1.1) [6]. Therefore, the world does not have to change

to fit the legged robot, like in the case of wheeled robots that require continuous paths. Another advan

tage of legged robots is that they use the environment to move around, enabling larger payloads with less

effort compared to flying robots [1]. Finally, legged robots are very robust with regard to failures. A

failure in a wheel of a wheeled robot or a propel of a flying robot is often fatal as it results in a severe

loss of mobility [2]. However, a legged robot often presents a redundant number of legs and can, with

a suitable controller, maintain balance and continue its movement even with one or more legs damaged

[2, 9, 10, 11]. These advantages are beneficial in tasks such as surveillance, demining, inspection, rescue

missions in dangerous situations (e.g., disaster areas such as earthquakes or nuclear accidents), and plan

etary exploration where accessibility to the robot is limited [1, 2, 12]. Legged robots can, furthermore,

be used in symbiosis with humans to assist or even regain lost mobility [1]. Such robots, also known as

exoskeletons, can replace restrictive wheelchairs and thereby increase the quality of life for people with

movement impairments [1]. Finally, legged systems are nature’s common approach for locomotion on

ground [13]. Most animals are equipped with multipurpose legs, which they use for fascinating tasks

ranging from object manipulation to chasing prey at high velocities through complex terrain containing

many obstacles [4]. The possibilities of using legs are thus known, and we can draw our inspiration di

rectly from nature. As a result, research on legged locomotion may help design stateoftheart legged

robot systems as well as understand nature better.

Now that the advantages of legged robots have been motivated; it is reasonable to ask what is needed to

develop such a complex system. A legged system generally consists of two main parts; a controller and

a mechanical system, as shown in Fig. 1.2. The controller provides motor commands for the mechanical

system, which acts on the environment. This action leads to rapid mechanical feedback such as torques

in the joints. In parallel, external physical stimulation (e.g., pressure, temperature, and distance sensors)

and internal physical stimulation (e.g., joint forces, joint velocities, and joint positions) impinge on the

sensory system [14]. In the case of sensorimotor coordinated control, the controller uses sensory feedback

2



1.2. General control approaches

Figure 1.2 – The interplay of information and physical processes in legged robotic systems. The figure is
adapted from [14].

to provide new commands for the mechanical system, thus closing the loop. From Fig. 1.2, it should be

clear that the robot is embodied in the physical environment and that both the controller and mechanical

system are essential for the system to function. In fact, the intelligence of the system can be distributed

between the controller and mechanical system. When the intelligence is moved from the controller to the

mechanical system, it is called embodiment. For example, when implementing compliance in a legged

robot, one can choose to either include springs in the mechanical design of the legs [15, 16, 17] or to use

control algorithms where it is possible to control the impedance of the motors [18, 19, 20].

1.2 General control approaches

Designing locomotion control algorithms is exceptionally challenging [21, 22, 23]. From a control per

spective, legged robots are highdimensional and nonsmooth systems with many constraints (e.g., stabil

ity, joint torques, joint position, etc.) [21]. As a result, conventional control theories are often insufficient

to solve these types of problems effectively. Therefore, specialized control approaches aimed at solving

the complex problem of locomotion have to be designed [21]. Today’s locomotion control approaches

can generally be divided into two groups; modelbased and modelfree control.

1.2.1 Modelbased control

Currently, the main approach for legged locomotion control is using modelbased mathematical opti

mization, where the control problem is solved using models describing the robot or system dynamics

[24]. Such approaches includes model predictive control (MPC), wholebody quadratic programming

(QP), and trajectory optimization [24]. An example is when MPC methods use models and short predic

3



1.2. General control approaches

tive horizons to plan taskspace motions for locomotion behaviors (e.g., walking and running) [24]. QP

methods can then be used to map the taskspace motions to jointspace commands under the model and

physical constraints [24]. The more information the designer can leverage about the robot (e.g., robot;

kinematics, inertia, friction, actuation properties, etc.), the better the resulting control will be. However,

when the dimensionality of the control problem increases and disturbances from the environment affect

the system behavior, particularly in legged locomotion tasks, the system often becomes too complex to

be calculated online or even captured in a model [25]. Modelbased approaches are therefore limited in

terms of scalability to realtime solutions in complex problems [24].

One way to address this drawback is to simplify the models into conceptual models or templates that can

better facilitate online realtime computation. Example of such simplifications includes the springloaded

inverted pendulum model [26] and the lateral leg spring model [27, 28] both with various extensions and

modifications (for a detailed review see [29]). However, these models are still tedious to construct and

frequently inaccurate, causing uncertainties in the dynamics [21].

Finally, modelbased control often necessitates handtuning and testing, requiring even highly trained

engineers to spendmonths developing amodel or controller [21]. Coupled with the fact that the procedure

of modeling a system must be repeated for every new robot renders modelbased control very laborious.

To address this, some effort has been made towards datadriven model identification, or modelbased

reinforcement learning where the system model is learned, thereby eliminating the need to manually

deriving mathematical models of the system [30, 31].

1.2.2 Modelfree control

Modelfree control aims to overcome the limitations of modelbased approaches by learning controllers

directly from interacting with the environment using datadriven methods without needing a model of

the robot or system dynamics [32]. Modelfree control thereby exploits the fact that in many cases, espe

cially for artificial legged locomotion, the model needed to predict and understand the physical dynamical

system is a lot more complicated than the model needed to control the system [32]. The general idea in

modelfree control is to collect experience data from trial and error and automatically tune agent behavior

by rewarding intended outcomes and penalizing undesired ones [24]. The control system of the agent is

often implemented as artificial neural networks (ANNs) where the synaptic weights encode the control

policy and are therefore tuned during learning. Unlike modelbased control, this process is fully auto

mated and can learn control parameters that map sensory feedback to lowlevel control signals, allowing

highly agile and efficient controllers [21]. Furthermore, the training process can be done in simulation

using physics engines to quickly perform a large number of iterations without raising safety concerns or

damaging hardware [24]. The agent can, in this way, explore freely and learn policies that are difficult to

design manually and that can be executed in realtime [24]. However, compared to many modelbased

approaches, a typical drawback of modelfree approaches is that they are very sample inefficient and typ
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1.3. Bioinspired control

ically require lengthy training sessions to learn complex skills [21, 24, 33, 34, 35, 36]. Moreover, during

training, the controller may suddenly exhibit chaotic behaviors that can result in safety concerns [21].

That is also why training directly on physical systems has mainly been demonstrated on simple systems

[37, 38, 39] or in limited context [40, 41, 42].

1.3 Bioinspired control

As discussed in Sect. 1.1.1, legged robots have the advantage that their design and control can draw

inspiration from biology. However, currently the principles behind animal and human locomotion are

not fully understood. Given the gap between biological and artificial body design and control, one may,

like M. A. Sharbafi et al. [13], question to what extent biological design and control should be used for

building artificial locomotor systems. Artificial locomotor systems do not require mimicking in detail

but can significantly benefit from exploring design and control principles [13]. In fact, the current state

of engineered systems, which is very different from their biological counterparts, does in most cases not

allow mimicking [13]. For example, electrical motors, which are often used as joints in legged robots,

are far from the flexibility and performance of biological muscles [13]. As the artificial and biological

legged systems are different, biological locomotion controllers can not be directly used [13]. Instead, as

shown in Fig. 1.3, it is important to extract the logic and principles behind biological locomotion control

and apply them in engineered controller designs [13].

The level of detail and biological relevance of these principles vary significantly between studies. In one

line of research, the biological systems are thoroughly studied, and specific neural structures are exploited

in artificial neural mechanisms [25, 43, 44, 45]. Although such detailed mechanisms often come with

the cost of increased complexity, their potential is huge as the biological system they are trying to copy

has been naturally optimized for millions of years. Moreover, the outcome of these kinds of research can

often provide a better understanding of the biological system and thereby provide evidence for theories

that are currently not testable on live insects [44]. On the contrary, there are bioinspired mechanisms

where the main focus is the task to be solved and in extension; the development of highperforming

stateoftheart artificial systems [21, 33, 34]. Such research is often limited to wellknown biological

structures, and their artificial mechanisms only capture the general biological principles. For example,

most of these studies use ANN2 as the only biological structure. Thus a tradeoff between biological

plausibility, complexity, and performance exists. This tradeoff is also mentioned in [43] where the aim

is to show that a structure inspired by an insect brain can cope with classical problems instead of acting

as a new best classifier. While the work presented in this thesis is closer to the latter line of research, it

also incorporates specific bioinspired control structures such as ANNs, CPGs, and premotor networks.

2with spiking neural networks being more biologically plausible.
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1.4. Thesis overview

Figure 1.3 – Illustration of extracting essential logic behind biological systems to create biomechanics and
neural mechanisms for bioinspired robotics. The outcome can serve both biological and robotic research.
The animal images are from [46, 47, 48, 49].

1.4 Thesis overview

In this thesis, several modelfree neural locomotion control mechanisms (i.e., the orange parts of Fig. 1.2

and 1.3) are presented and, in the end, combined into one single adaptive locomotion control system. All

mechanisms are based on biological principles with the aim of creating stateoftheart robotic control

systems. As biomechanics and sensors are not the main focus, all of the presented neural mechanisms

can instead recognize and adapt to different robot bodies and environments. The neural mechanisms can,

in this way, assist in the development of biomechanics as the controller does not need to be manually

adjusted for new and unknown robots.

1.4.1 Central pattern generator

The core of all the presented control mechanisms are artificial central pattern generators (CPGs), which

is also what enables them to be combined into a single system. A biological CPG is a group of inter

connected neurons located at the spinal cord of vertebrates and in the thoracic ganglia of invertebrates

[9]. CPGs play a key role in elucidating locomotion and other rhythmic behaviors such as breathing [50,

51]. CPG networks for locomotion have been identified in many animals [52, 53, 54, 55]. However,

CPGs in humans is still an ongoing debate; some researchers propose that humans locomote using only

sensory feedback and descending signals from higher parts of the brain, while others believe that humans

locomote using CPGs like most vertebrates [56]. In [57], the authors provide compelling arguments for
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1.4. Thesis overview

the existence of CPGs in humans.

Artificial CPGs serve as one of the most important paradigms of biologically inspired locomotion [58].

That is also why, through the years, many artificial CPG models with varying complexity and biological

resemblance have been proposed. These models include conceptual biological models [59], detailed

biophysical models [60], connectionist models [61], and abstract models [62, 63]. From a robotic control

point of view, artificial CPGs can be seen as a feedforward or openloop controller producing complex

rhythmic joint signals without requiring any inputs [64]. Although some studies have shown purely

engineering control approaches that can produce complex bioinspired locomotion behaviors, such as

walking in irregular terrain with obstacles, without the use of CPG models, CPG models have improved

locomotion control for legged robots [50, 62, 65, 66, 67, 68]. The use of artificial CPGs, first of all,

provides useful ideas for the design and integration, which alsomakes the controller work in a biologically

plausible fashion [50]. Furthermore, as also described in [56], artificial CPGs present several interesting

properties as robotic locomotion controllers. They can be coupled to and entrained by a mechanical

system. They allow smoothmodulation of locomotion. They can be implemented in a distributed fashion.

Moreover, they offer a good basis for both online and offline learning algorithms. This is because CPGs

induce a strong prior on the action space of the agent, meaning fewer policy parameters and smoother

motor outputs, which are easier to realize on a real robot [69, 70].

1.4.2 Adaptation

Although CPGs can function without any feedback, the animal’s ability to modulate their movement

pattern according to sensory feedback is fundamental for coordinated stable movement and when accom

modating irregularities in the environment [54]. An example is when the upper side of a cat’s foot is

stimulated. Internal physical stimulation given by activation of the proprioceptors in the skin overlying

the foot causes the cat to flex its limb more strongly, lifting the leg higher and thereby clearing any ob

stacle in its way [71]. Therefore, in addition to the openloop control function, CPGs can receive sensory

feedback to modulate and adapt the motor commands [50, 54].

This closedloop structure with sensory feedback is likewise essential for legged robots when used in

imperfect environments, where they are especially beneficial [9]. Within the field of CPGbased control

for legged robots, there have been numerous studies on adaptive mechanisms, all with different behaviors

and responses to external stimuli (for review see [50]). Three fundamental types of adaptation for CPGs

are frequency, phase3, and amplitude4 adaptation [44, 50, 72], as also shown in Fig. 1.4. It is hypothesized

that a CPGbased locomotion controller capable of all three types of adaptations will enable 1) savings in

energy, 2) a general and comprehensible controller architecture, 3) adaptive locomotion, and 4) emergent

3The frequency and phase are typically related, as also explained in [44]. However, in this work, they are separated and do
not affect each other.

4In this work, the amplitude is considered variable for each time step. Amplitude adaptation therefore adapts the entire shape
of the output signal, unless stated otherwise.

7



1.4. Thesis overview

complex behaviors. Savings in energy allows a legged robot to extend its operating time [73] or to use a

smaller battery with less weight. A general controller architecture removes the need for laborious manual

tuning and prevents robot specific controllers [9, 32]. Instead, the controller learns to adapt to new and

unknown systems automatically. A comprehensible controller architecture will enable faster training

and ease its use as well as implementation [9, 32]. Finally, adaptive and emergent complex locomotion

behaviors are desirable attributes for any legged robot that is supposed to function in the real world, which

is both dynamic and difficult to navigate.

Figure 1.4 – Adaptive mechanisms for CPGbased locomotion control. In this work, phase and amplitude
adaptation are comprised into a motor pattern adaptation mechanism that can perform both types of adaptation.

1.4.3 Main papers

The thesis is based on five papers [74, 73, 9, 32, 75], each presented in their entirety in Chap. 2, 3, 4,

5, and 6. This section lists the five papers and summarizes the motivation and contributions of each.

Each paper is presented with a figure illustrating the developed mechanism and how the locomotion

controller gradually grows with more complexity. The main contributions of the papers are denoted by

(Cx), which are all summarized in Sect. 1.4.4 for an easy overview. Afterward, in Sect. 1.4.5, additional

papers published during the research period, but not included in the thesis, are presented shortly. Finally,

in Sect. 1.5, a variety of stateoftheart approaches are presented, discussed, and compared to the work

presented in this thesis.

Paper I
Mathias Thor and Poramate Manoonpong. ErrorBased Learning Mechanism for Fast Online

Adaptation in Robot Motor Control. IEEE Transactions on Neural Networks and Learning Sys

tems, vol. 31, no. 6, pp. 20422051, 2020. PeerReviewed Journal Paper • Impact Factor: 10.45
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Motivation

Legged robots moving at a wrongly tuned CPG frequency can lead to energyinefficient locomotion [74].

A solution to this is frequency adaptation, where the frequency is adapted based on some feedback. Within

the field of CPGbased locomotion control frequency adaptation is most often used to exploit natural

dynamics, leading to more energyefficient motion [74, 76]. Such mechanisms rely on correlationbased

learning and work by matching the CPG phase to that of a sensory feedback signal. A classic example is

when CPGbased control with frequency adaptation is used to drive a pendulum with one DOF [77, 78].

To achieve the most energyefficient control, the pendulum needs to be driven at its resonant frequency

[78]. This specific case occurs when a phase shift of π/2 exists between the applied torque and angular

position of the pendulum [78]. While it is straightforward to determine the required phase shift for a one

DOF pendulum, it is very complicated for a high DOF legged robotic system like the MOdular Robot

Framework (MORF) hexapod robot [15]. Furthermore, correlationbased learning does not account for

the tracking error between the target (i.e., CPGoutput) and actual joint movement [51, 74]. Tracking

error can occur from poor motor performance, a lack of power (e.g., the discharge curve of a power

source), a wrongly tuned CPG frequency, increased joint load, or varying robot morphologies [74]. The

consequences of tracking error are loss of precision, unwanted movement, energyinefficient locomotion,

and in the worstcase motor collapse [74]. The hypothesis of Paper I is that reduced tracking error can be

used as a simple objective function in CPG frequency adaptation for energyefficient locomotion.

Contribution

Paper I contribute with an online errorbased frequency adaptation mechanism that can perform fast and

stable adaptation of the CPG frequency (see Fig. 1.5). Using tracking error feedback, a novel learn

ing mechanism ensures that the CPG frequency matches the performance of the robotic system (C1).

Consequently, the entire trajectory or motor pattern is followed with low tracking error. In Paper I, it

is shown that the novel frequency mechanism can automatically and quickly adapt the CPG frequency

to three different simulated legged robots experiencing unexpected energy drops (all shown in Fig. 1.5)

such that the entire trajectory of the CPG can be precisely executed with low tracking and steadystate

errors [74]. As a result, the three robots can locomote more energyefficient compared to a stateofthe

art correlationbased learning mechanism. The learning mechanism used for frequency adaptation is a

novel modification of the Dual Learner (DL) [79] called Dual Integral Learner (DIL) (C2). The DIL is

advantageous in several aspects compared to both singlestate models (e.g., P, PI, and PID control) and

twostate gain specific models [74, 79, 80]. The advantages include fast and stable learning, savings in

relearning, tracking and steadystate error reduction, and spontaneous recovery of previously learned pa

rameters [74]. Moreover, the control parameters are more straightforward to tune for complex systems,

like walking robots, compared to traditional correlationbased learning since they correspond to error re

duction [74]. All of the abovedescribed advantages of the DIL for frequency adaptation are not covered
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by the existing frequency adaptation mechanisms. It is furthermore important to emphasize that the DIL

mechanism relies only on a simple objective function (i.e., tracking error feedback) rather than multiple

complex objective functions and a system kinematics or dynamic model [74].

Figure 1.5 – A CPG equipped with the Dual Integral Learner (DIL) for frequency adaptation. The DIL uses
tracking error between target and actual motor position as input and outputs a new CPG frequency. The
controller was tested on three simulated legged robots, each with different morphologies.

Paper II

Mathias Thor and Poramate Manoonpong. A Fast Online Frequency Adaptation Mechanism for

CPGBased Robot Motion Control. IEEE Robotics and Automation Letters, vol. 4, no. 4, pp.

33243331, 2019. PeerReviewed Journal Paper • Impact Factor: 3.74

Motivation

In Paper I, it was demonstrated that it is possible to apply an errorbased frequency adaptation mechanism

to three simulated legged robots with different morphologies. The motivation for the work in Paper II is

to investigate how the mechanism works on a real physical legged hexapod robot (MORF) and how well

it generalizes to a compliant robotic manipulator (GummiArm)5. The hypothesis of Paper II is that the

errorbased frequency adaptation mechanism can generalize to these systems and that it likewise result

in energyefficient and accurate movements.

Contribution

Paper II contributes with applying the errorbased frequency adaptationmechanism to the physicalMORF

robot (shown in Fig. 1.6). Results show that the DIL mechanism successfully and automatically can

generate a proper walking frequency for energyefficient locomotion with respect to the robot body, as

well as being able to quickly adapt the frequency online within a few seconds to deal with external

perturbations such as leg blocking and a variation in electrical power (C3) [73]. Being able to deal with
5Note that Paper II does not directly refer to Paper I due to a long review process.
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external perturbations goes beyondwhat was initially hypothesized, as the simulated experiments in Paper

I only demonstrated energyefficient and accurate movement. These important features allow a hexapod

robot to be more robust and also extend its operating time [73]. Finally, the generality of the mechanism

was shown by successfully applying it as a new control method for a compliant robotic manipulator (C4)

(shown in Fig. 1.6). Like in the case of MORF, the DIL mechanism can automatically generate a proper

movement frequency for the robotic manipulator with respect to its morphology, as well as being able

to quickly adapt the frequency online within a few seconds to deal with external perturbations such as

a person standing in the way of the manipulator. This behavior can prevent damage to the manipulator

itself and to any workers working around the robotic arm [73].

Figure 1.6 – A CPG equipped with the DIL for frequency adaptation. The DIL uses tracking error between
target and actual motor position as input and outputs a new CPG frequency. The controller was tested on two
real physical robots; a hexapod robot (MORF) and a compliant robotic manipulator (GummiArm).

Paper III

Mathias Thor Tomas Kulvicius, and PoramateManoonpong. Generic Neural Locomotion Control

Framework for Legged Robots. IEEE Transactions on Neural Networks and Learning Systems,

2020. PeerReviewed Journal Paper • Impact Factor: 10.45

Motivation

Developing a locomotion controller for legged robots is, as mentioned in the introduction, a challenging

task. While one robot requires a particular set of motor patterns, another might need different ones

[9]. Furthermore, the fact that legged robots are often complex systems with many DOFs means that

manual tuning of motor patterns to achieve good performance is extremely laborious and challenging

[9]. Therefore, the motivation is to use an automated learning approach where the legged robot can

learn motor patterns from interacting with the environment [9]. However, today’s modelfree locomotion

control approaches with motor pattern learning are problematic since they either rely on imitation learning
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for simple control without optimization [81, 82] or learning where the neural control is either too simple

[10, 23] or too complex [9, 21, 34]. A controller that is too simple does not enable complex motor

patterns to be learned, while a too complex controller that relies on large ANNs suffers from slow learning

[9]. Moreover, complex controllers can be hard to analyze and extend with additional behaviors. The

hypothesis of Paper III is that a simple and scalable CPGbased locomotion framework can be used for

automatic and fast locomotion generation and that the encoding of the network can be related to the

morphology of the robots.

Contribution

Paper III contributes with a comprehensible, generic, and flexible/scalable neural locomotion control

framework for motor pattern adaptation (C5) (shown in Fig. 1.7). The framework consists of a CPG

RBF network, comprising a CPG and a radial basis function (RBF) network, and a black box optimiza

tion technique for learning the weights of the CPGRBF network [9]. This research demonstrates that the

CPGRBF network can be used for complex locomotion generation on three robots with different mor

phologies (shown in Fig. 1.7). Furthermore, results show that the CPGRBF network encoding is related

to the robot morphologies (C6) and demonstrate that the learned controller can be deployed directly on a

physical robot. Finally, preliminary results show that it is possible to integrate sensory feedback into the

CPGRBF network in a modular way, which is explored further in Paper IV.

Figure 1.7 – A CPG combined with a RBF layer for motor pattern adaptation. The RBF layer can reshape
the otherwise fixed waveshaped CPG output. The CPGRBF network was tested on three simulated legged
robots; two hexapod robots (MORF and the dungbeetleinspired Alpha robot) and a quadruped robot (Laik
ago). The controller was furthermore tested on a physical version of MORF.
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Paper IV

Mathias Thor and Poramate Manoonpong. Versatile modular neural locomotion control with fast

learning. Preprint at arXiv:2107.07844, 2021. Submitted to a peer reviewed journal.

Motivation

In Paper III, the CPGRBF network was mainly used to learn straight forward walking without any sen

sory feedback. However, as mentioned earlier, online motor pattern adaptation based on sensory in

formation is essential when accommodating irregularities, such as obstacles and uneven terrain, in the

environment [32]. Motivated by this, the work in Paper IV expands the CPGRBF network from Paper

III with sensorimotor integration in a modular way such that the motor pattern can be adapted online.

The hypothesis of Paper IV is that the framework from Paper III is expandable and that the inclusion of

sensorimotor integration modules will lead to more versatile behaviors.

Contribution

Paper IV contributes with bioinspired closedloop subbehavior modules that can be added in parallel

with the CPGRBF network (C7) (shown in Fig. 1.8). These modules integrate sensory information,

which is used to modulate the motor pattern output of the CPGRBF network online. The advantage

of this modular setup is that the subbehavior modules can be quickly learned independently of each

other using simple to design objective functions and learning environments [32]. In fact, the robot can

learn new and forget modules without destroying existing ones, which is often a problem of ANNs [21,

24, 33, 34, 35, 36]. Thus, the ability to traverse complex environments is considered as multiple sub

behaviors that are combined and used when needed [32]. In this work, nine different motor patterns or

modules were learned for a hexapod robot (MORF). Specifically, the robot learned a base motor pattern

of the CPGRBF network like in Paper III, a module for directional locomotion, a module for obstacle

negotiation, a module for body posture stabilization, a module for locomotion on pipes, a module for

locomotion vertically between twowalls, amodule for locomotion over and under obstacles, and amodule

for locomotion in narrow spaces. In the end, the learned modules are all combined and used for traversing

a complex environment in simulation. A combination of the base controller and modules is furthermore

tested on the physical robot. Compared to stateoftheart locomotion controllers, this approach reduces

the learning time and simplifies the control.
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Figure 1.8 – The CPGRBF network with closedloop subbehavior modules in parallel. The parallel modules
(comprising a single neuron (B1−3)) can online modulate the motor pattern output based on sensory feedback
(S1−3) for various behaviors. The controller enables a hexapod robot to walk straight, climb stairs, steer, do
body posture control, locomote on pipes, locomote vertically between two walls, locomote under and over
obstacles, and locomote in narrow spaces.

Paper V

Mathias Thor, Beck Strohmer, and Poramate Manoonpong. Locomotion control with frequency

and motor pattern adaptation. Submitted to a peer reviewed journal.

Motivation

In the abovedescribed papers, CPGbased adaptation mechanisms for frequency and motor pattern adap

tation have been presented. As in many other works, these papers investigate a specific type of adaptation

but do not combine themwith other ones [75]. Therefore, themechanisms stay at a conceptual level where

a single adaption is shown without putting it into a bigger picture and investigating the coupling effect

between methods [75]. The motivation behind Paper V is to investigate if the adaptation mechanisms can

be combined and appropriately exploited. The hypothesis is that by combining the frequency and motor

pattern adaptation mechanisms, the locomotion behaviors of legged robots will be enhanced and more

efficient like their biological counterparts.
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Contribution

To investigate the aboveproposed hypothesis, Paper V contributes with a CPGbased locomotion con

troller that combines the stateoftheart CPGbased adaptation mechanisms for frequency and motor

pattern adaptation as presented in Paper I, Paper II, Paper III, and Paper IV (C8) (shown in Fig. 1.9).

Results show that the two adaptation mechanisms complement each other well, as the DIL slows down

the frequency when the motor pattern is adapted online for complex behaviors [75]. The robot can, in this

way, perform the motor patterns with low tracking error and high energy efficiency (C9) [75]. Reducing

the frequency when performing complex motor patterns based on sensory information is also, to some

extend, observed in real animals [75].

Figure 1.9 – A CPGbased locomotion controller that combines the DIL with the CPGRBF network for
frequency and motor pattern adaptation. The controller enables a hexapod robot to walk straight, climb stairs,
and steer while online adapting the frequency for low tracking error and energyefficient locomotion.

1.4.4 List of contributions

The main contributions of the papers mentioned in Sect. 1.4.3 are summarized below.

C1. Produced evidence for the hypothesis that reduced tracking error can be used as a simple objective

function in CPG frequency adaptation for energyefficient locomotion.

C2. Developed a novel errorbased learner (DIL) with fast and stable learning, savings in relearning,

tracking and steadystate error reduction, and spontaneous recovery of previously learned parameters.

C3. Produced evidence for the hypothesis that the frequency adaptation mechanism can be used on

a physical hexapod robot for energyefficient locomotion. Furthermore, experiments showed that the
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mechanism can adapt within a few seconds to prevent leg damage and be able to deal with a variation in

electrical power.

C4. Produced evidence for the hypothesis that the frequency adaptation can generalize to a physical

compliant manipulator arm (GummiArm) to realize safe humanrobot interaction.

C5. Produced evidence for the hypothesis that a simple, generic, and flexible/scalable CPGbased loco

motion control framework can be used for fast and complex motor pattern adaptation.

C6. Produced evidence for the hypothesis that the controller encoding can be related to the robot mor

phology.

C7. Produced evidence for the hypothesis that the framework from Paper III can be expanded with sub

behavior modules that integrate sensory information for more versatile locomotion behaviors.

C8. Developed a generic, adaptive, scalable neural control architecture for advanced motor control of

limped robots.

C9. Produced evidence for the hypothesis that the combination of the frequency (Paper III) and motor

pattern adaptation mechanism (Paper IIIIV) leads to enhanced and efficient locomotion behaviors.

1.4.5 Additional papers

The following summarizes additional published papers that do not form the basis of the thesis. This is

because the papers are either based on work from previous studies or of fellow researchers.

Paper A1

Mathias Thor, Theis StrømHansen, Leon B. Larsen, Alexander Kovalev, Stanislav N. Gorb,

Emily Baird, and Poramate Manoonpong. A dung beetleinspired robotic model and its dis

tributed sensordriven control for walking and ball rolling. Artificial Life and Robotics, 2018.

PeerReviewed Journal Paper

Although written and published during the Ph.D. period, this paper is based on work from my bachelor

thesis.

The motivation for this work was to investigate how the morphological design of a robot affects its

locomotion performance. A typical approach when designing a bioinspired robot is to simplify the

animal model and to enhance the functionality of interest [83]. However, a preferable design solution is

instead to employ the embodied multifunctional capabilities of the animal as an inspiration for the robot

design [83]. In this work, we presented a method for translating the kinematic chain of a dungbeetle

and compared this accurate kinematic model to a simplified one [83]. For comparing the two models,

we developed a distributed sensordriven controller that can generate walking and ball rolling behaviors.
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Results showed that the accurate model was both able to walk faster and to be multifunctional as it could

roll the ball, which the simplified model could not [83].

Paper A2

Binggwong Leung, Mathias Thor, and Poramate Manoonpong. Modular neural control for bio

inspired walking and ball rolling of a dung beetlelike robot. ALife, 2018. PeerReviewedConference

Paper

My role in this project was to provide prior knowledge on the subject (i.e., cosupervise) and feedback

on the manuscript.

The motivation for this work was to expand on the controller from Paper A1. In Paper A1, the controller

was implemented as a finite state machine. In this work, the controller is implemented in neural modules

that, when combined, can achieve different motor patterns for four different actions; forward walking,

backward walking, levelground ball rolling, and slopedground ball rolling [84]. All four actions can

be activated by four input neurons. Results show that the accurate dungbeetle robot from Paper A1 can

robustly perform all four actions with an average forward speed of 0.058 cm/s, the ability to roll a large

ball (about three times the robot’s body height), and roll a ball up slope angles (up to 25 degrees) [84].

Both Paper A1 and Paper A2 motivated the need for automated controller designs as presented in Paper

IIIIVwhere the locomotion behaviors are learnedwithout the need for handtuning andmanually designs.

Paper A3

Mathias Thor, Jørgen Christian Larsen, and Poramate Manoonpong. MORF  Modular Robot

Framework. In The 2nd International Youth Conference of Bionic Engineering (IYCBE), pp.

2123, 2018. PeerReviewed Conference Abstract • Best Student Paper Award

Although written and published during the Ph.D. period, this abstract paper is based on work from my

master thesis [4].

The motivation for this work was to develop a modular robot framework (MORF) that can function as a

platform or testbed for research on legged locomotion control. MORF is easy to use such that the user

can focus on the locomotion controller instead of the hardware [15]. The design uses stateoftheart

components for high performance as well as kinematics inspired by nature [15]. In addition, MORF

is modular and can, as a result, be reconfigured (e.g., into a quadruped) and extended with new parts.

Finally, MORF includes software and a digital copy in simulation as well as hardware interface methods

based on the Robot Operating System (ROS) [15].
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Paper A4

Matheshwaran Pitchai, Xiaofeng Xiong, Mathias Thor, Peter Billeschou, Peter Lukas Mailänder,

Binggwong Leung, Tomas Kulvicius, and Poramate Manoonpong. CPG Driven RBF Network

Control with Reinforcement Learning for Gait Optimization of a Dung BeetleLike Robot. The

28th International Conference on Artificial Neural Networks – ICANN, 2019. PeerReviewed Con

ference Paper

My role in this project was as a cosupervisor. I contributed to the control structure, experiments, data

analysis, and manuscript.

This paper introduces the CPGRBF network and applies it to a dungbeetle robot for motor pattern adap

tation with regards to walking speed and energy efficiency [85]. It serves as a pilot study for both Paper

III and Paper IV, where the CPGRBF network is significantly elaborated. For example, in Paper III it is

demonstrated that the CPGRBF network can also be applied to three robots with different morphologies.

Paper III also elaborates on the scalability of the controller, since not only can it be implemented as a

central controller for all legs of a robot, but also in a decentralized way to control individual legs or a pair

of legs [9]. Finally, in Paper IV, it is shown that sensory feedback can be integrated into the controller

such that the robot can adapt the motor pattern online to the environment.

Paper A5

Florentijn Degroote, Mathias Thor, Jevgeni Ignasov, Jørgen Christian Larsen, Emilia Motoasca,

and Poramate Manoonpong. Adaptive Neural Control for Efficient Rhythmic Movement Gener

ation and Online Frequency Adaptation of a Compliant Robot Arm. In the 27th International

Conference on Neural Information Processing, 2020. PeerReviewed Conference Paper

My role in this project was as a cosupervisor. I contributed to the control structure, implementation,

experiments, data analysis, and manuscript.

The motivation for this work was to show the capabilities of the DIL mechanism for frequency adaptation

when applied to the compliant robotic manipulator called GummiArm. It goes beyond the work in Paper I

by demonstrating that the GummiArm with the DIL mechanism can deal with different joint stiffnesses,

work against elastic loads, and interact safely with humans [86].
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1.5 Related works

Each of the main papers starts with reviewing stateoftheart and placing the contributions in the overall

context. This section is meant as an additional resource, comparing the developed locomotion controllers

to existing approaches. The following highlights locomotion control approaches that, similar to the de

veloped controllers, are modelfree and implemented as neural structures.

There exists a variety of successfulmodelfree locomotion controllers using deep neural networks (DNNs)

and reinforcement learning [21, 35]. In [33] the authors present a novel method for training a locomotion

control policy in simulation and subsequently transferring it to the physical stateoftheart quadruped

robot ANYmal [87]. The simulation uses a learned dynamic model of the motors, as presented in [21], to

ease the simulation to reality transfer and speed up the simulation. For learning the locomotion control

policy, they use an approach called learning by cheating [88] consisting of two learning steps. First, they

train a teacher policy that receives privileged information such as exact contact states, contact forces,

terrain profile, and friction coefficients using reinforcement learning [33]. Secondly, they train a student

policy that only perceives the preoperative sensor feedback to imitate the teacher policy. During the

student and teacher policy training, the terrain complexity increases to prevent overfitting to the more

accessible terrains. With the ability to learn a robust locomotion policy for various complex terrains,

the research contributes significantly to the field of modelfree locomotion control. However, the two

step learning method and the use of a DNN make the controller hard to comprehend and slow to train.

The complex nature of the network also complicates the process of handling sensory failures, as sensory

information is deeply embedded into the network. Moreover, the learned locomotion policy network

modulates motion primitives via kinematic residuals to stabilize training. Modelbased work in the form

of inverse kinematics is thus needed. Finally, although the locomotion policy can follow a userspecified

walking frequency, it is not automatically adapted as in Paper V. A recent and similar approach to [33]

is presented in [89]. In this work, they also use the learning by cheating approach to train a locomo

tion policy encoded in a hard to comprehend DNN for walking in different environments. However,

instead of learning to imitate a teacher policy, an adaptation module is learned with the purpose of map

ping less privileged input information to a policy initially learned with privileged information. They

furthermore do not use any modelbased approach such as kinematic residuals or motor models for the

simulation. Another and more modular locomotion control architecture called multiexpert learning ar

chitecture (MELA) is presented in [24]. As also explained in Paper IV, theMELA is comprised of several

expert DNNs, each with specific motor behavior, and a gating neural network (GNN) that fuses the expert

networks into a versatile and adaptive DNN. The MELA also uses a twostage learning approach. Firstly,

the expert network modules are trained on specific tasks, and secondly, all expert modules are cotrained

with the GNN that learns how to blend the output of the experts for various tasks. Compared to [33] that

uses a single DNN, the MELA is more explainable and biologically plausible. However, the modules of

the MELA (experts and GNN) still use complex DNNs and a twostage learning approach that suffers
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from slow learning. Finally, experts cannot be removed or added online due to the GNN, and they all

tightly integrate sensory feedback making the architecture prone to sensory failures and difficult to ex

pand with new behaviors. In [69] the authors propose a similar locomotion controller but for a hexapod

robot. This controller is comprised of two components. The first part consists of several reactive expert

policies encoded in DNNs that are trained independently in individual complex terrains. The second is

a multiplexer policy encoded in a recurrent neural network (RNN) that classifies the current terrain and

selects the appropriate expert policies. As with [24], this controller suffers from hard to comprehend

DNNs, slow learning, and the multiplexer policy needs to be retrained if additional expert policies are to

be added.

Another group of locomotion control approaches is based on artificial CPGs. These controllers tend to be

closer to the solution provided by nature as well as simpler and easier to comprehend compared to DNNs

[23, 90]. In [70] the authors propose a 3D twolayer artificial CPG network for locomotion control. The

first layer is responsible for generating several basic locomotion patterns. It is configured in a manual and

modelbased way using robot kinematics and the Hopf oscillators as CPGs. The second layer controls the

limb behaviors and adapts them to the environment. The second layer is contrary to the first layer model

free as it is learned using reinforcement learning. The proposed CPG network constrains the robot’s

locomotion, which reduces the search space and accelerates learning. It furthermore produces smooth

joint commands, which are easier to be realized on the real robot when compared to [21, 24, 33]. Although

partly modelfree, the control approach still suffers from the drawbacks of modelbased methods. It

requires a kinematic/dynamic model of the hexapod robot and manual tuning of the CPG parameters.

Furthermore, only the amplitude and the phase difference between hip and knee joints are learned and

adapted by the second layer. This significantly reduces the complexity of the locomotion behavior that

can be learned. In [25] the authors present a bioinspired CPGbased control architecture for quadruped

robotic locomotion, which explores the collaboration of evolution and adaptation. The evolution part

is used for learning the CPG parameters or motor patterns. The adaptation part is learned online and

used for adapting the motor patterns with regard to join position errors. The control approach is greatly

inspired by biology and neurophysiological evidences, with both the evolution and adaptation component

being observable in real animals. The results show that it is possible to learn locomotion patterns for a

quadruped robot using the bioinspired approach and that it is an advantage to perform the evolution

and adaptation components in parallel. However, from a locomotion performance perspective, results

are limited. The control is only applied to the four hip joints, and the learned motor patterns are limited

by what can be produced by a CPG without postprocessing. In [11], the authors present a CPGbased

locomotion controller which includes sensorimotor coordination and demonstrates its implementation on

a quadruped robot to show how efficient integration of motor and sensory feedback can generate dynamic

behaviors. The synaptic weights of the controller are learned for five different desired gait patterns and

for handling leg malfunctions using the singleobjective evolutionary algorithm [11]. The learned gaits
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can be changed smoothly from one to another by modulating the locomotion speed. Furthermore, the

controller can be used in rough terrain where force feedback is used to influence the gait pattern. The

results are promising and show that the controller works both in simulation and on a physical robot.

However, the leg malfunction compensation behavior only works when a single leg turns stiff in a straight

downwards configuration so that it can continue to support the body. Furthermore, it takes a long time to

learn the controller in simulation (11.9 days of simulated time6), which does not match the significance

of the learned behaviors. Finally, like in [25], the shape of the motor patterns is fixed to what can be

produced by the CPG, limiting the adaptability of the approach. In Paper III it is, for example, shown

that motor pattern adaptation can be used for leg malfunction compensation even when the injured leg

does not continue to support the robot.

A third group of research aims at training the locomotion controller directly in the real world [38, 39,

91]. In [92], the authors demonstrate a learning framework that can learn basic locomotion behaviors

(e.g., directional locomotion) for a broad spectrum of legged robots, such as bipeds, tripods, quadrupeds,

and hexapods. The approach is mainly demonstrated in simulation but also with a physical quadruped

robot learning directly in the real world. The learning framework uses offpolicy actorcritic learning

with both the actor (i.e., policy) and critic implemented as DNNs. The approach is sampleefficient, and

results show that a hexapod robot7 can learn directional locomotion in approx. 4.6 hours of learning

time. However, the learned behaviors lack complexity, and the locomotion policy is not learned with a

significant speed that matches the simplicity. Furthermore, the policy is encoded in hard to comprehend

DNNs. In [41], the authors present a hierarchical learning framework that is also sampleefficient and

can be used directly on a physical hexapod to learn a directional locomotion controller. Their approach

is divided into two; a modelfree part for learning primitive skills using a Soft ActorCritic algorithm

and a modelbased part for planning to sequence these skills using MPC. Specifically, the modelfree

part learns a library of primitive action policies that encode lowlevel controllers for turning left, turning

right, moving forwards, and standing still [41]. The modelbased part (acting as highlevel control) uses

a learned lookup table as a model for predicting the dynamics of applying the primitive action in order

to optimize a sequence of actions needed to reach a goal [41]. The modelfree lowlevel policies are

implemented both as ANNs and as sine wave functions for each joint (each with learnable phase, offset,

and amplitude). Only the sine wave implementation was successful in training directly in the real world.

This significantly reduces the complexity of motor patterns as the shape (besides the overall amplitude)

cannot be learned. Moreover, like in [92], the learned behaviors are relatively simple, and learning is

slow, although the sine wave implementation only has 54 learnable parameters.

Table 1.1 shows an overview of the capabilities of the existing locomotion controllers, including those

reviewed above and those presented in this thesis. Keep in mind that comparing locomotion behaviors

and controllers is difficult, as also discussed in Chap. 7. Thus, table 1.1 should not be seen as a direct
6Simulated time is the time spent in simulation which is independent of the CPU.
7The Dasiy 6 hexapod robot.
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comparison but rather as a summary of the different locomotion control approaches.

As can be seen from the table, a gap in the literature exists. This is filled by the control mechanisms

presented in this thesis which can be thought of as a solution that lies between the ones using DNNs and

CPGs. Compared to DNN implementations, the presented mechanisms are more simplistic (i.e., consists

of a single hidden layer with few parameters) and consequently train faster. However, they are still capable

of producing complex locomotion behaviors, which many of the related CPGbased controllers are not.

Moreover, although not applied for training directly in the real world, the mechanisms show promising

results in terms of learning times comparable to or faster than existing works on learning directly in the

real world. Finally, the controllers in Paper III, IV, and V are expandable without requiring relearning.

This both provides resilience to sensor faults as control modules relying on faulty sensors can be removed

online, and it further makes it possible to extend the mechanism online with new modules. In fact, the

abovedescribed literature gap is filled by addressing the previously states hypothesis that a CPGbased

locomotion controller capable of frequency, phase, and amplitude adaptation will enable 1) savings in

energy, 2) a general and comprehensible controller architecture, 3) adaptive locomotion, and 4) emergent

complex behaviors.
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Method Learned
behaviors

Uses
Simulation

Learned
parameters

Experience
learning time

Uses
model

Can be
expanded

Uses
CPG

Robot
Platform DOFs

[21]
Hwangbo et al.

Directional walk
in complex terrain
and fall recovery

Yes, but also
tested on real >1.000.000

9 days
+ 79 days for
fall recovery

No Retraining
required No ANYmal

quadruped 12

[24]
Yang et al.

Directional walk
in complex terrain
and fall recovery

Yes, but also
tested on real >1.000.000 2.5 days No Retraining

required No JueYing
quadruped 12

[33]
Lee et al.

Directional walk
in complex terrain

Yes, but also
tested on real >1.000.000 N/A

16h real time
Yes Retraining

required No ANYmal
quadruped 12

[89]
Kumar et al.

Directional walk
in complex terrain

Yes, but also
tested on real >1.000.000 1 year

27h real time
No Retraining

required No A1 robot
quadruped 12

[69]
Azayev et al.

Direction walk
in complex terrain Yes >1.000.000 N/A

36h real time
No Retraining

required No Mark II hexapod 18

[35]
Schilling et al.

Straight walk Yes >1.000.000 N/A No Retraining
required No Phantom X

hexapod 18

[70]
Ouyang et al.

Straight walk Yes, but also
tested on real 2 6 hours Yes Retraining

required Yes Prototype hexapod 18

[11]
Saputra et al.

Straight walk in
complex terrain and
leg injury recovery

Yes, but also
tested on real 39 11.9 days No Retraining

required Yes AQuRov3
quadruped 8

[23]
Oliveira et al.

Straight walk Yes 7 5 hours No Retraining
required Yes AIBO ERS7

quadruped 8

[25]
Massi et al.

Straight walk Yes 17 5.3 hours No Retraining
required Yes Fable quadruped 4

[92]
Hafner et al.

Directional walk
and leg lifting

Yes, but also
trained on real >1.000.000 4.6 hours

For the hexapod
No Retraining

required No HEBI robots
26 legs

12
18

[41]
Tianyu et al.

Directional walk Yes, but also
trained on real 54 2 hours No Retraining

required No HEBI Daisy
hexapod 18

[39]
Marjaninejad et al.

2D walking on a
treadmill

No, only
trained on real 10 13 min No Retraining

required No Single tendon
driven leg 3

Paper III Straight walk and
leg injury recovery

Yes, but also
tested on real 60 13 minutes

Indirect encoding
No Yes Yes

MORF hexapod
Laikago quadruped
Alpha hexapod

18
12
18

Paper IV

Nine behaviors:
Straight walk
Directional walk
Obstacle negotiation
Bodyposture control
Low body walk
High body walk
Narrow body walk
Wall climbing
Pipe climbing

Yes, but also
tested on real 540 3.5 hours No Yes Yes MORF hexapod 18

Paper V
(Paper I, II, III, IV)

Frequency adaptation
and three behaviors:
Straight walk
Directional walk
Obstacle negotiation

Yes 240 1 hour No Yes Yes MORF hexapod 18

Table 1.1 – Summary of locomotion control approaches. The experience learning time is the time the robot
spends in the learning environment (in simulation, this is also called simulated time, and it is independent
of the CPU). In contrast, realtime is the time used by the computer and learning algorithm. Note that the
experience learning time is either reported by the authors or calculated based on reward plots and step size.
The DOFs column only includes the number of DOFs that are controlled by the respective controller.
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Error-based Learning Mechanism for Fast Online
Adaptation in Robot Motor Control

Mathias Thor and Poramate Manoonpong

Abstract—Existing state-of-the-art frequency adaptation mech-
anisms of central pattern generators (CPGs) for robot locomotion
control typically rely on correlation-based learning. They do
not account for the tracking error that may occur between
the actual system motion and CPG output, leading to loss of
precision, unwanted movement, inefficient energy locomotion,
and in the worst cases, motor collapse. To overcome this
problem, we developed online error-based learning for frequency
adaptation of CPGs. The learning mechanism used for error
reduction is a novel modification of the Dual Learner (DL)
called Dual Integral Learner (DIL). As well as being able to
reduce tracking and steady-state errors, it can also perform
fast and stable learning, adapting the CPG frequency to match
the performance of robotic systems. Control parameters of the
DIL are more straightforward for complex systems (like walking
robots), compared to traditional correlation-based learning, since
they correspond to error reduction. Due to its embedded memory,
the DIL can relearn quickly and recover spontaneously from
previously learned parameters. All these features are not covered
by existing frequency adaptation mechanisms. We integrated the
DIL into a neural CPG-based motor control system for use on
different legged robots with various morphologies for evaluation.
The results show that: 1) the DIL does not require precise
adjustment of its parameters to fit specific robots, and 2) the
DIL can automatically and quickly adapt the CPG frequency
to the robots such that the entire trajectory of the CPG can be
precisely followed with very low tracking and steady-state errors.
Consequently, the robots can perform the desired movements
with more energy-efficient locomotion compared to the state-of-
the-art correlation-based learning mechanism called Frequency
Adaptation Through Fast Dynamical Coupling (AFDC). In the
future, the proposed error-based learning mechanism for fast
online adaptation in robot motor control can be used as a basis for
trajectory optimization, universal controllers, and other studies
concerning the change of intrinsic or extrinsic parameters.

Index Terms—Central pattern generator, Adaptive oscillator,
Locomotion, Energy efficiency, Frequency adaptation, Rhythmic
task, Tracking error

I. INTRODUCTION

CENTRAL pattern generators (CPGs) play a crucial role
in the control of animal locomotion. A CPG is a group

of interconnected neurons that can be activated to generate a
motor pattern without the requirement of sensory feedback (for
reviews see [1], [2]). As described in [1], various CPG models
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with different levels of complexity have been proposed; a
conceptual biological model called the half-center model [3],
detailed biophysical models [4], connectionist models [5], and
abstract models [1], [2].

Most biophysical models use Hodgkin-Huxley neurons [4]
to investigate the problem of rhythmogenesis, i.e., the gener-
ation of rhythmic activity in small neural circuits as well as
in the pacemaker properties of single neurons. Connectionist
models use simplified neuron models [5], like leaky-integrator
neurons or integrate-and-fire neurons, to investigate how a
rhythmic activity is generated by network properties, and how
different oscillatory neural circuits become synchronized via
interneuron connections for limb coordination.

In the domain of robot control, most research has employed
abstract models, using coupled oscillators to generate basic
periodic patterns of movement. Commonly-used abstract CPG
models include the Van der Pol oscillator [6], Matsuoka
oscillator [7], and SO(2) or two-neuron oscillator [8]. Most of
these CPGs can only generate periodic patterns. Although none
of the abstract models require an external input or sensory
feedback to produce basic rhythmic activity, they need sensory
feedback to adapt their frequency, phase, and amplitude for
efficient motor control. For this reason, different adaptation
techniques have been developed.

Amplitude adaptation is used for scaling a system’s move-
ment, which for a legged robot could facilitate turning and
leg lifting behaviors [9]. Turning behaviors often rely on ex-
teroceptive feedback e.g., from foot contact and vision, while
leg levitation behaviors often rely on proprioceptive feedback
e.g., from joint angles and force. Other approaches include
robotic arms that must learn the frequency and amplitude of
an external force applied to their effectors [10].

Phase adaptation is often used to generate self-organized lo-
comotion (i.e., joint/leg synchronization). For instance, Owaki
et al. [11], Tao et al. [12], and Arena et al. [13] presented
approaches to control the legs of a quadruped robot based on
decoupled simple CPGs with continuous phase modulation.
Instead of predefining the CPG phase relationships, they
modulated the CPG phases with respect to the leg load sensing.
This resulted in flexibility and adaptability for dealing with
changes in weight distribution and locomotion speed.

Frequency adaptation, which is the focus of this study,
is most often used to exploit the natural dynamics which
may lead to more energy-efficient motion [14]. Typically, the
joint angle and foot contact feedback is used to entrain the
frequency of a CPG. If the feedback entrains the CPG and it
adapts only temporarily (i.e., the feedback has only a short
term, transient effect), it is called a reactive CPG [15]. In
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this case, if the feedback is switched off, the CPG system
immediately returns to its intrinsic dynamics. The reactive
CPG, therefore, has no memory of the input and cannot sustain
a lasting change to the dynamics. To maintain its effect even
when the feedback has been removed, Righetti et al. [16]
introduced a frequency adaptation schema which modifies the
intrinsic frequency of a CPG permanently. A CPG with this
schema is commonly referred to as an adaptive frequency
oscillator (AFO). However, a classical AFO with constant
feedback strength requires a relatively long adaptation time.
To obtain fast and precise adaptations, Nachstedt et al. [17]
proposed novel frequency adaptation through fast dynamical
coupling (AFDC). This mechanism is based on dynamically
adapting the coupling strength of sensory feedback to a CPG.

The above-mentioned frequency adaptation mechanisms all
rely on correlation-based learning and work by matching the
phase of the CPG to that of a sensory feedback signal. An
example is when a correlation-based learning mechanism (like
AFO or AFDC) is used to drive a simple system with one
degree of freedom, such as a pendulum system using a CPG
[18], [19]. The most energy-efficient control is achieved if
the pendulum is driven at its resonant frequency given by a
phase shift of π/2 between the applied torque and angular
position of the pendulum. By using the angular position as
sensory feedback, the correlation-based learning mechanism
can be configured to obtain a phase shift of π/2 between the
sensory feedback and the CPG driving the system.

While it is easy to determine the desired phase shift be-
tween CPG and sensory feedback signals for a mathematical
pendulum and other simple systems, this is not the case
for complex systems with many degrees of freedom [20],
[21], [22], [23], [24]. In this case, the phase shift has to
be determined experimentally since no intuitive relationship
exists between the desired phase shift and energy-efficient
movement. Furthermore, correlation-based learning does not
account for the tracking error that may be present between the
CPG output and actual system movement. Such an error could
occur from poor motor performance, a lack of power (e.g.,
the discharge curve of a power source), a wrongly tuned CPG
frequency, increased joint load, or varying robot morphologies.
The consequences of such an error include loss of precision,
unwanted movement, energy-inefficient locomotion, and in the
worst case, motor collapse. Furthermore, the tracking error
may impact on the performance of the control system in use
since the desired trajectory is not as expected. This is espe-
cially critical in research concerning trajectory optimization.

To solve this problem, we propose here for the first time, fast
online error-based learning for frequency adaptation of a CPG.
Using error feedback such as the tracking error between a CPG
output and the joint angle sensory signal of a complex robotic
system, error-based learning ensures that the CPG frequency
matches the performance of the system. By doing so, the
entire trajectory, as generated by the CPG, is followed with
low tracking error. Another advantage of error-based learning
mechanisms, in general, is the fact that they use simple
learning parameters that directly relate to error reduction. The
learning mechanism used for error reduction in this work is
a novel model called the Dual Integral Learner (DIL) which

Fast Learner

Slow Learner

System Output Error

Setpoint
X (n)f

X (n)s

X(n) e(n)

f(n)

Fig. 1. Block diagram of the DL. The system output, X(n), is the sum of
the outputs from the fast and slow learners (Xf (n) and Xs(n) respectively).
The error, e(n), is calculated as the difference between the system output and
the setpoint, f(n). The error is fed back into the two learners, which both
try to reduce it.

is a modification of the Dual Learner (DL) by Smith et al.
[25]. The DIL has several advantages when compared to
both single-state models (e.g., classical P, PI, PID control)
and two-state gain specific models [25], [26]. These include
fast and stable learning, savings in relearning, tracking error
and steady-state error reduction, and spontaneous recovery of
previously learned parameters (see Sect. II-A). Furthermore,
the DIL stresses the simplicity of error-based learning. It
relies only on a simple objective function (i.e., tracking error
feedback) rather than multiple complex objective functions and
a system kinematic or dynamic model. Thus, it can be simply
applied to other systems providing tracking error feedback
which need to reduce error for performance improvement.

The main contributions of this work are thus: (1) to intro-
duce our novel error-based learning mechanism (sect. II-A)
and (2) to demonstrate how to implement the error-based
learning mechanism with a CPG on different legged robots
for quick online frequency adaptation and energy-efficient
locomotion with low tracking error (sects. II-A and III).
Finally, the mechanism is evaluated using simulated legged
robotic systems against the state-of-the-art correlation-based
learning mechanism AFDC to determine the strengths of an
error-based approach (sects. IV and V).

II. MATERIALS AND METHODS

In this section, we describe the error-based learning mech-
anism DIL in addition to introducing a neural CPG model
and the state-of-the-art correlation-based AFDC [17]. Finally,
we describe the experiments conducted to evaluate error-
based frequency adaptation (DIL) against correlation-based
frequency adaptation (AFDC).

A. Error-based Learning

The DIL is a modified version of the DL presented by Smith
et al. [25]. The key idea of the original DL, as explained below,
is to use a simple two-state gain specific multi-rate model
consisting of two learners acting on different time scales (i.e.,
fast and slow learners) and in parallel as shown in Fig. 1. Each
learner receives the same error and incorporates a proportion of
the error into their current estimation of the perturbation [27].
This is shown in the following equations and also presented
in [25]:
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Fig. 2. Simulation of learning in the DL when exposed to a square wave
setpoint input. The setpoint is 0 in the yellow zone, +1 in the white zones,
and -1 in the red zone. The slow learner’s output is shown in green, the fast
learner’s output in red, and the system output in blue. The error, shown in
dashed black, is not fully removed (the system has a steady-state error).

xf (n) = Af · xf (n− 1) +Bf · e(n)

xs(n) = As · xs(n− 1) +Bs · e(n)

x(n) = xs(n) + xf (n)

e(n) = f(n) − x(n)

(1)

where xf (n) is the output of the fast learner, xs(n) is the
output of the slow learner, x(n) is the combination of the two
outputs, e(n) is the error given as the difference between the
output x(n) and setpoint f(n), Bf and Bs are learning rates,
and Af and As are retention factors. The parameter selection
is under the constraint that Bf > Bs and Af < As. Thus,
the fast learner learns more rapidly as indicated by a higher
learning rate but also forgets more rapidly as indicated by a
lower retention factor.

The main advantages of the interaction between the two
learners include fast and stable learning, savings in relearning,
tracking error reduction, and spontaneous recovery of previ-
ously learned parameters. These advantages are all shown in
Fig. 2, demonstrating a simulation of learning in the DL. In the
beginning, when the setpoint is instantaneously changed from
0 (yellow zone) to +1 (white zone), the system output (blue
line) increases to reduce the error (dashed black line). Firstly,
the fast learner (red line) contributes most to the learning
process but decays over time resulting in the slow learner
(green line) taking over. When the setpoint is set briefly to
-1 (red zone), the system output quickly unlearns as the fast
learner tries to adapt. It should be noted that in this state the
system output is lower than its initial state before learning,
while the slow learner is not. The advantage of this is that
when the setpoint returns to +1, the overall learning process
is faster than the initial learning (compare the rise in the blue
curves on the first and second occurrences of the setpoint
+1). This is because the slow learner has retained much of
the learning, thereby demonstrating savings and spontaneous
recovery of previously learned memories [27].

Although the original DL shows a fast learning process,
it still has a steady-state error. To overcome this problem,
we introduce an additional integrator component in the two
learners, resulting in our DIL. Thus, the DIL becomes a two-

Fig. 3. Simulation of learning in the DIL when exposed to a square wave
setpoint input. The setpoint is 0 in the yellow zone, +1 in the white zones,
and -1 in the red zone. The slow learner’s output is shown in green, the fast
learner’s output in red, and the system output in blue. The error, shown in
dashed black, is reduced to zero.

state gain-integral multi-rate model defined by the following
simple equations:

xf (n) = Af · xf (n− 1) +Bf · e(n) + Cf ·
∫
e(n)

xs(n) = As · xs(n− 1) +Bs · e(n) + Cs ·
∫
e(n)

x(n) = xs(n) + xf (n)

e(n) = f(n) − x(n)

(2)

where xf (n) and xs(n) are the states of the fast and slow
learners, respectively, each consisting of three terms. The
computation of each learner state is simple. The first term
is a multiplication of the previous learner state (xf,s(n − 1))
and the constant retention factor (Af,s). The second term is
a multiplication of the current error feedback (e(n)) and the
constant learning rate (Bf,s). The final term is a multiplication
of the integrated or summed error (

∫
e(n)) over time and the

constant integral rate (Cf,s). This term basically forces the
learning process to correct the error. It should be noted that the
new parameters are under the constraints of Cf > Cs. Thus,
the fast learner learns the accumulated error more rapidly. A
simulation of the learning process in the DIL is shown in Fig.
3. This illustrates that it retains the advantages of the original
DL while also removing the steady-state error.

To use the DIL to adapt the frequency of a CPG controlling
a legged robotic system, we use the neural SO(2)-oscillator
based CPG model [8] together with the DIL-SO(2) network
shown in Fig. 4a. This CPG model consists of two fully con-
nected additive time-discrete neurons, both using the sigmoidal
transfer function (see (III) in Fig. 4a). The synaptic weight
matrix is chosen according to the following:

(
W00(t) W01(t)
W10(t) W11(t)

)
= α ·

(
cos ϕ(t) sinϕ(t)
− sin ϕ(t) cosϕ(t)

)
(3)

where W00−11 are synaptic weights in the CPG, α is a constant
that determines the amplitude and the nonlinearity of the CPG,
and ϕ is a frequency determining parameter. The outputs of
the SO(2) oscillator are given as position commands to the
joints of the legged robotic system (see (V) in Fig. 4a and
black arrows in 4b). The DIL (see (II) in Fig. 4a) adapts
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Fig. 4. (a) The DIL-SO(2) network that combines the DIL and the neural
SO(2)-oscillator based CPG model for robot locomotion control. The CPG
model is used to generate a rhythmic signal while the DIL is used to reduce
the tracking error by adapting the CPG frequency. (b) The DIL-SO(2) network
when used to control the joints of a hexapod robot. (c) Simulation of the
network when used to reduce tracking errors. The maximum frequency of the
system is reduced in the yellow zone from 50s to 100s.

ϕ (i.e, ϕ = x(n)) based on the error feedback (red arrow,
e(n)) given as the tracking error between the amplitude of the
actual joint angle sensory signals (blue arrows, a(n)) and the
desired rhythmic joint movements (orange arrows, d(n)) as
generated by the CPG signal (i.e., e(n) = d(n) − a(n)). The
amplitudes of the signals are calculated using post-processing
units (see (I) in Fig. 4a) which also use a digital Low-Pass
Single-Pole IIR filter to remove noise. To compare the CPG
output with the joint angle sensors in the system, a forward
model is used (see (IV) in Fig. 4a). The forward model is
modelled as a simple gain and can translate the CPG output

into an expected sensor signal. If the amplitude of the expected
sensor signal is larger than the amplitude of the actual sensor
signal (i.e., positive tracking error), then the DIL decreases
the CPG frequency (i.e., ϕ) as the joint does not have enough
time to follow the given rhythmic trajectory. However, in the
case of tracking error, it does not make sense to consider
negative errors since it is fair to assume that the joint will
not move more than what the CPG is telling them to. A
problem thus occurs if the mechanism should also have the
ability to increase the CPG frequency. To address this issue,
a small bias (see (VI) in Fig. 4a) can be subtracted from the
tracking error. The DIL mechanism will in this way sense a
negative tracking error when the desired and actual amplitudes
match and try to increase the CPG frequency. An example
of the DIL for frequency adaptation is shown in Fig. 4c.
The maximum frequency of the system reduces after 50s and
increases again after 100s where it returns to the initial state.
As can be observed at 50s and 100s the DIL quickly adapts
the CPG frequency to fit the performance of the system. For
the experiments presented in Sect. III, the joint angle sensory
signal from a shoulder joint (see BC1 joint in Fig. 4b) in
the legged robots (shown later) is used as the actual sensor
signal. The reason for using this joint is that it is responsible
for moving the robot forward during the stance phase and thus
also directly specifies the walking speed.

When using feedback from a single joint the outputs of
both the FM and system (see (IV) and (V) in Fig. 4a) have
a dimension of one. However, the DIL-SO(2) network is
scalable, meaning that it can take multiple joint sensory values
and calculate an average tracking error. Therefore, depending
on the application, it can be used for controlling a single
joint or multiple joints which may be useful in decentralized
controllers like the one shown in [28] where each leg has its
own CPG.

B. Correlation-based Learning
To subsequently compare the performance of error-based

learning for frequency adaptation we use the state-of-the-art
correlation-based learning mechanism AFDC by Nachstedt et
al. [17]. In contrast to traditional adaptive frequency oscillators
(AFOs), AFDC provides both faster and more precise adapta-
tion for a wide range of target frequencies without the need
for parameter fine-tuning. It accomplishes this by dynamically
adapting the coupling strength of an external perturbation
signal to a CPG. This makes it very attractive for locomotion
controllers which need to react fast to external perturbations
and the environment.

Nachstedt et al. [17] showed how to equip the Hopf, Van
der Pol [6], and neural SO(2) [8] oscillators with the AFDC
mechanism. In the following section, we only show the method
for implementing it on the neural SO(2)-oscillator since we use
this model to validate our mechanism.

To establish dynamic coupling, a single extra neuron (H2)
is connected to the SO(2)-oscillator through plastic synapses,
W20 and W02 (dashed lines in Fig. 5). This extra neuron
calculates a filtered version of the external signal, F , and
receives signals via the synapses W20 and W2F governed by
the following rules:
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F

SO(2)-oscillator

H2 H0 H1
W01

W10

W11W00

W02

W20

W2F

AFDC

Fig. 5. Implementation of the AFDC on the SO(2)-oscillator. The light brown
parts represent the AFDC mechanism, consisting of a single neuron (H2)),
enabling the oscillator to synchronize its frequency with the external pertur-
bation or movement-related sensory feedback F . The black parts represent
the SO(2)-oscillator, consisting of two fully connected neurons (H0 and H1).

W20(t+ 1) = W20(t) + (β0 −W20(t) − κ · o2(t) · o0(t))/τ

W2F (t+ 1) = W2F (t) + (ε0 −W2F (t) − κ · F (t) · o2(t))/τ
(4)

where β and ε are adaptive coupling strengths, κ is the
correlation learning rate, τ is a time constant, o0 is the output
from neuron H0, and o2 is the output from neuron H2.
The output from H2 can be seen as the weighted difference
between the external signal F (i.e., sensory feedback) and the
activity value of H0. If the difference between the intrinsic
frequency and target frequency of F is high, the coupling
strength is increased to accelerate the adaptation. On the other
hand, if the difference is small, then the coupling strength is
reduced to increase the precision of the adaptation.

Finally, the frequency determining value ϕ of the oscillator
is modulated by the AFDC using the following adaptation rule:

ϕ(t+ 1) = ϕ(t) + η ·W02(t) · o2(t) ·W01(t+ 1) · o1(t) (5)

where o1 is the output from H1 and η is the learning rate. In
this way, the synaptic plasticity converges when a certain or
desired phase shift is achieved between the output of neuron
H0 and the external signal.

In [29] Nachstedt et al. described a method for using the
AFDC to adapt the frequency of a CPG controlling the six-
legged robot AMOS II [9]. The goal was to achieve more
energy-efficient locomotion and adapt the frequency in the
case of inclination. For external perturbation to the AFDC, the
joint angle sensory signal from a shoulder joint (i.e., BC joint)
was used for the same reasons stated in Sect. II-A. Once again,
it should be noted that the frequency of the CPG converges
when the phase shift between the output neuron H0 and the
external perturbation signal reaches the desired or given point.
However, for complex systems, such as legged robots, it is not
clear which phase shift, ∆φ, between a motor command and
a joint angle sensory signal will be optimal. Nachstedt et al.
[29] tested various values for ∆φ. For flat terrain, it was found
that a phase shift of ∆φ = 0.2π produced the fastest and most
energy-efficient locomotion, but also that further increase did
not have any significant influence. In the following explained
experimental setups, a phase shift of 0.2π between the CPG
signal and the BC joint angle sensory signal is therefore used
when testing the AFDC.

FT joint
CF joint

BC joint

Body

Fig. 6. Simulation of the MORF robot developed by Thor et al. [35]. Each
leg consists of three segments (coxa, femur, and tibia) and three joints (BC
(body-coxa), CF (coxa-femur), and FT (femur-tibia)).

Fig. 7. Real-world version of the MORF robot developed by Thor et al. [35].

III. EXPERIMENTS

It should now be clear that the correlation-based learning
mechanism (AFDC) adapts the phase shift between the CPG
signal and joint angle sensory signal, while the error-based
learning mechanism (DIL) reduces the tracking error between
the two signals. To compare the performance of the two mech-
anisms, three legged-robot platforms have been simulated. A
legged robot needs legs with at least two degrees of freedom
to move - one for lifting and one for swinging - but is
commonly equipped with legs that have three to allow for
additional maneuvering [30]. Many of today’s approaches to
robot locomotion rely on CPG-based controllers [1], [31], [32],
[33], as most locomotion behaviors are based on rhythmic
and smooth motion (e.g., walking, swimming, flying, etc.
[34]). This makes legged robots ideal for testing CPG learning
mechanisms.

The first simulated platform (Fig. 6) is based on the real
world hexapod robot called MORF developed by Thor et al.
[35] as shown in Fig. 7. Each leg of MORF consists of three
leg segments (coxa, femur, tibia) and three joints: the BC
(body-coxa), CF (coxa-femur), and FT (femur-tibia) joints.
This platform is used to verify that the proposed mechanism
will work in a realistic setup. The second and third simulated
platforms (Figs. 8 and 9) are only equipped with one leg con-
sisting of the same leg segments and joints as MORF. A single
leg is sufficient for testing the performance of our learning
mechanism but insufficient to generate stable locomotion. The
bodies of the second and third platform are thus placed on
low friction sleds to ensure the robots are kept stable and
upright during walking. It is expected that this approximation
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Sled

FT joint
CF joint

BC joint

Body

Fig. 8. Single-legged robot with a short leg and light body placed on a low
friction sled. The leg consists of three segments (coxa, femur, and tibia) and
three joints (BC (body-coxa), CF (coxa-femur), and FT (femur-tibia)).

Sled

FT joint
CF joint

BC joint

Body

Fig. 9. Single-legged robot with a long leg and heavy body placed on a low
friction sled. The leg consists of three segments (coxa, femur, and tibia) and
three joints (BC (body-coxa), CF (coxa-femur), and FT (femur-tibia)).

will consume less energy as only one leg is used to move the
body. However, since both mechanisms (AFDC and DIL) are
tested on the same robot, it is still possible to compare their
relative performance. The two single-legged platforms are also
used to show generality and adaptability of the mechanisms.
Consequently, they vary in morphology, weight, and range of
motion which are typical variations between different kinds
of legged robots. The first single-legged robot (Fig. 8) is light
(1.00 kg) with a short leg (0.25 m) and a small range of motion
for the BC joint (0.45 rad), while the second single-legged
robot (Fig. 9) is heavier (2.50 kg) with a longer leg (0.33
m) and a larger range of motion for the BC joint (0.5 rad).
The robot with the long leg, extra weight, and larger range
of motion requires extra joint strain when compared to the
one with a short leg, and therefore, the frequency mechanisms
need to adapt accordingly.

The three robots are all simulated using the versatile, scal-
able, and powerful general-purpose robot simulation frame-
work called V-REP [36]. The simulated environment offers
real-world parameters (i.e., corresponding to physical units)
for a large number of physical properties, making it both
realistic and precise. To test the robustness of the mechanisms,
Gaussian noise with a variance of 5.0 · 10−2 radians is
introduced to the joint angle sensors of the robotic systems.
The actual noise distribution for joint angle sensors in legged
robots is unknown and depends heavily on the underlying
robot system, especially in relation to the kinematics, the
tolerances, the way the joints are controlled, as well as the joint

sensors themselves. However, it is fair to say that the amount
of noise introduced is higher than typically expected from joint
angle sensors and therefore, serves as a worst-case scenario.
This is because the noise often boils down to the resolution
of the analog to digital converter (ADC) and encoder if the
digital signal remains clean.

All three platforms are controlled using the neural SO(2)-
oscillator based CPG under the assumption that the periodic
shape of the CPG is given, and only frequency optimization
is required. The simulated MORF robot uses a fixed phase
relationship between its six legs, giving it a static tripod
gait, resulting in static stability. This is because the center of
mass of the robot will always be within the support polygon
(defined as the convex polygon formed by connecting the
three footprints). As described earlier, error feedback to the
DIL is defined as the tracking error between the amplitude
of one BC joint angle sensory signal and the amplitude of the
CPG output that drives it (efference copy). The BC joint angle
sensory signal is likewise used as the external perturbation to
the AFDC mechanism.

Each platform is tested ten times using no frequency adap-
tation (NA), the original DL, AFDC, and DIL. NA is expected
to be the worst and functions as a control mechanism for
the hypothesis that adapting the CPG frequency results in
lower error and more energy-efficient locomotion. The DL
is expected to perform worse than the DIL since it will not
be able to remove the steady-state error (see Fig. 2). During
walking, the stimulus changes twice; after the motor power
is reduced at 200s and after it recovers at 400s. The initial
frequency for each experiment is set on the basis of the
converted frequency from the AFDC mechanism since that
is currently state-of-the-art. In this way, the AFDC, DL, and
DIL adaptation mechanisms will have a fair starting point.
All joints in the three platforms are modeled as MX-106
smart servos from Dynamixel, and the reduction in motor
power is equivalent to lowering the power to each motor by
1.5 amperes. It should be noted that the same CPG drives
all joints in each platform and all joints also experience the
same reduction in motor power since they are assumed to be
connected to the same power source.

The three platforms are equipped with identical learning
parameters for the DL and DIL mechanism; Af = 0.2, As =
0.4, Bf = 0.2, Bs = 2.0 · 10−2, Cf = 8.0 · 10−3, and Cs =
8.0 ·10−4, whereas DL only uses Af , As, Bf , and Bs. This is
to show that the parameters are not sensitive to different robot
systems. In other words, we do not need to precisely adjust
the parameters for specific robots. For all three platforms, the
same bias of 5.0 ·10−2 is used which allowed the DL and DIL
mechanisms to increase the CPG frequency while maintaining
a low tracking error. The parameters for the AFDC in all three
platforms are set as specified in [29] for the experiments with
AMOS II and the phase shift between the CPG signal and BC
joint angle sensory signal is set to ∆φ = 0.2π.

The following data is logged for each platform using one
of the adaptation mechanisms: the frequency determining vari-
able ϕ, mean tracking error, and mean cost of transport (COT)
calculated as P

m·g·v , where m is the weight of the entire robot
in kg, g is the gravity of earth (9.82m/s2), v is the walking
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Fig. 10. Adaptation of the CPG frequency determining parameter ϕ using the
three mechanisms on the MORF hexapod robot. The yellow zone indicates a
reduction in the motor power.
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Fig. 11. Mean tracking error between the CPG output and BC joint angle
signal of the three mechanisms when used on the MORF hexapod robot.
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Fig. 12. Mean cost of transport for the three mechanisms when used on the
MORF hexapod robot.

velocity of the robot in m/s, and P is the power given as the
joint torque in N ·m times the angular joint velocity in rad/s.
It should be noted that COT is a dimensionless measurement
that quantifies the energy efficiency of transporting the legged
robot from start to finish positions (i.e., the energy efficiency
of the generated locomotion).

IV. RESULTS

A. Testing the MORF hexapod robot

In this section, we present the results of the experiments
with the simulated MORF hexapod robot (shown in Fig. 6).
The plot in Fig. 10 shows the CPG frequencies of the four
mechanisms. The power to the motors is set to reduce by 1.5
amperes from 200s and 400s (yellow zone). The bar plot in
Fig. 11 shows the mean tracking error between the BC joint

Fig. 13. Adaptation of the CPG frequency determining parameter ϕ using the
three mechanisms on the robot with a light body and short leg. The yellow
zone indicates a reduction in the motor power.
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Fig. 14. Mean tracking error between the CPG output and BC joint angle
signal of the three mechanisms when used on the robot with a light body and
short leg.
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Fig. 15. Mean cost of transport for the three mechanisms when used on the
robot with a light body and short leg.

angle sensor signal of a middle leg and the desired movement
generated by the CPG. The bar plot in Fig. 12 shows the
mean COT for the robot. It should be noted that the variance
is specified above each bar in both bar plots.

By definition, the frequency using NA is constant, resulting
in a high error and COT. On the other hand, the DL is able
to adapt the CPG frequency when the motor power is reduced
and after recovery. This results in a lower tracking error (P >
.999) and COT (P > .999) in comparison to the NA. The
AFDC mechanism is likewise able to adapt the CPG frequency
and is better at reducing the tracking error (P > .999) and
COT (P > .999) in comparison to the DL. Finally, the DIL
mechanism can reduce the tracking error (P > .999) and COT
(P > .999) even further in comparison to the AFDC. It should
be noted that all three mechanisms have low variances, thereby
showing robustness to the added noise. This is also the reason

31



ACCEPTED VERSION - DOI: 10.1109/TNNLS.2019.2927737

for very convincing P-values.

B. Testing the robot with a light body and short leg

Here we present the results of the experiments for the single-
legged robot with a light body and short leg (shown in Fig. 8).
Figs. 13, 14, and 15 display the same information as explained
in the previous section.

When comparing the DL with NA, it is clear that the DL
has a lower COT (P > .999) and tracking error (P > .999).
Again, AFDC is better at reducing the COT (P > .999) and
tracking error (P > .999) compared to the DL. Finally, in
this case, the DIL is also able to reduce the COT (P > .999)
and tracking error (P > .999) even further than the AFDC.
Once again, it should be noted that all three mechanisms have
low variances; thereby showing robustness against the added
noise.

C. Testing the robot with a heavy body and long leg

Finally, we present the results of the experiments with the
robot with a heavy body and single long leg (shown in Fig. 9).
Figs. 16, 17, and 18 display the same information as explained
in Sec. IV-A.

When comparing the DL with NA, again, it is clear that the
DL has a lower COT (P > .999) and tracking error (P >
.999). In this case, the AFDC is also able to reduce the COT
(P > .999) and tracking error (P > .999) when compared
to the DL. Finally, once again, the DIL is able to reduce the
COT (P > .999) and tracking error (P > .999) even further
when compared to the AFDC. It should be noted that all three
mechanisms also have low variances on this test platform.

V. DISCUSSION

In this paper, we introduce the use of an error-based learning
mechanism for quickly adapting the frequency of a CPG. The
results show that our error-based mechanism (DIL) reduces
the tracking error by adapting the CPG frequency to enable
the system to follow the generated trajectory. When compared
to a state-of-the-art correlation-based mechanism (AFDC), it
is clear that the error-based mechanism is faster at adapting,
better at reducing the tracking and steady-state error, and can
generate more energy-efficient locomotion (i.e., COT). An-
other drawback of the AFDC is that it changes the amplitude
of the CPG signal during adaptation as a consequence of
increasing the amplitude of the external perturbation signal
during fast adaptation (see [17]). This increases the range of
motion for the legs of the robot and in the worst case causes
them to collide. This is not the case for the DIL which only
regulates the frequency by determining the synaptic weights
of the SO(2)-oscillator.

The results also show that the DL is not able to reduce the
tracking error as much as the DIL (Sect. II-A). Reducing the
tracking error results in more energy-efficient locomotion, as
indicated by the positive linear correlation between tracking
error and COT for all three platforms. This is presumably
because leg movement with low tracking error has longer
stance phase and does not have to change direction as of-
ten. Furthermore, a leg with low tracking error follows the

Fig. 16. Adaptation of the CPG frequency determining parameter ϕ using the
three mechanisms on the robot with a heavy body and long leg. The yellow
zone indicates a reduction in the motor power.
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Fig. 17. Mean tracking error between the CPG output and BC joint angle
signal of the three mechanisms when used on the robot with a heavy body
and long leg.
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Fig. 18. Mean cost of transport for the three mechanisms when used on the
robot with a heavy body and long leg.

generated trajectory better, which in the case of this study
is arbitrarily chosen. It is, however, fair to assume that the
trajectories emerging from the fact that the leg cannot follow
the original trajectory (due to the rapid change of direction,
short stance phases, asymmetric BC rotations, etc.) are less
energy-efficient.

The AFDC and other correlation-based learning mecha-
nisms, [14], [16], reduce tracking error by tuning the frequency
toward the desired phase shift, and often the systems resonant
frequency. However, for complex systems, such a frequency is
not always possible to derive, and the phase shift, therefore,
has to be empirically chosen. Furthermore, in the case of
legged robots, a phase shift that guarantees near optimal loco-
motion is hard to find [29] since there is no intuitive correlation
between phase shift and tracking error. This is not the case
for error-based learning mechanisms since they can reduce
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energy usage during locomotion by reducing the tracking error.
This is an advantage for studies where the entire trajectory
is expected to be utilized by the system. Since the control
parameters of the DIL and many other error-based learning
mechanisms can easily relate to the error reduction, i.e., gain
and integrator terms, the DIL is also easier to tune in complex
systems. When compared to other learning mechanisms, such
as fuzzy-based multi-error constraint control [37] and neural
network-based model-free adaptive fault-tolerant control [38],
the DIL does not require any neural networks, compact form
dynamic linearization data models, fuzzy logic systems, or
system knowledge. The DIL, therefore, has less computational
complexity and is easily integrated into a complex robotic
system.

Finally, the results show that both the AFDC and DIL are
robust against the added sensor noise as indicated by their
small variance in both error and COT. The reason for the
robustness of the DIL mechanism stems from the fact that
the signals are low-pass filtered prior to calculation of the
amplitudes. If the low-pass filters are unable to remove big
spikes of noise, the pre-processor unit potentially calculates
faulty amplitudes which are considerably smaller than the real
ones, resulting in sudden and significant frequency adjustment.
This effect is not desired, so the low-pass filters should be
tuned accordingly to the expected noise level.

For future study, we plan to validate the DIL using a real-
world version of the six-legged robot MORF as shown in Fig.
7 and on other types of robotic systems such as a robotic
arm. Further investigation is also proposed into the correlation
between energy-efficient locomotion and tracking error since
it seems as though correlation-based learning mechanisms are
also converging toward frequencies of near-zero tracking error
[14], [17]. Finally, we plan to investigate whether or not the
control parameters of the DIL or other error-based learning
mechanisms can be related to the frequency of the CPG. In
this way, it might be possible to tune the learning mechanisms
in a principled way, rather than experimentally determining the
parameters.

VI. CONCLUSION

This paper demonstrates that our novel error-based learning
mechanism called the DIL can be used to quickly reduce the
tracking error when applied to legged robots. It does this by
adapting the CPG frequency to enable the system to follow the
trajectory as generated by the CPG. In other words, the mecha-
nism ensures that the CPG frequency matches the performance
of the robotic system. When compared to the state-of-the-
art correlation-based learning mechanism called AFDC, the
error-based learning mechanism is both faster at adapting and
better at reducing tracking and steady-state errors, resulting
in more energy-efficient locomotion. Furthermore, the DIL
is insensitive to control parameter settings for specific robots
where all robot experiments use the same parameters (As,f ,
Bs,f , Cs,f ).

The fact that DIL matches the CPG frequency with the
performance of the robotic system and that the entire generated
trajectory is followed with low tracking and steady-state errors

may significantly improve research concerning trajectory op-
timization, universal controllers, and other studies in relation
to the change of intrinsic or extrinsic parameters. For future
study on energy-efficient locomotion, our findings indicate
that it might be advantageous to focus on adapting the CPG
frequency by minimizing tracking error.
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A fast online frequency adaptation mechanism for
CPG-based robot motion control

Mathias Thor1 and Poramate Manoonpong1

Abstract—In this letter, we present an online learning mecha-
nism called the Dual Integral Learner for fast frequency adapta-
tion in neural Central Pattern Generator (CPG) based locomotion
control of a hexapod robot. The mechanism works by modulating
the CPG frequency through synaptic plasticity of the neural CPG
network. The modulation is based on tracking error feedback
between the CPG output and joint angle sensory feedback of
the hexapod robot. As a result, the mechanism will always try
to match the CPG frequency to the walking performance of
the robot, thereby ensuring that the entire generated trajectory
can be followed with low tracking error. Real robot experiments
show that our mechanism can automatically generate a proper
walking frequency for energy-efficient locomotion with respect
to the robot body as well as being able to quickly adapt the
frequency online within a few seconds to deal with external
perturbations such as leg blocking and a variation in electrical
power. These important features will allow a hexapod robot to
be more robust and also extend its operating time. Finally, the
generality of the mechanism is shown by successfully applying it
to a compliant robotic manipulator arm called GummiArm.

Index Terms—Legged Robots, Neurorobotics, Robust/Adaptive
Control of Robotic Systems

I. INTRODUCTION

LOCOMOTION generation in hexapod robots has been
widely studied [1], [2], [3]. Compared with bipedal

robots, hexapod robots have better flexibility and stability,
making them more suitable for complex environments [4]. In
term of adaptation, Cully et al. [5] showed how a repertoire
of locomotion behaviors could be used to make the system
fault tolerant. When the hexapod robot is damaged (e.g.,
broken or missing legs), the controller starts to search for
new locomotion behaviors to cope with the new state of the
robot using a trial-and-error learning algorithm. This adapta-
tion process requires a few minutes to obtain an appropriate
new walking behavior. Steingrube et al. [6] demonstrated
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environmental-dependent adaptation of a hexapod robot by
using chaos control with a modified Widrow-Hoff learning
mechanism. While the chaos control can generate various
gaits, the learning mechanism allows the robot to select a
proper gait for walking up a slope. This learning scheme needs
several minutes to obtain the upslope gait. Schneider et al. [7]
showed an adaptive bio-inspired control approach, combining
Walknet [8] with higher level control and planning for adaptive
interlimb coordination of the hexapod robot HECTOR. Using
this approach, various behaviors (e.g., gap crossing, obstacle
crossing, and global planning) can be generated to adapt to
complex environments. Owaki et al. [9] introduced another
method for hexapedal interlimb coordination and adaptation
called the Tegotae-based approach. Tegotae is a Japanese
concept for describing how well a perceived reaction matches
an intention. The approach works by increasing the Tegotae
for each limb in a robot, i.e., the difference between the
intention of the controller and the reaction from the environ-
ment. Through this approach, a hexapod robot can perform
self-organized locomotion and adapt to changes in weight
distribution as well as leg amputation.

Different learning and adaptation mechanisms have been
developed for hexapod robots such that they can not only walk
but also show adaptation. The adaptation can usually deal with
leg damage or amputation, weight distribution, and changes in
the environment. Achieving fast online adaptation within a few
seconds for energy-efficient locomotion, damage prevention,
and even dealing with a variation in electrical power, has still
not been sufficiently addressed.

From this perspective, this letter proposes an online learning
mechanism that can automatically generate a proper walking
frequency for energy-efficient hexapod locomotion as well
as quickly adapt online to prevent damage and deal with a
variation of electrical power. It does so by modulating the
CPG frequency through synaptic plasticity of a neural CPG
network. The modulation is based on tracking error feedback
between the CPG output and a joint angle signal of a hexapod
robot. In principle, it adapts to the highest CPG frequency
at which the robotic system can follow the entire generated
CPG trajectory with low tracking error. By doing so, it ensures
that the CPG frequency matches the performance of the robot,
thereby utilizing its full potential.

The consequences of controlling a hexapod robot at a
frequency that cannot be followed include loss of precision,
unwanted movement, energy-inefficient locomotion, and in the
worst-case motor collapse. The tracking error may also impact
the performance of the control system since the desired trajec-
tory is not followed as expected. This is especially critical in
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research concerning trajectory optimization for efficient robot
locomotion or manipulation behaviors.

The learning mechanism developed to reduce the tracking
error is called the Dual Integral Learner (DIL), which is based
on the Dual Learner (DL) by Smith et al. [10]. This mechanism
uses simple gain and integrator terms, directly relating to error
reduction. This is an advantage when compared to state-of-
the-art online frequency learning mechanisms like adaptive
frequency oscillators (AFOs) [11] and frequency adaptation
through fast dynamical coupling (AFDC) [12] since these rely
on a desired correlation or phase shift between the CPG output
and sensory feedback. Such a phase shift is easy to determine
for simple systems (e.g., a mathematical pendulum). However,
when applying such mechanisms to control complex systems
(e.g., a walking robot) trial and error experiments are required
to determine the phase shift. Furthermore, in the case of legged
robots, a phase shift that guarantees near optimal locomotion is
hard to find [13]. Hence, the motivation for using error-based
learning over correlation-based learning is its simplicity and
excellent performance in terms of fast and versatile adaptation
with low tracking error to deal with different conditions. The
DIL can, in this way, be seen as a proposed improvement
to our state-of-the-art correlation-based learning mechanism
AFDC.

Therefore, the main contributions of this letter are: 1) to
describe the novel DIL mechanism used to quickly reduce
an error (sections II-A); and 2) to demonstrate how the DIL
can be integrated with neural CPG-based control to reduce
the tracking error of the joints in a hexapod robot (Sect. III).
Finally, the mechanism will be evaluated against the state-
of-the-art learning mechanism AFDC [12] (Sect. III-B) and
also applied to a compliant robotic manipulator to determine
the strengths and generality of our approach (Sects. IV and
V). To this end, the proposed approach can drive a hexapod
robot for energy-efficient locomotion and give fast online
adaptation within a few seconds to prevent leg damage as
well as being able to deal with a variation of electrical power.
These important features will allow a hexapod robot to be
more robust and extend its operating time.

II. FREQUENCY ADAPTATION MECHANISMS

A. Dual Integral Learner

The DIL, used for error reduction, is based on the DL
presented by Smith et al. [10]. One of the key aspects of
this learner is that it uses fast and slow learners in parallel
as shown in Fig. 1. Each leaner receives the same error and
incorporates a proportion of it into their current estimate of
the perturbation [14]. This is shown by the rules in (1):

xf (n) = Af · xf (n− 1) +Bf · e(n)

xs(n) = As · xs(n− 1) +Bs · e(n)

x(n) = xs(n) + xf (n)

e(n) = f(n) − x(n)

(1)

where xf (n) is the output of the fast learner, xs(n) is the
output of the slow learner, x(n) is the combination of the two
outputs, e(n) is the error or difference between the output x(n)
and a setpoint f(n), Bf and Bs are learning rates, and Af

Σ

x (n)f

x (n)s

x(n)

e(n)

Σ

Setpoint

+

++ -
Slow learner

Fast learner f(n)

Fig. 1: Block diagram of the DIL. The system output (x(n)) is
the sum of the outputs from the fast (xf (n)) and slow learners
(xs(n)). The error (e(n)) is the difference between the system
output and the setpoint (f(n)).

and As are retention factors. The parameter selection is under
the constraint that Bf > Bs and Af < As. The fast learner
consequently learns faster as indicated by a higher learning
rate but also forgets more rapidly as indicated by a lower
retention factor.

The main advantages of this approach are error reduction,
saving in relearning, and spontaneous recovery of previously
learned memories (for a detailed explanation see [14]). How-
ever, the DL suffers from steady-state errors since it only
includes learning rates and retention factors.

To address this issue, we propose the DIL that include
additional integrator components in the two learners. This is
shown with the rules in (2):

xf (n) = Af · xf (n− 1) +Bf · e(n) + Cf ·
∫
e(n)

xs(n) = As · xs(n− 1) +Bs · e(n) + Cs ·
∫
e(n)

x(n) = xs(n) + xf (n)

e(n) = f(n) − x(n)

(2)

where the new parameters Cf and Cs are the integrator
components, accumulating the error over time to make the
learning process correct it. Note that the new parameters are
under the constraints that Cf > Cs.

Fig. 2 shows a learning simulation in the DL and DIL when
exposed to an arbitrary square wave setpoint input alternating
bet ween 0, +1, -1, and +1 again (cf. Fig. 1). It can be seen
that both the DL and DIL show savings in relearning and that
they are able to spontaneously recover to +1 again when the
setpoint is briefly set to -1. The simulation also shows that the
use of the integrator components enables the DIL to remove
the error (i.e., the difference between the setpoint and learner
output) which the DL is not fully able to.

III. NEURAL CPG-BASED CONTROL

In the experiments presented in Sect. IV, the Modular
Robot Framework (MORF) [15] is used as a testbed. MORF
can be configured as either a mammal or an insect with a
different number of legs. For the purpose of this study an
insect configuration with six legs, i.e., a hexapod configuration
(shown in Fig. 3), will be used.

In order to control MORF, a neural CPG-based controller
that makes it walk with a tripod gait has been developed [6].
The main component of the controller is the neural SO(2)
oscillator [16] (acting as a CPG, see Fig. 4). The SO(2)-
based CPG is a versatile recurrent neural network consisting
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Fig. 2: Simulation of learning in the DL (shown in black)
and DIL (shown in orange) when exposed to a square wave
setpoint input. The initial setpoint is 0 in the gray zone, +1 in
the white zones, and -1 in the red zone. The error is given as
the difference between the setpoint and learner output. Unlike
the DIL, the DL is not able to fully remove the error.

BC

CF

FTA) B)

Fig. 3: A) MORF in a hexapod configuration [15]. B) Each leg
consists of three joints; the body-coxa (BC) joint, the coxa-
femur (CF) joint, and the femur-tibia (FT) joint.

of two fully-connected standard additive time-discrete neurons
H0 and H1, both using a sigmoid transfer function. The
SO(2) oscillator can exhibit various dynamical behaviors (e.g.,
periodic patterns, chaotic patterns, and hysteresis effects [6])
by changing its synaptic weights. These dynamical behaviors
of the network can later be exploited for complex locomotion
behaviors. However, the DIL can also be integrated into other
CPG models (e.g., the Van der Pol oscillator [17], Hopf
oscillator, or Rayleigh oscillator [18]) since it only requires
a way to vary the frequency of the CPG.

The outputs of the two neurons in the SO(2) oscillator are
given by (3):

oi(t+ 1) = tanh

 N∑
j=0

wij(t)oj(t)

 , i = 0, ..., N (3)

where oi is the output from neuron i, N is the number of
neurons, and wij is the synaptic weight from neuron i to j.
The two neurons both produce a sinusoidal output with a phase
shift of π/2.

As proven by Pasemann et al. [16] the network produces a
quasi-periodic output when the weights are chosen, according
to (4):(

w00(t) w01(t)
w10(t) w11(t)

)
= α ·

(
cos ϕ(t) sinϕ(t)
− sin ϕ(t) cosϕ(t)

)
(4)

with 0 < ϕ(t) < π as the frequency determining parameter.
Parameter α determines the amplitude and the nonlinearity

s (n)

DIL

FM System

Σ

I
II

V

III

IVB VI

W00
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W10

W11H0 H1

Expected sensor signal

Sensor signal

e(n)

-+
-

φ
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I

SO(2)-based CPG

e

s (n)a

Fig. 4: Neural CPG-based control network, combining the
SO(2) oscillator with the DIL. I) The post-processing (PP) is
responsible for calculating the amplitude from the incoming
signal and filtering it using a digital low-pass single-pole IIR
filter. II) The DIL mechanism. III) The neural SO(2) oscillator
based CPG model. IV) The forward model (FM) for translating
the CPG outputs into expected sensor signals. V) The robotic
system (i.e., the MORF hexapod robot) controlled by the CPG.
VI) The bias enabling the mechanism to increase the frequency
in the case of no tracking error.

of the output oscillations. For this controller, α = 1.01 is
used to obtain harmonic oscillation and an approximate linear
relationship between ϕ and the intrinsic frequency of the
oscillator [12].

The two outputs from the SO(2)-based CPG, having a phase
shift of π/2, are first post-processed and subsequently sent as
position commands to the BC and CF joints. The designed
intralimb coordination makes the two joints move with a phase
shift of π/2 such that the CF joints move first, followed by the
BC joints. This way, the legs will be lifted above the ground
by the CF joints before being moved forward by the BC joints
and lowered down before moving backward. This is to ensure
ground clearance during a swing phase and ground contact
during a stance phase. Note that the FT joints are set to fixed
positions for simplicity. For interlimb coordination to obtain a
tripod gait, we define the coordination by projecting the CPG
outputs through inhibitory synaptic weights (−1) to the BC
and CF joints of the left middle, right front, and right hind
legs and excitatory synaptic weights (+1) to the BC and CF
joints of the remaining legs.

A. Neural CPG-based Control with DIL

In order to let the DIL mechanism adapt the frequency of
the SO(2) oscillator, we integrate the DIL into the neural
control, resulting in the network shown in Fig. 4. Using
this network, the DIL will adapt ϕ (i.e., ϕ = x(n) where
ϕ refers to the synapses of the SO(2) oscillator, see (4))
based on error feedback e(n). The error feedback is given
as the tracking error between the amplitudes of the actual
joint angle sa(n) and the expected joint angle se(n) (i.e.,
e(n) = se(n) − sa(n)). The expected joint angle is obtained
from a forward model (FM) (IV) that is modeled as a simple
gain. The FM can calculate the expected sensory signals from
the control commands given as input to the system. This makes
it possible to compare the CPG output (III) with the actual
joint angle sensory feedback from the walking robot (V).
Finally, the amplitudes of the signals are calculated using the
two post-processing units (PP) (I), which also uses digital low-
pass single-pole IRR filters, to remove noise. The calculation

38



ACCEPTED VERSION - DOI: 10.1109/LRA.2019.2926660

of the amplitudes currently exploits that the SO(2) oscillator
is producing a waveform output. Note that the DIL can also
be used to adapt the amplitude of the CPG. However, in
this work, we only focus on frequency adaptation since a
change in amplitude also alters the trajectory performed by the
robot. This is not desired when also working with trajectory
optimization or robotic manipulators where a specific endpoint
is required.

If the amplitude of the expected sensory signal is larger
than that of the actual sensor signal, then the network will
produce a positive tracking error. The DIL will, in this case,
decrease ϕ since the joints cannot follow the desired trajectory
as generated by the CPG. However, negative tracking errors
can only occur from external forces and not from the CPG
output itself. Thus, in order to enable the DIL to increase the
frequency in a reliable way, a small bias B (VI) is subtracted
from the error. In this way, the DIL will get a negative tracking
error when the expected and actual amplitudes match and try
to increase ϕ. An example of the DIL adapting the parameter
ϕ (i.e., synaptic plasticity) in the case of both positive and
negative tracking errors is shown in Fig. 5. It should be noted
that the bias makes the mechanism run with a small constant
tracking error, which in this case 0.005 rad. The bias should
be set according to the properties of the system it is used on,
i.e., some systems allow more tracking error than others. A
larger bias means a larger frequency, larger tracking error, and
faster adaptation when increasing the frequency. Furthermore,
the bias can be completely removed if the frequency is to be
continuously varied by an operator or a navigation module. In
this way, the DIL only adapts the frequency when it is larger
than a certain maximum value defined by the allowed tracking
error in the system.

For the experiments presented in Sect. IV, the network
in Fig. 4 uses the joint angle sensory feedback from a BC
joint of MORF. This is because this joint is responsible for
moving the robot forward during the stance phase and thus
directly influences the walking speed (i.e., the DIL will control
the walking frequency). In all four experiments, the DIL
mechanism uses identical learning parameters; Af = 0.6,
As = 0.9, Bf = 0.8, Bs = 0.4, Cf = 0.015, Cs = 0.005,
and a bias of 0.008 (i.e., seven parameters in total) since
that gives the DIL mechanism the ability to adapt the CPG
frequency while maintaining a low tracking error. Note that
all parameters are empirically chosen.

When using feedback from a single joint the outputs of
both the FM and system (see (IV) and (V) in Fig. 4) have a
dimension of one. However, the network is scalable, meaning
that it can take multiple joint angle values and calculate
the average tracking error. It can also be extended by using
multiple CPGs such that each leg or joint adapts independently.
This extension is useful in decentralized controllers like the
one shown in [19] where each leg has its own CPG.

B. Frequency Adaptation through Fast Dynamical Coupling

To compare the performance of the DIL for frequency
adaptation of hexapod walking, the AFDC mechanism by
Nachstedt et al. [12] is used. AFDC is a state-of-the-art

Fig. 5: Simulation of the DIL when used to reduce the tracking
error. The yellow zone from 50s to 100s indicates that the
maximum frequency of the system is reduced.

P

H2 H1
W01

W10

W11W00

W20

W02

WP2

H0

SO(2)-based CPG

Fig. 6: The AFDC mechanism when used on the neural SO(2)
oscillator. The blue parts refer to the AFDC mechanism. It con-
sists of a neuron (H2), enabling the oscillator to synchronize
with the external perturbation P .

frequency adaptation mechanism for CPGs, providing fast and
accurate adaptation for a wide range of target frequencies
when compared to other classical frequency adaptation mech-
anisms like AFOs [11]. It does this by dynamically adapt-
ing the coupling strength of an external perturbation signal
to a CPG. This makes the AFDC engaging in locomotion
controllers where a system needs to react quickly to external
perturbations.

Fig. 6 shows how the AFDC can be combined with the
neural SO(2) oscillator, which is also used in the locomotion
controller as explained in the previous section. The dynamic
coupling of the AFDC is established using a single extra
neuron H2, connected to the SO(2) oscillator through plas-
tic synapses, W20 and W02 (blue arrows). The H2 neuron
calculates a filtered version of the external perturbation signal
P and receives signals via the synapses W02 and WP2. The
two synapses are modulated by the rules in (5) [12]:

W02(t+ 1) = W02(t) + (β0 −W02(t) − κ · o2(t) · o0(t))/τ

WP2(t+ 1) = WP2(t) + (ε0 −WP2(t) − κ · P (t) · o2(t))/τ
(5)

where κ is the correlation learning rate, β and ε are adaptive
coupling strengths, τ is a time constant, o0 is the output from
neuron H0, and o2 is the output from neuron H2. If a large
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difference exists between the intrinsic and target frequencies
(i.e., a large phase shift), the coupling strength is increased to
speed up the adaptation. On the other hand, if there is a small
difference (i.e., a small phase shift), then the coupling strength
is decreased to increase the accuracy of the adaptation [12].

Finally, the SO(2) frequency, determined by the parameter
ϕ, is modulated by the rule in (6) [12]:

ϕ(t+ 1) = ϕ(t) + η ·W20(t) · o2(t) ·W01(t+ 1) · o1(t) (6)

where η is the learning rate and o1 is the output from H1.
The modulation of ϕ influences the synapses of the SO(2)
oscillator (w00, w01, w10, and w11, see (4)) in a long-term
synaptic plasticity manner. The synaptic plasticity will hereby
converge when the phase difference between the CPG output
H0 and external perturbation signal is removed (or when a
desired phase shift is obtained).

While the DIL adapts ϕ based on a tracking error, the
AFDC adapts it based on a desired phase shift ∆φ, between
an external perturbation signal and the CPG output. By using
the joint angle feedback from a BC joint as the perturbation
signal, it is possible to adapt the walking frequency.

Nachstedt et al. [13], described a method for using the
AFDC to adapt the frequency of a CPG controlling a six-
legged robot. They found that for complex systems, like legged
robots, it is not clear which ∆φ between a motor command
(i.e., CPG output) and joint angle sensory feedback will be
optimal. However, by testing various values for ∆φ, a phase
shift of ∆φ = 0.2π was found to produce the fastest and most
energy-efficient locomotion. In the following experimental
setups, a phase shift of 0.2π is therefore used when testing
the AFDC. The remaining parameters for the AFDC are set
according to those specified in [13] with the exception of
the learning rate which is set to 8 resulting in much faster
adaptation.

IV. EXPERIMENTS AND DISCUSSION

In the following four experiments, the MORF hexapod robot
is used to access the performance of the DIL mechanism.
MORF weighs 4.2kg and is equipped with Dynamixel XM340-
350 smart servos, making it possible to read the power con-
sumption, joint angles, and in extension, to use the locomotion
controller presented in Sect. III. The controller is used under
the assumption that the periodic shape of the CPG is given
according to the neurodynamics of the CPG and that only
frequency optimization is required. As described earlier, error
feedback to the DIL is defined as the tracking error between
the amplitude of one BC joint angle signal and the amplitude
of the CPG output driving the joint (efference copy). The BC
joint angle signal is likewise used as the perturbation to the
AFDC mechanism.

To illustrate the generality of the DIL mechanism a fifth
experiment is included where the mechanism is used on a 7
degrees of freedom compliant robotic manipulator arm called
GummiArm [20] (see Fig. 7). In contrast to the joints on
MORF, some joints on the GummiArm are actuated by three
motors. In this setup, one motor acts as a passive stabilizer
while the two remaining joints are connected using compliant

Fig. 7: The GummiArm robot [20]. The neural CPG-based
controller actuates the shoulder and elbow joints in order to
make the arm perform a sawing-like motion.

tendons. Thus, these two motors work as an antagonist-agonist
setup, similar to how the human arm is configured. The Gum-
miArm is equipped with the same neural CPG-based control
as used on MORF but this time with interlimb coordination
making it move in a sawing-like motion. It should be noted that
the controller uses the joint angle sensory feedback from the
shoulder joint of the GummiArm and the CPG-based controller
only actuate the shoulder and elbow joint (see Fig. 7). This is
because this joint is responsible for moving the arm back and
forth, thus directly influencing the sawing speed.

A. Adaptation to robot body

The first experiment was to determine whether the DIL
mechanism can converge to a certain walking frequency (i.e.,
finding a proper ϕ), for various initial internal SO(2) fre-
quencies (i.e., various initial values of ϕ0). In the experiment,
MORF was placed on a stand such that the legs could swing
freely in the air.

Fig. 8 shows that ϕ was adapted for six different initial
frequencies. The walking frequency converged to a mean ϕ
of 0.27 with a standard variance of 0.003. This value leads to
adapted SO(2) synaptic weights of w00 = 0.992, w01 = 0.191,
w10 = −0.191, and w11 = 0.992.

To analyze why the DIL adapts the CPG frequency to 0.27,
a plot of the tracking error and amplitude of the joint angle
sensory feedback against the CPG frequency (ϕ) is made (see
Fig. 9). This shows that the DIL, as expected, adapts the
frequency to the point where the amplitude begins to decrease
and the tracking error increases above the bias. Thus, the
DIL mechanism can adapt the CPG to a specific frequency,
matching the body property of the MORF hexapod robot
which in this case is ϕ = 0.27. In other words, by running
MORF with a CPG frequency of 0.27, the desired trajectory
is performed with a low tracking error and the full potential
of the system is utilized (moving with a high frequency/speed
and a large angle). If MORF moves with a faster frequency
then the tracking error will increase (thereby, it moves with
a smaller joint angle amplitude) and if it moves with a lower
frequency then the full potential of the system will not be
utilized. This mechanism converges toward different walking
frequencies depending on the robot characteristics, e.g., differ-
ent leg morphologies, body weights, and motor performances
(as shown in the next experiment and the experiment with the
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Fig. 8: Adaptation of ϕ for different initial values ϕ0 using
the DIL. All of the trials converges to a mean ϕ of 0.27 with
a standard variance of 0.003.

0.1 0.2 0.27 0.4 0.5 0.6 0.7
0

0.2

0.4 Sensor amp.
CPG amp.
Error
Bias

Fig. 9: Plot of the tracking error (red) and sensor amplitude
from a BC joint of MORF (blue) against the CPG frequency.
The CPG or expected amplitude is shown with a dashed blue
line and the bias with a dashed red line.

GummiArm robot). A video of the experiment can be found
in the supplementary material (video SM1.mp4).

B. Adaptation to a variation of electrical power

In the second experiment, the DIL was applied to adapt the
walking frequency when we abruptly change the voltage or
electrical power to the servo motors of MORF during walking.
Here, we compared the performance of the DIL with the
AFDC. The voltage or stimulus was regulated using an exter-
nal power supply and changed twice during the experiment.
First, it was reduced from 15.5V by 2.7V to 12.8V after 10s of
walking and increased back to 15.5V after 30s. This is similar
to the discharge cycle of a four-cell LiPo battery if each cell
is discharged from 4.2V to 3.5V. The reason for having 15.5V
as the maximum voltage and not 16.8V as in a four-cell LiPo
battery is that the Dynamixel servos have a maximum input
voltage of 16V. When the voltage to the servos is changed,
their performance also changes and the frequency adaptation
mechanisms need to adapt accordingly. The initial adaptation
of the two mechanisms was not included in the experiment.

Fig. 10 shows how the SO(2) parameter ϕ was adapted
in five trials using the AFDC (blue) and DIL (orange)
mechanisms. The lines show the mean ϕ value and mean
tracking error while the surrounding transparent area shows
the standard variance. The DIL mechanism can reduce the
mean tracking error down to 0.008 which is better than the
AFDC (P > 0.999) which has a mean tracking error of 0.01.
It is possible for the DIL to reduce the error even more by
choosing a smaller bias. However, this will result in slower
adaptation when increasing the frequency. It should be noted
that the ϕ value for the DIL is slightly smaller (ϕ = 0.25)

Fig. 10: Adaptation of ϕ using the DIL (orange) and AFDC
(blue) mechanisms. The lines show the mean ϕ value (upper
plot) and mean tracking error (lower plot) while the transparent
area surrounding them shows the standard variance. The
voltage to the servos is reduced by 2.7V from 10s to 30s
(yellow zone). The mean tracking errors for the DIL and
AFDC mechanisms are 0.008 and 0.010, respectively. The
mean cost of transport for the DIL and AFDC mechanisms
are 2.75 and 2.90, respectively.

than the one found in the previous experiment (ϕ = 0.27).
This is because in the previous experiment MORF was placed
on a stand and the legs could move freely whereas here, the
legs carried the robot weight during the stance phase.

During the experiment, it was observed that MORF walked
less straight with the AFDC than with the DIL (see the
supplementary video SM2.mp4). This is due to a consequence
of walking with a larger tracking error. Hence, the DIL can
maintain straight walking even without additional steering or
directional control. The DIL is also useful for a robotic system
that is supposed to precisely follow a certain trajectory, as in
the domain of trajectory optimization.

Reducing the tracking error also results in a lower cost
of transport (CoT), meaning that DIL produces more energy-
efficient locomotion. The CoT is calculated as P ·t

m·g·d , where
P is the power consumption of the servos given by P = V ·I ,
t is the time in seconds, m is the total mass of MORF in kg,
g is the gravity of the earth, and d is the walking distance
covered by MORF. In the experimental results shown in Fig.
10, the mean CoT of the DIL and the AFDC are 2.75 and 2.90,
respectively. This shows that the DIL leads to more energy-
efficient locomotion (P = 0.880).

Finally, since the learning parameters of the DIL easily
relate to the tracking error reduction, i.e., gain and integrator
terms (variables B and C in (2)), the parameters are also easy
to tune for other complex systems. In contrast, the AFDC
reduces tracking error by tuning a CPG frequency toward a
desired phase shift ∆φ. This phase shift is often chosen to
correspond with the system resonance frequency. However, for
complex systems, it is not always possible to identify the phase
shift; therefore, it has to be found empirically. Furthermore, in
the case of legged robots, a phase shift that guarantees next to
optimal locomotion is hard to find since there is no intuitive
correlation between phase shift, tracking error, and CoT as
also pointed out in [13].
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Fig. 11: Adaptation of ϕ to an external perturbation using the
DIL. At 20s (red zone) a leg is shortly blocked by hand. The
DIL immediately reduce the CPG frequency to nearly zero
in response to the high tracking error, resulting in stopping
the leg movement. This way the leg is protected from getting
damaged.

C. Adaptation for damage protection

The third experiment was to determine how the DIL mecha-
nism adapts the walking frequency to an external perturbation.
In the experiment, MORF was again placed on a stand to
enable the legs to move freely in the air. After 20s a leg was
blocked by hand which is equivalent to it getting stuck or
hitting an object while walking.

As shown in Fig. 11, the DIL mechanism quickly decreases
the walking frequency when the leg is blocked. This behavior
can be seen as a self-protection mechanism to prevent damage.
A video of the experiment can be found in the supplementary
material (video SM3.mp4).

D. Multiple adaptations to unexpected situations during con-
tinuous walking

The fourth experiment combined the three adaptation fea-
tures (adaptation to the body, electrical power variation, and
damage protection) during continuous walking. In this con-
tinuous walking experiment (shown in Fig. 12), we set an
arbitrary initial value of the ϕ to 0.35 which generates a high
walking frequency. The DIL was started after 5s and could
quickly adapt to obtain a proper walking frequency in around
5s, allowing MORF to efficiently walk on the floor. At around
60s, MORF experienced a reduction of electrical power. We
simulated this by manually reducing the voltage from 15.5V
to 12.8V for 20s. In order to maintain its walking performance
with a low tracking error, the DIL automatically reduced the
walking frequency. At around 83s, MORF received full power
again whereby we increased the voltage to 15.5V. This made
the DIL increase ϕ to the value found initially, resulting in high
walking frequency as a normal state again. At around 120s,
we blocked one leg of MORF to which the DIL reacted by
reducing ϕ to a very low value; thereby the walking frequency
slowed down. If the leg became blocked for a longer period of

Fig. 12: Adaptation of ϕ using the DIL. First ϕ is adapted
from an initial value of 0.35, then to a reduction of 2.7V in
voltage (yellow zone), and finally to a leg being blocked by
hand (red zone). Note that the DIL starts after 5s (gray zone).
For the three scenarios, the DIL can adapt ϕ to obtain a new
walking frequency within approximately 5s.

time, the DIL would eventually decrease ϕ to almost zero. As
a consequence, MORF will stop moving. This way, the DIL
can protect the robot from damage. A video of the experiment
can be found in the supplementary material (video SM4.mp4).
It is important to note that even though a tripod gait is used
in all experiments, the DIL can also be applied to other gaits
including dynamic ones. This is because the DIL will adapt
the CPG frequency to the maximum one at which the tracking
error is low (cf. Fig. 9) (i.e., independent of the gait/motion
being used). However, additional balancing or posture control
for stability may be required for dynamic gaits.

E. Adaptation for a compliant robotic manipulator arm

The final experiment was designed to determine the general-
ity of the DIL mechanism. In this experiment, the GummiArm
robot was used to follow a sawing-like motion. The DIL
parameters were set to one-half of the values used for the
MORF hexapod robot (i.e., Af = 0.3, As = 0.45, Bf = 0.4,
Bs = 0.2, Cf = 0.0075, Cs = 0.0025, and a bias of
0.008). The reason for doing so was that the GummiArm
produces greater tracking errors due to a larger range of motion
and more compliant joints. Furthermore, it shows that the
parameters of the DIL are not that sensitive and do not require
fine tuning. After 40s when the DIL had initially adapted the
CPG frequency, a person stepped in front of the arm and
blocked its motion for a few seconds.

As shown in Fig. 13, the DIL mechanism can adapt the
frequency initially to fit the GummiArm and quickly decrease
it when the motion is blocked. This behavior can be seen
as both a self-protection mechanism to prevent damage to
the arm itself and a behavior to protect any workers around
the robotic arm. A video of the experiment can be found in
the supplementary material (video SM5.mp4). Note that the
tracking error is noisier when compared to that of the MORF
hexapod robot due to the high compliance of the system (Fig.
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Fig. 13: Adaptation of ϕ to an external perturbation using
the DIL. At 20s (red zone) the arm is blocked. The DIL
immediately reduces ϕ in response to the high tracking error,
resulting in slow arm movement. The arm and any person
nearby is in this way protected from damage.

12) and that the adaptation is a bit slower due to the smaller
learning parameters.

V. CONCLUSION

This letter demonstrates how we developed an error-based
learning mechanism called DIL and applied it to neural CPG-
based control of a hexapod robot called MORF. We showed
that the DIL can be used to quickly reduce tracking error
between actual and desired joint movements. It does so by
adapting the CPG frequency to the highest level where the
joint movements can follow the trajectory generated by the
CPG-based control. In other words, the mechanism ensures
that the CPG frequency matches and utilizes the performance
of MORF. Besides adapting to the performance, the DIL is
also able to adapt the frequency to a change in electrical power
and unexpected external perturbations such as blocking a leg.
When comparing the DIL with a state-of-the-art frequency
adaptation mechanism (i.e., AFDC), it is clear that the DIL
is both faster and better at reducing tracking error. This
additionally results in more energy-efficient locomotion and
straight walking even without steering control. The DIL uses
parameters relating to error reduction, making it easier to tune
for good performance. It is also important to emphasize that
the DIL can achieve multiple adaptations (including adaptation
to body property, damage protection, and unexpected energy
drop) by relying only on a simple objective function (i.e.,
tracking error feedback) rather than multiple complex objec-
tive functions and robot kinematics. Furthermore, to illustrate
the generality of the DIL mechanism, it was also success-
fully applied to control of a compliant robotic manipulator
arm called GummiArm. Finally, it is important to note that
mechanisms (like trajectory optimization) can also be added on
top of the DIL mechanism to achieve amplitude or waveform
adaptation.

In the future, we plan to investigate if the DIL parameters
including the bias can relate to the CPG frequency and tracking

error, in order to tune the DIL in a principled way. We also
plan to investigate if the frequency adapted by the DIL is
near the resonance frequency of the system. In order to do
this we also need to examine the possibility of using DIL for
force controlled systems. Finally, we plan to investigate if it
is possible to extract the tracking error in different ways such
that the DIL can be applied to arbitrary trajectories and does
not have to rely on the waveform of the CPG output.
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Generic Neural Locomotion Control Framework for
Legged Robots

Mathias Thor, Tomas Kulvicius, and Poramate Manoonpong

Abstract—In this paper, we present a generic locomotion
control framework for legged robots and a strategy for control
policy optimization. The framework is based on neural control
and black-box optimization. The neural control combines a
central pattern generator (CPG) and a radial basis function
(RBF) network to create a CPG-RBF network. The control
network acts as a neural basis to produce arbitrary rhythmic
trajectories for the joints of robots. The main features of the
CPG-RBF network are: 1) it is generic, since it can be applied
to legged robots with different morphologies; 2) it has few control
parameters, resulting in fast learning; 3) it is scalable, both in
terms of policy/trajectory complexity and the number of legs
that can be controlled using similar trajectories; 4) it does not
rely heavily on sensory feedback to generate locomotion and
is thus less prone to sensory faults; and 5) once trained, it is
simple, minimal, and intuitive to use and analyze. These features
will lead to an easy-to-use framework with fast convergence
and the ability to encode complex locomotion control policies.
In this work, we show that the framework can successfully be
applied to three different simulated legged robots with varying
morphologies, and even broken joints, to learn locomotion control
policies. We also show that after learning, the control policies can
also be successfully transferred to a real-world robot without
any modifications. We, furthermore, show the scalability of the
framework by implementing it as a central controller for all
legs of a robot and as a decentralized controller for individual
legs and leg pairs. By investigating the correlation between robot
morphology and encoding type, we are able to present a strategy
for control policy optimization. Finally, we show how sensory
feedback can be integrated into the CPG-RBF network to enable
online adaptation.

Index Terms—Legged robots, Neurorobotics, Generic control,
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Fig. 1. CPG-RBF network, combining a CPG with an RBF network. The
policy is encoded in the synaptic weights, wpj,k , connecting the RBF neurons,
Rh, to the motor neurons, Mj . These weights are optimized using black-box
optimization (BBO) as indicated by the dashed arrow. The weights w0,0,
w0,1, w1,0, and w1,1 of the CPG are fixed such that its outputs oscillate at a
certain frequency (i.e., here approximately 0.3 Hz (low walking frequency)).

Locomotion control, Learning, Policy optimization

I. INTRODUCTION

DESIGNING locomotion controllers is challenging due
to the varying morphology of different robots. While

one type of legged robot requires a particular set of joint
trajectories, another might need something different. The fact
that legged robots often have many degrees of freedom, and
that manual tuning of parameters in order to achieve good
performance is difficult, calls for an automated approach.
Good locomotion performance can be determined by: 1) fast
straight walking (i.e., distance traveled or speed); 2) less body
oscillation (i.e., stability); 3) less slip during a stance phase
(i.e., slippage); and 4) no collision between legs. By using
machine learning, it is possible to let the legged robot learn
trajectories from interacting with the environment. Optimiza-
tion is typically done in simulation since the robot needs many
interactions with the environment, depending on the learning
algorithm and controller complexity [1], [2], [3], [4].

Many of today’s locomotion controllers are problematic
since they either rely on imitation learning for simple control
without optimization [5], [6] or learning where the neural
control is either too simple [2], [1] or too complex [3], [4]. A
controller that is too simple does not allow for complex loco-
motion control policies to be learned, while a controller that
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is too complex and relies on large complex neural networks
suffers from slow learning (see Section II for more details).
Complex controllers also make it hard to analyze the learned
locomotion control policy and extend the framework with
additional behaviors. Finally, most controllers rely heavily
on sensory feedback which introduces a possible breaking
point in cases of sensory fault. Sensory feedback is important
for controlling legged robots and essential for adapting to
difficult terrain, where legged robots are especially useful.
However, when the sensory feedback is tightly integrated into
a controller, it is difficult and in some cases, impossible to
deal with sensory failures.

To overcome these problems, we need a control framework
that is simple and yet able to encode complex locomotion
control policies. A simple control framework implies that it is
easy to analyze and has few policy parameters, resulting in fast
learning. One area where fast learning is especially important
is research concerning optimization directly in the real world
[7], [8]. Finally, the framework also needs to be generic and
scalable to support robots with different morphologies and
the integration of additional behaviors. A modular setup will
make the framework less prone to sensory faults since behavior
modules can be added and removed online.

For these reasons, we present a comprehensible, generic,
and flexible/scalable neural locomotion control framework
with different control encodings and control policy optimiza-
tion for locomotion generation of legged robots with different
morphologies. The framework, which is the main contribu-
tion of this work, is based on neural control and black-box
optimization (BBO). The neural control called the CPG-RBF
network (acting as a neural basis) combines a central pattern
generator (CPG) with a radial basis function (RBF) network
(see Fig. 1). CPGs are one of the most popular methods for
locomotion generation in legged robots (for reviews see [9],
[10]). They are, however, unable to take full advantage of the
robot’s morphology since the rhythmic CPG output by default
is wave-shaped and cannot be easily reshaped using the CPG
alone [9]. To overcome this, we use the RBF network, which
is often used for function approximation and can, therefore, be
set up to reshape the CPG output. The RBF network can either
amplify or reduce a specific part of the CPG signal. Thus,
it is possible to train and produce arbitrary shaped rhythmic
trajectories for the joints of a legged robot. The trajectories are
encoded in the synaptic weights connecting the RBF network
to the motor outputs (blue and red connections in Fig. 1).
Possessing only one hidden layer, RBF networks have a faster
convergence .rate in comparison to multi-layer perceptrons like
those presented in [3], [4]. Moreover, interpreting the function-
ality of each neuron in the hidden layer is straightforward.
This is because each neuron’s activation encodes the joint
position at a particular phase in the stepping cycle. Thus, the
simplicity of the CPG-RBF network makes it easy to overview
and analyze. One way to analyze the network is by visualizing
the trajectories using only the network weights, which may be
useful when comparing to biology. Furthermore, the simplicity
makes the network scalable and expandable with additional
behavior modules.

The CPG-RBF network was presented for the first time in

[11], where the basics of the neural controller were explained.
In this work, we significantly elaborate on the previous study
and demonstrate that the framework can also be applied to
three robots with different morphologies. We also elaborate
on the scalability of the framework, since not only can it be
implemented as a central controller for all legs of a robot, but
also in a decentralized way to control individual legs or leg
pairs (i.e., front, hind, and middle legs). Through experiments,
we aim to investigate how various control strategies relate to
different legged robot morphologies. In this way, we propose
a strategy for control policy optimization. More specifically,
we investigate three different control strategies or controller
encodings: indirect encoding where all legs of the robot
are controlled by the same CPG-RBF network, semi-indirect
encoding where all leg pairs are controlled with the same CPG-
RBF networks, and direct encoding where each leg has its own
CPG-RBF network.

The main objective of this work is to explore the use of
BBO to quickly tune CPG-RBF networks that can generate
feedforward joint trajectories for robots with different mor-
phologies. In other words, to provide motor primitives as a
basis for robot locomotion. However, to also show that the
CPG-RBF network is extendable with sensory feedback, we
present a preliminary study in the supplementary material
where sensory feedback from an inertial measurement unit is
integrated into the network. This integration enables the robot
to adapt its body posture online. In the discussion (Section
VIII), we consider other modular extensions of the framework,
such as extending it with different sensor-driven behaviors for
leg movement adaptation to navigate on uneven, unpredictable
terrain (e.g., terrain with holes and obstacles). Such extensions
are possible due to the scalability, modularity, and simplicity
of the CPG-RBF network.

In summary, the main features of the CPG-RBF network
are: it is simple, minimal, and intuitive to use and analyze;
it has few control parameters, resulting in fast learning; it
is scalable both in terms of policy/trajectory complexity,
controller encoding, and extendable; finally, it is generic since
it can be applied to legged robots with different morphologies.
In this work, we: 1) demonstrate that the CPG-RBF network
can be applied to locomotion generation for legged robots with
different morphologies; 2) analyze how the controller encoding
of the CPG-RBF network is related to the morphology of the
legged system; 3) show that the learned controller network
can be deployed directly to a real-world robot and used
for damage compensation; 4) show that it is possible to
integrate sensory feedback into the CPG-RBF network; and
5) discuss the framework potential in terms of real-world
learning, encoding switching, policies for different behaviors,
and extension with different sensory feedback. To this end, the
proposed framework can learn to drive three different legged
robots for fast locomotion, including one with broken joints.

II. RELATED WORK

In [2], Oliveira et al. described an approach used to evolve
a locomotion controller for a simple quadruped robot. The
controller is based on CPGs such that it has seven free
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parameters for describing the CPG amplitude and offset of
the front and hind legs as well as the overall swing frequency.
These parameters are learned using a genetic algorithm (GA)
to find the optimal combination for minimizing body vibration
while maximizing the velocity and stability margin. The GA
is a population-based algorithm that uses a technique inspired
by evolution, such as inheritance, mutation, selection, and
crossover [12]. The presented optimization of quadruped robot
locomotion is promising and straightforward. However, the
parameter space is narrow and does not allow for complex
control policies and the aforementioned good locomotion
performance. This is mainly because it is not possible to
optimize the shape of the CPG output signal; only its uniform
amplitude and offset. Finally, the authors only demonstrate
their approach on one single quadruped robot with eight joints
(i.e., two joints per leg) and in a simulated environment.

In [5], Nakanishi et al. introduced a locomotion controller
for biped locomotion using dynamic movement primitives
(DMPs) as a CPG. In their approach, they allow rhythmic
DMPs to learn demonstrated human trajectories using locally
weighted regression. Moreover, they propose an adaptation
algorithm for the walking frequency, based on phase reset-
ting and entrainment, to make the controller more robust
against external perturbations and environmental changes. The
algorithm uses foot contact information to update the CPG
frequency and phase resetting. The results show that the DMPs
can learn the demonstrated trajectories, which could be seen
as prior knowledge and a basis for further improvement using
reinforcement learning (RL). However, this was not explored
and the trajectories are thus only as good as the ones provided
by the human demonstrator. Furthermore, the controller was
only demonstrated on a single robot.

In [6], Rosado et al. also presented a biped locomotion
controller using rhythmic DMPs learned in task space, from
a single demonstration. They use three DMPs for each leg,
representing the x, y, and z dimensions, respectively. Their
work is related to [5], but instead of exploring phase resetting
to generate adaptive walking, they adapt the parameters of
DMPs related to task variables. These parameters include
amplitude, frequency, and offset, which directly relate to step
length, hip height, foot clearance, and forward velocity. As in
[5], they did not further improve the trajectory of the DMPs
after learning the demonstrated trajectory and the controller
was only used on a single robot.

Recently, Hwangbo et al. [3] described a novel method
for training a neural network policy in simulation and sub-
sequently transferring it to the legged quadruped robot called
ANYmal. They achieve high efficiency and realism in sim-
ulation by combining classical models representing well-
known parts of the robot with learning methods that can
handle complex dynamics which are often hard to model
(e.g., actuator dynamics, control signal delays, and low-level
controller dynamics). They learn these mappings in an end-to-
end manner using self-supervised learning with a deep neural
network. With the learned dynamics, they train controllers
using an RL-based optimization method and subsequently
deploy them directly in the physical robot. The controller
implementing the locomotion control policy is a four-layer

neural network (one input layer, two hidden layers, and one
output layer) with multiple inputs (e.g., robot states, joint
states, and command history). The two hidden layers consist of
256 and 128 neurons, respectively. Finally, 12 output neurons
(outputting joint positions) drive the 12 joints of ANYmal.
Their novel approach to dealing with the reality gap and
training networks for locomotion generation is very promising.
The positive results in terms of locomotion performance show
that the study, without doubt, makes a significant contri-
bution to the field of data-driven methods for locomotion
control. However, the learned controller network is hard to
comprehend, consisting of millions of weights which have
to be learned by the RL-based method. The complexity of
the neural networks makes it hard to identify how and why
the controller uses different sensors, and if they are even
needed for basic locomotion generation. The fact that it relies
heavily on sensory feedback and command history as inputs
also makes it prone to sensory fault, since in this case, the
controller may not function properly. Furthermore, hundreds of
millions of samples are needed to train the network, resulting
in long training sessions; nine days of simulated time for
locomotion control policy and 79 days of simulated time for
the recovery from fall control policy. Simulated time is the
time used by the robot inside the simulated environment and
therefore independent of the CPU. Thus, when applying the
proposed locomotion controller one also needs to either use
their learned dynamics or learn new ones themselves since
other available simulation frameworks, such as Gazebo [13]
and V-REP [14] (used by many robotics communities) are too
slow.

In [4], Clune et al. presented a similar controller network as
[3] for a simulated quadruped robot. This smaller network has
three layers with 20 neurons per layer and also relies heavily
on sensory feedback. Based on sensory feedback, the network
generates new positions for the 12 joints of the quadruped
robot. The network thus suffers from the same drawbacks as
in [3]. However, the main contribution of their work is the
investigation of different controller encodings and how those
relate to the regularity of the system. In their work, they used
HyperNEAT (NeuroEvolution of Augmenting Topologies) as
indirect encoding and FT-NEAT for direct encoding (for a
detailed explanation see [4]). The authors found that the
performance of indirect encoding improves with the regularity
of the problem but also that the bias of indirect encoding
toward regularity hurt its performance on problems containing
some irregularity (where direct encoding performs the best).
Additionally, their findings indicate that it is advantageous to
shift from indirect to direct encoding during training (when
training with indirect encoding converges) because, in this
way, it is possible to make subtle adjustments to regular
patterns to account for problem irregularities [4]. With regard
to legged robots, the authors modulated the regularity of the
quadruped robot by changing the number of faulty joints (i.e.,
constant uniform noise is added to the position commands
of the faulty joints). Thus, the results are limited regarding
generic locomotion control, since it is only carried out for one
single robot without any changes to the morphology. In this
study, we investigate how the controller encoding relates to
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the morphology regularity of different robots.

III. CPG-RBF NETWORK

In this section, we explain the CPG-RBF network and
its different components, starting with the CPG. The CPG-
RBF network is inspired by rhythmic DMPs [15], [16] and
therefore, at the end of this section, we compare the two.

A. Central Pattern Generator (CPG)

A CPG is a group of interconnected neurons located at
the spinal cord of vertebrates and in the thoracic ganglia of
invertebrates. The term central means that a CPG can be
activated to generate a motor pattern without the requirement
of sensory feedback. CPGs play a central role in elucidating
locomotion mechanisms and other rhythmic movements such
as breathing [17], [18]. Different CPG models with varying
complexity have been proposed: conceptual biological models
[19], detailed biophysical models [20], connectionist models
[21], and abstract models [9], [10]. In the domain of robot
control, most previous research has employed abstract CPG
models using coupled oscillators to generate basic periodic
movement patterns [22]. From the control perspective, CPGs
have various interesting properties such as robustness against
perturbations, easy and smooth modulation of the frequency,
suitability for distributed implementation, and the fact that
they use few control parameters. Concerning the latter, we
especially explore the distributed implementation properties
of different controller encodings, as explained in Section IV.

For the CPG-RBF network, we use the abstract neural
SO(2)-oscillator based CPG model [23] (see CPG in Fig. 1).
The SO(2)-based CPG is a versatile recurrent neural network
consisting of two fully-connected standard additive discrete-
time neurons N0 and N1, both using a sigmoid transfer
function. The SO(2) oscillator can exhibit various dynamical
behaviors (e.g., periodic patterns with different frequencies,
chaotic patterns, and hysteresis effects [24], [25], [26]) by
changing its synaptic weights through manual control or sen-
sory feedback. These dynamical network behaviors can sub-
sequently be exploited for complex locomotion (e.g., chaotic
leg movement for self-untrapping of a leg from a hole in the
ground [27], walking at different frequencies [28]).

The outputs of the two neurons in the SO(2) oscillator are
given by

oi(t+ 1) = tanh

 N∑
j=0

wij(t)oj(t)

 , (1)

where oi is the output from neuron i, N is the number of
neurons, and wij is the synaptic weight from neuron i to j.
The two neurons produce rhythmic outputs with a phase shift
of π/2.

As proven by Pasemann et al. [23], the network produces a
quasi-periodic output when the weights are chosen as(

w00(t) w01(t)
w10(t) w11(t)

)
= α ·

(
cos ϕ(t) sinϕ(t)
− sin ϕ(t) cosϕ(t)

)
, (2)

with 0 < ϕ(t) < π as the frequency-determining parameter.
Parameter α determines the amplitude and the nonlinearity of

Fig. 2. Harmonic CPG outputs oscillating at a frequency of ≈ 0.30 Hz. o0
is the output from neuron N0 while o1 is the output from neuron N1.

the output oscillations. For the CPG-RBF network, α = 1.01
and ϕ = 0.01π are used to obtain harmonic oscillation at a
fixed frequency of ≈ 0.30 Hz. The two outputs from the CPG
can be seen in Fig. 2. Note that the frequency can also be
learned [22], [29], but for the purpose of this study, it remain
fixed.

B. Radial Basis Function Network (RBF network)

An RBF network is an artificial neural network that uses
radial basis activation functions [30]. An RBF network consists
of only three layers; an input layer which in our case is the
CPG, a hidden layer, and an output layer which in our case
consists of the motor neurons (see Fig. 1). The activation
functions of the neurons in the hidden layer are radial basis
functions; more specifically, two-dimensional Gaussian func-
tions. The transfer function of the hidden neuron is thus given
as

Rh = e
−
(

(o0−µh,0)2+(o1−µh,1)2

σ2
RBF

)
, (3)

where, µh,0 and µh,1 are two means of RBF neuron Rh,
σ2
RBF is the common variance for the two means, and Rh

is the response of the RBF neuron when receiving input o0
and o1 from the CPG. The two means are set manually so that
the RBF neurons or kernels are equally distributed along one
period of the CPG output signals. This is achieved by

µh,n = on

(
(h− 1) · T
H − 1

)
, (4)

where n is an index for the CPG output, T is the period of the
CPG signal (T ≈ 1/0.30Hz), and H is the total number of
RBF neurons. The advantage of equally distributing the means
along one period of the CPG output signal is that in doing so
it is possible to modify discrete parts of the CPG signal shape,
and the centers of the kernels do not need to be learned. For
example, when using H = 20, it is possible to make the jth

joint move either more or less at the center of its trajectory
by altering the synaptic weight wp10,j from the tenth RBF
neuron R10 to motor neuron Mj .

The number of RBF neurons, H , directly relates to the
complexity of the output trajectory. While a high number
of neurons enables complex trajectories that can approxi-
mate almost any functions, a small number of neurons can
only produce simple trajectories. However, a small number
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of neurons also means fewer policy parameters and thus a
faster convergence rate. While the number of neurons con-
trols the complexity of the output trajectory, their variance,
σ2
RBF , controls its smoothness. A high variance results in a

very smooth trajectory, while a smaller allows a more high-
frequency output trajectory. This creates a trade-off, and in
the case of locomotion control, H = 20 and σ2

RBF = 0.04
are chosen, allowing the learning of smooth complex control
policies at acceptable convergence rates. From empirical study,
we found that a smaller σ2

RBF resulted in jerky movements
while a higher one resulted in too simple trajectories and low
returns (the learned shapes were periodic patterns with almost
symmetrical ascending and descending slopes). For H, we
found that a smaller number of RBF neurons cannot generate
complex trajectories (e.g., periodic patterns with asymmetrical
ascending and descending slopes and different speeds as
shown in Fig. 8) as well as obtaining high returns. In contrast,
a higher number of kernels only increases the convergence rate
and not the return. Thus, H = 20 and σ2

RBF = 0.04 are used
in the experiments presented in Section VI.

C. Dynamic Movement Primitive (DMP)

When comparing the CPG-RBF network to rhythmic DMPs
[15], [16], it is clear that the two are very similar. They
both inhibit a timing system (i.e., the CPG for the CPG-RBF
network and the canonical system for the DMP), and a shaping
system (i.e., the RBF network for the CPG-RBF network and
the forcing function for the DMP). However, the CPG-RBF
network allows us to use only neurons as well as simply
extending it with an online frequency adaptation mechanism
[31], [18], [29]. Furthermore, by using a neural-based CPG,
it is possible to explore the neurodynamics (chaotic patterns
and hysteresis effects) of the CPG by modulating the synaptic
weights [24], [25], [26].

IV. CONTROLLER ENCODING

Clune et al. [4] presented for the first time, a comprehensive
study on controller encodings, demonstrating that phenotype
regularity enables indirect encoding to outperform direct en-
coding as the regularity of the problem increases (as also
described in Section I). In the case of legged robots, the
regularity often boils down to their morphology, i.e., the
level of symmetry. However, other factors, such as motor
imprecision, may also cause irregularity.

In [4], the authors investigated direct and indirect encodings
using HyperNEAT and FT-NEAT, respectively (for a detailed
explanation see [4]). NEAT is a method for evolving artificial
neural networks using a genetic algorithm in a manner inspired
by nature. NEAT utilizes the idea that it is effective to
start evolution with small, simple networks, allowing them to
increase in complexity over generations.

In this work, controller encoding is not provided by the
type of learning algorithm but rather by the implementation
of the neural controller. This is possible because the proposed
framework is scalable, and not only can it be implemented as a
central controller for all legs of a robot, but also decentralized
to control individual legs or leg pairs (i.e., front, hind, and

middle legs). We call it indirect encoding when the CPG-
RBF network acts as a central controller where the same joint
trajectories are learned for all legs (see Fig. 3a). Direct encod-
ing is when the CPG-RBF network is fully decentralized, and
different joint trajectories are learned for each leg, enabling
them to move differently from each other (see Fig. 3c). Finally,
semi-indirect encoding bridges the gap between indirect and
direct, where the CPG-RBF network is partly decentralized,
and only the joint trajectories for the different leg pairs are
learned (see Fig. 3b). The idea behind semi-indirect encoding
is to exploit the bilateral symmetry of legged robots. Note that,
as the controller decentralizes further, more complex control
policies can be learned due to the increased number of unique
trajectories. However, this is at the cost of additional control
policy parameters and thus, slower learning.

V. LEARNING POLICIES WITH PIBB

In this study, we focus on providing a generic locomotion
control framework rather than comparing different optimiza-
tion approaches. Therefore, we employ the state-of-the-art
learning mechanism PIBB [32], which is a probability-based
BBO approach. It follows a direct policy search in order
to improve the policy parameters with respect to a reward
function. PIBB is a BBO variant of the RL-based method
called “Policy Improvement with Path Integrals” (PI2) [33]
with constant exploration and without temporal averaging.
In particular, it can be seen as a special case of covariance
matrix adaptation evolution strategy (CMA-ES) [34] without
covariance matrix updating. The modifications introduced in
PIBB result in a simpler algorithm providing both better
convergence speed and final return (accumulated rewards)
when compared to PI2. Furthermore, PIBB is robust with no
matrix inversions and can be used in model-free learning with
easy-to-construct reward function requirements [35]. PIBB

has no open parameters except for exploration noise [32], and
is faster than gradient-based RL approaches by one order of
magnitude [33].
PIBB was selected not only for its simplicity but also

because PI2 has been successfully used in other continuous,
high-dimensional action spaces [33], [35], [32]. In particular,
it has especially demonstrated impressive results when using
DMPs as the underlying parameterized control policy. Since
PI2 is similar to PIBB [32] and the CPG-RBF network is
comparable to DMPs, PIBB is appropriate for the task at
hand.

The pseudocode for PIBB can be seen in Algorithm 1,
which also illustrates its simplicity. Here, it can be seen
that the mechanism executes K roll-outs, all with different
Gaussian noise, εk, added to the control policy parameters,
wpk,j . The results from the K roll-outs are K returns, Rk,
describing how well the policy, with added exploration noise,
performed according to a certain reward function. Finally, the
probability for each roll-out is calculated and used in cost-
weighted averaging to update the policy parameters.

In the case of the CPG-RBF network, the control policy
parameters wpk,j are given as the synaptic weights from the
RBF neurons to the motor neurons (see wpk,j in Fig. 1).
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(a) Indirect encoding (b) Semi-indirect encoding (c) Direct encoding

Fig. 3. Examples of the three types of controller encoding on a hexapod robot with three joints (colored circles) in each leg. Each color indicates a different
trajectory or set of CPG-RBF network weights. The dashed lines in the center of the robot indicate symmetry. For example, a vertical line means that the
controller is using the same joint trajectories for the left and right legs while the crossed lines mean that all legs are using the same trajectories.

Algorithm 1 PIBB

while cost not converged do
// Execute K roll-outs
for each k ∈ K do

// Sample in parameter space
εk = N (0, σ2

PIBB )
// Execute policy and record final return (R)
Rk = execCPGRBFN(wpk,j + εk)

end for
// Calculate trajectory cost
for each k ∈ K do

Sk = e
−λ· Rk−mink(Rk)

maxk(Rk)−mink(Rk)

end for
// Calculate probability for each roll-out
for each k ∈ K do

Pk = Sk∑K
k=1 Sk

end for
// Cost-weighted averaging
δwpk,j =

∑K
k=1(Pk·εk)

// Update policy parameters
wpk,j ← wpk,j + δwpk,j
// Decay exploration noise
σ2
PIBB = γ · σ2

PIBB

end while

Noise is given as Gaussian noise with an exploration noise
of σ2

PIBB = 0.015, while K, representing the number of
roll-outs, is set to 8. Both the amount of exploration noise
and number of roll-outs are empirically chosen to promote
fast and stable learning. The exploration noise is further
linearly decayed during learning using a decay constant of
γ = 0.995. This adds an additional free parameter to the
PIBB algorithm. Decaying the exploration noise allows for
large weight changes at the beginning of the learning process
and small changes or fine-tuning toward the end. Finally, we
use the reward function

Rk = w1 · distance− (w2 · instability+(
1− collision

maxdist

)w3

+ w4 · slippage),
(5)

where w1 = 3, w2 = 1, w3 = 20, w4 = 1 and maxdist
is the distance between the legs from where the collision
sub-reward is set to zero (i.e., having no influence). It is a
function of four factors or sub-rewards: distance, instability,
collision, and slippage. Distance is a measure of movement

along the x-axis, and therefore, rewards fast straight walking.
Instability is a measure of how stable the robot is during
movement. It is calculated as the sum of variance in height (z-
axis), absolute mean yaw or heading direction (0◦ is straight),
absolute mean pitch, and absolute mean roll. A pitch and roll
equal to 0◦ means that the robot is parallel with the floor. The
three measurements are summed throughout an entire roll-
out. Instability, therefore, penalizes movement that is not in
the walking direction. Collision is a measure of the extent
to which each leg of the robot collides its other legs. It is
calculated as the exponential inverse distance between the
legs of the robot, thus penalizing legs that are colliding or
very close to each other. Finally, slippage is a measure of the
extent to which each leg of the robot slips on the ground. It is
calculated as foot movement during ground contact versus no
foot movement during ground contact. A slippage return of 1
means that one or more legs are slipping all the time they are
in contact with the ground. Note that different weights (w1 to
w4) are empirically assigned to the four sub-rewards to make
them equal in magnitude and range. Furthermore, instability
and collision are thresholded at 1.5 and 1, respectively. This
is to avoid the negative returns being too large. For (5), the
walking distance can be seen as the dominating reward.

VI. EXPERIMENTS

A. Robot platforms

The legged robot platforms shown in Fig. 4 (Alpha, Laik-
ago, and MORF) were all used to assess the performance
of the generic locomotion control framework. All these were
simulated using a general-purpose robot simulation framework
called V-REP [14]. The simulated environment offers real-
world parameters for a large number of physical properties,
making it realistic and accurate.

1) Alpha: Alpha is a hexapod robot developed at the
University of Southern Denmark (SDU). It is designed to
mimic a dung beetle such that the kinematics and dimensions
match on a scale of 1:22. The morphology of the robot is
irregular, since the front, middle, and hind legs are different
from each other and thus have different ranges of freedom (see
Fig. 5). Each leg consists of three segments and three joints
(J1, J2, and J3). Furthermore, an additional joint is placed
in the back of the robot but remains fixed for simplicity. The
simulated model of the Alpha robot is shown in Fig. 4.

2) Laikago: Laikago is a quadruped robot developed by
Unitree in China [36]. It is designed as a research platform

50



ACCEPTED VERSION - DOI: 10.1109/TNNLS.2020.3016523

Fig. 4. The simulated Alpha, Laikago, and MORF robots. All three robots
are equipped with three joints per leg (J1, J2, and J3).

Fig. 5. The regularity of Laikago, MORF, Alpha, and MORF-D. MORF-D
is MORF when damaged, which in this work means a broken middle leg (as
indicated by the cross). The transparent areas illustrate the range of freedom
for the robots such that the legs are not colliding with the body or other legs.

with four identical legs, each consisting of three joints (J1,
J2, and J3). Its morphology is regular, and all four legs have
similar ranges of freedom (see Fig. 5). The simulated model
of Laikago (provided by Unitree) is shown in Fig. 4.

3) MORF: The Modular Robot Framework (MORF) has
been developed at SDU [37]. It is designed as a modular
research platform for studies on legged locomotion. In this
study, we used MORF in a compact hexapod configuration.
In this configuration, MORF is regular with respect to leg
morphology, since all legs are identical. However, it is irregular
with respect to the position of the legs, i.e., the range of
freedom for the middle leg is different from that of the front
and hind legs which can move further forward or backward
(see Fig. 5). Each leg consists of three joints (J1, J2, and J3).
The simulated model of the MORF robot is shown in Fig. 4.

B. Experimental setup

Four experiments were performed to assess the perfor-
mance of the generic locomotion control framework. In all
experiments, PIBB was used with the same variance of
σ2
PIBB = 0.015 and number of roll-outs K = 8 (as explained

in Section V). In each roll-out, the robots were simulated for
five seconds, i.e., 40 seconds of simulated time in total per
iteration. As mentioned previously, simulated time is the time
used by the robot inside the simulated environment and is
therefore independent of the CPU. From each roll-out, a return
was calculated using the reward function presented in Section
V. The same reward function was used for all legged robots

with no prior knowledge given, except for the initial static
poses shown in Fig. 4 and leg phase relationships (trot gait for
Laikago and tripod for the hexapod robots). Note that while
the leg phase relationship is fixed for indirect encoding, this is
not the case for semi-indirect and direct encoding due to them
being decentralized. The initial CPG-RBF network weights or
policies were randomly initialized using Gaussian noise with
twice the exploration noise of PIBB . A total of 350 iterations
were executed for each robot using direct, indirect, and semi-
indirect encodings. Each experiment were repeated five times
from where the average iteration return and its standard error
was computed.

1) Learning locomotion control policy for forward walking:
In the first experiment, locomotion control policies for the
Laikago, Alpha, and MORF robots were learned in simulation.
The purpose of this experiment was to verify that the CPG-
RBF network is generic and investigate how the controller
encoding relates to the morphology in terms of learning speed
and maximum performance. To show the importance of the
trajectory shape, we further compared the CPG-RBF network
with a CPG without the RBF network (i.e., a fixed wave-
shaped output). Both the amplitude and offset of the CPG were
learned using PIBB as for the CPG-RBF network. Like the
CPG-RBF network, the CPG had no prior knowledge, except
the initial poses shown in Fig. 4 and leg phase relationships
(trot gait for Laikago and tripod for the hexapod robots).
Note that while the CPG-RBF network starts learning from
a static position with no movement, the CPG alone starts
with its standard oscillating output, already enabling it to walk
from iteration 0. The reason for this is that the shape of the
CPG cannot be changed; thus, we start with some reasonable
parameters and optimize those to get the best performance. In
the CPG-RBF network, we start from a static position to avoid
the introduction of a bias in the trajectory shape.

2) Learning locomotion control policy for damage compen-
sation: In the second experiment, locomotion control policies
for MORF with a broken middle leg (MORF-D) were learned
in simulation. The purpose of this experiment is to show that
the CPG-RBF network can also be applied to a damaged
robot and investigate how the controller encoding should be
changed to deal with such highly irregular cases (see MORF-
D in Fig. 5). To see how the CPG-RBF network can make
use of prior knowledge and how fast it is able to adapt after
impairment, we also included an experiment in which the
converged locomotion control policy from learning on the fully
functional version of MORF was used as the starting policy.
Both prior knowledge and the new policy were learned using
semi-indirect encoding.

3) Deploying locomotion control policies on a physical
robot: Finally, to show that the learned locomotion control
policy works not only in simulation but also in the real
world, a test was performed using the physical MORF. During
continuous walking, MORF initially walked with six fully
functional legs using the indirect encoded control policy. After
one meter of walking the middle leg was virtually broken,
setting it into a static position where it could not touch the
ground. To enable MORF to continue walking, the control
policy was swapped to the semi-indirect control policy learned
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(a) Laikago (b) Alpha

(c) MORF (d) MORF-D

Fig. 6. Mean returns with standard error for learning the weights of the CPG-RBF network and the amplitude and offset of a CPG without the RBF network
when using direct, indirect, and semi-indirect (s-indirect) encodings on (a) Laikago, (b) Alpha, (c) MORF, and (d) MORF-D. In (d), the mean return for
learning the weights of the CPG-RBF network when using semi-indirect encoding and prior knowledge from learning using MORF with fully functioning
legs is also presented. Note that one iteration consists of eight roll-outs, and each roll-out represents five seconds of simulated time. This means that one
iteration takes 40 seconds of simulated time.

for MORF-D. After one meter of walking with a broken
middle leg, it was again enabled, and the initial control policy
swapped back in. The purpose of this experiment was to show
that the policy can be successfully swapped online and the
learned control policies for normal walking and leg damage
work in the real world.

Note that the fourth experiment is placed in the supple-
mentary material. In this experiment, we show that the CPG-
RBF network can integrate sensory feedback from an inertial
measurement unit to learn a body posture behavior that can
stabilize MORF on uneven terrain.

VII. RESULTS

A. Learning locomotion control policy for forward walking

The average return plots from learning the locomotion con-
trol policies of Laikago, Alpha, and MORF are shown in Figs.
6a, 6b, and 6c, respectively. The average sub-returns describing
velocity (calculated from the distance), instability, collision,
and slippage (as explained in (5), Section V) of the converged
locomotion control policies are shown in Fig. 7. The figure
also shows the cost of transport (COT) calculated as P

m·g·v ,
where m is the weight of the entire robot in kg, g is the gravity
of earth (9.82m/s2), v is the walking velocity of the robot in
m/s, and P is the power given as the joint torque in N ·m
times the angular joint velocity in rad/s. It should be noted

that COT is a dimensionless measurement that quantifies the
energy efficiency of transporting the legged robot from start
to finish positions (i.e., the energy efficiency of the generated
locomotion). Video clips of the three robots using the CPG-
RBF network and the three encoding types with weights from
different iterations can be found in the supplementary materials
(videos 1.0, 2.0, and 3.0) or at https://youtu.be/vQ vdE
fAfw (Laikago), https://youtu.be/-XrN7BBBywQ (Alpha), and
https://youtu.be/7JOPKMk97lM (MORF). The learned joint
trajectories for MORF when using semi-indirect encoding are
shown in Fig. 8. The remaining learned joint trajectories using
the three encoding types on all three robots for every iteration
can be found as video clips in the supplementary materials
(videos 1.1, 2.1, and 3.1) or at https://youtu.be/y-ntLATy9OQ
(Laikago), https://youtu.be/UqmXiyjUQ2Y (Alpha), and https:
//youtu.be/RfCQQf6uvkA (MORF).

The results show that our generic framework can be used
to learn walking patterns for robots with different morphology
in a minimum simulated learning time of 13 minutes (MORF
with indirect encoding, Fig. 6c) and a maximum simulated
learning time of 133 minutes (MORF-D with semi-indirect
encoding, Fig. 6d).

The convergence, when using semi-indirect or direct en-
coding is slower in comparison to indirect encoding (see Fig.
6). This is expected, since the number of policy parameters
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Fig. 7. Mean sub-returns and cost of transport (COT) with standard error for the learned policies when using direct, indirect, and semi-indirect (s-indirect)
encodings on Laikago, Alpha, MORF, and MORF-D (five repetitions for each combination of encoding type and robot). Each column of bar plots shows the
sub-returns for forward velocity (calculated from the distance), instability, collision, and slippage, respectively. The velocity is in m/s while the instability,
collision, and slippage are measured as explained in (5). The last column shows the COT; a dimensionless measurement that quantifies the energy efficiency
of transporting the legged robot from start to finish positions.

increases with the number of unique trajectories that need to
be learned. For Laikago, which is the most regular robot of the
three (see Laikago in Fig. 5), the converged policy return when
using semi-indirect or direct encoding is smaller than the one
obtained with indirect encoding (see Fig. 6a). Alpha, the most
irregular robot among the three (see Alpha in Fig. 5), benefits
significantly from semi-indirect encoding as can be seen from
the larger converged policy return (see Fig. 6b). Unlike the two
other robots, Alpha achieves a higher converged policy return
using direct encoding, compared to indirect encoding. Finally,
MORF, which is less regular than Laikago and more regular
than Alpha (see MORF in Fig. 5), also benefits significantly
from semi-indirect encoding (see Fig. 6c). For all three robots,
semi-indirect encoding results in the most energy efficient
locomotion (see COT in Fig. 7).

When comparing the standard error in the average return of
the three robots, it is clear that Laikago has the largest standard
error. The reason for this is that the predefined trot gait and the
morphology of Laikago are not as stable as the tripod gait and
the morphology of MORF and Alpha. This makes it possible
for Laikago to roll over on its back, causing a large negative
return value, which is also indicated in Fig. 7, whereas Laikago
has a relatively high instability for all encodings. The general
standard error is otherwise low, indicating consistent learning,
even though it uses a stochastic learning mechanism. Fig. 7
and the videos of the Laikago and Alpha robots also show
that some foot slippage was still present even though it was
penalized in the reward function.

The results in Fig. 6 also show that when using a CPG
without the RBF network, whereby only the amplitude and
offset are learned, it is not possible for the robots to reach

high performance. This can be observed from the overall low
returns that, only in some cases, are able to compete with
those of the CPG-RBF network. The CPG achieves the highest
returns when used on MORF, but scores close to zero when
used on the other robots. This is because Alpha is too irregular
to obtain good solutions when using CPG alone and the fixed
wave-shaped CPG output makes it hard for Laikago to have a
flat, stable, and slip-free stance phase. In summary, the shape
of the movement trajectory is crucial for the generation of
locomotion patterns, especially for robots with highly irregular
morphologies.

B. Learning locomotion control policy for damage compensa-
tion

The average return plot resulting from learning locomo-
tion control policies on MORF with a broken middle leg
(MORF-D) is shown in Fig. 6d. The video clip of MORF-
D when using the CPG-RBF network and the three encoding
types with weights from different iterations can be found in
the supplementary material (video 4.0) or at https://youtu.
be/1l3hD68Tx88. The video of the learned joint trajectories
using the three encoding types for all iterations can likewise
be found in the supplementary material (video 4.1) or at
https://youtu.be/pk56YJ7NzM0.

The results show that our generic framework can be used
to learn walking patterns for MORF-D. In this configuration,
MORF-D is considered irregular (see Fig. 5). The fixed gait
of indirect encoding resulted in MORF-D almost being unable
to move as can be seen from the low returns. The ability to
change the gait greatly benefits MORF-D, and therefore, both
semi-indirect and direct encoding perform a lot better in terms
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Fig. 8. The learned joint trajectory policies for MORF when using semi-
indirect encoding. The solid lines show the trajectories of the three joints
(J1, J2, and J3) in the front, middle, and hind legs at iteration 350 and
the transparent lines show the intermediate joint trajectories starting from the
first iteration. The remaining learned joint trajectories when using the three
encoding types on all three robots for every iteration can be found as video
clips in the supplementary materials. Note that the figure shows the trajectories
before applying the leg phase relationships (trot gait for Laikago and tripod
for the hexapod robots).

of convergence speed and return. This is also why, when using
the CPG without the RBF network, MORF-D gets returns
close to zero. When using prior knowledge from MORF with
fully functional legs, the convergence rate is much faster and
only takes around 13 minutes of simulated time instead of 133
minutes.

C. Deploying locomotion control policies on a physical robot

In the third experiment, the learned control policy was
deployed on the physical MORF and swapped online for
damage compensation. Snapshots from the experiment can be
seen in Fig. 9 and a video clip is available in the supplementary
material (video 5.0) or at https://youtu.be/OIYxm5DvPOA.

The results show that the learned control policies success-
fully transfer to a physical robot platform without any further
modifications. They also show that the control policy can
be successfully and smoothly swapped online to deal with
damages.

VIII. DISCUSSION AND CONCLUSION

In this paper, we have presented a generic framework for
learning complex locomotion control policies for three differ-
ent legged robots, including one with a damaged leg, using
identical reward functions and no prior knowledge except the
initial static poses and leg phase relationships. The framework
is based on a neural controller called the CPG-RBF network,
consisting of a combination of a CPG and an RBF network
together with the optimization algorithm PIBB for learning
the weights of the CPG-RBF network.

The CPG-RBF network is scalable in terms of complexity
and can be decentralized such that the number of unique
joint trajectories to be learned can be varied. This provides
a foundation for three different types of controller encoding:
indirect where all legs use identical joint trajectories; semi-
indirect where leg pairs (e.g., front, middle, and hind legs)
use identical joint trajectories; and direct where all legs use
unique joint trajectories. The results show that the choice
of encoding relates to the morphology of the legged robot.
Regular robots benefit more from indirect encoding than irreg-
ular robots, which gain greater benefit from semi-indirect and
direct encoding. For example, Laikago, which is very regular,
does not benefit from having different joint trajectories, as can
be observed from the low return of semi-indirect and direct
encoding. On the other hand, Alpha is very irregular, and
therefore, benefits from using semi-indirect encoding. The fact
that it is more irregular than the other two robots is evidenced
by the high return of direct encoding and the relatively slower
convergence of indirect encoding. Finally, MORF, which is
between Laikago and Alpha with respect to regularity, benefits
significantly from semi-indirect encoding. However, MORF is
still relatively regular, which is also one reason why indirect
encoding results in a higher return than direct. This finding is
consistent with that found in [4]. The semi-indirect controllers
achieved the highest return for all robots, except Laikago, at
reasonable convergence rates. We believe this is due to the
bilateral symmetry of legged robots. In terms of convergence
speed, indirect controllers were the fastest while direct were
the slowest. This is due to the number of control parameters
increasing with the number of unique joint trajectories to
learn. Thus, for systems that are not too irregular and where
convergence speed is essential, indirect encoding should be
used. This could, for example, be considered for real-world
optimization [7], [8].

The only prior knowledge given to the robots is the prede-
fined phase relations between the legs (i.e., gait) and the initial
static poses. However, for semi-indirect and direct encodings,
this gait may change during learning. With semi-indirect
encoding, the phase between ipsilateral legs (from front to rear
in forward walking) can change since the same trajectories,
with a predefined phase shift, are learned for contralateral leg
pairs (e.g., front, middle, and hind legs). With direct encoding,
the phase between all legs can change as each leg learns its
own trajectories. The results show that both Alpha and MORF
learned semi-indirect and direct encoded locomotion policies
that minimize the use of the middle legs (see supplemental
videos 2.0 and 3.0). The reason for this is that distance is
dominant in the reward function, and thus the speed of a
trotting gait is preferred over the stability of a tripod gait.

The use of the identical reward function shows that our
approach is not sensitive and, therefore, does not need precise
tuning of the reward weights. However, the locomotion be-
haviors of Laikago and Alpha can be improved by adjusting
the reward functions to better take into account slippage and
stability. This is because Laikago and Alpha can cover long
distances as a result of their long legs (see Fig. 7). Thus,
the stability and slippage penalization terms have less impact
on the total return since they are heavily dominated by the

54



ACCEPTED VERSION - DOI: 10.1109/TNNLS.2020.3016523

Fig. 9. Learned locomotion control policy from simulation applied directly to the physical MORF. (a) MORF is fully functional for the first meter of walking.
(b) after one meter of walking the middle leg is virtually broken (as indicated by the white box) and the locomotion control policy is successfully and smoothly
swapped to one that enables it to continue walking. (c) finally, after two meters of walking, the middle leg recovers, and the initial locomotion control policy
is swapped back in.

distance. Another strategy for improving the locomotion for
uneven terrain is shown in the supplementary material. Here
sensory feedback from an inertial measurement unit is inte-
grated into the CPG-RBF network for body posture adaptation
and walking stability enhancement of MORF during walking
on uneven terrain.

We have demonstrated that the proposed framework can
learn complex locomotion control policies with a minimum
simulated learning time of 13 minutes and a maximum sim-
ulated learning time of 133 minutes. The fast convergence is
due to the low number of parameters needed by the CPG-
RBF network. An approach similar to the CPG-RBF network
is presented in [38], where arbitrary rhythmic signals are
generated as a weighted linear combination of several CPGs
with different amplitudes, frequencies, and phase shifts. In
comparison, the CPG-RBF network uses fewer parameters,
which is likewise true when also comparing to [3] and [4].
This means that the CPG-RBF network is able to learn faster
and the network is easier to comprehend. Moreover, the CPG-
RBF network consists of two decoupled components, i.e., it is
more modular with a single CPG controlling the frequency
of the rhythmic signal and the RBF network subsequently
reshaping it. Without the RBF network, the CPG, with its
fixed wave-shaped output, is not able to achieve the same high
returns as the CPG-RBF network. This shows that the shape
of the motion trajectories plays a crucial role in the robot’s
locomotion performance.

The simplicity of the CPG-RBF network makes it easy to
analyze since it is straightforward to interpret the function
of each synaptic weight or policy parameter. Nevertheless, the
CPG-RBF network is still able to produce complex locomotion
patterns, showing that a neural controller does not need to be
large and complex to encode motor primitives for complex
locomotion behaviors. These features can be seen from both

the videos of robots in simulation and the learned joint
trajectories. For example, in the video of Alpha, it can be
seen that by using semi-indirect encoding, a highly complex
gait was learned, where the middle legs delay their movement
in the middle of the swing phase to make room for the front
and hind legs.

The learned controller successfully transfers to a physical,
real-world legged robot without any modification. When used
on the physical robot, the results show that it can walk and
even compensate for damage by swapping the locomotion con-
trol policy online. It thereby displays behaviors similar to those
presented in [1] where an intelligent trial and error algorithm
is used for adapting to robot damage using a pre-computed
behavior-performance map that predicts the performance of
thousands of control policies with different locomotion be-
haviors. The main difference between the frameworks is that
in [1] many locomotion control policies are learned at random
and put into a behavior-performance map for handling many
different types of damage to a legged robot, whereas in our
case, the policy is learned directly for a particular legged robot
with specific damage. Another difference is the complexity of
the control policies. In [1], the control policies are given by a
periodic square signal, parametrized by its amplitude, phase,
and duty cycle (the duty cycle is the proportion of one period
in which the joint is in its higher position). In comparison, it
is clear that the CPG-RBF network can encode more complex
and smooth locomotion control policies since it is not only
parametrized by the amplitude, phase, and duty cycle, but the
entire shape is encoded. Therefore, one possible improvement
to the framework in [1] would be to use the CPG-RBF network
instead of the simple parametrized square signal control.

To summarize, in this work, we demonstrate that: 1) the
proposed framework is simple, minimal, and intuitive to use
and analyze; 2) it has few control parameters, resulting in
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fast learning – down to 13 minutes of simulated time; 3) the
CPG-RBF network can be applied to locomotion generation
for legged robots with different morphologies; 4) there is a
correlation between controller encoding and the morphology
of the legged system; 5) the learned locomotion policy can
be deployed directly to a real-world robot as well as for
damage compensation; and 6) it is possible to integrate sensory
feedback into the CPG-RBF network. These features lead to a
scalable and easy-to-use framework with fast convergence and
the ability to encode complex locomotion control policies.

The proposed locomotion control framework has the po-
tential to facilitate many exciting future studies. Firstly, since
our framework can learn a control policy for a legged robot
within 13 minutes of simulated time, it would be interesting
to investigate whether it is possible to make the framework
adapt the locomotion control policy online for continuous
autonomous lifelong learning. In this case, one could deal
with damage without the need for a pre-computed map, or
an intelligent trial and error algorithm as in [1]. For example,
by continuously estimating the return from the reward function
(5)1, a sudden decrease in the return could trigger relearning.
Such a decrease could be the result of damage to the robot
(e.g., a broken leg) or a change in walking environment.

In future work, we also plan to thoroughly investigate the
meta parameters of the CPG-RBF network (H and σ2

RBF ) to
see if they are robot and task specific. We will also apply, e.g.,
an information theory approach [41], [42] for meta parameter
learning to speed up the overall learning process such that we
can transfer it to a real robot, allowing it to efficiently learn
and adapt its locomotion behavior online toward continuous
lifelong autonomous learning. An alternative way of increasing
the performance of the CPG-RBF network and rate of con-
vergence is to make use of controller encoding switching like
HybrID (switching from FT-NEAT to HyperNEAT) in [4]. The
approach would begin by learning with indirect encoding and
then switch to semi-indirect encoding once indirect encoding
converges. In this way, the complexity of the control policy
remains the same.

In the supplementary material, we show how the CPG-RBF
network can integrate sensory feedback and become a closed-
loop network that can adapt to the environment. In future work,
we will introduce other types of sensory feedback modules
to further shape the joint trajectories online and improve the
adaptability to uneven and unpredictable terrains. One example
would be to use foot contact force [43] or joint position
feedback [39], [40] to modulate the trajectory in order to stop
lowering a leg if it steps on an obstacle or keep lowering it if
stepping into a hole [44]. By having the sensory feedback as
extensions and employing a sensor fault detection algorithm
like the one presented in [45], it is possible to stop using faulty
sensors, thereby preventing them from affecting the trajectory
of the original CPG-RBF network. Subsequently, it would then

1For continuous learning on the real robot, one can use different sensors
to calculate the reward function. For example, distance can be estimated
from a vision sensor (like RealSense T265 which provides visual odometric
feedback), instability can be estimated from an inertial measurement unit,
collision can be estimated from joint position sensors [39], [40], and slippage
can be estimated from joint position sensors or foot contact sensors with
forward models [29].

be possible to re-train the network to rely on other sensors if
redundancy is present.

In this work, the policies were learned to optimize lo-
comotion speed and stability. In future work, we plan to
include other factors such as energy efficiency. We also intend
to consider learning locomotion patterns for more complex
environments such as uneven ground, stairs, slopes, and pipes.
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SUPPLEMENTARY MATERIAL FOR
Generic Neural Locomotion Control Framework for

Legged Robots
Mathias Thor, Tomas Kulvicius, and Poramate Manoonpong

I. CPG-RBF NETWORK WITH SENSORY FEEDBACK

Supplementary Fig. 1 illustrates how sensory feedback
can be integrated into the CPG-RBF network. The sensory
feedback is integrated by introducing neurons (Sh) in parallel
with the synapses between the RBF network to the motor
outputs. Recall that the weights of these synapses (wph,j)
encode the joint trajectories or locomotion policy (see blue
dashed arrows in Supplementary Fig. 1). The parallel Sh

neurons are shunting inhibition neurons set up such that their
outputs are multiplications of the RBF neuron (Rh) outputs
and the sensory input (SIRoll). The sensory feedback policy
is encoded in the weights (wsh,j) of the synapses spanning
from the Sh neurons to the motor neurons (dashed lines in
Supplementary Fig. 1). In other words, these weights specify
how much the sensory input modulates the joint trajectories
at a particular phase in the stepping cycle.

To learn a sensory feedback policy, an initial pre-learned
locomotion policy is required. Thus, first walking behavior
without sensory feedback is learned, whereas the sensory
feedback policy is learned afterwards, also using PIBB . The
advantage of learning the behaviours in sequence is that it is
easier to define the reward functions and that sensory feedback
policies can be added or removed online. This is especially
useful in case of sensory faults.

II. LEARNING BODY POSTURE POLICY

In the following, we show an example of integrating sensory
feedback into the CPG-RBF network, where we let MORF
learn a body posture policy that ensures minimal body rolling
when walking on uneven terrain. The sensory input (SIRoll)
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Supplementary Fig. 1. The CPG-RBF network with integrated sensory
feedback. Shunting inhibition neurons (Sh) are added parallel to the synapses
between the RBF network and the motor outputs. SIRoll is the sensory
feedback, and it is integrated into the network through the Sh neurons.
Note that only the connection between Rh and Mj shown while the other
connections are made transparent.

is the roll value from an inertial measurement unit sensor
placed in the head of MORF. The sensory input can be seen
as an error since zero roll means that the body is completely
stable and parallel with the walking ground. A positive error is
projected to the three legs on the left side of MORF and visa
versa for a negative error. For this experiment, we used a pre-
trained locomotion policy with indirect encoding. We also used
the same learning parameters, as explained in Section VI B,
and the simulation environment shown in Supplementary Fig.
2. For each roll-out, MORF was simulated for five seconds,
i.e., 40 seconds of simulated time in total per iteration. A
total of 100 iterations was executed per experiment, which
was repeated five times to calculate the average iteration return
and its standard error. For evaluating the performance of each
roll-out, we used the following reward function

Rk = w1 · distance− (w2 · instability+(
1− collision

maxdist

)w3

+ w4 · slippage+ w5 · roll),
(1)

where w1 = 2, w2 = 1, w3 = 20, w4 = 1 and w5 = 40. The
reward function is similar to (5) in Section V with exception
of a slightly lower w1 and the addition of the mean roll error.
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Supplementary Fig. 2. The simulated environment for learning the body
posture policy. MORF is walking with half of its body on a red platform with
a uniformly randomized height between 0.035 and 0.075 meters. MORF will,
as a result, walk with its body rolled towards the left (see white arrow).

The average return plots from learning the body posture
policy of MORF are shown in Supplementary Fig. 3. A video
clip of MORF using body posture policy can be found in
the supplementary materials (video 3.2) or at https://youtu.be/
1QqBE6sm00U. The learned joint trajectories for MORF and
the amount of body rolling with and without the body posture
policy can be seen in Supplementary Fig. 4.

The results show that our generic framework can integrate
sensory feedback and successfully learn a sensory-driven body
posture policy to modulate the pre-learned locomotion policy
in a minimum simulated learning time of 13 minutes. When
using the body posture policy, MORF can achieve a mean
body roll of 0.01 rad, which is an 86.6% decrease from not
using the policy (see Supplementary Fig. 4). Thus, MORF
is more stable when using the proposed sensory feedback
policy, which is also evident in the video clip (video 3.2).
Similarly, different sensory feedback policies may be learned
using different sensors and inputs.

Supplementary Fig. 3. Mean returns with standard error for learning the
weights of the CPG-RBF network with integrated sensory feedback. Note
that one iteration consists of eight roll-outs, and each roll-out represents five
seconds of simulated time. This means that one iteration takes 40 seconds of
simulated time.

Supplementary Fig. 4. The top plot shows the roll sensor values with (solid
line) and without (dashed line) the body posture adaptation. The bottom plot
shows the three leg joint positions (J1−3) of the left front leg with (solid
line) and without (dashed line) the body posture adaptation.
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Chapter 5

Paper IV – Versatile modular neural

locomotion control with fast learning

Mathias Thor and Poramate Manoonpong. Versatile modular neural locomotion control with fast

learning. Preprint at arXiv:2107.07844, 2021. Submitted to a peer reviewed journal.

The following manuscript is a revised preprint version that has also been submitted to a peer reviewed

journal. The original preprint version can also be accessed at https://arxiv.org/abs/2107.07844

Themanuscript uses supplementarymaterial (videos) which can be downloaded as a .zip file using the fol

lowing link: https://drive.google.com/file/d/1QovjlpcmyE4D0LCB9wnQ0Gm9FdRiFvEJ/view?

usp=sharing

Supplementary sections and figures are furthermore placed at the end of this chapter.
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Abstract: Legged robots have significant potential to operate in highly unstructured environ-
ments. The design of locomotion control is, however, still challenging. Currently, controllers
must be either manually designed for specific robots and tasks, or automatically designed via
machine learning methods that require long training times and yield large opaque controllers.
Drawing inspiration from animal locomotion, we propose a simple yet versatile modular neural
control structure with fast learning. The key advantages of our approach are that behavior-
specific control modules can be added incrementally to obtain increasingly complex emergent
locomotion behaviors, and that neural connections interfacing with existing modules can be
quickly and automatically learned. In a series of experiments, we show how eight modules can
be quickly learned and added to a base control module to obtain emergent adaptive behaviors
allowing a hexapod robot to navigate in complex environments. We also show that modules
can be added and removed during operation without affecting the functionality of the remaining
controller. Finally, the control approach was successfully demonstrated on a physical hexapod
robot. Taken together, our study reveals a significant step towards fast automatic design of
versatile neural locomotion control for complex robotic systems.
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Legged robots are mobile robots that have the potential to adapt to any environment on
Earth accessible by their biological counterparts. They are flexible and not limited to paved
or flat surfaces like wheeled robots (1). Legged robots are passively supported by the ground,
enabling larger payloads with less effort when compared to flying robots (2). Another advantage
is their robustness to failures. Unlike wheeled and flying robots, legged robots often have a
redundant number of legs and can, with the right control, continue to move even with several leg
impairments (3–5). As a result of their many advantages, research on legged robots has grown
significantly in the past decades (6). Various kinds of legged robots with different morphologies
have been developed and adopted for domains such as transportation, construction, exploration,
inspection, and manipulation tasks (7–10). Legged robots are, however, still not able to fully
explore and exploit their morphological potentials to achieve motion intelligence, like animals.

Today’s approaches to developing legged robot control can be divided into two groups:
model-based and model-free. Model-based approaches rely on analytical models describing
the robot or system dynamics, which are tedious to construct and frequently inaccurate (11).
Furthermore, specialized control methods often need to be developed to tackle the complex
problem of controlling legged robots, requiring a lengthy design process and manual parameter
tuning (12). Many model-based approaches apply a modular controller design whereby the
controller is divided into smaller sub-modules that are decoupled and easier to design. For
example, the popular control approaches presented in (13–15) use template-dynamic-based sub-
modules to approximate the robotic system as a point mass and calculate the next foothold or
joint positions. The next sub-modules use these positions to compute trajectories to be followed.
All sub-modules can be individually hand-tuned to adapt behavioral properties such as body
elevation, step length, and step height. Despite these advantages, the approach is limited by the
model accuracy and the fact that they are laborious. A controller must be manually developed,
tuned, and tested, which often takes months (11). Furthermore, this must be done for every new
robot and task.

On the other hand, model-free approaches can overcome many of the issues associated
with model-based approaches by learning controllers directly from interacting with the envi-
ronment using data-driven methods without the need for system or environment models. Many
model-free approaches use reinforcement learning (RL) algorithms, often for policy optimiza-
tion, where control parameters are tuned based on a reward function and extensive interactions
with the environment. Model-free control thereby uses the fact that in many cases, especially
for artificial legged locomotion, the model needed to predict and understand the physical dy-
namical system is a lot more complicated than the model needed to control the system. The
controller is often implemented as a neural network where the network weights are used for
control parameter optimization. Neural networks come in many sizes but are usually large
(deep) and complex, with millions of weights to be learned. Large complex controllers, such
as those presented in (1, 11, 16–19), display state-of-the-art locomotion control, but suffer from
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slow learning, with simulated learning times ranging from days to months. Simulated time is
the time used by the robot inside the simulated environment when learning and therefore inde-
pendent of the computer performance. The framed neural networks are also hard to compre-
hend, making it difficult to analyze and explain the learned control policy (non-explainable AI),
thereby reducing user trust. Additionally, the complexity makes it hard to extend the framework
with additional controllers in a modular way and the controllers often rely heavily on sensory
information, which introduces a point of failure in cases of sensory fault. Sensory information
is undoubtedly important for legged robot control and essential for adapting to unknown envi-
ronments with difficult terrain. However, when sensory information is tightly coupled with the
controller, it is difficult, and in some cases impossible, for the controller to continue operating
in the case of sensory failures. On the other hand, the controller must not be too simple either. A
simple controller, like those in (5, 20), does not facilitate complex locomotion control policies,
thus limiting the performance of the robot.

To address the issues associated with current state-of-the-art approaches, we present a flex-
ible modular neural controller with fast learning for motion intelligence1 of legged robots. The
controller inherits all the advantages of model-free methods while addressing the problems of
existing methods by being simple and easy to understand. Using this control approach, we
demonstrate how a model-free approach allows fast learning of open- and closed-loop sub-
behavior control modules, which encode different robot behaviors/skills (see Fig. 1). Our con-
troller is inspired by animal locomotion control principles, where locomotion is largely accom-
plished as an unconscious act. In principle, animal locomotion control comprises a genetically-
encoded structure of the neural system such that animals can spend their first movement of
life tuning the system instead of learning from scratch (21). Biological studies has revealed that
central pattern generators (CPGs) and premotor networks are encoded in these systems (21–23).
The CPG induces a natural gait with a strong prior on the agent’s action space thereby signif-
icantly reducing the number of control parameters (24) while premotor networks reshape the
CPG outputs. Inspired by this, the core of our controller combines a bio-inspired CPG with a
premotor neural network into a so-called CPG-RBF network (4) (see the base control in Fig.
1a). Only a few plastic synapses (dashed lines in Fig. 1a) needs to be learned to encode a base
locomotion behavior. This locomotion behavior or base control module lays the foundation for
the entire controller and does not rely on sensory information. As a result, it will continue to
function even if all the sensors of the legged robot fail.

Although CPGs can generate motor patterns without sensory feedback, it is still crucial
when modulating the motor pattern to accommodate irregularities, such as obstacles and un-
even terrain, orienting toward a goal, and orienting away from an obstacle. This ability is often
referred to as ”sensorimotor integration” and plays a major role in animal locomotion (22, 23).

1In this context motion intelligence refers to emergent, adaptive, and versatile locomotion behaviors that allow
a legged robot to autonomously navigate in complex environments
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Fig. 1. Overview of the versatile modular neural locomotion controller. a, The controller comprises
an open-loop base controller that constitutes the foundation for sub-behavior control modules encoding
different robot behaviors/skills. b-c, The modules can be combined and used in parallel to enable a robot
to traverse complex environments. In this work, we learn directional locomotion (purple circle), obstacle
reflex (blue circle), body posture (green circle), and several advanced (dark gray circle) control modules.
The base locomotion behavior (red circle) is encoded in the plastic synapses of the base controller shown
with dashed lines in a, while the sub-behaviors are incrementally added to the controller in parallel
through additional plastic synapses. In b and c, six and eight snapshots of a hexapod robot traversing a
complex obstacle are shown. Each snapshot is indicated with circles, whose colors corresponds to the
control modules being primarily used at that moment.

Similar to animal locomotion, sensorimotor integration is also essential for legged robot con-
trol. Inspired by this, together with the fact that walking animals exhibit a modular organization
of locomotion control elements (25), we introduce primitive closed-loop sub-behavior control
modules that can be added to the base controller (see Fig. 1). The sub-behavior modules in-
tegrate sensory information and are, using a novel approach, implemented in parallel with the
plastic synapses of the premotor network (for details, see Methods section). Sensory infor-
mation is in this way able to modulate the output of the base controller based on the synaptic
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weights of their respective module. The primitive closed-loop modules can be quickly learned
independently of each other using general objective functions and learning environments. The
learned modules can afterward be added to the base controller and used in parallel without
additional coordination mechanisms to achieve emergent locomotion control for complex envi-
ronments requiring multiple sub-behaviors to navigate (see Fig. 1b-c). Therefore, the ability to
traverse complex environments is not considered a single behavior but as emergent behaviors
derived from multiple sub-behaviors that are combined and activated when needed. To addi-
tionally show that the proposed control structure can also learn more advanced behaviors, the
closed-loop modular structure is used to learn new advanced control modules that can be added
in parallel to the existing base and closed-loop control modules. The advanced control modules
can be activated by higher-level control signals from the user or higher-level control (see Fig.
1a). In our approach, the robot has the ability to learn new and forget existing behaviors without
destroying existing ones, which is a common problem of neural network learning (1,11,16–19).
Forgetting behaviors is especially important in cases of sensory fault since those behaviors
relying on broken sensors can be removed online. Finally, the separation of sensorimotor coor-
dination into different control modules and the simplicity of the CPG-RBF network make the
system very transparent and explainable (explainable AI (26)).

In this work, we demonstrate how our control approach can be applied to a complex hexa-
pod robot (called MORF (27)) powered by 18 electric actuators. Firstly, an open-loop base
controller is learned as a basis for robot walking. Three primitive closed-loop sub-behavior
control modules for directional locomotion, obstacle reflex, and body posture stabilization are
then incrementally added to the base controller. These controllers are learned separately in
simple environments and later combined to obtain versatile emergent locomotion behaviors for
traversing a complex environment both in simulation and the real world. Finally, we addition-
ally learn five advanced control modules for locomotion at different heights (over and under
obstacles), with narrow legs, on a pipe, and vertically between two walls. Together with the
base and primitive modules, the five advanced control modules are used for traversing a highly
complex environment in simulation. To this end, this study provides the following contribu-
tions beyond state of the art in robot locomotion control: 1) a simple modular neural controller,
inspired by animal locomotion, which is embodied, scalable, transparent, and explainable; 2)
fast and simple learning (within minutes) due to an encoded CPG-RBF network structure and
few plastic synapses; 3) the ability to combine modules implementing different robot behaviors
for locomotion in complex environments; 4) the ability to learn new and forget existing robot
behaviors without compromising the rest of the controller.
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Results

Firstly, we demonstrate that our control structure can learn an open-loop base controller, en-
abling MORF to walk straight. We then present the results from learning three primitive closed-
loop control modules added on top of the base controller (see Fig. 1a). The first closed-loop
control module implements obstacle reflex behavior, enabling MORF to negotiate obstacles in
its path. The obstacle reflex controller uses a local optic distance sensor placed on the head of
MORF. The second closed-loop control module implements body posture behavior through ori-
entation sensory feedback from an inertial measurement unit (IMU) to minimize tilt movement.
Finally, the third closed-loop control module implements directional locomotion behavior, en-
abling MORF to dynamically change its direction of motion.

Each controller is trained independently of each other on simple tasks and environments
in simulation (see Supplementary Section S1 for simulation details). However, the controllers
can later be combined and used in parallel for locomotion in complex environments. This is
evidenced in a task wherein the base and three primitive controllers are used to traverse an
environment with many obstacles and uneven terrain. This task is also validated on the physical
MORF robot to demonstrate that the controller can be directly transferred to a physical system
without any modification and operate in real-time. Through this task, we further show how our
controller overcomes sensory fault by disabling and enabling the obstacle reflex control module
online (Supplementary Section S3 and Video S9 shows the behavior when also disabling the
other primitive modules one by one).

Finally, to demonstrate advanced emergent behaviors achieved by the proposed control ap-
proach, we present the results from learning five advanced control modules which are added on
top of the base controller. The five additional modules can be activated and deactivated using
higher-level control inputs and they enable MORF to perform advanced locomotion modes (see
Methods section). In this work, the activation of modules is done manually, but it could easily
be coupled with higher-level control. The first control module enables MORF to locomote with
the body lifted high off the ground such that it can walk over obstacles in its way. The second
module enables MORF to locomote with the body close to the ground such that it can squeeze
under obstacles. The third module enables MORF to locomote with the legs close to the body
such that it can fit in narrow spaces. The fourth module enables MORF to climb on pipes. The
fifth module enables MORF to climb between walls vertically. In a final task, the base, three
primitive, and five advanced controllers are merged to generate emergent adaptive behaviors to
traverse a complex environment with many complex obstacles (see Fig. 1c). The generalization
and limitation of each primitive and advanced control module are investigated and discussed in
Supplementary Section S2 and shown in Supplementary Video S8.
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Results of learning the open-loop base controller

The base controller implements an open-loop locomotion behavior and is the foundation for
the eight additional control modules. The base locomotion behavior is encoded in the plastic
synapses between the premotor network and the motor neurons (see Fig. 1a). Each plastic
synapse amplifies or suppresses specific parts of the periodic CPG output based on the activity
of the corresponding RBF neuron and its weight. The outputs of the motor neurons are provided
as position commands to the three leg joints J0, J1, and J2 in each of MORF’s six legs (see
Methods section). The base locomotion behavior is learned in the simulated environment shown
in Fig. 2a. The learning process continues until the reward feedback converges, and a final set
of weights for the behavior is learned. For the base locomotion behavior, the reward feedback
is given by the distance walked and stability of the robot computed as the sum of variance in
body yaw, pitch, and roll, as well as body height. Fig. 2b shows the resulting joint trajectories
during learning, and Fig. 2c shows the mean and standard deviation (SD) of the reward for
each iteration. The mean and SD are calculated over five learning sessions of 100 iterations
each. Fig. 2b also shows that the reward feedback converges after 20 iterations or 16 minutes of
simulated time. Supplementary Video S1 shows different iterations during the learning process.

Results of learning the primitive closed-loop control modules

The three primitive closed-loop control modules are added on top of the base controller to mod-
ulate the already learned base locomotion trajectories. They are all encoded in plastic synapses
that receive sensory feedback and runs in parallel with the synapses of the base controller (see
Methods section). Each control module is learned in different simulated environments with the
already learned base controller. The mean and SD of the reward are calculated over five learning
sessions of 100 iterations each.

The first primitive control module implements an obstacle reflex behavior, using binary sen-
sory feedback from an optic distance sensor placed on the head of MORF. The binary feedback
is filtered using three low-pass single-pole infinite impulse response (IIR) filters in series. By
placing the IIR filters in series, it is possible to add memory and consequently, retain the sen-
sory feedback for a longer time. The control modules are trained in a simulated environment
where MORF walks towards an obstacle in the form of a 0.04m thick plate, as shown in Fig.
2d. The reward feedback is given as the distance walked as well as the stability of the robot.
Fig. 2e shows the sensory feedback and joint trajectories of a single front leg with and without
the learned reflex controller. Fig. 2f shows the mean reward, with the reward feedback con-
verging within 10 iterations or 19 minutes of simulated time. The longer simulated time per
iteration when compared to that of the base controller is caused by a longer roll-out length.
Supplementary Video S2 shows different stages of learning the obstacle reflex control module.

The second primitive control module implements a body posture controller, using orienta-
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Fig. 2. Results of learning the base and obstacle reflex controllers. a-c, results of learning the
base controller. a, the simulated environment and learned base locomotion behavior – the red MORF
model shows an earlier time step. b, the learned leg joint trajectories (J0-2) for a single leg. The solid
lines show the converged trajectories, while the transparent lines show the intermediate joint trajectories
starting from the first iteration. c, the mean and SD of the reward per iteration. d-f, results for learning
the obstacle reflex controller. d, the simulated environment and learned obstacle reflex behavior – the
red MORF model shows an earlier time step. e, the top plot shows the normalized optic distance sensor
values with (solid line) and without (dashed line) the obstacle reflex controller. The bottom plot shows
the three leg joint trajectories (J0-2) of a front leg with (solid line) and without (dashed line) the obstacle
reflex controller. f, the mean and SD of the reward per iteration.

tion sensory feedback from an IMU. The controller is trained in a simulated environment where
MORF walks with its right legs on an obstacle in the form of a 0.04m thick plate as shown
in Fig. 3a. The reward is given as the distance walked and the stability of the robot with an
emphasis on avoiding tilting. Fig. 3b shows the sensory feedback and joint trajectories of a
right leg with and without the learned body posture controller. Fig. 3c shows the mean reward
for each iteration, with the reward feedback converging within 20 iterations or 16 minutes of
simulated time. Supplementary Video S3 shows different stages of learning the body posture
control module.

The third primitive control module implements a directional locomotion behavior, also using
orientation sensory feedback from an IMU. The controller is trained in a simulated environment
where a sphere will spawn after a few seconds, as shown in Fig. 3d. The sensory feedback
is then converted to the error between the heading direction of MORF and the direction of
this sphere. The reward feedback is the distance walked, the robot’s stability, and the error in
heading direction. Fig. 3e shows the heading direction error and joint trajectories of a left leg
with and without the learned directional locomotion controller. Fig. 3f shows the mean rewards
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Fig. 3. Results of learning the body posture and directional locomotion controllers. a-c, results for
learning the body posture controller. a, the simulated environment and learned body posture behavior
– the red MORF model shows an earlier time step. b, the top plot shows the tilt sensor values with
(solid line) and without (dashed line) the body posture controller. The bottom plot shows three leg joint
trajectories (J0-2) of a left leg with (solid line) and without (dashed line) the body posture controller.
c, the mean and SD of the reward per iteration. d-f, results for learning the directional locomotion
controller. d, the simulated environment and learned directional locomotion behavior – the red MORF
model shows an earlier time step. e, the top plot shows the heading direction error with (solid line)
and without (dashed line) the directional locomotion controller. The bottom plot shows three leg joint
trajectories (J0-2) of a right leg with (solid line) and without (dashed line) the directional locomotion
controller. f, the mean and SD of the reward per iteration.

for each iteration, with the reward feedback converging within 20 iterations or 24 minutes of
simulated time. The longer simulated time per iteration is again due to an increased roll-out
length. Supplementary Video S4 shows different stages of learning the directional locomotion
control module.

Using all controllers and deploying on a physical robot

One of the main advantages of modular neural controllers is that the learned controller modules
can be used in parallel without any additional modification or network. Fig. 4a-b shows eight
snapshots of how the base, obstacle reflex, body posture, and directional locomotion control
modules can be used to traverse a complex environment both in simulation and on a physical
robot in real-time. During walking, we simulate a temporary failure in the distance sensor
placed on the head of MORF. Consequently, the obstacle reflex controller is manually swapped
out, and MORF needs to rely on the other controllers to finish the task. In simulation (Fig. 4a),
an alternative curving path (red path around the obstacle) is given such that MORF will take
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Fig. 4. Results for using the learned primitive control modules. a, the simulated environment and
eight snapshots of MORF when using the base controller (red circle), obstacle reflex controller (blue
circle), body posture controller (green circle), and directional locomotion controller (purple circles).
Each snapshot is indicated with circles, whose colors corresponds to the control modules being primarily
used at that moment. Note that all control modules are active for the entire run with the exception of 4©
and 5©, where the distance sensor placed on the head of MORF is temporally broken and the obstacle
reflex controller disabled (blue circle with a cross). Consequently, MORF is steered around the obstacle
(the red path) instead of traversing it (the green path). b, the real-world environment which is a copy of
the simulated environment. The snapshot circles indicate the same as for the simulated case in a. The
image is cropped to resemble the simulated environment, and the borders of the obstacles have been
highlighted. For the original image, see Supplementary Video S6. c, the normalized contribution to the
base controller from the three primitive control modules.

this path when the obstacle reflex controller is swapped out. In the real-world setup (Fig. 4b),
the alternative curving path is provided by a human operator using a joystick and the camera on
MORF. To later increase the autonomy of the robot, a fault detection algorithm, such as those
presented in (28–30), could be used to swap out the faulty control modules. The alternative path
or desired walking direction could also be provided by high-level control algorithms, such as the
path finding algorithms presented in (31, 32). Fig. 4c shows how and when the three primitive
control modules are activated and used in parallel. Here, all three primitive control modules are
used in parallel on several occasions resulting in emergent behaviors. Supplementary Video S5
shows the simulated MORF traversing the course using all the controllers, while Supplementary
Video S6 shows the performance of the controller on the physical MORF. The Supplementary
Videos also show how MORF performs with fully functional sensors for the entire course (i.e.,
using the green path in Fig. 4a-b).
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Fig. 5. The advanced behaviors and the results for using all eight control modules. a, pipe climbing
behavior. b, wall climbing behavior. c, high locomotion behavior. d, low locomotion behavior. e, nar-
row locomotion behavior. a-e also shows the mean and SD of the reward per iteration. f, the simulated
environment and 10 snapshots of MORF when using the base controller (red circle), three primitive con-
trollers (purple, blue, and green circles), pipe climbing controller (gray circle), wall climbing controller
(yellow circle), high locomotion controller (orange circle), low locomotion controller (brown circle), and
narrow locomotion controller (pink circle). Each snapshot is indicated with circles, whose colors corre-
sponds to the control modules being primarily used at that moment. g, the normalized contribution to the
base controller from the three primitive and five advanced control modules.

Results of learning advanced control modules

Fig. 5a-e shows the five advanced behaviors included in this study together with the mean re-
ward per iteration, where the reward feedback is converging within 28 minutes of simulated
time on average. The five behaviors enable MORF to locomote on pipes, vertically between
two walls, over and under obstacles, and in narrow spaces. Each control module is learned in
different simulated environments with the already learned base controller. The mean and SD
of the reward are calculated over five learning sessions of 100 iterations each. As discussed in
Supplementary Section S2, the primitive closed-loop modules generalize to most of the behav-
iors produced by the advanced control modules. In many cases, the emergent behaviors even
show better performance when compared to that of the advanced control module alone. By
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using both the advanced and primitive control modules MORF is able to adaptively traverse the
complex environment shown in Fig. 5f and Supplementary Video S7. Fig. 5g shows when the
eight modules are activated and used in parallel. Finally, Supplementary Video S10 shows the
behavior when disabling each of the eight modules one by one.

Discussion

The bio-inspired modular neural locomotion controller presented in this work comprises several
independently learned control modules that encode different robot behaviors. We demonstrated
that our novel approach can successfully learn an embodied open-loop base controller and,
subsequently, learn three primitive closed-loop control modules as well as five advanced control
modules that can adapt the base controller to complex environments. Our approach significantly
reduces the complexity of learning controllers for legged locomotion by making them modular
such that they can be learned sequentially. A modular setup has several advantages. Firstly, it is
possible to use simple objectives and test environments where reward feedback convergence is
more likely. Secondly, the controller can continue to grow with new modules or robot behaviors
for specific environments as required. Control modules can likewise be removed, which is
especially useful in cases of sensory faults. With only three layers, the neural control structure
of our controller is also simple. As a result, only 60 learning parameters per control module
(20 per joint) need to be learned, requiring 28 minutes of simulated learning time on average.
These properties make the controller a promising method for future research on online learning
on physical robots. The fast learning is due to the simplicity of the neural control architecture,
making it easier to comprehend and explain, e.g., by analyzing how sensory feedback modulates
the base locomotion trajectories. Finally, it was also demonstrated that the controller can be
deployed on a physical system where the primitive control modules can be used in parallel
without any additional modification. Note that the presented approach is not limited to the
hexapod robot or environments used in this work. We consider the results presented in this
paper as a step toward a general, scalable, analyzable, and explainable locomotion controller
for complex legged locomotion control.

In (18), a modular locomotion control architecture called multi-expert learning architecture
(MELA) was recently presented. The MELA contains multiple expert neural networks, each
with a unique motor behavior and gating neural network (GNN), fusing experts dynamically
into a versatile and adaptive neural network. MELA uses a two-stage learning approach. In the
first stage, expert network modules are trained on specific tasks, while in the second stage, all
expert modules are co-trained with the GNN that learns how to blend the output of the experts
for various tasks. Compared to a single complex deep neural network for locomotion control, as
in (11), the MELA architecture is more explainable and biologically plausible. However, each
expert module, including the GNN, still use complex, hard to understand, deep neural network
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structures and, with the two-stage learning approach, require days of simulated time to optimize.
Moreover, individual experts cannot be removed or added online since they are co-trained and
needed by the GNN. Finally, all expert networks, including the GNN, tightly integrate sensory
feedback. This makes the architecture vulnerable to sensory failure since the experts cannot be
removed online.

Our modular setup is comparable to the subsumption architecture (33); a control architec-
ture that couples sensory feedback which actions in an intimate, bottom-up fashion. It does so
by dividing the complete behavior into sub-behaviors (or modules). These modules are then
organized into layers, with each layer implementing a particular behavioral competence (e.g.,
explore environment, avoid obstacle, etc.). These layers are placed in a hierarchy where higher
levels are able to combine or even inhibit the lower levels. In a similar way, some of the ad-
vanced control modules inhibit non-compliant primitive control modules (see Supplementary
Section S2). An advantage of our approach is that while in the subsumption architecture, mod-
ules are typically designed manually, the modules are learned automatically in our approach.
Finally, in both our controller and the subsumption architecture, the robot can still operate when
some modules are missing, though with reduced capabilities.

As mentioned above, the three primitive closed-loop control modules presented in this work
can be used in parallel without any additional modification. However, a limitation is that by
continuing to add behavior-specific primitive modules to extend the controller’s capabilities,
different modules may start to interfere with one another. Like in the case of the advanced
control modules, a solution is to use high-level control, like the subsumption architecture, such
that modules can inhibit each other based on the overall objective.

Even though the proposed control method allows for largely automated discovery of con-
trollers, it still requires human expertise when designing training environments and reward func-
tions. With a good understanding of the learning algorithm and task, similar to those presented
in this work, the process of designing the rewards function and training environment as well
as learning the control modules can take less than a day. To use the proposed controller for
other simulated robots with different morphologies, modeling effort is required. The body and
kinematics of the new robot must be modeled in simulation. Sensors and actuators likewise
need to be set up, such that the relevant parameters are set accordingly. To account for model-
ing imprecision, noise can be applied to different aspects of the simulation to make the learned
controller more robust. The general idea is to accept simulation imperfections while making
the controller robust to variation (34). Such robustness can be achieved by applying noise to the
uncertain aspects of the simulation.

In summary, this work presents how simple neural open- and closed-loop control modules
can be combined for complex locomotion control. Our approach utilizes some of the fundamen-
tal principles behind biological control, and can therefore serve as the basis for further studies
on animal locomotion. Compared to state-of-the-art artificial locomotion methods, our method
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learns faster (reducing the learning time from days to minutes of simulated time), is simpler,
and more flexible.

Methods

This section describes in detail the modular neural locomotion controller, learning process, and
physical robot. An overview of the training loop is shown in Fig. 6. The CPG-RBF network
that combines a CPG with a radial basis function (RBF) network was first introduced in (4) as a
single open-loop non-modular locomotion controller. The CPG outputs a rhythmic wave-shaped
signal, and the RBF network, acting as a premotor network, reshapes this signal based on the
robot morphology and desired behavior. In this work, we significantly extend the previous study
and demonstrate that the controller can be expanded with primitive closed-loop and advanced
control modules (see Supplementary Fig. S2). These modules expand the capabilities of the
controller, enabling legged robots to adapt in complex environments without compromising the
simplicity or robustness of the control structure.

Central pattern generator

To generate the basic rhythmic signals for locomotion, we use a central pattern generator (CPG).
A biological CPG is a cluster of nerve cells or interconnected neurons within the thoracic gan-
glia of invertebrates and spinal cord of vertebrates (22). The CPGs play a key role in locomo-
tion and other rhythmic movements (35, 36). This is because they can generate motor patterns
without requiring sensory feedback or any functional link to higher brain centers. In the CPG-
RBF network, the abstract SO(2)-oscillator based artificial neural CPG model is used (37) (see
the CPG in Fig. 6a). The SO(2)-oscillator is a neural network consisting of only two fully-
connected standard additive discrete-time neurons (N0−1), both using a sigmoid transfer func-
tion. The SO(2)-oscillator can produce rhythmic output signals with a phase shift of π/2 and
display various dynamic behaviors (e.g., periodic patterns with varying frequencies, chaotic
patterns, and hysteresis effects (38–40)) by adjusting its synaptic weights through sensory feed-
back or manual control. These dynamical network behaviors can subsequently be exploited for
complex locomotion modes (e.g., walking at different frequencies (41), chaotic leg movement
for self-untrapping of legs that are stuck (42)).

The two SO(2)-oscillator outputs are given by,

oi(t+ 1) = tanh

(
N∑
j=0

wij(t)oj(t)

)
, (1)

where oi is the output of neuron i, N is the number of neurons, and wij is the weight of the
synapses between neuron i and j.
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Fig. 6. Detailed overview of the versatile modular neural locomotion controller. a, the CPG-RBF
network consisting of a CPG (N0−1), a premotor/RBF network (P0−h), and motor neurons (M0−j). The
outputs of the motor neurons are target positions for the joints of the robot. The shape of the motor neuron
output is encoded in the plastic synapses between the RBF layer and motor neurons. In other words,
these plastic synapses encode the robot behaviors and are therefore optimized in the training loop. b,
one period of the CPG outputs, randomly generated plastic synapses (bars in the plot), and motor neuron
output. c, novel neural architecture enabling additional controllers or motor behaviors to be added in
a modular way. The presented architecture consists of an open-loop base controller (Wb0) with three
primitive closed-loop controllers on top for obstacle negotiation, body posture control, and directional
locomotion control (B1−3 or weight sets Wb1−3), respectively. The three closed-loop controllers receive
feedback from three sensors, where S1 is the binary feedback from an optic distance sensor, S2 is the tilt
movement from an inertial measurement unit, and S3 the error between the actual and desired heading
direction. In simulation, the desired heading direction is provided by waypoints and on the real robot by
a joystick.

As proven by Pasemann et al. (37), the network produces a quasi-periodic output when the
weights are chosen as,(

w00(t) w01(t)

w10(t) w11(t)

)
= α ·

(
cos ϕ(t) sinϕ(t)

− sin ϕ(t) cosϕ(t)

)
, (2)

where ϕ is the frequency-determining parameter, α determines the amplitude and the nonlinear-

76



ity of the output oscillations. In this study, we use α = 1.01 and ϕ = 0.01π to obtain harmonic
oscillation with a frequency of≈ 0.30 Hz. The two SO(2)-oscillator outputs can be seen in Fig.
6b. Note that the frequency may be learned and optimized (41) together with the trajectory but
is fixed for the purpose of this study.

Premotor network

To reshape the otherwise fixed wave-shape output from the SO(2)-oscillator, a premotor net-
work is used. As the premotor network, we use the RBF network; an artificial neural network
with radial basis activation functions (43). The RBF network is compact; consisting merely of
a single hidden layer together with the input and output layer. For the CPG-RBF network, the
CPG outputs form the input layer, while the motor neurons from the output layer (see Fig. 6).
As mentioned above, the activation functions of the hidden neurons are radial basis functions,
chosen in the case of the CPG-RBF network as two-dimensional Gaussian functions. RBF net-
works are commonly used in function approximation tasks and are, therefore, well suited to
reshape the CPG outputs (43). The reshaping is achieved by letting the activation of hidden
neurons in the CPG-RBF network to encode the joint positions at a particular phase in the step-
ping cycle. In this way, the CPG-RBF network will be able to either amplify or suppress a
particular part of the CPG signal and ultimately produce arbitrary shaped rhythmic joint target
trajectories. The target trajectories are encoded in the plastic synapses connecting the hidden
layer to the motor outputs (blue and red connections in Fig. 6). The activation functions of the
hidden RBF neurons are given as,

Ph = e
−
(

(on0−µh,0)
2+(on1−µh,1)

2

σ2
RBF

)
, (3)

where, µh,0 and µh,1 are two means of RBF neuron Ph, σ2
RBF is the common variance for the

two means, and Ph is the response of the RBF neuron when receiving input on0 and on1 from
the CPG. The means are manually set such that the activations of the hidden RBF neurons are
uniformly distributed along one period of the CPG outputs. More specifically, the means are
calculated as,

µh,x = onx

(
(h− 1) · T
H − 1

)
, (4)

where x is the index of the CPG outputs, T is the CPG signal period (T ≈ 1/0.30 Hz), andH is
the size of the hidden layer. By uniformly distributing the means along one CPG signal period
it is possible to reshape parts of the CPG outputs without the means needing to be learned. For
instance, when using H = 20, it is possible to reshape the jth joint trajectory at the center of its
rhythmic movement by altering synaptic weight wp10,j from the tenth hidden RBF neuron P10

to motor neuron Mj .
The size of the hidden layer or amount of RBF neurons, H , directly correlates to the com-

plexity of the target trajectory. A large hidden layer can facilitate complex trajectories that can
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approximate virtually any function, while a small hidden layer only can generate simple trajec-
tories. However, a small hidden layer benefits from having few policy parameters and, conse-
quently, a faster convergence rate. While the size of the hidden layer correlates with the trajec-
tory’s complexity, the common variance of the RBF neurons, σ2

RBF , correlates with its smooth-
ness. A high variance results in smooth trajectories, while a lower allows more high-frequent
trajectories. A trade-off thus exists, and in this study, we experimentally set σ2

RBF = 0.04 and
H = 20, allowing the training of smooth and complex trajectories at reasonable convergence
rates (4). Specifically, it was observed that a lower σ2

RBF resulted in jerky trajectories, while
a higher one produced simplistic trajectories with low returns (i.e., the learned periodic trajec-
tories had almost symmetrical ascending and descending slopes). For H , it was observed that
a smaller hidden layer could not produce complex trajectories (e.g., periodic trajectories with
asymmetrical ascending and descending slopes and different velocities as shown in Fig. 2b) as
well as obtain high returns. In contrast, a larger hidden layer only reduced the convergence rate
and did not improve the return.

Fig. 6c shows our novel way of expanding the CPG-RBF network with new behaviors and
sensorimotor integration. The sensory feedback is integrated by introducing neurons (B1−3)
in parallel to the synapses connecting the RBF to the motor neurons. As explained above, the
weights of these synapses encode the joint trajectories or base locomotion behavior. The parallel
B1−3 neurons are shunting inhibition neurons, set up such that their outputs are a multiplication
of the RBF neuron (Ph) outputs and sensory input (S1−3). The closed-loop controllers added
on top of the base controller are encoded in the weights (Wb1−3) of the synapses between the
B1−3 neurons and motor neurons. These weights therefore specify how much the sensory input
changes or modulates the base joint trajectories at a particular phase in the stepping cycle. The
motor neuron output can hereby be formulated as,

Mj = oPh ·Wb0 +

(
3∑

n=1

oPh · Sn ·Wbn

)
, (5)

where oPh is the output from RBF neuron Ph.

Controller encoding

Due to its flexibility, the CPG-RBF network can be implemented as either a centralized con-
troller or a decentralized controller. When using the CPG-RBF network as a central controller,
all legs will use the same joint trajectories. When the controller is decentralized, the individ-
ual legs or leg pairs will learn different trajectories and more complex control policies can be
learned. However, decentralization comes at the expense of additional control policy param-
eters, and thus a lower convergence rate (for more details, see (4)). In this study, we use the
CPG-RBF network as a central controller not only because of its simplicity but also to demon-
strate how fast the various controllers can be learned. In this way, we also lay the foundation

78



for online optimization directly on physical robots.

Learning algorithm

For learning the weights of the CPG-RBF network, we use PIBB (44); a state-of-the-art learn-
ing mechanism. The PIBB is a probability-based black-box optimization (BBO) approach,
following a direct policy search to update the policy parameters with respect to a reward func-
tion. The PIBB is a modified version of the RL-based method “policy improvement with path
integrals” (PI2) (45), using constant exploration and removing the need for temporal averag-
ing. The changes introduced in PIBB result in a more simplistic algorithm, providing a faster
convergence rate and higher accumulated reward (return) win comparison to PI2. Moreover,
PIBB is robust without the use of matrix inversions and can be applied to model-free learning
problems with easy-to-construct reward function requirements (46). The only open parame-
ter of PIBB is the exploration noise (44), and it has faster convergence when compared to
other gradient-based RL approaches by one order of magnitude (45). The PIBB method was
selected not only for the advantages mentioned above but also because PI2, which is compa-
rable to PIBB, has been successfully applied in similar continuous, high-dimensional action
spaces (44–46).

Supplementary Algorithm S1 shows the pseudocode of the PIBB algorithm. From this,
it can be seen that PIBB executes K roll-outs, with K Gaussian exploration noise sets (εk)
added to the control policy parameter set. The outcomes of the K roll-outs are K rewards
(Rk), representing how well the policy, with the added exploration noise sets, performed as
determined by the reward function. Finally, the policy parameters are updated by calculating
the probability for each roll-out and performing cost-weighted averaging.

For the CPG-RBF network, the control policy parameters are the plastic synapses between
the hidden RBF neurons and motor neurons (i.e., Wb0−3 in Fig. 6c). The exploration noise is
task-specific, as specified in the following sections, and the number of roll-outs (K) is set to
8 for all tasks. The exploration noise and number of roll-outs are both empirically selected
to promote fast and stable learning. Besides being task-specific, the exploration noise is also
linearly decayed during learning using a decay constant of γ = 0.995 for all tasks. Decaying
the exploration noise allows for large initial weight changes and enforces smaller changes or
fine-tuning toward the end of the learning process.

Learning the base controller

The base controller is open-looped and enables MORF to walk straight on flat ground with a
stable body posture. It lays the foundation for additional control modules to be added on top
(see Supplementary Fig. S2). Since the CPG-RBF network is used as a central controller, a
fixed leg phase relationship is employed whereby the contralateral legs operate in reciprocal
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fashion, resulting in a tripod gait. This behavior is also often seen in animals (22). For learning
the control parameters (i.e., weight set Wb0 in Fig. 6) the following reward function is used,

Rk = wd · d− (wγ · γ + wξ · ξ + wς · ς) (6)

where wd = 3, wγ = 1, wξ = 3, and wς = 0.75. The reward function in equation (6) consists of
four sub-rewards: distance (d), instability (γ), body height error (ξ), and slippage (ς). The dis-
tance sub-reward accounts for movement along the initial heading direction, and consequently,
rewards fast straight locomotion. The instability sub-reward covers the stability of the robot
during movement. It is computed as the sum of variance in body yaw (heading direction), pitch,
and roll, as well as body height. A yaw of 0◦ means that the robot is straight, whereas a pitch
and roll equal to 0◦ means that the robot is parallel with the floor. Instability, therefore, punishes
movement that is not in the walking direction. The body height error sub-reward is a measure
of the difference between mean body height during walking and desired walking height. The
slippage sub-reward considers the extent to which each leg of the robot slips on the ground. The
slippage return is calculated as the number of times a leg tip move (i.e., has a velocity greater
than some threshold) while in ground contact. The slippage is normalized between 0 and 1
and the leg with the highest slippage is used as return. A slippage return of 1 thus implies that
one or more legs slip on the ground whenever in contact with it. Note that each sub-reward
is multiplied by a weight (wd, wγ , wξ, and wς) to make them similar in magnitude and range.
The instability sub-reward is limited at 8 to avoid negative returns becoming too large. In equa-
tion (6), the distance sub-reward can be regarded as the dominating reward. Finally, the base
controller is learned using an exploration noise (εk) of 0.02 and a roll-out execution time of six
seconds.

Learning the obstacle reflex controller

The obstacle reflex controller enables MORF to traverse obstacles in its way using sensory
feedback from a binary optic distance sensor placed on the robot’s head. The sensor uses a
cutoff distance of 0.115 m and is oriented 30 degree forward from a downward facing position.
The feedback is low-pass filtered by three IRR filters to retain the signal for a longer time and
only applied to the two front legs. For learning the control parameters (i.e., weight set Wb1 in
Fig. 6), the following reward function is used,

Rk = wd · d− (wγ · γ + wξ · ξ + wς · ς). (7)

where wd = 0.5, wγ = 1, wξ = 0, and wς = 0.5. The reward function is similar to equation (6)
but with the exclusion of body height error (ξ) and a lower wd and ς . The reason for excluding
the body height error is that it will penalize the robot when crawling on top of an obstacle.
Finally, the obstacle reflex controller is learned using an exploration noise (εk) of 0.02 and a
roll-out execution time of 14 seconds.
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Learning the body posture controller

The body posture controller enables MORF to keep a straight body by using sensory information
from an onboard IMU. For simplicity, only sensory information from the x-axis orientation
(i.e., tilting) is used. This sensory information can be seen directly as an error to be minimized
whereby a tilt equal to zero means that the body is parallel with the ground. A negative tilt
measurement is projected to the legs on the right side and a positive to the legs on the left side.
Furthermore, the tilt error is low-pass filtered to remove unwanted sensory noise. For learning
the control parameters (i.e., weight set Wb2 in Fig. 6), the following reward function is used,

Rk = wd · d− (wγ · γ + wξ · ξ + wς · ς + wτµ · τµ + wτσ · τσ). (8)

where wd = 2, wγ = 1, wξ = 0, wς = 0.5, wτµ = 40, and wτσ = 10. The reward function
is similar to that expressed in equation (6) but with the exclusion of body height error (ξ) and
a lower wd and ς . In addition, the tilt mean error (τµ) and variance (τσ) are included as sub-
rewards. Finally, the body posture controller is learned using an exploration noise (εk) of 0.1
and a roll-out execution time of six seconds.

Learning the directional locomotion controller

The directional locomotion controller enables MORF to walk in a desired direction. The dif-
ference between the actual and desired walking direction provides a heading error. A negative
heading error is projected to the legs on the right side and a positive to the legs on the left side.
As in the previous cases, the heading error is low-pass filtered to remove sensory noise. In both
the simulation and in the physical robot, the actual walking direction is the robot’s z-axis orien-
tation (i.e., yaw) provided by the onboard IMU. In the simulation, the desired walking direction
is provided by waypoints that can be arbitrarily placed in the scene. On the physical robot, the
desired walking direction is provided by a joystick that, when combined with the onboard cam-
era, can be used by a human operator to steer the robot even if outside the field of vision. For
learning the control parameters (i.e., weight set Wb3 in Fig. 6), the following reward function is
used,

Rk = wd · d− (wγ · γ + wξ · ξ + wς · ς + wδ · δ). (9)

where wd = 0.1, wγ = 1, wξ = 3, wς = 1 and wδ = 6. The reward function is similar to that
expressed in equation (6) with exception of a lower wd and higher wς . In addition, the heading
error (δ) is included as a sub-reward. Finally, the directional locomotion controller is learned
using an exploration noise (εk) of 0.02 and a roll-out execution time of 10 seconds.

Learning the advanced controllers

The five advanced controllers are integrated into the controller using the same novel architecture
as the primitive closed-loop control modules (see Fig. 6). Instead of sensory feedback (S1−3]),
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the advanced control modules received higher-level control signals that activates or disables the
respective module. In this work, a simple binary decision input from an operator is used. The
binary input signal is projected to all joint in all controller and may alternatively be provided
by either higher-level control as well. The advanced control modules are learned in a similar
way to the three primitive behaviors. All five controller are learned using an exploration noise
(εk) of 0.06 but uses different rewards functions and roll-out execution time as explained in the
following paragraphs.

The high locomotion controller is learned using a roll-out execution time of 6 seconds and
the following reward function,

Rk = wd · d− (wγ · γ + wς · ς + wλy · λy + wλz · λz). (10)

where wd = 3, wγ = 10, wξ = 0, wς = 1, wλy = −2, and wλz = −15. The reward function
is similar to that expressed in equation (6) with exception of a higher wς and removal of the
body height error (ξ). In addition, the minimum body width (λy) and height (λz) are included
as sub-rewards.

The low locomotion controller is learned using a roll-out execution time of 6 seconds and
the following reward function,

Rk = wd · d− (wγ · γ + wς · ς + wλz · λz). (11)

where wd = 3, wγ = 10, wξ = 0, wς = 1, and wλz = 60. The reward function is similar to that
expressed in equation (10) with exception of a higher wλz and removal of the minimum body
width (λy) measurement.

The narrow locomotion controller is learned using a roll-out execution time of 6 seconds
and the following reward function,

Rk = wd · d− (wγ · γ + wς · ς + wλy · λy). (12)

where wd = 3, wγ = 10, wξ = 0, wς = 1, and wλy = 60. The reward function is similar to that
expressed in equation (10) with exception of a higher wλy and removal of the minimum body
height (λz) measurement.

The pipe climb controller is learned using a roll-out execution time of 14 seconds and the
following reward function,

Rk = wd · d− (wγ · γ + wς · ς + wλy · λy). (13)

where wd = 5, wγ = 1, wξ = 0, and wς = 0.75. The reward function is similar to that expressed
in equation (6) with exception of a higher wd, a lower wς and removal of the body height error
(ξ).
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The wall locomotion controller is learned using a roll-out execution time of 12 seconds and
the following reward function,

Rk = wd · d− (wγ · γ + wς · ς + wdz · dz). (14)

where wd = 0.6, wγ = 1, wξ = 0, wς = 0.75, and wdz = −6. The reward function is similar to
that expressed in equation (6) with exception of a lower wd and wς as well as the and removal
of the body height error (ξ). In addition, the distance traveled upwards (dz) is included as a
sub-reward.

Robot platform

We used the MORF robot (27), shown in Fig. 1a, to demonstrate the real-world applicability of
our method. MORF is 0.42 m long hexapod robot weighing about 4.2 kg. Each leg is about
0.25 m long when fully stretched and has three actuated degrees of freedom (DOFs), resulting
in a total of 18 DOFs. MORF is equipped with Dynamixel XM430 coreless electric motors set
to position mode using the built-in PID controllers.

In both the simulation and on the physical robot, the controller was executed at 60 Hz. A
joystick was used with the physical robot as input to the directional locomotion controller mod-
ules together with visual feedback from the RealSense Tracking Camera T265. The RealSense
Tracking Camera T265 also provide the tilting information for the body posture controller. Fi-
nally, the Sharp GP2Y0A51SK0F was used as an optic distance sensor for the obstacle reflex
controller. The physical MORF with the sensors attached can be seen in the Supplementary Fig.
S3.

Data availability

All data from running the experiments as well as the learned weight sets can be accessed at
https://github.com/MathiasThor/CPG-RBFN-framework/tree/main/data

Code availability

The source code for running the controller in simulation can be accessed at https://github.
com/MathiasThor/CPG-RBFN-framework
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Supplementary materials

This PDF includes:

• Section S1. Simulation implementation

• Section S2. Controller generalization and limitations

• Section S3. Disabling control modules

• Figure S1. Body posture limitations

• Figure S2. Learning process.

• Figure S3. The physical version of MORF.

• Algorithm S1. PIBB Pseudocode

Other Supplementary Material for this manuscript includes:

• Video S1 Learning the base controller (https://youtu.be/wBMH6HuDTms)

• Video S2 Learning the obstacle reflex controller (https://youtu.be/VFxM8FNHwlk)

• Video S3 Learning the body posture controller (https://youtu.be/LpWXVrbPj38)

• Video S4 Learning the directional locomotion controller (https://youtu.be/-8k73wVa89E)

• Video S5 Deploying primitive controllers in simulation (https://youtu.be/MRSWHOnPZnQ)

• Video S6 Deploying primitive controllers on a physical robot (https://youtu.be/w1T2uxM_

4KE)

• Video S7 Deploying primitive and advanced controllers in simulation (https://youtu.

be/uzQN6vsHuww)

• Video S8 Controller generalization and limitations (https://youtu.be/7aX7aqxLOs0)

• Video S9 Disabling primitive control modules (https://youtu.be/NkntPiiMoRU)

• Video S10 Disabling advanced control modules (https://youtu.be/X9e08AHq7kM)

S1. Simulation details

For the simulated experiments we use the robot simulation framework CoppeliaSim from Cop-
pelia Robotics with the Vortex physics engine from CM Labs. CoppeliaSim offers real-world
parameters (i.e., corresponding to physical units) for many physical properties, making it both
realistic and precise. However, to make the learned controller more robust, Gaussian noise
is added to the center of mass for MORF. Since MORF is mostly rigid, we saw no need to
introduce additional simulation noise.
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S2. Controller generalization and limitations

In the following, we investigate the generalization and limitations of the learned control mod-
ules. All of the generalizations and limitations are furthermore shown visually in Supplementary
Video S8.

Obstacle reflex control

Using the obstacle reflex controller, MORF is able to climb up obstacles. The obstacle reflex
controller presented in this work is learned on obstacles with a height of 0.04m, but it can
generalize to obstacles with a max height of 0.07m (i.e., a 75% increase). The obstacle reflex
controller can be combined with the directional locomotion controller to address the issue of
keeping a straight line when the obstacle height is big and the behavior may affect the walk-
ing direction of the robot. As we will later explain, the body posture controller furthermore
generalizes to the high and low locomotion behaviors.

Body posture control

Using the body posture controller, MORF is able to minimize tilt movement while walking.
The body posture controller presented in this work can generalize to various differences in
walking heights although learned with a fixed height difference of 0.04m. Fig. S1 shows how
the relationship between the difference in walking height and the amount of tilting when MORF
is walking for 5 seconds with its right legs on the levitated plate. From this, it can be seen
that the body posture controller can keep the body tilting low when compared to not using
the controller. At around a height difference of 0.08m, the tilting begins to increase rapidly,
and MORF struggles to move straight forwards. A difference in walking height of 0.08m may
therefore be considered the controller’s limitation. The body posture controller can be combined
with the directional locomotion controller to address the issue of keeping a straight line when
the difference in walking height is big. Moreover, as we will later explain, the body posture
controller also generalizes to high locomotion as well as wall and pipe climbing behaviors were
it plays an important role when varying the friction.

Directional locomotion control

Using the directional locomotion controller, MORF is able to locomote in various directions.
The directional locomotion controller presented in this work can generalize to all walking di-
rections, although learned with a fixed desired walking direction of 45 degrees to the right. As
we will later explain, the directional locomotion controller furthermore generalizes to high, low,
and narrow locomotion.
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Fig. S1. Body posture limitations. The average tilting of MORF when walking for 5 seconds with the
right side legs on a plate of different heights (i.e., height differences). The plot shows both the average
tilt with and without the body posture controller.

High locomotion control

Using the high locomotion controller, MORF is able to lift its body to clear obstacles in its way.
The maximum height and width of the obstacles which can be cleared by MORF when using
high locomotion control is 0.08m and 0.29m, respectively. This is an increase of 128.6% in
height when compared to the base control. The maximum dimensions of the obstacle that can
be cleared with high locomotion control correspond to the minimum distance from the bottom
of the robot to the walking ground and the minimum distance between bilateral legs.

The high locomotion controller can be combined with the body posture controller for re-
ducing tilt movement. E.g., when MORF is walking for five seconds with a walking height
difference of 0.04m, the tilting is reduced by 64% on average. The high locomotion controller
can also be combined with the directional locomotion controller for steering. Experiments
showed that it, as with the base controller, can steer in any direction but at a reduced turning
speed. Finally, the height walk controller can also be combined with the obstacle reflex con-
troller. In fact, the increased lifting height of the legs during the swing phase when using the
high locomotion controller enables MORF to traverse obstacles up to 0.07m in height before
requiring the obstacle reflex controller. This creates redundancy that can be exploited in case
of sensory failure. With the obstacle reflex controller, the high locomotion controller enables
MORF to traverse obstacles up to 0.095m in height. This corresponds to 70.4% of MORF’s
body height, and it is 35.7% taller than the base controller with obstacle reflex control.
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Low locomotion control

Using the low locomotion controller, MORF is able to squeeze below obstacles in its way. The
minimum height below the obstacle which MORF can fit under using this controller is 0.146m,
which is only 8.9% taller than MORF’s body height.

The low locomotion controller makes MORF lay on its stomach with no legs in ground
contact in parts of the step cycle to minimize the height. This prevents the controller from being
used in parallel with the body posture controller since when no leg is in ground contact, the body
cannot be stabilized. Like the high locomotion controller, the low locomotion controller can also
be combined with the directional locomotion controller for steering during low locomotion.
It could likewise steer in any direction with a reduced turning speed. The low locomotion
controller can, however, not be combined with the obstacle reflex controller. This is because the
reduced height of MORF results in the optic distance sensory placed on MORF’s head detecting
the walking ground. The obstacle reflex is hereby constantly triggered even when no obstacle
is in front of MORF. A solution is to reduce the cutoff distance from 0.115m to 0.07m when
using the low locomotion controller. When doing so, MORF is able to traverse obstacles up to
0.03m in height.

Narrow locomotion control

Using the narrow locomotion controller, MORF is able to squeeze between obstacles. The
minimum width between obstacle is 0.4m which correspond to the maximum width of MORF
when the narrow locomotion controller. Compared to using only the base controller, this is
17.5% narrower.

The narrow locomotion controller can be combined with the directional locomotion con-
troller for steering. It can steer in any direction with a similar turning speed to when using
the base controller. However, the narrow configuration of the legs prevents the controller from
being used in parallel with the body posture and obstacles reflex controller.

Pipe climb control

Using the pipe climb controller, MORF is able to locomote on a pipe. The controller was
learned on a pipe with a diameter of 0.7m, but the controller generalizes to any pipe diameters
above 0.6m. Furthermore, it can deal with a 5% reduction in pipe friction on a 0.7m diameter
pipe (with an initial friction coefficient of 1.0).

When the pipe climb controller is combined with the body posture controller, the pipe fric-
tion can be decreased by up to 99% (i.e., a friction coefficient of 0.01). The pipe climb controller
can not make use of either the directional locomotion or obstacle reflex controller. Although
their combinations show strong indications of being able to steer on pipes that bend and climb
from one pipe diameter to another, the instability involved in these actions causes the robot
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to fall off the pipe. A solution would be to use more complex foot designs that incorporate
electromagnets or suctions cups, thereby ensuring the robots stay on the pipe.

Wall climb control

Using the wall climb controller, MORF is able to climb forwards between to walls without
being in ground contact. The controller was learned on walls that are placed 0.41m apart. With
this width, MORF can clear a 1.2m gap on average by climbing on the walls. The controller can
generalize to walls that are placed up to 0.435m apart. When the wall are further apart MORF
is able to climb further upwards. In future work is would be interesting to exploit this and lean
a decent and ascent controller to add on top of the wall climb controller. When the friction is
reduced by 20% (from an initial friction coefficient of 1.0) on both walls, the clearing distance is
reduced to 0.82m average. Reducing only the friction on one wall results in a clearing distance
of 0.5m.

When the wall climb controller is combined with the body posture controller, the clearing
distance is the same when using the initial friction on the walls when compared to not using
the body posture controller. However, it is 77.9% longer when reducing the friction on both
walls by 20% and 42% longer when only reducing the friction on one wall. When the friction
is reduced by 20% on one wall, the activity of the body posture controller increases by 20.6%
compared to using the initial friction on both walls. Like in the case of the pipe climb controller,
neither the directional locomotion nor obstacle reflex controller could be used together with this
wall climb controller.

General observations

The above investigation shows that the primitive closed-loop modules generalize to other be-
haviors besides the one produced by the base controller. In many cases, this results in emergent
behaviors with better performance than using a single control module with the base controller.

In some cases, two control modules could not work in parallel. This was either because the
leg configuration of the advanced behavior is too different from that of the base behavior (e.g.,
the narrow locomotion behavior) or because the advanced behavior is sensitive regarding sta-
bility (e.g., the pipe climbing behavior). There are two possible solutions to this. The first is to
learn dedicated primitive closed-loop modules for the specific advanced behaviors. The second
is to allow the modules to inhibit each other in a hierarchical manner. More important behaviors
can, in this way, turn off less important behaviors that interfere negatively (e.g., narrow locomo-
tion inhibits the directional locomotion control module). In the results presented in this work,
we employ the inhibition technique where an advanced controller will inhibit non-compliant
primitive controllers.
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S3. Disabling control modules

To investigate how the robot performs without specific modules, we disabled each of the control
modules in the combined controller experiments. Supplementary Video S9 shows the results
from disabling the modules of the controller that uses the three primitive closed-loop controllers
(obstacle reflex, body posture, and directional locomotion controller). Movie S9 and S10 shows
the results from disabling the modules of the controller that uses the three primitive closed-loop
controllers as well as the one that uses both the primitive and advanced controllers. Both videos
show that all the learned control modules are needed in order to locomote from the initial to the
end position.
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Fig. S2. Learning process. First the base controller is learned without any feedback. Then the primitive
controllers are learned using sensory feedback and added in parallel with the base controller. Finally, the
advanced controller are learned using high-level control signals and added in parallel with the base and
primitive controllers.
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Fig. S3. The physical version of MORF. MORF is equipped with a RealSense Tracking Camera T265
and a Sharp GP2Y0A51SK0F optic distance sensor. The learned closed-loop control modules require
sensory information from these sensors to function.
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Algorithm S1 PIBB Pseudocode
while reward not converged do

// Execute K roll-outs
for each k ∈ K do

// Sample noise (εk)
εk = N (0, σ2

PIBB)

// Execute policy with noise and record final reward (R)
Rk = execCPGRBFN(wp+ εk)

end for
// Calculate probability (Pk) for each roll-out
for each k ∈ K do

Sk = e
λ· Rk−mink(Rk)

maxk(Rk)−mink(Rk)

end for
for each k ∈ K do

Pk =
Sk∑K
k=1 Sk

end for
// Perform reward-weighted averaging
δwp =∑K

k=1(Pk·εk)

// Update policy parameters
wp← wp+ δwp

// Decay exploration noise using γ
σ2
PIBB = γ · σ2

PIBB

end while
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Chapter 6

Paper V – Locomotion control with

frequency and motor pattern adaptation

Mathias Thor, Beck Strohmer, and Poramate Manoonpong. Locomotion control with frequency

and motor pattern adaptation. Submitted to a peer reviewed journal.

The following manuscript is a preprint version that has also been submitted to a peer reviewed journal.

The manuscript uses supplementary material (videos) which can be downloaded as a .zip file using

the following link: https://drive.google.com/file/d/1KYADxHSrE8i3tmgr8R8TBXZ06uZHuz_

g/view?usp=sharing

A supplementary section is furthermore placed at the end of this chapter.

98

https://drive.google.com/file/d/1KYADxHSrE8i3tmgr8R8TBXZ06uZHuz_g/view?usp=sharing
https://drive.google.com/file/d/1KYADxHSrE8i3tmgr8R8TBXZ06uZHuz_g/view?usp=sharing


Locomotion control with frequency and motor
pattern adaptations
Mathias Thor 1,∗, Beck Strohmer 1, and Poramate Manoonpong 1,2

1Embodied AI and Neurorobotics Lab, SDU Biorobotics, The Mærsk Mc-Kinney
Møller Institute, The University of Southern Denmark, Odense, Denmark
2Bio-Inspired Robotics and Neural Engineering Laboratory, School of Information
Science and Technology, Vidyasirimedhi Institute of Science and Technology,
Rayong, Thailand
Correspondence*:
Mathias Thor
mathias@mmmi.sdu.dk

ABSTRACT

Existing adaptive locomotion control mechanisms for legged robots are usually aimed at one
specific type of adaptation and rarely combined with others. Adaptive mechanisms thus stay
at a conceptual level without their coupling effect with other mechanisms being investigated.
However, we hypothesize that the combination of adaptation mechanisms can be exploited for
enhanced and more efficient locomotion control as in biological systems. Therefore, in this work,
we present a central pattern generator (CPG) based locomotion controller integrating both a
frequency and motor pattern adaptation mechanisms. We use the state-of-the-art Dual Integral
Learner for frequency adaptation, which can automatically and quickly adapt the CPG frequency,
enabling the entire motor pattern of the CPG to be followed at a proper high frequency with low
tracking error. Consequently, the legged robot can move with high energy efficiency and perform
the generated locomotion with high precision. The versatile state-of-the-art CPG-RBF network
is used as a motor pattern adaptation mechanism. Using this network, the motor pattern can
be adapted to fit the robot’s morphology and perform sensorimotor integration enabling online
motor pattern adaptation based on sensory feedback. The results show that the two adaptation
mechanisms can be combined for adaptive locomotion control of a hexapod robot in a complex
environment. Using the CPG-RBF network for motor pattern adaptation, the hexapod learned
basic straight forward walking, steering, and step climbing. In general, the frequency and motor
pattern mechanisms complement each other well and their combination can be seen as an
essential step toward further studies on adaptive locomotion control.

Keywords: Legged robot, Locomotion control, Frequency adaptation, Motor pattern adaptation, Central Pattern Generator

1 INTRODUCTION
Adaptation is an essential aspect of legged locomotion. By skillfully manipulating the movement, animals
can adapt their behavior in accordance with the environment, morphological variations, and external and
intrinsic perturbations. This is a vital trait when moving in complex and unstructured environments where
legs are especially advantageous. Within the robotics domain, there have been many attempts to create
adaptive locomotion controllers. One promising approach is to use artificial central pattern generators
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(CPGs), inspired by their biological counterparts. These CPGs can generate rhythmic motor signals and
are, when coupled with sensory feedback, also able to adapt their outputs accordingly.

Frequency adaptation is one branch of CPG-based adaptation techniques that has also been observed in
animals such as cockroaches (Bender et al., 2011), stick insects (Cruse, 1990; Grabowska et al., 2012), and
cats (Forssberg and Grillner, 1973). Frequency adaptation mechanisms seek to optimize the movement
speed of robots based on feedback (entrainment). The consequences of using a wrongly tuned CPG
frequency include loss of precision, unwanted movement, and energy-inefficient locomotion (Thor and
Manoonpong, 2019a). Frequency adaptation mechanisms are often realized by expanding CPGs with local
sensory feedback for robot locomotion (Owaki and Ishiguro, 2017; Fukuoka et al., 2015; Aoi et al., 2011;
Ambe et al., 2018) (for a detailed review see Aoi et al. (2017)).

Berendes et al. (2016) measured the coupling between the amputated limbs of a Drosophila and intact legs,
allowing them to highlight the role of sensory feedback across walking speeds. In their experiments, low
frequency walking showed almost no cycle-to-cycle coupling between stumps and intact legs as compared
to the strong coupling displayed during high frequency walking. The finding that sensory feedback is more
important for slow walking animals is reinforced by Mantziaris et al. (2017) in their study on deafferented
stick insects. They found that while the CPG networks interact on a pre-motor level to create coordination
patterns, these outputs are not observed in live animals, leading to their conclusion that sensory feedback
is required to shape the basic coordination pattern produced by the neural architecture. On the contrary,
Sponberg and Full (2008) establish that sensory feedback is less important for the faster walking cockroach.
They observed the gait of a cockroach running on rough versus smooth terrain. Even though the speed,
pitch, roll, and yaw of the body varied when running on rough terrain, the animal maintained an alternating
tripod gait, indicating that sensory feedback was not contributing in a significant way. Our study finds that
frequency also slows down during complex motion when sensory feedback is more necessary.

Another important branch is motor pattern adaptation, where the goal is to find motor patterns that solve
a specific task or enable the robot to move in a certain way. First of all, it is essential for legged robots that
the motor pattern is adapted to their morphology since different robots require different motor patterns.
Moreover, suppose the robot is to be used in non-ideal environments. In that case, it is also necessary
that the motor pattern can be adapted online to deal with the environment and external perturbations.
Furthermore, it could be a requirement to learn new motor patterns for new tasks. Motor pattern adaptation
has been applied both to CPG-based locomotion controllers (Oliveira et al., 2011; Jun Nakanishi et al.,
2004) and deep neural network locomotion controllers (Lee et al., 2020; Hwangbo et al., 2019; Clune et al.,
2011; Schilling et al., 2020; Yang et al., 2020; Schilling et al., 2020).

Although the techniques mentioned above have been investigated and applied to robot locomotion control,
they are rarely combined (Aoi et al., 2017). Thus, their work stays at a conceptual level where a single
adaptation is shown without putting it into a bigger picture and seeing the coupling effect between methods.
However, we hypothesize that if the adaptation mechanisms can be combined and appropriately exploited,
the locomotion behaviors of legged robots will become enhanced and more efficient like their biological
counterparts. To address this hypothesis, we propose for the first time an adaptive CPG-based locomotion
controller that combines two state-of-the-art CPG adaptation mechanisms for frequency and motor pattern
adaptations. While the two fundamental adaptation mechanisms have been proposed and implemented
on artificial legged systems, they are employed separately. Their synergy or coupling has not been fully
addressed and validated on a legged system because mutual adaptation can lead to conflict, involve complex
dynamical processes, and possibly require different adaptation time scales.
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Figure 1. Combining frequency adaptation (DIL) and motor pattern adaptation (CPG-RBF network) into
an integrated adaptive CPG-based locomotion controller.

As a frequency adaptation mechanism, we use the error-based Dual Integral Learner (DIL) presented
in (Thor and Manoonpong, 2019a; Thor and Manoonpong, 2019b). In this approach, the tracking errors
between target and current positions of the joints are used to adapt a CPG frequency such that the legged
robot’s locomotion speed matches its motor performance (see figure 1). The consequences of running the
system at too high a frequency (i.e., high tracking error) are, as mentioned previously, loss of precision,
unwanted movement, energy inefficiency, and in the worst-case, motor collapse (Thor and Manoonpong,
2019b). Thus, low tracking error is especially important for motor pattern adaptation where the generated
trajectories are excreted to be followed. In (Thor and Manoonpong, 2019a; Thor and Manoonpong, 2019b)
the error-based DIL approach has shown good performance on various robots where it can quickly adapt
the CPG frequency for energy-efficient locomotion with low tracking error, prevent leg damage and deal
with a variety of motor performances.

As a motor pattern adaptation mechanism, we use the modular CPG-RBF network proposed in (Thor
et al., 2020; Thor and Manoonpong, 2021). The CPG-RBF network comprises a CPG and radial basis
function (RBF) network (see figure 1). Combining the CPG-RBF network with the DIL mechanism for
frequency adaptation is, therefore, straightforward. Furthermore, the CPG-RBF network motor pattern
output automatically scales with respect to the frequency, and is, therefore, is suitable for use with frequency
adaptation. The main features of the CPG-RBF network are as follows: it is simple, minimal, and intuitive
to use; it has few control parameters resulting in fast learning; it is scalable; finally, it is generic and thus
can be applied to legged robots with different morphologies (Thor et al., 2020). Furthermore, the network
is modular, and new sub-behaviors or sensorimotor coordination can be learned independently and added
on the fly. In this work, the robot learns three different motor patterns using an open-loop behavior for
walking straight, a closed-loop sub-behavior module for steering, and a closed-loop sub-behavior module
for climbing steps.

In the following sections, we provide a detailed introduction to both the DIL mechanism for frequency
adaptation (section 2.1) and the CPG-RBF network for motor pattern adaptation (section 2.2). We then
present the novel locomotion controller, comprising both the frequency and motor pattern adaptation
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mechanism (section 2.3). Finally, we evaluate the proposed locomotion controller on the MORF hexapod
robot (Thor et al., 2018) in a complex environment (sections 3 and 4).

2 MATERIALS AND METHODS
2.1 CPG network with frequency adaptation

The core of both the frequency and motor adaptation mechanisms is an artificial CPG. As mentioned
in the introduction, CPGs can generate rhythmic motor signals but may also use sensory feedback to
adapt their outputs. A biological CPG is a group of nerve cells or interconnected neurons within the
thoracic ganglia of invertebrates and spinal cords of vertebrates (Biewener, 2003). These CPGs are used
for locomotion and other rhythmic movements such as chewing, swallowing, or breathing (Aoi et al.,
2017; Nachstedt et al., 2017; Grillner and El Manira, 2020). Over the years, various artificial CPG models
with differing degree of complexity have been proposed: conceptual biological models (Brown, 1914),
detailed biophysical models (Hellgren et al., 1992), connectionist models (Ekeberg, 1993), and abstract
models (Ijspeert, 2008; Yu et al., 2014). Within the field of robot control, most studies have implemented
abstract CPG models due to their simplicity and many advantages (Ijspeert et al., 2007; Manoonpong et al.,
2013b; Spröwitz et al., 2013; Fan et al., 2016; Nordmoen et al., 2019; Degroote et al., 2020; Thor and
Manoonpong, 2021). From a control perspective, the advantages of CPGs are their robustness against
perturbations, easy and smooth frequency modulation, suitability for distributed implementation, and the
fact that they use few control parameters.

Both the frequency and motor pattern adaptation mechanisms, presented in the following sections, use
the abstract neural SO(2)-oscillator based CPG model (Pasemann et al., 2003). The SO(2)-based CPG
network comprises two fully-connected standard additive discrete-time neurons(N0 and N1 in figure 1)
both using a sigmoid transfer function. The outputs of the two neurons in the SO(2)-oscillator are given by

oi(t+ 1) = tanh

 N∑
j=0

wij(t)oj(t)

 , (1)

where oi is the output from neuron i, N is the number of neurons, and wij is the synaptic weight from
neuron i to j. The two neurons produce rhythmic outputs with a phase shift of π/2.

As proven by (Pasemann et al., 2003), the network produces a quasi-periodic output when the weights
are chosen as (

w00(t) w01(t)
w10(t) w11(t)

)
= α ·

(
cos ϕ(t) sinϕ(t)
− sin ϕ(t) cosϕ(t)

)
, (2)

with 0 < ϕ(t) < π as the frequency-determining parameter. Parameter α determines the amplitude and the
nonlinearity of the output oscillations.

The frequency-determining parameter of the SO(2)-oscillator (ϕ) can be easily and smoothly modulated
online. To adapt ϕ for energy-efficient and accurate locomotion we use the error-based DIL approach
proposed in (Thor and Manoonpong, 2019a; Thor and Manoonpong, 2019b) (see frequency adaptation in
figure 1). The DIL mechanism comprises slow and fast learners, acting on different time-scales in parallel.
Both the fast and slow learners receive the same error and incorporate a proportion of it into their current
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estimation of the perturbation (Wolpert et al., 2011). This is shown in the following equations:

xf (n) = Af · xf (n− 1) +Bf · e(n) + Cf ·
∫
e(n)

xs(n) = As · xs(n− 1) +Bs · e(n) + Cs ·
∫
e(n)

e(n) = (f(n)− s(n)) + β

x(n) = xs(n) + xf (n)

ϕ(n) = ϕ0 − x(n)

(3)

where e(n) is the joint tracking error calculated as the difference between the forward model (f(n)) and
system output (s(n)). It should be noted that a small bias (β = 0.02) is added to the error. In this way, the
DIL mechanism will receive a positive tracking error when the forward model and system joint positions
match and try to increase the CPG frequency. In other words, the β-parameter also enables the DIL
mechanism to increase the CPG frequency when the system can run at a faster frequency without increasing
the tracking error. xf (n) and xs(n) are the states of the fast and slow learners, each consisting of three
terms with x(n) being the learner output. The computation of each learner state is straightforward. The
first term is the product of the previous learner state (xf,s(n− 1)) and a constant retention factor (Af,s).
The second term is the product of the error feedback (e(n)) and a constant learning rate (Bf,s). The final
term is a product of the integrated or summed error (

∫
e(n)) over time and a constant integral rate (Cf,s).

The parameters Af,s, Bf,s, and Cf,s are under the constraints of Af < As, Bf > Bs, and Cf > Cs. Thus
the fast learner learns more rapidly as indicated by a higher learning rate but also forgets more rapidly
as indicated by a lower retention factor. The main advantages of the dual learner setup include fast and
stable learning, savings in relearning, tracking error reduction, and spontaneous recovery of previously
learned parameters (Thor and Manoonpong, 2019a). In this work, we use Af = 0.35, As = 0.7, Bf = 0.2,
Bs = 0.02, Cf = 0.001, and Cs = 0.0001.

When used for frequency adaptation, the DIL mechanism calculates a new CPG frequency (ϕ(n)) as
the difference between the dual learner output (x(n)) and an arbitrary initial CPG frequency (ϕ0). In this
way, the CPG frequency will be adapted to minimize the joint tracking error (e(n)). When the tracking
error is high, the CPG frequency decreases, such that the joints are given more time to track the target
positions. In (Thor and Manoonpong, 2019a; Thor and Manoonpong, 2019b) the tracking error is calculated
by comparing the current and target joint position amplitudes using post-processing units. The current
joint positions are given by the system output, while the joint target positions are calculated using a
forward model that can translate the CPG outputs into expected sensor signals (for details, see (Thor
and Manoonpong, 2019a)). In this work, this process of calculating the tracking is greatly simplified.
By implementing the system delay into the forward model, the current and target joint positions can be
compared directly, thus removing the need for post-processing units to extract the amplitude. Furthermore,
it enables the frequency adaptation mechanism to work with motor pattern adaptation mechanisms, where
the amplitude of the arbitrarily shaped motor patterns can be difficult to calculate online.

2.2 CPG network with motor pattern adaptation
In this work, the CPG-RBF network is used for motor pattern adaptation (see motor pattern adaptation

in figure 1). The CPG-RBF network consists of a SO(2)-based CPG and an RBF network to reshape the
otherwise fixed wave-shaped CPG output. The RBF network is a three-layered neural network that uses
radial basis activation functions (Broomhead and Lowe, 1988). In the case of the CPG-RBF network,
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two-dimensional Gaussian functions are used with transfer functions that can be described as

Rh = e
−
(

(o0−µh,0)
2+(o1−µh,1)

2

σ2
RBF

)
,

(4)

where, µh,0 and µh,1 are two means of RBF neuron Rh, σ2RBF is the common variance for the two means,
and Rh is the response of the RBF neuron when receiving inputs o0 and o1 from the CPG. The means are
manually selected such that the RBF kernels are equally distributed along one period of the CPG signal
(Thor et al., 2020). This is achieved by

µh,n = on

(
(h− 1) · T
H − 1

)
, (5)

where n is the CPG output index, T is the period of the CPG signal (T ≈ 1/0.30Hz), and H is the total
number of RBF neurons. The advantages of equally distributing the means along one period of the CPG
output signal are that it is possible to modify discrete parts of the CPG signal shape and the means of the
neurons do not need to be learned (Thor et al., 2020).

The reshaping of the CPG signal is encoded in the weights of the synapses connecting the RBF layer to
the motor neurons (Wb0 in figure 1). The complexity of the output signal is controlled by the number of
RBF neurons, H . A high number of neurons enables complex output signals, while a small number can
only produce simple signals. However, the use of many RBF neurons also results in slower convergence
when learning the synaptic weights. While the number of RBF neurons controls the signal complexity,
their variance, σ2RBF , controls its smoothness. A low variance results in high frequency outputs, while a
higher one results in smooth signals. This creates a trade-off, and as in (Thor et al., 2020), we use H = 20
and σ2RBF = 0.04, allowing the learning of smooth, complex control policies at acceptable convergence
rates. Furthermore, for simplicity, we will use the CPG-RBF network as a centralized controller, although
it is also possible to make it decentralized (for details, see (Thor et al., 2020)).

The weight set Wb0 encodes an open-loop behavior for walking straight. To also facilitate online motor
pattern adaptation, sub-behavior modules (see gray box with neurons B1−2 in figure 1) integrating sensory
feedback (S1−2) are added in parallel to the synapses, connecting the RBF layer and motor neurons (Thor
and Manoonpong, 2021). The parallel neurons are shunting inhibition neurons, set up such that their
outputs are the product of the RBF neuron outputs and sensory feedback. Based on the sensory feedback
and weights of the synapses connecting the parallel neurons to the motor neurons (Wb1 and Wb1 in figure
1), these parallel modules can modify the already learned open-loop motor pattern output. With the parallel
closed-loop sub-behavior modules, the motor neuron output can be formulated as

Mj = oPh ·Wb0 +

(
3∑

n=1

oPh · Sn ·Wbn

)
, (6)

where oPh is the output from RBF neuron Ph.

To learn the weights of the CPG-RBF network (Wb1 , Wb1 , and Wb1), the state-of-the-art simplistic
learning mechanism PIBB (Stulp and Sigaud, 2013) is employed. The PIBB is a probability-based black box
optimization approach that follows a direct policy search to improve the policy parameters with respect to
a reward function. The explanation and pseudocode for PIBB can be found in the supplementary material.
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2.3 CPG network with frequency and motor pattern adaptation
Combining the frequency and motor pattern adaptations is straightforward (see figure 1). The simplicity

of combining the adaptation mechanisms is not only because both use an artificial CPG but also because
the DIL can work on arbitrarily shaped signals, due to the modification introduced in this work, and the
CPG-RBF network automatically scales with respect to frequency.

The overall adaptation process can be described as follows. First, the weights of the CPG-RBF network
and its sub-behavior modules are learned using a low CPG frequency. This ensures that motor patterns can
be learned with high precision and without tracking error. Next, the DIL is added to the CPG in order to
adapt the CPG frequency online. The DIL will increase and decrease the frequency based on the motor
pattern, environment, and external or internal perturbations to keep the tracking error low and the frequency
at the highest possible level. This frequency can be seen as the resonance frequency because it is the highest
frequency at which the system moves with the highest possible amplitude or lowest tracking error.

3 RESULTS
3.1 Motor pattern adaptation

To assess the performance of the proposed locomotion controller with frequency and motor pattern
adaptation, we start by learning three motor pattern behaviors with the CPG-RBF network: an open-loop
behavior for walking straight (Wb0), a closed-loop sub-behavior module for steering (Wb1) using an inertial
measurement unit (S1) as sensory feedback, and a closed-loop sub-behavior module for climbing steps
(Wb2) using a binary optic distance sensor as sensory feedback (S2). The modular design and learning
parameters are similar to those used in (Thor et al., 2020; Thor and Manoonpong, 2021). This includes a
fixed walking frequency of 0.30 Hz (ϕ ≈ 0.01π) during learning. All three motor patterns are learned five
times for 100 iterations to calculate the mean and standard deviation of the return.

3.1.1 Learning open-loop behavior for walking straight
The open-loop behavior for walking straight is learned in the simulated environment shown in figure 2A

using the following reward function:

Rk = wd · d− (wγ · γ + wξ · ξ + wς · ς). (7)

where wd = 3, wγ = 1, wξ = 3, and wς = 0.75. The reward function consists of several measures: distance
(d), instability (γ), body height error (ξ), and slippage (ς). The distance measure rewards fast straight
locomotion, while the instability measure penalizes instability during movement. It comprises the sum of
variance in body tilt, roll, pan, and body height. A pan of 0◦ means that MORF is walking straight ahead,
whereas a tilt and roll equal to 0◦ means that MORF is parallel with the ground. Instability thus penalizes
movement that is not in the walking direction. The body height error is measured as the difference between
mean body height during walking and the desired walking height. The slippage measure considers the
extent to which each leg of the robot slips on the ground. The slippage return is calculated as the number of
times the leg tips move when in ground contact. A slippage return of 1 implies that one or more legs slip
on the ground whenever in contact with it. Note that each measurement is multiplied by a weight (wd, wγ ,
wξ, and wς) to ensure similarity in magnitude and range. The instability measure is limited at 8 to avoid
negative returns becoming too large. In equation (7), the distance measurement can be regarded as the
dominating reward. Finally, the open-loop behavior is learned using an exploration noise (εk) of 0.02 and a
roll-out execution time of six seconds.
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Figure 2. (A) The simulated environment and learned open-loop behavior for walking straight (B) The
mean reward and standard deviation per iteration. (C) The motor patterns during learning for a single
leg. The solid lines are converged patterns, and the transparent lines are intermediate patterns during
learning. (D) The simulated environment and learned closed-loop sub-behavior module for steering (E)
The mean reward and standard deviation per iteration. (F) The heading direction error with and without the
sub-behavior module. (G) The learned motor patterns for a single leg with and without the sub-behavior
module enabled. (H) The simulated environment and learned closed-loop sub-behavior module for climbing
steps (I) The mean reward and standard deviation per iteration. (J) The normalized optic distance sensor
feedback with and without the sub-behavior module enabled. (K) The learned motor patterns for a single
leg with and without the sub-behavior module enabled. For (A), (D), and (H) the blue MORF shows an
earlier time-step of the sub-behavior. Modified from Thor and Manoonpong (2021).

Figure 2B shows the mean reward and standard deviation for each iteration, and figure 2C shows the
resulting motor patterns during learning.

3.1.2 Learning closed-loop sub-behavior module for steering
The closed-loop sub-behavior module for steering is learned in the simulated environment shown in

figure 2D using the following rewards function:

Rk = wd · d− (wγ · γ + wξ · ξ + wς · ς +wδ · δ). (8)
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where wd = 0.1, wγ = 1, wξ = 3, wς = 1 and wδ = 6. The reward function is similar to that of the
open-loop behavior for walking straight but uses a lower wd and higher wς . Moreover, a heading direction
error (δ) that measures the difference between target and current heading direction is included to penalize
movement not in the target direction. Finally, the sub-behavior module for steering is learned using an
exploration noise (εk) of 0.02 and a roll-out execution time of 10 seconds.

Figure 2E shows the mean reward and standard deviation for each iteration, while figure 2F shows the
heading direction error with and without the learned sub-behavior module. Finally, figure 2G shows the
motor patterns with and without the learned sub-behavior module. Here, the motor patterns of the open-loop
behavior are modulated to steer the robot toward the target.

3.1.3 Learning closed-loop sub-behavior module for climbing steps
The closed-loop sub-behavior module for climbing steps is learned in the simulated environment shown

in figure 2H using the following rewards function:

Rk = wd · d− (wγ · γ + wξ · ξ + wς · ς +wδ · δ). (9)

where wd = 0.5, wγ = 1, wξ = 0, and wς = 0.5. Again, the reward function is similar to the open-loop
behavior for walking straight, but this time with the exclusion of the body height error measure (ξ), a lower
wd, and a lower ς . The reason for not using the body height error measure is that it will penalize MORF
when crawling onto a step. Finally, the closed-loop sub-behavior module for climbing steps is learned
using an exploration noise (εk) of 0.02 and a roll-out execution time of 14 seconds.

Figure 2I shows the mean reward and standard deviation for each iteration, while figure 2J shows the
normalized distance measured by the optic distance sensor with and without the learned sub-behavior
module. Figure 2K shows the motor patterns with and without the learned sub-behavior module. Here, the
motor patterns of the open-loop behavior are modulated to step onto the platform.

3.2 Online CPG frequency adaptation
After learning the CPG-RBF network weights, the DIL is added to the CPG for online frequency

adaptation. The combined controller is tested repeatedly 10 times in the environment shown in figure 3A
where MORF will need to use all the learned motor patterns. The walking path of MORF is predetermined
but could be provided by high-level control algorithms like the pathfinding algorithms in (Patle et al., 2019;
Goldschmidt et al., 2017) for increased autonomy. When MORF passes the wall (snapshot 4 in figure 3A),
the motor performance or maximum motor velocity is reduced by 30% for 1.5 m, as shown in figure 3B.
Consequently, the walking frequency has to be adapted to minimize the tracking error.

Figure 3C shows the mean tracking error with standard deviation. It is low-pass filtered, and the β-
parameters have been subtracted, enabling the DIL to increase the frequency as explained in section 2.1.
Figure 3D shows the mean walking frequency with standard deviation. The DIL modulates the walking
frequency online based on the environment, motor pattern, and motor performance to reduce the tracking
error. Overall, the results show that the DIL quickly adapts the walking frequency to 1.13 Hz for straight
walking (snapshot 1). In snapshots 3-5, the frequency is lowered to enable complex motor patterns for
steering with low tracking error. In snapshot 5, the motor performance (i.e., maximum velocity) is lowered
by 30%, and the frequency is adapted accordingly. Finally, in snapshots 6-9, the frequency is lowered
several times to enable complex motor patterns for climbing steps with low tracking error.
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Figure 3. (A) The simulated environment and nine snapshots of MORF when using the locomotion
controller with frequency and motor pattern adaptation. Each snapshot is highlighted on the plots below. (B)
The motor performance (i.e., maximum velocity), which is lowered by 30% when MORF has passed the
wall until it reaches the first step (red zone on the plots). (C) The tracking error. (D) The CPG frequency.

3.3 Comparing to fixed frequencies
Two experiments using fixed frequencies are additionally conducted and repeated ten times to show the

effect and advantage of using frequency adaptation. The first fixed frequency is set to 0.30 Hz, which
can be considered a base case since it is equal to the one used when learning the control modules of the
CPG-RBF network. 0.30 Hz is a relatively low frequency where the motor patterns can be followed with
no error. The second fixed frequency is set to 1.6 Hz, which is used to test how a high walking frequency
impacts the performance of the controller.

First, we compare the cost of transport (CoT). CoT is a dimensionless measurement that quantifies the
energy efficiency of moving an animal, robot, or vehicle from one place to another. In this work, we
calculate CoT as P

m·g·v , where m is the weight of the entire robot in kg (4.2 kg), g is the gravity of earth
(9.82m/s2), v is the walking velocity of the robot in m/s, and P is the power given as the joint torque in
N ·m times the angular joint velocity in rad/s. Figure 4A shows that when using frequency adaptation, the
CoT is significantly lower than both a fixed low frequency (p > .999) and fixed high frequency (p = .983),
with the fixed high frequency having the lowest CoT of the two (p = .998).

Next, we compare the tracking error. The tracking error presented in figure 4B is raw, and does not include
either the β-parameter or low-pass filtering as in figure 3C. As expected, using a fixed low frequency does
results in a lower tracking error than both frequency adaptation (p > .999) and a fixed high frequency
(p > .999). Comparing frequency adaptation with a fixed high frequency shows that the former results in
the lowest tracking error (p > .999).

Finally, we compare key performance measurements used when learning the weights of the CPG-RBF
network. The first measurement, shown in figure 4C, is the heading direction error used when learning
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Figure 4. Performance measurement when using online CPG frequency adaptation (DIL), a fixed high
frequency, and a fixed low frequency. (A) The mean CoT. (B) The mean raw tracking error. (C) The mean
heading direction error. (D) The mean roll of MORF. (E) The mean tilt of MORF. (F) The mean slippage.
All measurements are shown with standard deviation.

the sub-behavior module for steering. Frequency adaptation resulted in a significantly smaller direction
error than when using a fixed low frequency (p = .974) or a fixed high frequency (p > .999). The next
measurements, shown in figure 4(D-E), are the roll and tilt of MORF, used to learn all three behaviors. The
roll and tilt of MORF indicate how stable it is during walking. For both roll and tilt, a fixed low frequency
resulted in the most stable locomotion when compared to frequency adaptation (p > .999) and a fixed
high frequency (p > .999). When comparing frequency adaptation and a fixed high frequency, it is clear
that the former results in more stable locomotion for both roll (p = .997) and tilt (p > .999). The final
measurement is slippage (the extent to which each leg of the robot slips on the ground), which is also used
in the learning of all three behaviors. In this case, neither the use of frequency adaptation nor a fixed high
frequency resulted in any significant difference (p = .266), while using a fixed low frequency resulted in
less slippage (both with p > .999).

Besides the quantitative results, visual inspection shows that MORF has a hard time clearing the steps
when using a fixed high frequency (see snapshots 6-8 in figure 3). As shown in the supplementary video,
its middle or hind legs became stuck for a few seconds. Out of 10 trials, each involving the climbing of
three steps, MORF became stuck 66.67% of the time when using a fixed high frequency. In contrast, it
never became stuck using frequency adaptation or a fixed low frequency. However, the use of low walking
frequency leads to low energy efficiency (figure 4A). Overall, the locomotion control with the motor pattern
and online frequency adaptations offers the best compromise in comparison to motor pattern adaptation
and a fixed frequency.

4 DISCUSSION
In this work, we introduced a novel CPG-based locomotion controller, combining both motor pattern and
frequency adaptations to enable a legged hexapod robot to efficiently navigate a complex environment.
The frequency adaptation mechanism is error-based, meaning that it adapts the walking frequency such
that the robot can follow the learned motor patterns with low error. The results show that when using the
proposed controller, the frequency is adapted several times: initially for walking straight, then to variations
in motor performance, and finally whenever closed-loop control modules enforce complex motor pattern
adaptations. This is comparable to the biological behaviors observed in animal locomotion.
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Compared to using fixed frequencies, frequency adaptation significantly reduces energy usage, as shown
by the low CoT. This is because the frequency is adapted to the highest frequency at which the motor
pattern is tracked with low error. Since this frequency is the highest at which the system has the highest
amplitude (or lowest tracking error), it is comparable to the resonance frequency.

The results also show that tracking error plays a crucial role in executing the learned motor patterns,
especially when adapted online, based on sensory feedback. This is demonstrated by the fact that when
using a fixed high frequency where the tracking error is large, MORF could not consistently climb steps.
This was not a problem with a low tracking error, i.e., when using either a fixed low frequency or frequency
adaptation. Furthermore, a low tracking error results in more stable locomotion (i.e., low roll and tilt
movement) and a smaller direction error. Thus, the motor patterns emerging from the fact that the robot
cannot follow the learned patterns are performing worse with regard to the performance measurements
used as reward feedback during learning.

Although the energy efficiency, tracking error, stability, and direction error all improved when using
frequency adaptation, the slippage measurement only improved when applying a fixed low frequency.
There is no significant difference in slippage between frequency adaptation and a fixed high frequency.
As can be seen from the results the tracking error is larger when using frequency adaptation compared to
a fixed low frequency. As a consequence, frequency adaptation also results in higher tilt movement, roll
movement, and slippage. However, the amount of tracking error when using frequency adaptation can be
controlled by the β-parameter of the DIL mechanism. If the tracking error is vital to the system or task,
the β-parameter could be tuned to accommodate this. However, tuning the β-parameter to obtain a low
tracking error will be at the cost of slower convergence when increasing the frequency, and a trade-off thus
exists.

Taken together, the results show that the frequency and motor pattern adaptation mechanisms can be
combined for enhanced locomotion performance. When using a fixed low frequency (i.e., only motor
pattern adaptation), the learned motor patterns can be followed with a low tracking error, which has many
advantages but also low energy efficiency and high direction error. Using a fixed high frequency results
in better energy efficiency when compared to a low frequency, but also a high tracking error resulting in
behavior inconsistency and poor performance. When combining the motor adaptation mechanism with
frequency adaptation, the frequency is adapted online, resulting in a good performance and high energy
efficiency. Furthermore, the frequency adaptation mechanism is flexible since it can be tuned for either fast
convergence or low tracking error.

For future studies, we plan to investigate parallel adaptation and learning. In (Manoonpong et al., 2013a),
correlation-based and reward-based learning was combined in neural control for policy improvement. The
authors found that using the learning mechanisms in parallel compared to using a single learner resulted in
higher performance. It would be interesting to see if it is likewise advantageous to use frequency adaptation
in parallel with the learning of motor patterns. Finally, it would be interesting to investigate if any adaptation
rule could be applied to the β-parameter of the DIL mechanism for increased performance.
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Supplementary Material

1 PIBB PSEUDOCODE
Algorithm S1 shows the pseudocode of PIBB. The PIBB algorithm executes K roll-outs, all with different
Gaussian exploration noise, εk, added to the control policy parameters, Wbj ,k. The results from the K
roll-outs are K returns, Rk, describing how well the policy, with added exploration noise, performed
according to a certain reward function. Finally, the probability for each roll-out is calculated and used in
cost-weighted averaging to update the policy parameters. The exploration noise is task-specific and the
number of roll-outs (K) is set to 8 for all tasks. Both the exploration noise and the number of roll-outs
are empirically chosen to promote fast and stable learning. The exploration noise is also linearly decayed
during learning using a decay constant of γ = 0.995 for all tasks. Decaying the exploration noise allows
for large initial weight changes and enforces smaller changes or fine-tuning toward the end of the learning
process.

Algorithm S1 PIBB Pseudocode
while reward not converged do

// Execute K roll-outs
for each k ∈ K do

// Sample in parameter space
εk = N (0, σ2

PIBB)
// Execute policy and record final return (R)
Rk = execCPGRBFN(Wbj ,k + εk)

end for
// Calculate probability for each roll-out
for each k ∈ K do

Sk = e
−λ· Rk−mink(Rk)

maxk(Rk)−mink(Rk)

end for
for each k ∈ K do

Pk =
Sk∑K
k=1 Sk

end for
// Reward-weighted averaging
δWbj ,k =

∑K
k=1(Pk·εk)

// Update policy parameters
Wbj ,k ← Wbj ,k + δWbj ,k

// Decay exploration noise
σ2
PIBB = γ · σ2

PIBB

end while
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Chapter 7

Discussion and outlook

This thesis presented CPGbased frequency and motor pattern adaptation mechanisms, that when com

bined, enable legged robots to perform three fundamental types of adaptation; frequency, phase, and am

plitude adaptation. Recall that part of the initial aim was to master these exact adaptation types, with the

hypothesis that it enables savings in energy, a general and comprehensible controller architecture, adap

tive locomotion, and emergent complex behaviors. As can be seen from the contributions list (Sect. 1.4.4),

various evidence was produced in support of this hypothesis. Specifically, frequency adaptation enables

energyefficient locomotion as well as adaptation to the environment to prevent damages [73, 74]. Motor

pattern (i.e., phase and amplitude) adaptation enables the robot to adapt its movement to intrinsic pa

rameters and the environment as well as the ability to perform multiple complex locomotion behaviors

[9, 32]. Combining the two mechanisms not only enables the legged robot to perform all three types

of adaptation it also results in new and unexpected emergent behavior. For this behavior, the frequency

adaptation mechanism makes sure that complex motor pattern adaptations are accurately executed. For

example, when the complexity of the motor pattern increases, the frequency decreases [75]. The follow

ing sections discuss the advantages, limitations, possibilities, and future extensions of the two adaptation

mechanisms, including their combination.

7.1 Neural Structure

Both of the developed mechanisms are implemented as neural structures, which present several advan

tages. Firstly, neural structures have complex neurodynamics that can alter neural activity according to

propagated neural information. In our case, this information is the sensory feedback that alters the neural

activity such that the robot adapts accordingly. The specific alternations are learned by exploiting the fact

that neural structures can incorporate longterm neural memory in the network connections using neu

ral plasticity. Neural structures are also advantageous because they require no assumptions about data

properties or data distribution [93]. Neural structures are furthermore very flexible, which simplifies the
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7.2. Compared to stateoftheart

expandability and modularity of the systems [93].

7.2 Compared to stateoftheart

Compared to stateoftheart, like [21, 24, 33], the presented locomotion control mechanisms do not

necessarily contribute towards more sophisticated locomotion capabilities. Instead, they act as a basis

for sophisticated skills (e.g., the wall climbing behavior presented in [32]) and have the advantage of

greatly simplifying the control by having a few and intuitive parameters (see descriptions in table 7.1).

Moreover, the mechanisms can scale with regard to different legged robots and controller encodings.

Specifically, the controller encoding was shown to be related to the robot’s morphology such that when

matching the robot morphology and controller encoding, the performance was increased [9]. Finally, the

mechanisms are expandable without requiring relearning. As also mentioned in the introduction, this

provides resilience to sensor faults as control modules relying on faulty sensors can be removed online

and makes it possible to extend the mechanism online with new modules [9]. Expandability is especially

useful in a fastgrowing field like locomotion control, where new advances are introduced all the time.

7.3 Research gap

The above advantages are all achieved by filling an important gap in research. This gap is situated in

between complex DNN based locomotion controllers and more bioinspired approaches that use specific

biological principles. Although the presented mechanisms do not rely on detailed biological principles,

they are still used at a higher level of abstraction. For example, the mechanisms rely on CPGs and

premotor networks that are generally accepted as motion control circuits in animals [25]. However, such

biological principles are rarely mentioned or used in model and deep learningbased approaches [21, 24,

33]. Therefore, the presented mechanisms have the potential to help biologists test hypotheses on legged

robots that are more manageable than living animals1.

Filling the gap mentioned above may result in a more widespread use of learnable locomotion controllers.

This is first of all because the presented mechanisms are easier to comprehend and implement. A good

use case example is students who have limited time studying the controller and its implementation during

project work. Moreover, working with something new often involves a lot of debugging, especially for

students. In this case, it is an advantage that the mechanisms are scalable and can train quickly. It is as

a result of this possible to separate the controller and test the adaptation mechanisms individually where

they are easier to manage [32]. The same is true for the expandable motor pattern adaptation mechanism,

where behaviorspecific modules can be trained independently using simple objectives and environments

such that learning is more likely to converge [32]. Examples of student theses that have already used the

mechanisms are [20, 85, 94, 95, 96]. As for students, the above is also an advantage for nonexpert groups

1Note that the more bioinspired approaches are often better suited in these tasks.
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7.4. Comparison problem

such as biologists, that want to test biological hypotheses. An example is testing how specific sensory

feedback maps on to the step cycle. E.g., where and when in the step cycle is sensory feedback used to

modulate the motor pattern.

7.4 Comparison problem

It is, in general, hard to compare locomotion controllers. This is because locomotion controllers are

most often learned and tested on a specific legged robot. One robot might be equipped with expensive

highend actuators capable of quickly producing high torques [87, 97]. In contrast, others may rely on

less expensive actuators with worse performance [15, 98]. Another essential feature of a robotic system

is the control loop and feedback frequency, which also varies significantly from system to system. For

example, MORF uses a controlloop frequency of 60 Hz [15] while it is much higher, often in the kilohertz

range, for other legged robots2 [99, 100, 101]. High controlloop frequencies are often used in robots that

are equipped with preoperative actuation for agile maneuvers such as high jumps and landings, and fast

locomotion [102]. Legged robots are also equipped with different numbers of legs (typically two, four, or

six legs), all with different advantages and disadvantages. While one locomotion controller might show

good performance with a low controlloop frequency and the stability of a hexapod robot, it may perform

worse on a less stable quadruped robot with a high controlloop frequency. Finally, while empirical

performance metrics like the cost of transport, forcetobodyweight ratio, and relative forward speed

(Froude number) allows comparing energy efficiency, loadcarrying capability, and locomotion speed, it

is still hard to compare locomotion behaviors. For example, howwould one compare the performance of a

hexapod climbing walls (Paper IV) with a quadruped walking in the alps [33]? Furthermore, performance

metrics tend to vary by the robot since each one is designed with a different usecase in mind [103].

7.5 Manual hyperparameter tuning

Although the presented mechanisms are modelfree and predominantly automatic, they still require some

manual tuning of their hyperparameters (see table 7.1). For the frequency adaptation mechanism, the DIL

parameters and the beta parameter must be tuned manually. For the motor pattern adaptation mechanism,

the parameters of the PIBB learning algorithm and the CPGRBF network structure needs to be tuned

manually. The robot model for simulation furthermore needs to be constructed with correct dimensions

and physical properties. As also described in the main papers, all these hyperparameters have an intuitive

meaning as they relate directly to the control problem (see descriptions in table 7.1). Therefore, their

values can be easily and quickly turned towards good performance with a bit of domain knowledge.

However, it would be desirable to investigate whether the control parameters could be related to the

robot and task or learned automatically.

2Fewer legs often means less stability and a need for a fast controlloop frequency to keep balance.
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7.6. Hexapod robot as the main testbed

Mechanism Symbol Description Tuning method

Paper I, II, III, IV, & V
Central Pattern Generator (CPG)

α
Determines the amplitude and the nonlinearity of the
output oscillations. It is fixed at 0.01π to obtain

harmonic oscillations.
Manually tuned

φ Determines the frequency of the ouput oscillations. Adaptively tuned by DIL

Paper I, II, & V
Dual Integral Learner (DIL)

A( f ,s)

Retention factors of the slow and fast learner.
Retains the previous error states during learning.

A f needs to be smaller than As.
Manually tuned

B( f ,s)
Learning rate of the slow and fast learner. Corrects the error

proportionally. B f needs to be bigger than Bs.
Manually tuned

C( f ,s)

Integrator components of the slow and fast learner.
Corrects the accumulated error over time. C f needs

to be bigger than Cs

Manually tuned

β
Error bias, enabling the Dual Integral Learner to also
increase the frequency when the forward model and

system match.
Manually tuned

Paper III, IV, & V
PIBB σ2

PIBB
Gaussian exploration noise added to the parameters

of each rollout. Manually tuned

γ Decay constant for linearly decaying the exploration
noise during learning. Manually tuned

K Number of rollouts per iteration. Manually tuned
Paper III, IV, & V
CPGRBF Network H

Number of RBF neurons. It directly relates to the
complexity of the output trajectory. Manually tuned

σ2
RBF

Common variance for the RBF neurons. It directly
relates to the smoothness of the output trajectory. Manually tuned

wpk, j
Control policy parameters given as the synaptic weights

from the RBF neurons to the motor neurons
Automatically learned

with PIBB

Table 7.1 – hyperparameters used in the presented locomotion control mechanisms.

7.6 Hexapod robot as the main testbed

The methods presented in this thesis are mainly applied to the hexapod robot MORF [15], as it was

available both physically and in simulation. Furthermore, hexapods are equipped with six legs, making

them stable and robust against damages (e.g., losing a leg). Having a redundant number of available legs

also offer a high potential terrain traversability as there are many points of contact with the environment

[69]. In fact, stability and traversability increase with the number of legs where the hexapod robot is a

good compromise between complexity and utility [69]. While the frequency and motor pattern adaptation

mechanisms presented in this thesis were able to generalize to different legged robots, some precautions

are needed regarding stability when decreasing the number of legs (e.g., quadrupeds or bipedal robots).

This is because neither of the mechanisms can guarantee stability. One way to include it into the system

is by including control modules responsible for maintaining stability by either inhibiting or modulating

existing modules and mechanisms. Such modules could integrate sensory signals relevant for the stability

of the robot (e.g., Inertial Measurement Unit (IMU) values and joint torques) and also let the robot learn

to withstand external perturbations. Another example is ongoing PhD research at Nanjing University

of Aeronautics and Astronautics, under my cosupervision, investigating how to control a quadruped

robot at different frequencies using the motor pattern adaptation mechanism proposed in Paper III and

IV. In this research, discrete and stable motor patterns are learned for the quadruped at different walking

frequencies and afterward generalized to unseen frequencies using an ANN.
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7.7. Learning directly in the real world

7.7 Learning directly in the real world

The presented control mechanisms were initially developed/learned in simulation and subsequently trans

ferred to the real world with success. The main reason for this success is that MORF is a relatively rigid

system and that the mechanisms do not rely on complex sensory feedback that is hard to model [21, 104].

However, it would still be an advantage to learn the controllers directly in the real world to avoid the la

borious task of setting up the simulation and instead use the real world, which ”... is its own best model”

[105]. In other words, although simulation is a great tool when dealing with datadriven approaches, it

has its limitations. Not every environment and physical property can be modeled correctly, and those that

can, are frequently inaccurate. This causes a reality gap, which is the discrepancy between simulation

and the real world in terms of dynamics and perception. The reality gap causes problems when doing

a simulationtoreality transfer, such as a drop in performance but can, in the worst case, prevent the

controller from working at all. Another advantage of learning directly in the real world is the possibility

of autonomous lifelong learning (ALL). With ALL, a legged robot can continue learning in a dynamic

environment (Fig. 7.1). An example is a robot moving from one environment to another (e.g., flat con

crete to tall grass), which requires the robot to readapt its locomotion to continue with good performance

(Fig. 7.1b). Another example is a robot losing or damaging a leg and having to relearn how to continue

walking with this impairment (Fig. 7.1c). Such readaptation can be triggered by a decrease in the reward

return, which would need to be continuously estimated using sensors on the physical robot (e.g., IMU,

tracking camera, and joint torque sensors). As mentioned in Paper III and IV, the fast learning of the

presented mechanisms can be explored for direct learning in the real world [9, 32].

Figure 7.1 – A hexapod robot equipped with ALL. a, it initially automatically adapts its locomotion to flat
ground. b, it automatically readapts its locomotion to tall grass. c, it automatically readapts to a injured leg.

7.8 Inputoutput relationship

The motor pattern adaptation mechanism in Paper IV uses a simple inputoutput relationship. While

this is acceptable for the presented tasks, other tasks that integrate multiple sensory values (e.g., balance

control) may require more complicated inputoutput relationships. A possible solution includes neural

feedforward networks that receive the raw sensory values as input and output preprocessed sensory

values as input to the closedloop modules of the CPGRBF network in Paper IV. These networks could,

for example, be learned using NeuroEvolution of Augmenting Topologies (NEAT) [106], in parallel to

the modules. They could also consist of RNNs for temporal input memory and increased robustness. In
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[107] the authors, for example, presented CPGbased control with distributed reservoirbased RNNs as

forwards models. The forward models are used as internal feedback loops that use a copy of the motor

command in order to predict the expected sensory feedback [107]. In addition, the long internal memory

of RNNs allows the forward models to be noiserobust and even deal with missing information. In [107],

the difference between the expected and actual sensory feedback is used as input to a searching and

elevation control mechanism to generate complex online adaptive locomotion behaviors.

7.9 Highlevel control

All of the presented control mechanisms can be considered as lowlevel controllers working on the joint

level. Currently, all highlevel control is handled by a human operator that, for example, can trigger

advanced modes of locomotion and steer the robot. In order to increase the autonomy of the system, the

human could be replaced with highlevel control capable of automatically providing the correct control

signals to the robots. An example is in [41] where the authors use MPC for sequencing lowlevel skills.

First, a lookup table that acts as a model for predicting the dynamics of applying lowlevel actions is

learned [41]. This table is then used in conjunction with a Vive tracking system to measure the robot’s

position to optimize the sequence of lowlevel actions required to reach a goal. In [42] the authors present

a highlevel policy that issues commands in a latent space and also selects how long the lowlevel policy

will execute the latent command. The highlevel policy receives higherlevel observation such as robot

position and orientation, while the lowlevel policy receives observations from onboard sensors such as

IMU as well as the latent command and its duration [42]. Both the highlevel and lowlevel policies are

learned in parallel. The advantage of this approach is that the lowlevel policy can be kept fixed for new

and similar tasks, and only the highlevel policy needs to be learned for the new task.
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Chapter 8

Conclusion

This thesis has presented several novel contributions, as listed in Sect. 1.4.4, that enable legged robots

to automatically adapt their movement based on robot morphology and environmental characteristics.

A premise of the research was that frequency, phase, and amplitude adaptation are fundamental types of

adaptation when designing a locomotion controller. Therefore, two stateoftheart CPGbased adaptation

mechanisms for frequency and motor pattern adaptation have been developed and combined into a single

adaptive neural locomotion controller for advanced locomotion control.

The novel frequency adaptation mechanism can achieve multiple adaptations in few seconds, including

adaptation for energyefficient locomotion, low tracking error, as well as adaptation to body morphology,

damage protection, and unexpected energy drops [73]. It does so by relying on a simple objective function

(i.e., reducing the tracking error feedback) rather than multiple complex objective functions and robot

kinematics [73]. Specifically, the mechanism will ensure that the frequency matches the performance

of the robotic system [74]. The mechanism is a significant contribution and is especially useful for

legged robots because they have limited operating times and often operate in unstructured environments.

Furthermore, as also shown in this thesis, the mechanism is advantageous when combined with motor

pattern adaption mechanisms, as it ensures that the generated motor patterns are executed with high

precision [75]. The combination, therefore, results in enhanced and more efficient locomotion behaviors.

The novel motor pattern adaptation mechanism that includes both phase and amplitude adaptation can be

applied for locomotion generation in legged robots with different morphologies. The CPGbased mech

anism is, similar to the frequency adaptation mechanism, simple, minimal, and intuitive to use [9]. It has

few control parameters, resulting in fast learning when compared to other stateoftheart approaches (see

Sect. 1.5). The mechanism is also scalable/flexible and can be encoded as a distributed, semidistributed,

and central controller. As shown in Paper III, the performance of these controller encodings relates to the

morphology of the legged system [9]. The mechanism is, furthermore, extendable as it can be extended

with additional behavior modules, including closedloop modules for online adaptation based on sensory
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feedback [32]. In Paper IV, eight closedloop behavior modules for directional locomotion, obstacle re

flex, body posture stabilization, as well as locomotion on pipes, vertically between two walls, over and

under obstacles, and in narrow spaces was shown. Being extendable and modular also makes it possi

ble to extend the mechanism with new and innovative control approaches in the future. In general, the

frequency and motor pattern adaptation mechanisms, as well as their combination, are significant steps

towards fast automatic design of stateoftheart versatile neural locomotion control for complex robotic

systems [75].
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