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A B S T R A C T

Outlier algorithms are becoming increasingly complex. Thereby, they become much less interpretable to the
data scientists applying the algorithms in real-life settings and to end-users using their predictions. We argue
that outliers are context-dependent and, therefore, can only be detected via domain knowledge, algorithm
insight, and interaction with end-users. As outlier detection is equivalent to unsupervised semantic binary
classification, at the core of interpreting an outlier algorithm we find the semantics of the classes, i.e.,
the algorithm’s conceptual outlier definition. We investigate current interpretable and explainable outlier
algorithms: what they are, for whom they are, and what their value proposition is. We then discuss how
interpretation and explanation and user involvement have the potential to provide the missing link to bring
modern complex outlier algorithms from computer science labs into real-life applications and the challenges
they induce.
. Introduction

Machine learning methods are becoming increasingly complex and,
onsequently, much harder for users1 to interpret or explain.2 Re-
earchers are becoming increasingly aware of the disadvantages re-
ated to uninterpretable and unexplainable models, and a new field
f research is developing, which addresses this concern: explainable
rtificial intelligence (XAI).

Extant research on XAI mostly focuses on supervised machine learn-
ng. The major share of attention is paid to the explanation of deep
eural networks, as they are both popular and inherently uninter-
retable. This is not to say that other fields of learning are not faced
ith the same challenges of highly complex methods leading to an

ncreasing loss of interpretability. Researchers face a need to try ex-
laining these uninterpretable models while keeping the advantages
ith regard to quality that motivate their high complexity.

In this article, we investigate the challenges with unexplainable
nsupervised outlier algorithms3 and the place for explainable unsu-
ervised outlier detection (XOD).

∗ Corresponding author.
E-mail addresses: sejr@imada.sdu.dk (J.H. Sejr), anna@sam.sdu.dk (A. Schneider-Kamp).

1 When we talk about users we refer to all of the users of an algorithm. With outlier detection, the primary users are the data scientist and the end-users as
escribed in Section 4.

2 In the literature on XAI, interpretability and explainability are often used interchangeably. Some works distinguish the two terms such that model
nterpretation denotes how well the model itself can be understood by users while model explanation refers to all the information that benefits users in
nderstanding the model or its predictions i.e. explanations are a superset of interpretations. In this article, we follow this distinction.

3 We use the term model when we talk about supervised classifiers etc. but algorithm when we talk about unsupervised approaches. With supervised models,
ou typically have a training algorithm and a trained model, but in the unsupervised setting, those steps are often merged, which is why we use the term
lgorithm. We are aware that there are exceptions to this rule (Unsupervised outlier detection with a training step (Liu et al., 2020) and supervised methods
ithout a training step such as KNN classifiers).

Explainable supervised learning has been researched extensively,
and Section 2 therefore shortly reviews that field. Section 3 goes on
to review unsupervised outlier detection and the challenges in this
field. To understand what it means to interpret or explain an outlier
detection method, Section 3 analyses the different parts and introduce
the concept of an outlier definition to denote the conceptual outlier
definition explicit or implicit to an outlier algorithm. To shed light on
the different applications of outlier explanations, Section 4 discusses
the implicit iterative process of finding outliers that often involves close
collaboration with users.

Section 5 then discusses XOD and existing methods in the field.
Finally, we conclude in Section 6 with implications for the theory and
practice of XOD.

Our analysis addresses the questions ‘‘What?’’, ‘‘For Whom?’’ and
‘‘Why?’’ regarding outlier explanation:

• What are outlier explanations (semantics)? And what are their
forms (syntax)?

• In the process of finding outliers, typically multiple types of users
of an outlier algorithm are involved: from the data scientist tuning
ttps://doi.org/10.1016/j.mlwa.2021.100172
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the algorithm to the end-user integrating found outliers into their
everyday work practices. It is, thus, important to consider, for
whom outlier explanations are generated.

• Having identified the users, what is the value proposition of
outlier explanations, i.e. why would the different types of users
be interested in outlier explanations?

What we deliberately omit in this article is addressing the ‘‘How?’’, the
details of the algorithms i.e. performance concerns, memory consump-
tion etc. By abstracting from these aspects, we are able to provide a
clearer and more relevant view on XOD.

This article is the first to discuss XOD outside the context of a
particular method for retrieving outlier explanations. It is also the first
to consider what outlier explanation is from semantic and syntactical
perspectives and compare XOD to the extant literature on explainable
supervised machine learning. Last, but not least, it initiates a discussion
on who the users of outlier explanations are, what their roles in
determining outlier algorithms could be, and why XOD is valuable to
them.

With our analysis of XOD, we also introduce a new perspective on
outlier detection and discuss topics such as the relation to supervised
classification, context dependence of outliers, the implicit conceptual
outlier definitions assumed by algorithms (outlier definitions), and the
often-ignored complex user-driven iterative process of finding outliers.

2. Explainable artificial intelligence (XAI)

To understand explanation in outlier detection we have to un-
derstand what is meant by explanations in an algorithmic/machine
learning context. What are we explaining?

An explanation in XAI is an explanation of how a model works.
We may explain the whole model, a subset of the domain, or a single
prediction. The important thing to understand is that we explain causal
effects in the model and not causal effects in the domain. We may for
example explain why a model gave a customer a low credit rating, but
we do not explain why the customer most likely is not able to pay back
a loan, i.e., what should be changed to increase the probability that the
customer is able to pay back the loan. This is easily distinguishable by
researchers and data scientists but much less so for the non-technical
end-users, who are often the target audience of the AI models. They
relate the term ‘‘explanation’’ to (and are often more interested in) the
causal explanation in the domain (Herskind Sejr et al., 2021).

Knowing that it is the model we explain, some researchers argue
that we should use interpretable models in the first place (Rudin,
2018). The reason we do not exclusively rely on interpretable models is
the assumption that complex uninterpretable models often outperform
simpler interpretable models in practice. This assumption is frequently
challenged by critics of post hoc model explanation, where one con-
structs an explanation after the model has already been applied. The
critics point out situations where interpretable models are more ac-
curate than more complex and less interpretable models, in many
cases supplemented with the sentiment that additional analysis and
preprocessing may entirely negate the need for highly complex and
uninterpretable models (Rudin, 2018). This critique is valid but does
not address those situations where complex models are more accurate
than simple ones. Also in these cases, users might have a need for better
understanding the model and its predictions. The rise of Deep Neural
Networks (DNN) in image analysis, signal processing, and natural lan-
guage processing relatively clearly indicates an advantage of complex
uninterpretable models for these types of data.

2.1. Why and for whom?

Having narrowed down explanations to model explanation, it is still
vaguely defined and there is no good quantitative way of evaluating
the quality of an explanation. There are applications where specific
explanations are seen as natural ones and, therefore, the explanation
2

quality can be evaluated quantitatively (Sejr et al., 2020). In general,
explanations are much less tangible than the primary target application
of the model and can only be evaluated qualitatively by its users. The
most commonly identified value propositions of model explanations
are Barredo Arrieta et al. (2019), Burkart and Huber (2021), Lipton
(2018):

• Trust and Confidence
• Transferability
• Informativeness and Causality
• Fair and Ethical Decision-Making
• Model Debugging, Adjustments, and Monitoring

The different concerns are attributed to a diverse set of stakehold-
ers with an interest in understanding the model, covering end-users,
decision makers, regulators, data scientists, researchers, and others
(Berendt & Preibusch, 2017; Bhatt et al., 2020; Ras et al., 2018).

With uninterpretable black box models, users who do not under-
stand how models are trained and evaluated can find it hard to have
confidence and trust in its predictions. Being able to look inside the
model and recognize patterns from the user’s domain can help non-
technical users to develop trust in the model.

The more technical users on the other hand are aware that a model
has only been tested on test data from a certain context (or distribution
of data). Knowing about what patterns the model recognizes for its
predictions tells technical users under which circumstances the model
can be used (Transferability).

Trust and transferability help users solve the primary target of the
model, but explanation can also add additional information
(Informativeness), that supports users in decision-making or just im-
proving the understanding of the data. Together with existing domain
knowledge, users can even use this information to get an understanding
of causal effects in the domain (Causality).

A big challenge with black box models is how hard it is to identify
which of the stakeholders can be held responsible and accountable
for the decisions made by the model. With a simple algorithm, the
developer of the system knows exactly what causes the model’s be-
haviour and can, therefore, naturally be viewed as responsible for its
decisions. With black box models, the internal ‘‘rules’’ are invisible
even to the developer who wrote the code for generating the model.
This is especially a problem since we as a society expect decisions to
follow certain ethics and fairness rules such as privacy and absence
of discrimination by demographic factors (Fair and Ethical Decision-
Making). Being able to look inside the model and understand the
patterns from which the model predicts helps decision makers evaluate
if decisions are ethical and fair.

Explanations are not only valuable to end-users. Understanding the
model helps data scientists to explain why the model, for example, does
not perform as well as expected and, potentially, also how to improve it.
Explanation can drive end-user involvement in the tuning of the model
during the development, as well as to monitor deployed models (Bhatt
et al., 2020), for example, to ensure consistent performance (Model
Debugging, Adjustments and Monitoring).

2.2. What

Having discussed roughly what explanations are and clarified why
we want interpretable or explainable models we now look at the types
of explanations (Barredo Arrieta et al., 2019; Burkart & Huber, 2021;
Lipton, 2018).

2.2.1. Intrinsically interpretable models vs post hoc explanations
As discussed earlier, for some datasets and use cases, a model that

is intrinsically interpretable is as accurate as more complex models or
the accuracy of the simpler model is acceptable with the trade-off of

having an interpretable model.
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A number of models are considered to be more or less interpretable.
Decision trees resemble human thought processes and are considered
highly interpretable. K-nearest neighbours classifiers look at similar
objects (neighbours) when classifying, which is also similar to humans
cognitive processes, and are therefore interpretable. Linear regression
and logistic regression models are so simple that in low dimensions,
users can execute the model manually and interpret the coefficients
as feature importance. Linear models are, therefore, also considered
interpretable.

When considering neural networks, support vector machines, en-
semble trees (e.g. random forest) etc., researchers agree that these are
intrinsically uninterpretable. For these models, post hoc explanation
can supply explanations separate from the model itself.

2.2.2. Model-specific vs model-agnostic explanation
We divide post hoc explanations into model-specific and model-

agnostic explanations.
Model-specific methods deliver explanations based on the internals

of the model so we call them white box explanations. Examples of such
methods are saliency maps (Simonyan et al., 2013) and its descendants.
In the most basic form, saliency maps finds the gradient of the class
probability of the object being explained and we interpret the weights
as feature importance. Saliency maps were designed to explain the
classification of images with convolutional neural networks. Image
feature importance from saliency maps highlights parts of an image that
is perceived to have the most influence on the classification. Saliency
maps reveal the internals of the model and are designed for certain
types of models, i.e., they are model-specific.

Explanation methods that are decoupled from the model (also
known as model-agnostics explanations) have become rather popu-
lar. One of the most simple methods is the partial dependency plot
(PDP) (Friedman, 2000). For one or two features, this plot visualizes
how the dependent variable varies with the features averaging over
all the other features. The simple method gives an overview of the
feature importance under the assumption of weak correlation between
the independent features.

Its cousin, Individual Conditional Expectation (ICE)
(Goldstein et al., 2015), shows a graph for each of the samples in the
dataset and, thereby, loosens up the requirement of feature indepen-
dence, as the user can see how each of the other variables affects the
relationship.

PDP and ICE explain the whole model and are both direct visualiza-
tions of interactions in the model under investigation.

2.2.3. Surrogate explanations
Another group of post hoc explanation methods finds a simpler in-

terpretable surrogate method that represents the more complex
method. An example of such a method is Combined Multiple Models
(CMM) (Domingos, 1998) that extracts explanatory information by first
training an ensemble of models to achieve high accuracy and then,
based on a dataset labelled by the ensemble model, trains a simpler
model that has higher interpretability and still obtains the accuracy of
the ensemble. This method is valuable e.g. for decision trees ensembles
where the ensemble has very high accuracy and low interpretability
while single instances have lower accuracy and high interpretability.
CMM is model-agnostic to the extent that it is designed for ensemble
methods but does not depend on the base method of the ensemble. It
is a surrogate model as it explains the complex model with a simpler
surrogate.

2.2.4. Global vs local explanations
All the above-mentioned methods explain the whole model; in other

words, they are global explanations. Some of the most popular methods
extract local explanations, e.g., on a region around a single prediction.

The advantage of local models is that a model globally may be
complex and hard to explain while locally much simpler and explain-
able (e.g., approximately linear). Local Interpretable Model Explanation
 p

3

(LIME) (Ribeiro et al., 2016) makes this assumption and explains a
single prediction with a linear model trained locally. For a given
prediction, a sample is drawn uniformly from the training data. With
the predictions of the model, a linear surrogate model is trained with
a version of LASSO (Tibshirani, 1996) to enforce sparsity (sparsity is
associated with higher interpretability). The trained surrogate model is
local as, during training, samples are weighted relative to the distance
to the point being explained.

Another highly popular local method is SHAP (SHapley Additive
exPlanations) (Lundberg & Lee, 2017). SHAP is not a surrogate method
but explains how much the existence of each feature contributed to the
prediction of the point under explanation. The notion comes from game
theory where Shapley Values (Shapley, 1952) describe the contribution
of players to the outcome of a game. To translate the existence of
a player to feature values, existence is simulated by comparing to
the average value of all samples in the training set. Thereby, the
method can deliver something similar to Shapely Values. Shapely Val-
ues are marginalized over every combination of feature existence in the
point under explanation. As a consequence, a disadvantage of SHAP is
computational cost.

2.2.5. Preprocessing and explanation
Applied, supervised learning algorithms are often combined with

preprocessing. Explanations, therefore, must be converted back to the
domain of the end-users, which is one of the challenges of applying
model explanations (Oxborough et al., 2013).

Additional processing can also be a part of explaining, such as when
images are explained with LIME. The image is first segmented into
‘‘superpixels’’ with the segmentation algorithm of choice (e.g., Quick-
Shift (Vedaldi & Soatto, 2008)). The superpixels are then turned on or
off to generate the sample from which the surrogate model is trained.
The result is a sparse weighting of the superpixels describing how
they affect the class probability. Data processing as an integrated part
of predicting and explaining complicates the models and makes them
harder for scientists to compare and analyse.

In summary, some methods are intrinsically interpretable, while
other methods need additional steps to be explained (intrinsic vs post
hoc). When it comes to post hoc explanations, methods can be more or
less model agnostics (model specific vs model agnostic) and more
or less local (local vs global). We also saw that there are different
ormats of model explanations. The most popular format is feature
mportance, which is what saliency maps and SHAP provide. CMM
nd LIME retrieve surrogate models. While CMM provides a highly
nterpretable surrogate model such as a decision tree, LIME uses the
urrogate model to provide a type of feature importance.

It is important to notice that even though many methods ex-
lain based on feature importance, the semantics are different. With
aliency maps and LIME, feature weights show how much the predic-
ion changes if the feature value is changed, while feature importance
n SHAP expresses the contribution of the feature existence relative to
he other features’ existence. PDP and ICE both explain visually, and
or each feature have more information than just a weight. The above
xplanation methods are among the most popular, but there are a vast
umber of others to chose from Burkart and Huber (2021). Which type
f explanation is to be preferred depends on why and for whom the
xplanation is needed.

. Unsupervised outlier detection as semantic binary classifica-
ion

We have seen how supervised machine learning models are ex-
lained. To understand how these methods and patterns apply to outlier
etection, we investigate what outlier detection really is to the users, as
ell as how it relates to binary classifier models and the often-ignored
rocess of finding outliers.
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Supervised classifications do not have a general semantic to their
classes, but with outlier algorithms, the semantic (outliers and inliers)
is a core feature. It is important to understand this to realize how we
can interpret and explain outlier methods.

Unsupervised outlier detection basically divides a set of objects into
two groups – outliers and inliers – without the use of labels. As is often
the case for supervised classifiers, we calculate a number for each object
that indicates how likely it is that the object belongs to the inlier class
or the outlier class (cf. Section 3.4). From this perspective, outlier
detection is simply a form of unsupervised binary classification.

If there were not more to it, outlier detection would be impossible,
with no way to chose between the infinitely many models that divide
the objects into two classes. So how is outlier detection different from
just unsupervised binary classification? The difference is that the users
are looking for a division or ranking that the users perceive as outlier–
inlier (since someone has decided to use outlier detection). Instead of
using labels, we use one of a set of outlier algorithms that are expected
to – and have sometimes been shown empirically to – correlate with
user perceptions of outliers and inliers.

3.1. Outlier detection now and then

The first methods for identifying outliers were based on a clear def-
inition of outlierness and clearly defined assumptions. These methods
either operated in one dimension or in a relatively low-dimensional
space. Data were assumed to have been generated by one or a few
simple probability distributions (Grubbs, 1969).

With an identified outlier or an outlier score from this type of
method, the data scientist understands the nature of the outlier score.
Since then, requirements for outlier detection have evolved. With more
data being generated in a digitalized world, it is expected that outlier
algorithms can be applied to large and complex datasets. Because of the
amounts and complexity of data, algorithm efficiency also has become
an important aspect.

As a result of this development, outlier detection methods them-
selves have become complex, and the data scientist is presented with a
plethora of methods with different perspectives on outlierness (Chan-
dola et al., 2009a; Gupta et al., 2014; Zimek et al., 2012).

In this process, the conceptual definition of outlierness (the outlier
definition) has been separated from the operational definition (the
outlier algorithm), and users can find it hard to understand in what
situations an algorithm excels. This is one reason why interpretation
and explanation have the potential to provide value as explained in
Section 5.2.3.

Understanding an outlier algorithm’s conceptual outlier definition
is a large part of interpreting the algorithm. In the following, we de-
scribe the difference between outliers seen from the users’ perspective
(true outliers), the conceptual definition of outlierness assumed by the
outlier algorithms (outlier definition), and the operational definition
implemented by outlier algorithm.

3.2. True outliers

As previously stated, the goal of outlier detection is to detect
whatever the user considers being an outlier. This typically means to
identify objects that are generated by a different mechanism than the
majority of the objects under analysis.

An example is the search for malicious traffic in web traffic logs (a
type of intrusion detection) (Ingham & Inoue, 2007). Most of the traffic
is generated by normal users accessing websites through their browser
with the goal to use the websites as they were intended to be used.
Assume that we want to identify malicious users that do not use the
websites as they were intended. Malicious users might, for example,
not restrict themselves to accessing the website through a browser.
Their traffic is in other words generated by a different mechanism. (An
example of a web request can be seen in Fig. 4.)

The most commonly used definition of outliers is Hawkins (1980):
 c
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‘‘an observation which deviates so much from other observations as
to arouse suspicions that it was generated by a different mechanism’’

At first glance, this definition seems to cover the example above.
There is, nevertheless, an important difference. In Hawkin’s definition,
outliers are defined based on a perception of deviation within the
feature set. The malicious web requests exist no matter what features
we investigate and how we perceive deviation. We use the term ‘‘true
outlier’’ from Zimek and Filzmoser (2018), to denote these real-world
outliers. Not all true outliers ‘‘arouse suspicion’’ that they are generated
from a different distribution, and some true outliers may not even be
detectable in the given dataset (Zimek & Filzmoser, 2018). True outliers
are defined by the user and depend on the context.

In the web traffic dataset, outliers are defined to be malicious web
requests. This is the view of a security officer. To another user such as
an administrator, requests to and from a website in an error state could
be the true outliers, though.

True outliers depend on end-users and context. One dataset can
therefore have multiple sets of true outliers. One man’s noise may
be another man’s outliers.

In complex data, data are generated by a combination of many
mechanisms (E.g. different websites, different web servers, many types
of users etc.) and, ‘‘a different mechanism’’ therefore depends on the
perspective applied. What the user would like to find as outliers de-
pends on what mechanisms the user sees and what combinations of
mechanisms they consider normal. Without this information, an outlier
algorithm must satisfy multiple users needs and perceptions of true
outlierness, which limits the precision in the individual applications
significantly. We discuss how domain knowledge and understanding of
the algorithm can be used in algorithm selection in Section 3.4

3.3. Outlier algorithms

An outlier algorithm finds outliers or outlier scores and opera-
tionally defines outlierness. The outlier algorithm explicitly or implic-
itly defines the concept of outlierness and finds (often approximately)
outliers according to this conceptual definition (Fig. 1).

As an example, density-based algorithms ideally define outlierness
to be proportional to the negative probability density. The different
algorithms approximate this definition, but different ways of estimating
density do not only affect the quality of the density estimate but also
change, e.g., the locality of the estimate and, thereby, how micro
clusters of outliers are perceived. The type of outliers found by the
algorithm is therefore only vaguely defined.

Outlier algorithms are approximate operational definitions of con-
ceptual outliers. For example, with KMeans clustering, we define out-
liers based on the distance to the nearest cluster mean, where the
clustering minimizes the average distance to the cluster mean. There
is no fast algorithm for finding the ideal clustering, but there are
algorithms that approximate the ideal clustering i.e. the operation
definition is not equal to the conceptual definition.

Some outlier definitions do not have an outlier algorithm. An ex-
ample of that is IREOS (Internal, Relative Evaluation of Outlier Solu-
tions) (Marques et al., 2015). IREOS defines outlierness from separa-
bility (a rather complex definition of separability) and defines the best
outlier algorithm to be the algorithm that achieves the highest average
separability of a set of top outliers. By evaluating outlier algorithms
like this, IREOS implicitly defines an outlier ranking itself, namely the
ranking that optimizes separability. But IREOS does not provide an
algorithm that approximates this outlier definition.

Because algorithms define how to find outliers, the algorithms
etermine the non-functional characteristics: Computational cost and
emory consumption are typically the most important. Different al-

orithms approximating the same conceptual outlier definition have
ifferent trade-offs with respect to precision and non-functional con-

erns.
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Fig. 1. The figure summarizes the relationship between true outliers, outlier definitions and outlier algorithms. The stars show the multiplicity of the relationships. True outliers
are the outliers users want to find and therefore depend on the context. There can be multiple sets of true outliers in a data set and different outlier definitions are required to
identify the different sets of true outliers. Outlier algorithms find outliers that approximately follow an outlier definition.
A key concern in outlier detection is finding the right algorithm and
parameters for a specific dataset. This is difficult without an under-
standing of what conceptual outliers the algorithms find. We now take a
look at the conceptual outlier definitions assumed by outlier algorithms
and how they can be used in selecting good algorithm candidates.

3.4. Outlier definitions

We previously saw that true outliers depend on the context. Thus,
to detect true outliers, we select an outlier algorithm that matches
the context in which we want to find true outliers. Outlier algorithms
define operationally how to find a certain type of outliers but do not
explicitly define the conceptual type of outliers found by the algorithm.
Outlier definitions denote the conceptual definition of the outliers
found or approximately found by an algorithm (Fig. 1).

Outlier definitions are only concerned with how to perceive outlier-
ness and not how the outliers can be detected. This implies that there is
not necessarily an algorithm able to find the outliers efficiently or even
effectively. In many cases, the literature only provides approximate
algorithms for outlier definitions.

Outlier algorithms implicitly or explicitly assume an outlier defi-
nition. The Outlier definitions denote the algorithm’s perception
of outlierness, i.e., what types of outliers the algorithm finds.

We discuss different outlier algorithms, their outlier definitions, and
ow domain knowledge may guide a choice. As we see in Section 5.1.2,
utlier definitions are closely related to a user’s interpretation of an
utlier algorithm.

.4.1. Numerical outliers definitions
Numerical outlier definitions are very popular. Often other types

f data are converted to numerical data before they are analysed for
utliers. Based on an intrusion detection example, we discuss, how
utlier definitions and domain knowledge are used to select outlier
efinitions and outlier algorithms.

Each request to a server can be encoded numerically as n-gram
ounts (Sejr et al., 2020). Features express the number of n-grams of
ertain types (e.g. the number of occurrences of the 3-gram ‘‘aj2’’).
n the numeric n-gram space, any numerical outlier definition can be
pplied.

Assuming that normal points follow a multivariate Gaussian dis-
ribution, one might use the estimated Mahalanobis distance as an
utlier score (Mahalanobis, 1936). The outlier definition assumes that
ormal objects follow a multivariate Gaussian distribution, and the
ore improbable an object is according to this distribution, the more

t is an outlier. Concrete outlier algorithms that implement this outlier
efinition estimate the mean and covariance matrix. Ideally, mean and
ovariance matrix are estimated from purely normal data, but in the
nsupervised setting, we do not have such a dataset. We say that
5

the estimates suffer from outlier pollution. The outlier definition is a
good choice if outliers are expected to be few and somewhat randomly
distributed.

With the above outlier definition, it is assumed that normal requests
cluster in a single cluster. If there are more inlier clusters, we may
define outliers based on the best clustering according to, e.g., KMeans
or maximum likelihood on a Gaussian mixture model. These cluster
outlier definitions can be approximated by algorithms (Dempster et al.,
1977; Lloyd, 1982). Outlierness can then be defined from the distance
to the closest cluster mean or similar.

If, on the other hand, true outliers themselves form clusters, we
define outliers to be objects in small, low probability clusters. Back to
the intrusion detection domain, this situation may arise if attackers use
the same types of attacks (such as SQL Injection), and, therefore, these
outlierish requests are themselves similar. Again different algorithms
can be used to find this type of outliers.

When the probability distribution is more complex, we can define
outliers directly from the probability density in some region around the
points without any assumptions about the distribution. Multiple outlier
algorithms seek to approximate this definition, e.g., KNN (Ramaswamy
et al., 2000). For the n-gram distribution, this may be the case if we
imagine requests are similar in clouds around specific websites or web
services, and that these clouds are to some extent connected due to
website or web service similarities. This outlier definition forces us to
define how to specify the region around the point on which we would
like to estimate the density.

Elaborating further on the density-based approach, in some con-
texts, the distribution is so complex that probability density only makes
sense relative to local density. In these cases, we define outliers from
the local probability density (within some distance from the object)
relative to another wider local probability density (within a larger dis-
tance from the object). This model is what is implemented in algorithms
such as LOF (Breunig et al., 2000). In the intrusion detection example, if
outliers are detected on all websites, some websites or web services may
be very popular and others less. Detecting malicious requests therefore
could require that the likelihoods (estimated probability density) of
the requests are analysed relative to similar requests (e.g. to the same
website).

Different sets of true outliers correlate with different outlier
definitions. Domain knowledge can guide the way to the right
outlier definition, algorithm and parameters.

The above outlier definitions exemplify the diversity of outlier defi-
nitions. In reality, there is a plethora of algorithms that each implicitly
or explicitly define outlierness in very different ways (Chandola et al.,
2009a). Many of these outlier algorithms take in parameters that affect
the outlier definition and must be set by the users.

In summary, there are a plethora of outlier definitions, each with
a number of assumptions. Without labels, there is no good way to
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select a definition that correlates with the true outliers. Often, the data
distribution is so complex that it is impossible to know what definition
to select as we saw in the intrusion detection example.

Based on the development in outlier detection and how outlier
algorithms are evaluated (Campos et al., 2016), it seems research is
going in the direction of universal algorithms more than finding a way
to select the right algorithms. An example is the development of outlier
ensembles (Aggarwal, 2012). With ensemble algorithms, instead of
selecting an outlier algorithm, multiple algorithms are combined. With
ensembles, it is often hard or impossible to see the outlier definition.
Instead, the algorithm promises to find all types of outliers.

No matter how complex the outlier algorithm is, true outliers are
context dependent. Without an understanding of outlier definitions and
the domain, it is impossible to select a good algorithm and parameters.

4. Finding true outliers: Users and process

Research on outlier detection and applications of outlier models
rarely discusses how algorithms and parameters are selected. In reality,
typically domain knowledge is not enough, and researchers and data
scientists select algorithms and tune parameters through an iterative
process. Such processes have been described in the context of user-
driven co-development of AI for healthcare applications (Schneider-
Kamp, 2021). We present an adaptation of such iterative processes to
the case of outlier detection in Fig. 2.

In the supervised setting, model quality can be evaluated with
labelled data, though, allowing even for the automation of parameter
tuning. Since unsupervised outlier detection neither has labels for
training nor algorithm selection, the iterative process becomes even
more central and necessitates the involvement of end-users. We should
aim to understand this process, particularly where, to whom, and why
additional explanatory information may be helpful.

Unsupervised outlier detection follows an iterative process that
often involves end-users.

Step 1. The researcher invents outlier algorithms for finding certain
types of outliers (outlier definition). The algorithm is described and
made available to data scientists.4 As part of the publication, the re-
earcher may describe the assumptions and outlier definition i.e. under
hat circumstances the algorithm is applicable. The researcher may
rove the connection to the assumptions and the outlier definition
ormally or by empirical evidence.

tep 2. The data scientist’s job is to find an algorithm that ranks
r classifies objects in the domain in such a way that found outliers
orrelate with the true outliers as identified by end-users. Algorithms
ften have a set of parameters that must be selected by the data
cientist. The data scientist selects an outlier definition and an algo-
ithm that approximately identifies outliers and fulfils non-functional
equirements.

Often, preprocessing is part of this step. The data scientist may
.g. convert textual data into numerical data before using numerical
utlier algorithms to select outliers in the numerical space. In the
ntrusion detection example, preprocessing was an n-gram encoding,
n which case the size of the n-grams must be selected by the data
cientist. As preprocessing affects the choice of outlier algorithm, it
dds to the number of parameters that must be selected by the data
cientist.

The data scientist has access to many outlier algorithms imple-
enting different outlier definitions. If the data scientist knows the
omain or has access to a domain expert, domain knowledge can help
o select an outlier definition and outlier algorithm as discussed in

4 We use the term researcher to denote the role of inventing algorithms and
ata scientist to denote the role of analysing a specific data set in a specific
omain.
6

Section 3.4. In more complex scenarios this is not sufficient, though.
Therefore, typically, the data scientist selects the model and its param-
eters through an iterative process where they apply an algorithm (or
multiple algorithms) to a sample or the full data set. The results on
this sample data set are evaluated by an end-user or an end-user proxy.
Such a proxy could either be a sample of end-users or a domain expert
with insight into the user perspective. In rare cases, data scientists could
fill that role, if they possess both the necessary domain knowledge and
insights into the user’s practices and requirements.

Step 3: Evaluation. In the iterative process as presented in Fig. 2, the
end-user proxy evaluates the outlier ranking. If labels are available
in large numbers, supervised evaluation provides good statistics for
evaluating the quality of the outlier algorithm and compare the outlier
algorithms to select the best model (Campos et al., 2016). But in that
case, we could have used a supervised binary classifier instead (maybe
based on some outlier scores in the feature set). As we are only inter-
ested in unsupervised outlier detection, we assume that only very few
or no labels are available. Some researchers have proposed unsuper-
vised outlier evaluation, known as internal evaluation (Marques et al.,
2015), but without labels or domain knowledge it does not solve the
challenge of finding the outlier definition that matches the true outliers.
As discussed for IREOS in Section 3.4, a method for internal evaluation
defines what a good outlier ranking is and, thereby, implicitly defines
what outliers are. Therefore, a method for internal evaluation itself
contains an outlier definition. Evaluating an outlier algorithm with
an internal criterion is effectively equivalent to comparing what is an
outlier according to the outlier algorithm’s outlier definition and what
is an outlier according to the evaluation criterion’s outlier definition
(i.e., comparing two outlier definitions). Internal evaluation does not
tell us anything about how well the algorithm performs against the
true outliers. The evaluation measure is only a measure of quality if
we know that the outlier definition of the internal evaluation is better
(i.e., matches better the true outliers) than the outlier definition of the
outlier algorithm.

Unsupervised internal evaluation is effectively equivalent to
comparing two outlier definitions: the outlier definition of the
outlier algorithm and the outlier definition of the internal evalu-
ation criterion. Internal evaluation does not provide insight into
how well the algorithm performs against the true outliers.

Without any formal tools for evaluating an outlier algorithm, the
end-user evaluates the algorithm based on found outliers. In that pro-
cess the end-user proxy may use additional data sources and the
analysis may take a long time. In the intrusion detection example,
a security officer might be presented with potentially malicious web
requests. As a part of the analysis of each suspicious request, the
security officer follows the source IP (the IP from which the request
was sent) through multiple systems to determine if the request should
be considered malicious. During the iterative process of adapting,
applying, and evaluating outlier algorithms, the data scientist and the
end-user proxy narrow in on the outlier definition and algorithm that
match the end-users expectations (true outliers) to the highest degree.

Step 4: Integration into practice. In some cases, the process stops at step
3. More often, though, the found algorithm is implemented in a setup
where end-users apply the algorithm on other data without further
algorithm improvement and intervention from data scientists (Her-
skind Sejr et al., 2021).

5. Explainable outlier detection (XOD)

5.1. What?

What is an outlier explanation? If we look at outlier detection as
binary classification, an outlier explanation can be viewed as similar to
the explanation of a classifier model. It explains the internal causes of
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Fig. 2. Finding outliers follows an iterative process. Researchers invent algorithms that data scientists apply in real-life applications (Step 1). In the unsupervised setting, the data
scientist selects an algorithm with parameters (and pre-processing) based on domain knowledge from user representatives (Step 2). Because domain knowledge is not enough to
select a good algorithm, several iterations may take place where the data scientist applies an algorithm and the end-user representative evaluates the results, possibly through an
analysis that includes additional data sources (Step 3). Sometimes, the process stops here, when outliers have been identified. Other times, the found algorithm is transferred and
deployed into a system in which end-users continuously find outliers in new data sets with fixed parameters (Step 4).
Fig. 3. Explaining an outlier detection algorithm consists of three elements: Explaining the outlier algorithm (outlier algorithm explanation) itself is similar to explaining a
upervised binary model. This is an explanation of the internals of the algorithm. Because outlier algorithms are semantic classifiers, the semantics of the output becomes important
n the interpretation. We divide the semantics into the interpretation of how the algorithm sees outliers (outlier definition interpretation) and the meaning of the score (outlier
core interpretation). Algorithm parameters influence all three parts and are often key to the explanation.
n algorithm’s predictions. As we discussed in Section 3, the difference
etween binary classification and outlier detection is the lack of labels,
he semantics of the two classes, and that the outlier score typically
oes not represent a probability. Therefore, in addition to the algorithm
xplanation (equivalent to the explanation of a supervised model),
he semantics of outliers and inliers (outlier definition interpretability)
7

and the meaning of the outlier score (outlier score interpretability)
are at the core of an outlier algorithm explanation. Outlier score
interpretability and outlier definition interpretability both explain the
output of the algorithm while algorithm explainability is concerned
with the internals of the algorithm (Fig. 3).
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5.1.1. Outlier scores interpretability
With supervised classifiers, we compare the probabilities of an

object belonging to different classes and select the class with the
highest probability. Because the number has a clear interpretation as a
probability, we can determine which class an object most likely belongs
to. Unsupervised outlier scores on the other hand are in general not
probabilities. Therefore, an outlier score can only rank the objects on
how much the algorithm believes the objects to be outliers, typically
without a good way to separate outliers from inliers.

Some research has been done on converting outlier scores into
probabilities (Gao & Tan, 2006; Kriegel et al., 2011). Both methods are
designed for outlier algorithms without a clear separation of outliers
from inliers. The purpose is to use outlier probabilities to separate
outliers from inliers and to compare and combine outlier algorithms.
Having scores as probabilities significantly improves the interpretation
of outlier scores, but it also requires us to clearly specify what we mean
with outliers.

In supervised learning, models and parameters are chosen from
labels e.g. with maximum likelihood. A class probability is therefore
the probability that an object belongs to the true class (similar to true
outliers). With unsupervised outlier detection, there is no empirical
data on what is a true outlier. Because of that, scores from unsupervised
outlier algorithms are only connected to the true outliers under the as-
sumption that the true outliers follow the algorithms outlier definition.
An outlier probability therefore must be a probability that an object
is an outlier according to the algorithms outlier definition. For such an
outlier probability to be well defined, the outlier definition must clearly
define how to separate inliers from outliers and not just how to rank
the objects.

As an example, consider density-based outlier detection. Here, to get
an outlier probability instead of an outlier score, the outlier definition
must define the density threshold. For any outlier algorithm with an
outlier definition that defines a score and no threshold, we cannot give
meaning to an outlier probability.

Of course, in the case where the outlier definition clearly separates
outliers from inliers, having a probability instead of a score allows us
to interpret the score in a standard form, as well as to compare and
combine outlier algorithms.

Outlier scores are, therefore, only interpretable relative to the out-
lier algorithm or outlier definition and – in the absence of labels – do
not make any statement directly about the true outlierness of an object.

Without labels, an outlier score cannot directly make a
statement about true outlierness.

With parametric statistical algorithms (Chandola et al., 2009b), the
core is typically the probability of the object based on the learned
istribution of normal points, and is, therefore, directly interpretable
elative to the outlier definition. With KNN outliers, the outlier score
s hard to interpret relative to the outlier definition but is interpretable
hrough the algorithm as the distance to the 𝑘th nearest neighbour.

Most of the more advanced algorithms previously discussed provide
scores that are really hard to interpret because both the algorithms
and the outlier definitions are highly complex and hard to interpret
themselves.

5.1.2. Outlier definition interpretability
Contrary to supervised classification, unsupervised outlier detection

takes its outset in the semantics of outliers and inliers. Thus, the
user’s interpretation of the conceptual outlier definition is at the core
of understanding the algorithm. In Section 3.4 we discussed different
outlier definitions and how these definitions can be used to select an
algorithm or its parameters. In the highly interpretable end of this
scale, we have the low-dimensional parametric statistical algorithms
that have clear assumptions about inliers and what is perceived as an
outlier by the algorithm.
8

Simple density-based methods define outliers as objects in low-
density regions and are in their pure form interpretable to users,
even though the influence of parameters can be complex. The more
complex a method gets, typically, the harder it becomes for the users
to interpret what the algorithm sees as an outlier and in what contexts
the algorithm might be the right choice.

Local density-based outlier algorithms (Schubert et al., 2014) define
outlierness from the density relative to the density in some local-
ity around the object, but it quickly becomes hard to interpret the
differences in how the algorithms perceive outlierness and how the
parameters influence the definition. The outlier definitions of subspace
outlier algorithms are typically hard to interpret due to a number
of challenges in defining subspace outliers (Zimek et al., 2012). The
same is true for ensemble outlier algorithms where multiple outlier
definitions (that might themselves be a challenge to interpret) are
combined into a single method (Aggarwal, 2012). In general, local
density-based algorithms, ensemble outlier algorithms, and subspace al-
gorithms do not strive to create an interpretable algorithm but to derive
an algorithm that finds outliers universally without user involvement.

Interpretability of outlier definitions is intrinsic to the algorithm,
and we have not seen methods that explain or find the outlier definition
of an outlier algorithm post hoc.

5.1.3. Outlier algorithm explainability
Outlier algorithm explanation is equivalent to supervised model

explanation. It is about explaining the causal relationship within the
model and explain why the model ranks or categorizes the objects as it
does.

Supervised models typically have a training step that outputs a
model, and the trained model is then explained. In unsupervised outlier
detection, often there is no explicit training step, but sometimes the
algorithm calculates statistical parameters, finds best subspaces, or
performs other computations to rank objects on outlierness.

When a supervised model has been trained, it can typically make
predictions on a single object without the need for the rest of the
dataset. Unsupervised outlier algorithms without a training step, on
the other hand, use the dataset when predicting. The divide between
training and predicting is more fluent. In the end, both supervised
classifiers and outlier algorithms, with or without a training step,
provide an algorithm/model that makes predictions and depends on
the training data, either directly or indirectly. We, therefore, take
our outset in the well-established field of XAI when analysing outlier
algorithm explanations (cf. Section 2).

We notice that outlier algorithm explanation is often perceived to
explain the data, as they are perceived to have a more direct connection
to it, while explanations to supervised models are perceived to explain
the model. Whether we explain the data or the model learned from the
data is a philosophical question, which we do not further investigate
here.

5.1.4. Outlier explanation formats
Explanations can, in theory, have any form as long as it contributes

to the user’s understanding of the algorithm. That said, as we saw with
supervised model explanations, most outlier explanations come in the
form of weight vectors with either real value weights (Dang et al., 2014,
2013a, 2013b; Herskind Sejr et al., 2021; Kriegel et al., 2009, 2012,
2008; Sejr et al., 2020), a feature ranking (Vinh et al., 2015), or binary
weights (subspaces) (Micenková et al., 2013; Zhang et al., 2004). Some
outlier methods supply multiple subspaces when explaining a single or
more outlier scores (Duan et al., 2015; Keller et al., 2012; Knorr & Ng,
1999; Vinh et al., 2016; Zhang et al., 2006).

Even though the importance vector is the most popular format of an
explanation, there are other types. MINDS e.g. explains with the help
of frequency patterns for inliers and outliers (Ertöz et al., 2003).
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5.1.5. Global versus local
Parametric statistical outlier algorithms model the global distribu-

tion and are globally intrinsically interpretable to the user. MINDS ex-
plains the global algorithm with frequency patterns while HiCS (Keller
et al., 2012) explains the algorithm by describing the subspaces from
which it detects all outliers. Local outlier algorithms such as density-
based methods have become rather popular, and most algorithms for
retrieving explanations, therefore, are also local. They explain each de-
tected outlier (or inlier). In between the global explanations and single
prediction explanations, (Wang et al., 2018) provide explanations to
groups of outliers.

5.1.6. Intrinsic, post hoc, model agnostic, surrogate and outlier independent
explanations

If the outlier definition is clear for an outlier algorithm as is the
case for many parametric statistical algorithms (cf. Section 3.4), we
consider the algorithm interpretable (for users that understand the
statistical assumptions). KNN outliers (Ramaswamy et al., 2000) have
a somewhat tricky outlier definition, but the algorithm is simple and
can be executed by the user (simulatability is related to interpretabil-
ity (Barredo Arrieta et al., 2019)). Even though the users may not be
able to understand how the distance to the 𝑛 nearest neighbours is an
estimate of the density and what challenges there are related to this es-
timate, they understand how the algorithm finds the score. Users might
even be able to see if this operational definition of outlierness correlates
with the true outliers, without understanding the conceptual outlier
definition. With this score, interpretation of the feature differences from
the 𝑘’th nearest neighbour may provide additional explanation to the
deviation (Herskind Sejr et al., 2021)

Many outlier algorithms that provide explanation have the expla-
nation built into the algorithm. Subspace outlier methods find outliers
that are only detectable in certain subspaces (Zimek et al., 2012) and
provide, as an explanation, the subspaces in which an object is an
outlier. Other algorithms also reveal the internals of how the outlier
score is calculated as an explanation (Dang et al., 2014, 2013a; Kriegel
et al., 2009, 2012). Such explanations are intrinsic to the algorithm and
are referred to as white box explanations.

Other methods explain outliers separately from the calculations in
the algorithm itself (Knorr & Ng, 1999; Kriegel et al., 2008) (post
hoc), and some of these are developed to be agnostic to the algorithm
explained (black box), e.g., COIN (Liu et al., 2017). COIN embraces the
fact that outlier detectors are in practice binary classifiers. With a clas-
sification from an existing classifier, COIN explains an outlier in three
steps. First, COIN identifies local clusters of inliers or outliers according
to the outlier algorithm under analysis. Then, for the outlier cluster
and each of the close-by inlier clusters, an interpretable supervised
classifier is trained to separate the two. For each of the inlier clusters,
this results in a score based on separability and an explanation. The
scores and explanations are finally aggregated into a single score and a
single explanation. MINDS (Ertöz et al., 2003) also assumes a division
of outliers and inliers and explains the classification by analysing the
two groups with frequency pattern analysis.

When outlier algorithms are explained as binary classifiers, in the-
ory, any black box explanation method for supervised methods (such
as the popular LIME or SHAP (Brito et al., 2021)) can be used (cf. Sec-
tion 2).

In addition to the intrinsic, post hoc, and model-agnostic expla-
nations, in outlier detection, outlier-independent explanations have
become popular (Duan et al., 2015; Micenková et al., 2013; Vinh et al.,
2016; Zhang et al., 2006, 2004). What we mean by outlier independent
explanations is that these methods explain how an object is most
outlierish, and they do not care whether an object is an outlier or not.

If we relate the above to the outlier definitions, we see that white
box intrinsic methods provide explanations relative to the outlier def-
inition of the outlier algorithm. Post hoc methods, algorithm-agnostic

methods and outlier-independent methods, on the other hand, construct

9

explanations from their own outlier definition. This means that if we
have an outlier identified with LOF and explain it using the method
described in Micenková et al. (2013), we have two different perceptions
of outlierness in play. In this specific case, LOF defines outliers as
objects in low-density regions relative to some local region, while the
explanation defines outlierness related to separability from inliers in an
affine subspace.

In that way, all of these methods are surrogate methods as they
explain using an outlier definition from which it is easier to extract
an explanation. This could be confusing to a user, and it requires
the user to understand both outlier definitions and consider how they
relate to each other. This, in turn, requires the users to have qualifi-
cations in the form of more than a cursory understanding of outlier
detection, effectively excluding many types of end-users from making
use of the explanations. The semantics of the output from an outlier
algorithm implies that there are more aspects to explanations compared
to traditional supervised classification models. Additionally, outlier
algorithm explanation has a branch that we have not seen in supervised
classification, which is concerned with an explanation as to why an
uncategorized object would be an outlier. We have also seen that the
key to interpreting or explaining is to understand the outlier definitions
of outlier algorithms, explanation methods, and evaluation methods.

We have discussed what an outlier explanation is and now turn to
why and for whom explanations are valuable.

5.2. For whom and why?

As described in Section 3 outlier detection outcomes can themselves
be quite hard to interpret and when explaining the algorithms it is
important who the users are and what their skill level is. Different
users have different roles in the process (Section 4) and different roles
imply different qualifications and different needs. Before digging into
who can derive value from explanations and why we first look at how
explanations of outlier algorithms and outliers have been applied in the
literature.

5.2.1. Applications
Most outlier detection algorithms that provide some kind of expla-

nation do not specify or exemplify who could use the explanation and
how (Antwarg et al., 2020; Dang et al., 2013a, 2013a; Kriegel et al.,
2009, 2012, 2008; Micenková et al., 2013; Vinh et al., 2016; Zhang
et al., 2004). Others exemplify how the explanations could be used but
without real data or users. Only a few works motivate the derivation of
explanations with real life applications of the algorithms (Ertöz et al.,
2003; Herskind Sejr et al., 2021). Not surprisingly, most applications
of explanations come from the most popular applications of outlier
detection algorithms (Chandola et al., 2009b).

Intrusion detection. One application area of XOD is log analysis and in-
trusion detection. Intrusion detection systems detect malicious network
traffic from network logs. Ideally, intrusion detection is so precise that
action can be taken completely automatically. Malicious traffic from a
specific IP address could, for example, result in a blacklisting of the
IP address, or, if it is from an internal computer, that machine could
simply be shut down. Supervised intrusion detection systems can detect
certain known attacks with a precision that enables automatic response
but inherently is unable to detect unknown attacks.

Unsupervised outlier detection on the other hand can detect un-
known attacks but cannot be expected to be accurate enough for an
automatic response. Unsupervised outlier intrusion detection, there-
fore, requires security personnel to analyse the detected attacks and
decide on required actions. To ease this task, explanations can help
users understand why the communication could be an attack (cf. Ertöz
et al. (2003), Sejr et al. (2020), Zou and Petrosian (2020)).

MINDS (Ertöz et al., 2003) detects threats on low-level connections.
In addition to identifying potentially malicious traffic, MINDS provides
a summary of normal traffic and outlier traffic as association rules. An
example of a pattern is
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dstIP=IP4, dstPort=8888, Protocol=TCP (c1=369, c2=0)

where c1=369 denotes the frequency within the most abnormal
connections and c2=0 the frequency within the most normal requests.
The above pattern shows a number of anomalous TCP connections
to port 8888 on a specific machine. The security analyst can use the
additional information to evaluate the algorithm or to further analyse
the result. The patterns may even be used to generate rules that can
later be transferred into a rule-based intrusion detection system with
higher precision.

In Sejr et al. (2020), HTTP requests are analysed with density-based
outlier detection algorithms. Outliers are explained by highlighting
the regions of the request where the detected outlier is estimated to
deviate the most from normal requests. Fig. 4 shows how the expla-
nation highlights suspicious regions of the request. In the example,
the highlighted region correctly matches with a directory traversal
attack. This helps the security analyst to quickly realize why the request
could be malicious and, likewise, to evaluate whether the algorithm
identifies malicious traffic for the right reasons. While MINDS is a black
box method, the one described in Sejr et al. (2020) is a white box
method.

Talent detection. Another group of outlier explanation methods seek to
help talent scouts select and evaluate talents (Duan et al., 2015; Knorr
& Ng, 1999; Vinh et al., 2016). Talent scouts are looking for exceptional
players, not necessarily players that are exceptionally good, but players
that are different from the other players. The method in Knorr and Ng
(1999), for example, explain to the talent scouts in what combination
of skill a player is exceptional and in what combination of skills the
player is the most exceptional.

Event detection. A popular use case of outlier detection is consumer be-
haviour event detection. Does the consumption of certain goods change
exceptionally, such that the market analyst should take an extra look?
For the monitoring of consumer’s streaming behaviour, explanations
have been used to both improve the algorithm and explain to the
user why an outlier algorithm perceives certain consumer behaviour
as exceptional (outlierish) (Herskind Sejr et al., 2021).

Outlier explanation in other fields. Other important fields of outlier
detection are medical applications, fraud detection, and industrial dam-
age detection (Chandola et al., 2009b). To our knowledge, there are
currently no direct applications of unsupervised outlier explanations in
these fields. We will discuss some possible applications.

In the medical field, one application of outlier detection is the
detection of abnormal electrocardiograms (ECG) (Keogh et al., 2006).
Detecting deviations from a normal ECG can reveal heart diseases.
These heart diseases are characterized by abnormal relationships be-
tween parts of the ECG. Therefore, explaining how the algorithm
identifies the individual ECG outliers (e.g., similar to the time series
explanations used by Herskind Sejr et al. (2021)) may reveal what dis-
ease the patient suffers from, improve the medical staff’s understanding
of the disease, or possibly identify new diseases.

In mechanical damage detection, outlier analysis is, for example,
used to detect damages in wind turbines (Pozo & Vidal, 2016). Wind
turbines are costly, and detecting damages early can prevent further
damage to the turbine. When a turbine exceeds an outlier threshold,
the analyst is notified and will then go on with further analysis before
concluding if the turbine needs maintenance or not. Explanations could
point out in which features and why the outlier differs from normal
turbine behaviour. Since the outlier may have been detected from the
combination of many features, the explanation will help the analyst sig-
nificantly by pinpointing what features the analysis should investigate.
In some scenarios, a damage detection system must detect damages
immediately when they occur (in real-time). In such cases, it is even
more important that the analyst gets as much information as possible

(e.g., explanations) to respond quickly to the event.
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In the field of fraud detection, (Psychoula et al., 2021) propose
several applications of explainable unsupervised outlier detection. Due
to a high false-positive rate in fraud detection, an analyst will further
analyse the identified outliers before making a decision. Two common
issues in fraud detection are data shift (e.g., changes in normal spending
patterns during the year) and adversarial behaviour, where an adver-
sary inserts data to mislead the detection algorithm. In both cases, the
proposed explanation can help the analyst. Additionally, the authors
propose that explanation can help improve and debug models.

Except for a few cases (Herskind Sejr et al., 2021; Sejr et al., 2020),
the outlier explanation algorithms all seek to provide explanations to
the end-user of the final algorithm, after parameter tuning. Let us first
look at what explanations can provide at this stage.

5.2.2. Explanations for end-users
In Section 2 we described the value propositions of explanations to

supervised models. Contrary to the supervised models, unsupervised
algorithms are not used for complete automation, as they typically
exhibit much lower precision than can be achieved when labels are used
to train a model. Unsupervised outlier detection is typically used in an
exploratory setting where the identification provides inspiration for fur-
ther processing by human actors. Due to this setup, Trust and Confidence
has a different form. In the security industry, there is scepticism to
unsupervised algorithms for intrusion detection. An explanation such as
the one shown in Fig. 4 helps end-users to more readily understand the
value proposition of outlier algorithms and spend the necessary time
analysing the detected requests. Rather than trusting that the algorithm
can make good decisions by itself, with unsupervised algorithms, it is
more a question of having enough Trust and Confidence, that the results
are worth the time spend on further analysing found outliers.

In explaining supervised models, Fair and Ethical Decision-Making
has maybe been the most hyped value proposition. As unsupervised out-
lier algorithms are not currently designed for complete automation and
decision-making, Fair and Ethical Decision-Making is not as significant
a topic. When processes are fully automated, accountability becomes
important to many different stakeholders (Berendt & Preibusch, 2017).
In an exploratory setting, though, end-users are involved in the final
decision and at least share the responsibility. That is not to say that
ethics are not relevant for unsupervised outlier detection; the issues just
seem – at least as of yet – less urgent.

In both intrusion detection and talent scouting, outlier explanations
are used to provide additional information (Informativeness and Causal-
ity). With both examples of intrusion detection, the patterns recognized
in the explanation provide information to the end-users that can be
used to, e.g., design a faster and more precise rule-based system. The
talent scout applications focus only on providing information about the
objects and do not care if the objects are outliers or not.

5.2.3. Explanations for data scientists
In supervised learning, explanations can provide information about

Transferability. In outlier detection, transferability means if the algo-
rithm and associated parameters can be used on a different dataset and
if scores can be compared between different datasets. In the case where
an algorithm is transferable, an algorithm that is tuned in steps 2 and
3 of the process described in Fig. 2 can be deployed in step 4 and make
predictions on another dataset. Transferability is interesting to the data
scientist who is selecting and adapting algorithms.

When researchers publish unsupervised outlier algorithms (Step 1
in Fig. 2), transferability (Step 4 in Fig. 2) is not often discussed, as the
algorithms focus on finding outliers in a single dataset. Parametric sta-
tistical methods typically work for any dataset following the assumed
and learned distributions and parameters, but most of the density-based
algorithms have parameters and scores that depend on characteristics
such as the number of objects in the population. For a data scientist

to know when the algorithm is transferable, they have to understand
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Fig. 4. A visualization of an abnormal web request (and therefore potentially malicious) (Sejr et al., 2020). Regions that are seen as deviating the most are highlighted with blue.
In the specific request the algorithm correctly highlights a region that contains a directory traversal attack.
the score, the outlier definition, and the algorithm globally, i.e., the
algorithm must be intrinsically interpretable globally.

While supervised models can be selected and learned with labels,
unsupervised outlier algorithms rely on two things only (cf. Fig. 2):
the data scientist selecting an algorithm with an outlier definition that
matches the domain and the iterative process where the user analyses
and evaluates found outliers. Both of these steps are closely related to
algorithm interpretations and explanations.

If the data scientist shall succeed in selecting an algorithm (step 2)
that matches the domain, the data scientist needs to understand the
outlier algorithm, outlier definition and/or the outlier score. Of course,
this is much easier with a clear score interpretation, a clear outlier
definition, or a globally intrinsically interpretable algorithm. The data
scientist can also run the outlier algorithm on the dataset and extract
information from local explanations. In step 3, explanations can help
the end-user to quickly evaluate outliers or to evaluate whether outliers
are detected for the right reasons. We saw how outlier explanation
correctly highlights malicious text in web requests (Fig. 4), which
emphasizes that the algorithm works as intended. If an outlier has
been correctly identified, but the algorithm highlighted another part
of the request, the user would know that something went wrong. This
could then be reported back to the data scientist who could use this
information to find the next (improved) set of parameters.

Algorithm selection and parameter tuning are among the big chal-
lenges in unsupervised outlier detection. How explanation fits into
11
these challenges is rarely discussed. Two applications discuss the usage
of explanation in parameter tuning (Herskind Sejr et al., 2021; Sejr
et al., 2020) but only do so briefly and informally.

In summary, explanations of unsupervised outlier detection seem
to have fewer stakeholders compared to explanations of supervised
models because unsupervised outlier detection does not target complete
automation. The two key users of outlier explanations are the end-user
and the data scientist. Likewise, concerns about Trust and Confidence
and Fair and Ethical Decision-Making currently do not seem urgent
for the same reason. Transferabilityis not a consistent topic across the
different types of algorithms.

Most applications of explanations target adding additional infor-
mation, which is natural since contrary to fully-automated decision
systems, in the case of unsupervised outlier detection, an end-user
must further analyse the identified outliers. For this analysis, every
additional information is valuable. Domain knowledge and the iterative
selection and tuning of algorithms are key to unsupervised outlier de-
tection. Nevertheless, there has been only a limited amount of research
into how interpretable algorithms and explanations ease the process of
algorithm selection and parameter tuning.

6. Conclusion

Through our analysis, we have documented and discussed how
outlier detection and explanation relate to supervised learning (Sec-

tion 3), what the roles of the users (end-users and data scientists) are
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in outlier detection, and the process of finding outliers (Section 4). As
we are the first to discuss many of the topics, our analysis might be
used as a source of further research and discussion in the field. Three
concepts that could have a profound influence on the field are context
dependency of true outliers (Section 3.2), the implicit outlier definition
of outlier algorithms (3.4), and the iterative process of detecting outliers
(Section 4). While we have introduced the concepts, each of them hides
a plethora of unanswered questions.

The article can further act as a source of references in the field
of explainable outlier detection and its applications. But our main
target was to figure out: why and for whom do we need explainable
outlier detection (Section 5.2) and what are explanations in an outlier
detection context? (Section 5.1)

6.1. Why and for whom?

As outlier detection does not aim at full automation, the respon-
sibility for decisions based on the results of the algorithms lie with
the users and not the algorithm itself. Therefore fewer stakeholders
are concerned with the internals and explanations of outlier algorithms
and the traditional concerns addressed by explanations such as Trust
and Confidence and Fair and Ethical Decision-Making are not the drivers
of explainable algorithms. The primary stakeholders of explainable
outlier algorithms are the data scientist applying the algorithms to real
applications and the end-users. The two primary value propositions
are additional insight into the data and algorithm selection and tuning
(Section 5.2).

Algorithm selection and parameter tuning may well be the biggest
challenge in unsupervised outlier detection. Researchers have tried to
solve this problem with highly complex universally applicable algo-
rithms, e.g. ensembles, helped by internal evaluation and algorithm
agnostic conversion of outlier scores into probabilities. In addition to
these approaches, there are of course different levels of supervision, but
in this article, we are only concerned with unsupervised approaches.

We argue in Section 3.2 that the user-perceived outliers (True
Outliers) depend on the context and that a dataset can contain multiple
sets of true outliers. Thereby we need different algorithms to satisfy
different users in different contexts i.e. we need to connect algorithm
selection to the specific application. For that we must understand how
outlier algorithms differ in the types of outliers they identify, i.e., we
need to be able to interpret and explain the algorithms to a sufficient
degree. Complex universally applicable outlier algorithms and internal
or algorithm-agnostic evaluations do not solve these challenges alone,
as they do not take the user and the domain into account.

Outlier algorithm interpretability and explanations may well be the
only solution in an unsupervised setting.

6.2. What?

In Section 5.1 we look at current interpretable algorithms and
methods for retrieving (post hoc) explanations to outlier algorithms.
We identify outlier explanations of the same types as supervised model
explanations discussed in Section 2. The most popular format is feature
importance while the most popular type is post hoc local explanations.
One popular type of outlier explanations, which we had not seen in
the supervised world, explains the outlierness of objects that are not
necessarily known to be outliers.

As outlier algorithms are often closely tied to the data (similar
to KNN classification), explaining the algorithm and explaining the
data are two sides of the same story. In other words, we see the data
through the algorithm. This is in contrast to supervised learning where
explanations are typically perceived to explain the model. No matter
from which side we view explanations, they explain why the algorithm
perceives an object to be outlierish.

In Section 3.4, from realizing that algorithms are based on com-
pletely different perceptions of outlierness we introduce outlier defi-
nition in the core of interpreting and explaining an algorithm. If the
12
user does not know what an algorithm perceives as an outlier it is
impossible to understand an explanation as to why an object is an
outlier (e.g. in the format of a weight vector). This is a challenge when
explaining highly complex models, as well as when algorithm-agnostic
explanations are based on their own outlier definition.

So far, research in outlier detection has rarely brought attention to
its users, their understanding of algorithms (interpretation and expla-
nation), and how they are supposed to apply the algorithms.

Some empirical studies have indicated that complex algorithms do
not seem to exhibit big advantages in precision (cf. Campos et al.
(2016)). With the profound challenges associated with complex unin-
terpretable algorithms, determining the potential benefits (or their ab-
sence) of complex outlier algorithms is clearly one area that mandates
further investigations.

Alternatively, coming closer to interpreting the outlier definition
of these complex algorithms could enable users to select the right
algorithm for the right job. To achieve this, we as researchers need
to work more closely with the users of our algorithms. We must
realize that outliers can only be found with a combination of algorithm
insight, domain knowledge, and iterative learning including end-users.
To achieve this end, users and data scientists must be able to interpret
the outlier definition and/or explain the outlier algorithm.

The quality and value in outlier explanations cannot be evaluated
without the involvement of users. One could argue that if outliers
are context dependent, so are outlier explanations. For both outlier
detection and outlier explanation, research has to move much closer
to the users, both the data scientists applying the algorithms and the
end-users who use their predictions.
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