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In a modern smart building, many aspects of the use can be monitored using sensing technologies. This enables a high number
of data-driven applications used amongst others things for indoor comfort, energy efficiency, and space utilization. Therefore, the
stakeholders of building operations can benefit greatly from these technologies and sensor data. Also, sharing some of similar sensor
data from other parties as open data can enable a more robust data-driven application for optimizing building operations. To enable
such data sharing effort, there is a need for performing a privacy risk assessment for analyzing the inherent potential ethical and
privacy risks that can be posed for occupants and the organization operating in the building. Furthermore, it is increasingly difficult to
identify the inference capabilities of modern machine learning methods e.g. for estimating occupancy from CO2 datasets. Also, recent
studies have shown that the state-of-the-practice does not sufficiently protect some of the shared datasets. In this paper, we design and
implement an ontology-based tool-chain that can be used as part of the privacy assessment to identify potential privacy risks. This
tool-chain takes in a model of the dataset that is being considered for sharing and it creates a privacy risk report. Furthermore, the
paper presents a privacy risk ontology which can be used to model known inference and privacy risks with their associated spatial and
temporal requirements. We evaluate the tool-chain using five real-world datasets by comparing the analysis with the data custodian.
The results obtained show that the tool-chain can identifies more risks, than a human data curator and thus, there is a need for tool
support to perform these privacy risk analysis.

Additional Key Words and Phrases: Open Data, Data Anonymization, Modeling Methodologies, Data Publishing, Data Privacy,

Privacy-Preserving Data Publishing

1 INTRODUCTION

The large amounts of sensors installed in smart buildings enable monitoring of almost every aspect of building use [37].
Thereby, creating the foundation for applying data-driven methods to fine-tune and optimize buildings for occupants
and owners. Examples include providing better comfort for occupants, as well as optimize space utilization for the
owners. The data can also be shared with external contractors, e.g., cleaning and catering companies. Such sharing of
sensor data would enable the contractors to build data-driven applications for optimize their service offerings. The data
could also be more widely distributed as open data to enable government bodies, interest organizations to benchmark
building use, or for general research within the building domain [20].

The person handling the process of collecting and sharing data is named a data custodian. For buildings, this role
can be handled by a range of professionals including caretakers, civil engineers, and building technicians. The process
includes [20]: (1) data collection, (2) data cleaning and normalization, (3) establishment of data repository and metadata,
(4) data anonymization and (5) publication, (6) availability in an open data repository, and (7) use by the end-user.
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However, sharing sensor data does have implications, since it may contain sensitive information about the occupants
using the facilities or business operation [31]. A recent study [20] on open data in the building domain found that
researchers recognize ethical and privacy concerns as key barriers limiting the sharing of open datasets.

Therefore, before sharing data custodians must identify personal information, which potentially can link a data-entry
or -stream to an individual. By identifying the personal information in the dataset, enables performing the assessment
of privacy risk for the individuals and other ethical implications. Furthermore, a number of laws and regulations also
provide requirements for how personal information is handled when sharing data: If EU citizens are monitored this
includes the GDPR [13] and e-privacy laws [12]. In the case of California, USA, the California Consumer Privacy Act [7],
and in the case of Australian, the Australian Privacy Principles [26].

An approach to addressing these challenges is that data custodians apply anonymization to hide personal information
and make it difficult to de-anonymize or gain information via data linkage [15]. However, proper application of
anonymization requires that the releasing organization is aware of the problematic attributes in the data. Previous
work has shown that the current state-of-the-practice (SoP) is lacking in this regard. E.g. Rocher et al. [28] found that
a significant amount of the investigated datasets was not sufficiently protected. Likewise, Schwee et al. [31] found
methods like suppression was not sufficient for protecting a building dataset. An additional challenge is the many
options of data transformation by machine learning methods. These might occur as a legitimate transformation of data
for business purposes but might also be used for an illegitimate privacy attack on the data. Previous work [33] has
also studied known inference and privacy risks related to the individual data streams. Presented examples include the
transformation of electricity consumption data to building occupancy and demographic variables or desk occupancy to
individuals and their social networks. Highlighting the range of transformations and possible privacy attacks that data
custodians have to be aware of.

These observations indicate that data custodians for buildings are faced with:

R1: Limited privacy knowledge about what data types are personally identifiable and therefore constitute pri-
vacy or ethical concerns.

R2: Limited knowledge on transformations that machine learning can infer new potentially privacy risky
data.

R3: Data tasks involving diverse data that require a tool to flexibly work for different combinations of data
types, and spatial and temporal granularities of data.

In the paper, we proposed a tool-chain consisting of four components, namely: First, the privacy risk ontology, as
well as a smart building extension. Secondly, databases of known privacy risks and transformations. Thirdly, a Privacy
Knowledge Graph Generator. Finally, a Privacy Risk Summarizer. This tool-chain can be used by the data custodians to
help facilitate the privacy assessment. We evaluate the tool-chain on three types of scenarios: First by adding knowledge
from selective papers and comparing the results of using the tool-chain, with the ones from a researcher. Next the
coverage for the tool-chain, by modeling five real-world smart building datasets. Finally, the applicability by comparing
the privacy assessment performed by the data custodians, with the one found using the tool-chain. The results show
that the tool-chain identifies the most privacy risks. Furthermore, the paper does propose a privacy score matrix, that is
useful for evaluating the effect of suppressing information in the dataset in terms of spatial and temporal granularity.
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2 RELATEDWORKS

In this section, we are going to cover some relevant related works. We are going to highlight some of the prominent
privacy protection models and frameworks, some of the recent transformations which can be performed on smart
building data, as well as, the ontologie that relevant for modelling smart buildings and privacy protection methods.

2.1 Protection Methods

There have been developed several privacy models for protecting data prior to data publication. Some of the more
prominent methods includes: k-anonymity [36], l-diversity [23], 𝛿-presence [24], and differential privacy [10]. These
methods protect against record-linkage, attribute-linkage, table-linkage, and probabilistic attacks respectively. Several
implementations of these models have been designed and developed to protect data sources with specific proprieties.
One of these implementations in Farokhi [14] uses a variant of differential privacy and applied it to time series electricity
load streams. Likewise, the PAD framework [18, 30], considers how a data analyst intends to use some sensitive datasets
and then it performs relevant micro-aggregation to protect the data. Stirapongsasuti et al. [35] explored how to protect
the identity of people in smart home datasets using k-anonymity. This work implements a decision-making tool to
identify the risk of sharing sensor data to the cloud according to the proposed threat model.

2.2 Privacy challenges

One of the key challenges when performing privacy assessment is identifying the associated risks for a given piece of
data, as well as the capabilities of state-of-the-art (SoA) machine learning models or other transformation functions for
deriving new attributes from known sensor data.

Sonta et al [34] identified how to detect social relations between workers in an office using power meters installed
on individual desks. Beckel et al. [6] proposed a method which can estimate household characteristics using data from
smart meters, including whether the house is unoccupied and if all of the dwellers are employed. Arief-Ang et al. [4]
demonstrated how a method using only CO2 can infer occupancy counts in a room. Furthermore, the study in [3]
showed how this can be performed using domain adaptation. Ardakanian et al. [2] identified that using fine-grained
measurements from a Variable Air Volume systems can be used to estimate occupancy presence patterns.

2.3 Privacy Risks

In this study, we define privacy risk as any loss of control over personal data and information. According to GDPR [13],
the term personal data includes: (1) "any information relating to an identified or identifiable natural person (‘data
subject’)", (2) "an identifiable natural person is one who can be identified, directly or indirectly, in particular by reference
to an identifier such as a name, an identification number, location data, an online identifier or to one or more factors
specific to the physical, physiological, genetic, mental, economic, cultural or social identity of that natural person".
The US National Institute of Standards and Technology defines personal data as "any information about an individual
maintained by an agency, including (1) any information that can be used to distinguish or trace an individual‘s identity,
such as name, social security number, date and place of birth, mother‘s maiden name, or biometric records; and (2) any
other information that is linked or linkable to an individual, such as medical, educational, financial, and employment
information" [25]. In relation to the smart building domain, this implies that any data record or stream which can be
used to identify an individual can be considered to be personally identifiable information or personal data.
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Schwee et al. [33] proposed a method for identifying the potential privacy risks related to sharing some data. This
method introduces an ontology with the concepts needed to model privacy risks for input data. The concepts which are
introduced in the ontology includes Data (which is comprised of Metadata, Time-Series, External data, and Graph data),
Transformations, Privacy Attacks, and Privacy Risks. The ontology can be used by a domain expert to model a dataset.
To identify the transformations which can be applied on these class of data, and lastly, to infer other types of associated
data streams. Furthermore, the ontology can be used to model the privacy attacks which are known for the identified
classes of data, and to associate these data to their respective privacy risks. Finally, this paper presents nine analysis
using the ontology, some of which will be used as a comparison in the evaluation of the presented tool-chain in this
paper.

Schwee et al. [31], investigated SoP preserving data publishing (PPDP) methods for protecting smart building data.
The results from the study indicates that datasets protected with methods like suppression and k-anonymity and for
ensuring an anonymous dataset with a particular k guarantee, can still be vulnerable to privacy risks. Some of these
privacy risk could for instance include the ability of an adversary to identify and utilize information about the source of
a sensor stream, with negligence mostly on the part of the data custodian. This is mostly because, most data custodians
are either unaware of the threat model for a particular sensor stream or in some cases, these threat models have have
not been clearly identified nor defined [38].

In the domain of smart homes, there have been a number of studies, that investigates both the security and privacy
concerns of smart home technologies. Zeng et al. [38] investigates the correlation between the knowledge of the smart
home technologies with how much their users are abreast of their underlying threat model. This study places a special
focus on the participant’s mental model, security, and privacy concerns. The result from this study indicates that the
participants’ awareness and understanding of the underlying threat models are highly dependent on their technical
mental models. In a similar study, Choe et al. [8] studied people’s perception and their acceptance of the smart home
sensors installed in their homes. This study explored how the physical location of the sensor can affect the user’s
perception of both the benefits of the technology and privacy. The results from this study indicates that when sensing
for health and safety, participants are more willing to accept the sensing technologies. Furthermore, this study also
indicates that when the process of inferring user activities are performed on-site i.e. within the user’s premises, users
are more willing to accept the technology than the alternative of having such inference process performed off-site for
instance in the cloud.

2.4 Summary

A number of PPDP methods provide a privacy guarantee with little or no applicability to the privacy concerns of data
custodians or for real-world data sharing problems. This is especially true for time series datasets obtained from smart
buildings, where a number of data streams or their combination can be used to infer sensitive information about the
occupants in the building. While most privacy model can provide guarantees for some individual streams of data, such
guarantees are not extended to related streams or a combination of these streams. Here, related streams may include
other indirect streams of data that may have been transformed with some specialized models such as machine learning
or artificial intelligence (AI) models for inferring some sensitive user attributes. In this paper, we propose and implement
a mitigation tool-chain which utilizes an ontology for modelling the capabilities of SoA transformation models and
their privacy risks to data custodians. An idea for utilizing this tool-chain could be as a part of a data sharing process
and for identifying the potential privacy risks in data streams.
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Fig. 1. Overview of the process of the tool-chain.

3 METHOD

This section will present the proposed ontology-based tool-chain that addresses the challenges R1-3 of data custodians
for building data. For R1, the tool has to provide the means for data custodians to be informed about potential and
inherent privacy risks of a dataset. This includes warning about known issues and to highlight data streams that are
potentially unsafe to publish or share publicly. As the list of known issues is evolving over time there is a need for
means to add new risks to a tool. For R2, the tool has to include means to use knowledge about known transformations
to inform the data custodians of privacy risks enabled by specialized transformations. Thereby, highlighting how
transformations with potentially high estimation accuracy, can be potentially risky for the privacy of data owners. As
the set of known transformations is expanding rapidly with advances in machine learning, the tool has to be extensible
to include new possible transformations. For R3, the tool has to include necessary means to enable flexible analysis of
different combinations of data streams. This is because, building owners and occupants are installing a varieties of
sensors resulting in many possible combinations of data. Also with various advances in sensing methods, new sensing
modalities have to be added alongside their corresponding new data types.

Figure 1 provides an overview of the proposed tool-chain for supporting data custodians to provide privacy assessment
of their data. The elements in grey color indicates the input and output elements for a specific data problem a data
custodian may be facing. To provide a solution for R1, the tool-chain takes as input a data descriptor of a set of collected
data (1). This descriptor utilizes various concepts from an ontology that describes the data from a smart building (a).
This building domain ontology provides a ontology describing the privacy concepts. The ontologies enable the modeling
of different combinations of sensor modalities and their corresponding temporal and spatial granularity to comply
with R3. Both ontologies are implemented to enable extensible modeling of both privacy risks and transformations.
For R1 and R2 the tool-chain include databases that capture privacy risks for the different data types and known
transformation for the data types (b). The data descriptor is combined with the knowledge in the databases in (c) by the
privacy knowledge graph generator to generate a knowledge graph. This knowledge graph presents information about
the interconnections between the collected data as highlighted in the data descriptor, the relevant transformations and
privacy attacks with associated privacy risks of these data (2). Finally, a summarizer analyses the knowledge graph
to create two outputs that highlights the known privacy risks for the data modelled in the data descriptor (d). The
two outputs are a privacy risk summary and a visualization of the analysis results. In this section, we will focus on
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Fig. 2. Proposed Privacy Risks Assessment Ontology

providing details on the overall methodology and refer to our open-source implementation for further technical details
regarding their implementation1.

This work focuses on tool-chain technologies to enable these functionalities. Therefore, a design of a UI for data
custodians is out of the scope of this work. The work also does not cover how to suggest possible solutions for each
specified dataset. Both elements are left as future work and revisited later in the paper.

3.1 Privacy Risk Ontology

In this section, we will consider how to efficiently select and construct an ontology for modeling data transformations
and privacy attacks. The requirements include concepts for transformations, privacy attacks, temporal and spatial
granularities.

As a starting point we will adopt the work by Schwee et al. [33], which proposes a basic privacy risk ontology (covered
in related work). Our ontology will extend this work with new concepts, e.g. for temporal and spatial requirements to
meet R1-3. The goal is that the tool-chain should provide aminimal, conceptually coherent, and practically implementable
ontology.

Figure 2 provides an overview of the proposed ontology for the tool-chain. This includes the basic concepts of Data,
Transformation, Privacy Attack, and Privacy Risk (all in grey). Here a "Privacy Attack" represent a de-anonymizing or
gaining sensitive information. "Privacy Risk" captures the potential misuse of the information. Figure 2 also shows the
relationship between the classes.

In order to capture the requirements R1-3. The ontology also includes the following four additional classes, to model
a specified requirements for assessing the privacy risk and for sharing a particular data. The classes are: Context,
Constraint, Time Resolution, and Spatial Resolution.

(1) Context: Are classes used to associate information about the physical spaces with the sensor streams.
(2) Constraint: This class, composes has two data properties, for both temporal and spatial resolution respectively.
(3) Time Resolution: This class models the time interval between values of the output after a transformation is

applied. It has the data properties for both input and output.
(4) Spatial Resolution: This class models the resolution of the physical space of the output after a transformation is

applied. It has object properties for both input and output respectively.

The privacy risk assessment ontology is implemented using SoP frameworks namely Resource Description Framework
(RDF) [22], and Web Ontology Language (OWL) 2 [17].

1https://github.com/EBC-Annex-79/Tool-chain_for_supporting_privacy_risk_assessments/
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3.1.1 Building Domain Ontology for Data Descriptor. In order to make the ontology to provide capabilities for modeling
problems within the building domain, the privacy risk ontology provides a link to an ontology that contains the
terminology used in the building domain, e.g. for relevant sensor types and the various types of contexts which could
for instance be a physical context. These are the main concepts used by the data descriptor when a user specifies the
properties of actual data.

The BRICK [5] ontology which also utilizes RDF and OWL for its underlying implementation technologies defines
amongst other things a number of spatial features that can be found in a built environment, various building systems,
and various types of sensors. The implementation of BRICK satisfies R3, because of its extensibility. We have been
inspired by BRICK, as the basis for the supported Contexts and Data types for the building domain ontology. However,
we have extended it with some concepts for capturing the specific location and sensor modalities properties related for
our evaluation cases.

In our implementation, we have extended the room types based on room types specified by the Indoor Mapping
Data Format [1]. We have also included the concept of zones and doors. The implemented structure for the context can
be seen in Figure 3. In terms of the data types, we have extended the existing set in BRICK with those found in our
evaluation cases which will be covered in Section 4.1. The newly, supported data types includes: CO2, CountingLine,
DoorOpen, GasMeter, Humidity, Illuminance, external data: BuildingLayout, and ScheduleActivities, additional metatags
such as: ContextLocation, Gender, OccupantIdentity, and YearOfBirth. Lastly, with regards to graph data about social
behavior, the ontology type OccupantNetwork has been included. The full list of the supported types can be found in
our open source implementation of the tool-chain2.

Context
Building
Desk
Door
Occupant
Room 

Meeting_Room
Niche_Meeting_Room

Office_Room
Shared_Office_Room
Single_Office_Room

...

Studyzone_Room
Teaching_Room

Auditorium_Room

Zone
...

Fig. 3. Supported types contexts, and their hierarchy.

3.2 Data Descriptor

The tool-chain takes a data descriptor as the input to perform a privacy risk analysis. This input is an instance of the
privacy risk ontology that contains the relationship between the considered data streams and the context in which it is
collected. The instance of the data descriptor is to be created using RDF and this should include all of the Contexts
and Data classes which need to be considered for the analysis. In other to get an optimal analysis, the descriptor must
consider all known publicly available data sources for the contexts, e.g., building layout and schedule activities. As
an example, take for instance the data descriptor in Figure 5 for one of our evaluation cases, this descriptor includes
context such as Desk1, Desk2 and Single Office Room and their corresponding data streams.

2https://github.com/EBC-Annex-79/Tool-chain_for_supporting_privacy_risk_assessments/blob/master/Ontologies/smartbuildingprivacyvunl.ttl
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3.3 Knowledge Databases

In order to fulfill requirements R1 and R2, the tool-chain will need to store and use the information about transformations
and privacy attacks with associated privacy risks. Consequently, the tool-chain includes two knowledge databases:
For the known possible transformation performed on the data stream and for known privacy attacks. The databases
are designed to contain all known transformations and privacy attacks for a specific domain, e.g. the building domain.
However, if the tool-chain were to support other domains it would require databases for this domain, e.g., the health
sector. The knowledge of the databases is supposed to be continuously updated by domain experts or privacy researchers,
as a crowd-sourcing effort.

The information in the databases are modeled using the ontologies introduced in the Figure 2. Each entry in the
databases contains a number of tuples representing the information for either a transformation or a privacy attack. The
tuples describe the types of data used as input, the constraint node for expressing any temporal or spatial requirements
for the data input, the transformation that can be performed on the data input, or the types of privacy attack associated
with the data input. In the case of a transformation, an output node of the form data node is produced while in the case
of a privacy attack an output node in the form of a privacy risk is produced. The Data nodes can only be of the types
that are available in the ontology. The constraint node specifies the minimum temporal and spatial that is required for
the input data to use the entry in the database. If we consider an example where the spatial requirement of our data
input is at a Room level, then all instances of the sub-classes under Room should fulfill this requirement as specified in
Figure 3. Furthermore, if the temporal resolution is set to a resolution of one second, this would imply that the input
data have to at least be the same resolution or lesser to fulfill this requirement.

3.4 Privacy Knowledge Graph Generator

In order to fulfill requirements R1 and R2, the tool-chain utilizes the privacy knowledge graph generator to constructs a
knowledge graph that is tailored to the described dataset. The knowledge graph combines the data descriptor with the
known transformations and privacy attacks in the knowledge databases.

Generating a knowledge graph consists of two steps, the first step iteratively finds all applicable transformations
and the second step finds the privacy attacks and their associated risks. The second step starts when there are no
further applicable transformations. The graph generation is performed in this order because transformations can create
new data nodes in the graph, and we may need to firstly discover these data nodes to perform a correct analysis of its
inherent privacy attacks and their corresponding risks.

3.4.1 Using The Transformation Knowledge Database. Currently, finding the applicable transformations is performed
by searching all the relevant entries in the knowledge database with the required data inputs and SPARQL [27] is
used to extract these information from the database. Secondly, the data in the descriptor should satisfy the constraint
for temporal and spatial resolution. When the applicable transformations have been found, the spatial and temporal
resolution of the output is also calculated and added to the knowledge graph. If there is more than one input for
the transformation, the calculation is currently programmed to use the least granular resolution for the output node.
The algorithm terminates when no Data nodes can be extended with applicable transformations to produce new data
nodes. Also, the generator logs a counter for every time a piece of data has passed through a transformation as each
transformation results in a loss of data quality. Consequently, we have introduced a stop parameter𝑚𝑎𝑥𝑡𝑟𝑎𝑛𝑠 𝑓 𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛𝑠

for the maximum number for transformations of each data type. In the current prototype, this𝑚𝑎𝑥𝑡𝑟𝑎𝑛𝑠 𝑓 𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛𝑠
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Table 1. Privacy risk scores for different categories of identifiers and spatial settings. In parentheses are the scores used as input for
Equation 1.

Individual (3) Restricted
Area (2)

Public
Space (1)

Explicit identifiers (3) 9 6 3
Known Quasi-identifiers (2) 6 4 2
Sensitive attributes (1) 3 2 1
Non-sensitive attributes (0) 0 0 0

parameter is by default set to five times, as many transformations report accuracies in the range of 90-95%. This as a
result implies 25-50% cumulative error after five iterations.

3.4.2 Using The Privacy Attack Knowledge Database. After an elaborate transformation discovery, the knowledge
graph is extended with relevant privacy attack nodes corresponding to the original and discovered data nodes, and
their associated privacy risk. The process ends when all entries in the database have been tested. When the algorithm
terminates, the tool-chain has created the final version of the knowledge graph.

3.5 Privacy Risk Summarizer

For requirement R1 and R2, the tool-chain has to provide a proper output for the data custodian. The privacy risk
summarizer is responsible for creating the output, which includes a report of privacy risks found using each of the Data
nodes, and a visualization of the knowledge graph.

The privacy risk report is created by using SPARQL queries, which finds all of the privacy risks for each of the
Contexts nodes in the knowledge graph. The report is further post-processed for completeness and visualization. The
report is post-processed for completeness such that, all of the Data nodes are associated with the privacy risks, according
to their specification in the knowledge graph. Furthermore, these association between the privacy risks and the data
nodes are visualized by traversing the structure of the graph with a tree-walker tool. An example of the output can be
seen in the (3) Output part of Figure 1.

The generated report calculates a privacy risk score for each Data node to provide the data custodian with a numeric
indicator. Each score is the sum of the privacy risks for all of the privacy attacks the data node is vulnerable. The
risk scores are calculated with the help of a preliminary privacy risk matrix, which is designed to indicate the level
of severity of the risk. The matrix considers the type of identifier and how spatially unique it is for an individual as
shown in Table 1. A taxonomy for privacy sensitivity [15] was used for the types of identifiers: Explicit Identifiers,
Quasi-identifiers (QID), sensitive attributes, and non-sensitive attributes. We recognize that it can be difficult to identify
QID for individual privacy risk. Therefore, we term these known QIDs, as they are to be used for known QIDs. The
second axis considers how uniquely the information can be mapped to an individual in a spatial context with the
categories: Individual, Shared Restricted Space, Public Space. This aspect is quite relevant in the building domain
because the identity of physical locations needs to be protected for spaces with only one or few occupants. The scores
in Table 1 have been derived following the model found in Equation 1, where X is the score for identifiers and Y is
spatial context. We have used a multiplication model, such that it later can be expanded with additional dimensions or
weighting if such should be found. These score are quite preliminary and may be subject to change for other domains.

𝑋 ∗ 𝑌 = 𝑆𝑐𝑜𝑟𝑒 (1)
Manuscript submitted to ACM
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Fig. 4. Evaluation methodology.

4 EVALUATION

In this section, we will evaluate the capabilities of the tool-chain. We evaluate four properties to provide an holistic
evaluation of the tool-chain. These properties are as follows:

E1: Completeness and Expressiveness is evaluated by showing the completeness and expressiveness of the
tool-chain for the assessment of recent scientific works in the building domain targeting R1 and R2.

E2: Coverage is evaluated by applying the tool-chain to five real-world datasets and observing if the tool-chain
implementation can provide proper assessments targeting R1-R3.

E3: Applicability is evaluated by comparing tool-chain assessments with survey responses by the data custodians
of the five real-world datasets targeting R1 and R2.

The undertaken steps for each evaluation are illustrated in Figure 4 and detailed in the following sections. For this
evaluation, the proposed tool-chain has been implemented in Python and is available as open-source code3. For the
knowledge databases, we populate the two knowledge databases with known transformations and privacy attacks
found in a set of selected papers.

4.1 E1: Completeness and Expressiveness

The first part of the evaluation, as illustrated in Figure 4, will evaluate the completeness and expressiveness of the
tool-chain. In the following we explain the processes in the figure by their corresponding labels:

(1) Adding the findings for a given scientific paper to the knowledge databases. By representation of transformations
and privacy attacks, modelled following the building extension of the privacy risk ontology.

3https://github.com/EBC-Annex-79/Tool-chain_for_supporting_privacy_risk_assessments/
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(2) Evaluating if the data descriptors canmodel the findings in a given scientific paper. The descriptors is implemented
in RDF following the building extension.

(3) Comparing the results derived from Schwee et al. [33], with the ones found using the tool-chain.

This evaluation is performed by considering the recent works in the building domain which provide examples of
possible data collection and transformations. Hence, all information used in the section are determined by the papers.
We have considered six papers to represent a wide selection of data types, transformations, and privacy attacks with
associated privacy risks. In the following, we provide a summarization of these papers.

In the first paper, Dziedzic et al. [11] deployed Kinect sensors to monitor metabolic factors of building occupants.
From this work we have identified and successfully added four transformations: 1) the use of skeleton joints to estimate
occupant activities with a resolution of Building, Floor, Door, Zone, or Room for spatial resolution, and temporal
resolution of 30 Hz; 2) the use of skeleton joint data and external data in the form of body shape and a skeleton model
to estimate limb surface area; 3) the use of the same input as in 2) to estimates limb mass; 4) the use of limb mass and
limb surface area to estimate metabolic rate. A privacy risk with this data includes the possibility to determine health
information about the individuals. Particularly it is possible to estimate the weight of people with a privacy attack that
combines data on the limb mass and limb surface area and a model for the body mass index. In terms of privacy score,
this potential privacy attack corresponds to a risk level of 3. This is derived by following Table 1 assessment of sensitive
attributes for a particular individual. Intuitively, this privacy score may be quite low considering how health related the
privacy risk is. However, this highlights a renewed motivation for augmenting the scoring method with more relevant
dimensions and weighting for different domains.

The second case considers person identification with ultrasonic sensors [19]. From this work, we have identified
and successfully added two transformations: 1) We have identified a transformation which can use ultrasonic distance
measurements to estimate events of occupants walking through a door with a spatial resolution of Door, and a temporal
resolution of event-based; 2) We have identified a transformation that uses the movement pattern of occupants to
estimate occupant behaviors (using phone, carrying handbag). Transformations for estimating these occupant behavior
patterns constitutes privacy attack and hence, we have modelled their associated risks accordingly.

The third case considers estimating occupant presence [21]. From this work we have identified and successfully
added four transformations: 1) passive infrared (PIR) sensor data to occupant presence; 2) door opening sensor data
to occupant presence; 3) PIR to occupant counts; 4) 3D sensor counting lines to occupant counts. From this work, no
privacy attacks or risks were identified.

The fourth case considers the estimation of occupant counts from a combination of sensors [29]. From this work we
have identified and successfully added two transformations: 1) using 3D sensors counting lines to estimate occupant
counts and 2) using Presence, Temperature, and CO2 in conjunction to estimate occupant counts. From this work, no
privacy attacks or risks were identified.

The fifth case considers the estimation of occupant behavior from electricity data [34]. From this work we have
identified and successfully added two transformations: 1) the use of plug-load electricity consumption at desk-level to
estimate occupant activities; 2) the use of occupant activities to estimate an occupant network. From this work, the
estimation of social relations from the occupant network is added as a privacy attack and risk.

The sixth case considers combining building data to estimate occupant presence [33]. From this work we have
identified and successfully added two transformations: 1) using CO2 to estimate occupant presence and 2) using CO2
and in-flow air damper position to estimate occupant presence. From this work we added three privacy attacks and risks:
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Fig. 5. Representation of the knowledge graph created, using the data descriptor found in [34]. The risk of occupant identity is found
using the risk found in [11].

1) using occupant counts, scheduled activities, and context location to estimate teaching performance in a teaching
room; 2) identifying office hours using either presence or occupant counts; 3) re-identify rooms using occupant counts
and scheduled actives for teaching and office rooms; and 4) identifying which days are workdays based on presence.

All the entries of transformations and privacy attacks found in the papers were successfully added to the knowledge
databases in RDF format. As a case example of the evaluation, Figure 5 shows a representation of the visualization of
the knowledge graph created by the tool-chain with the data descriptor from the fifth case [34]. This result from this
case indicates that the data descriptor has the necessary information to trigger the added entries in the databases. This
result confirms that the building extension of the privacy risk ontology satisfies the completeness and expressiveness
for the scenarios found in the paper. The obtained results are also similar to the ones found in [33]. The remaining
cases i.e. cases 1–4 and 6 also displays similar completeness and expressiveness and their results are omitted in this
paper due to space limitations.

4.2 E2: Coverage

The coverage of the tool-chain are evaluated using five data collection protocols, from real-world buildings. In this
section, we evaluate if the tool-chain can be used to model data descriptors with complete data collected protocols,
and if the tool-chain can handle the large RDF models resulting from these protocols, as illustrated in Figure 4. We
have used three datasets collected by researchers in academic buildings (named academic building 1–3), as well as
two datasets shared by an industrial partner for office buildings (named office building 1–2). The datasets are listed in
Table 2 including their temporal and spatial granularity. In the following we will cover the evaluation for each dataset:

Academic building 1: A data descriptor for the dataset was constructed. The generated graph has 279 nodes, with
a total of 80 privacy attacks, 63 data nodes, and 42 transformation nodes. The output of using the tool-chain identified a
total of four privacy risks which includes: Teaching Performance (based on occupant counts), Teaching Performance
(based on presence), and Context Identity for two rooms.

Academic building 2: For this building, a data descriptor for the dataset was constructed. The generated graph
has 58 nodes, with a total of 9 privacy attacks, 18 data nodes, and 4 transformation nodes. The output of using the
tool-chain identified three privacy risks, namely: Estimation teaching performance (based on occupant counts or on the
presence) and identifying the identity of the teaching rooms.

Academic building 3: A data descriptor for the dataset was constructed based on only the dataset that was
made available to us. The generated graph has 386 nodes, with a total of 52 privacy attacks, 193 data nodes, and 65
transformation nodes. The results of using the tool-chain have identified two privacy risks: Identifying the workdays of
individuals in cubicles and in single offices, as well as identifying their office hours.
Manuscript submitted to ACM



Tool-chain for supporting Privacy Risk Assessments

Table 2. Overview of the datasets, including the type of building, spatial and temporal granularity, the type of sensors, as well as the
privacy scores found using the tool-chain.

Dataset Building
Type Spatial Granularity Temporal

Granularity Sensors Amount of unique privacy
risks identified

Privacy
Score

Academic build-
ing dataset 1 [32]

Office and
Teaching Room 1 Min. Humidity, Illuminance, Counting Line,

Temperature, Variable Air Volume, CO2
3 3

Academic build-
ing dataset 2 [16] School Occupant or

teaching room

64, 32, 4 Hz,
10 Sec (Occupant).
5 Min. (Environmental)

Accelerometer, Photoplethysmography, Heart
rate, Electrodermal activity, Thermometer,
CO2 , Humidity, Outdoor temperature

3 3

Academic build-
ing dataset 3 [9] Office Room 1 or 20 Min.

Temperature, Particulate Matter 25, Dew Point,
TVOC, Enthalpy, Humidity, Noise, CO2 ,
Illuminance, PIR

3 12

Office building 1 Office Desk or Room 5 Min. CO2 , Humidity, Particulate Matter 25, Pollution,
Temperature, VOC, Noise, Pressure 1 3

Office building 2 Office Desk or Room 5 Min. CO2 , Humidity, Particulate Matter 25, Pollution,
Temperature, VOC, Noise, Pressure 5 13

Office building 1: A data descriptor for the dataset was constructed for the large shared office with sensors at
desk-level for 20 occupants. The generated graph has 51 nodes, with a total of two privacy attacks, 34 data nodes, and
two transformation nodes. The tool-chain identified one privacy risk for estimating the workdays of the occupants of
the desks.

Office building 2: A data descriptor for the dataset was constructed covering offices of a single floor. The generated
graph has 126 nodes, with a total of ten privacy attacks, 71 data nodes, and 22 transformation nodes. The tool-chain
identified five privacy risks: Identifying the workdays of the occupants on desk, single office, and shared offices.
Furthermore, the office hours of the shared and private offices were also identified.

4.3 E3: Applicability

To evaluate the applicability of the privacy risk analysis, in this section, we will compare the results from using the
tool-chain, produced in the previous section, with online survey responses corresponding to manual privacy risk
assessments from data custodians of the five building datasets, as illustrated in Figure 4.

The survey is comprised of six questions covering both the privacy and ethical concerns of the datasets and within
the two phases of data collection and data sharing. Furthermore, the survey inquires about what external data sources
were considered by the data custodians in making decisions about how to store and share the data. Finally, a background
question regarding their level of knowledge with-in privacy were obtained with the possibility of being a beginner, a
novice, a competent, a proficient, or an expert. One respondent answered competent and three others indicated being a
novice.

Academic building 1: The survey result highlights that the data custodian had knowledge of several precautions
including not including data from sanitary zones and private offices. Furthermore, the following comments are provided
in regards to privacy risks: The respondent states: "... we are currently not able to give any (reasonable) guarantees
as to which kinds of data that cannot be derived from a subset of the existing data.". In regards to the ethical issue
before sharing the data, they is stated that: "... Outdoor data can probably easily be shared. But everything else comes
with such significant uncertainties that an evaluation is really necessary before a decision to publish can be made.
What is necessary is a system that can give high-confidence estimates of how the potential quality of such derived
streams. Otherwise, no decision can be grounded.". There have not been identified any publicly available external data
sources. Comparing the results of the surrey with the tool-chains, we can see that the response addresses concerns of
uncertainty in relation to the privacy risks of sharing and collecting these streams. However, this does not raise any
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concrete risks which should been taken into account. Therefore, the results of the three risks found using the tool-chain
are new to the respondent.

Academic building 2: The result obtained from the survey indicates, that the data custodian is aware that data
collected using accelerometer, heart rate, skin conductance, and thermometer, can be used to estimated occupants’
personal behavior. However, the respondent had not considered how the building data collected together with this
data can provide additional context leading to privacy risks. To protect the data subjects they have all been assigned
unique IDs, and consent to data collection and sharing have been given by the participants. The respondents have not
identified any additional privacy risks. In terms of additional data, the schedules of the participants might be available
on the school website, and this can potentially be used to identify them. By comparing the results from the respondent
it is clear that we do not in the current knowledge databases have any entries that consider accelerometer, heart rate,
skin conductance, and thermometer data, which therefore can not be identified using the tool-chain. However, we have
performed other kinds of analysis, where we have added transformations similar to the one addressed in the survey,
e.g., using Gender, Year Of Birth, and schedule activities to estimate the identity of an occupant. In this analysis, we
identified privacy risks similar to the answers found in the survey. Since the participant, did not previously considered
these privacy risks, we consider these to be identified only by the tool-chain.

Academic building 3: The respondent indicated that the data has been made anonymous. But they did not state
which anonymization method have been applied. The spatial locations have been hidden using identifiers instead of
identifiable names. The data collection has been approved by the U.S Institutional review board. However, no external
sources have been identified and other privacy-related issues for data collection have not been considered. Comparing
the results from the analysis obtained using the tool-chain with the responses from the survey, that the tool-chain
identified the risk of revealing both the office hours and the workdays of the workers who work in cubicles or a single
person office, as well as, some rooms might be identifiable whereas this was overlooked in the survey. This indicates
that even with the identity of the rooms being suppressed, there still might be some attack vectors to consider, especially
if the attacker has some background knowledge about the normal working hours for individual workers to identify the
presence pattern of individuals in a suppressed dataset.

Office building 1–2: The survey response for both office buildings is the same, as it is the same data custodian
and partly replicated studies. The identified privacy risks relates directly to the PIR sensors installed on occupants’
desks. These sensors can be exploited by management to identify the working patterns of occupants. Furthermore,
environmental quality and energy consumption, have been identified as a viable data source for estimating the working
conditions of occupants in the building. This can constitute a potent privacy risk for occupant’s especially when there
are suspicions of low performance. However, in these buildings, the occupants are informed about the data collection
and data use. For the data sharing assessment, it is stated that they are not willing to share non-aggregated PIR streams
due to the previously stated example. Also, no external data sources were identified. If we compare the responses from
the survey with the results obtained from the tool-chain, it can be found that CO2 can also be used to estimate presence
which implies that the risks relating to identifying occupants’ working pattern are not duly mitigated.

5 DISCUSSION

In this section, we discuss the limitations of the proposed tool-chain. In the evaluation for E2, it became prominent
that there was a significant amount of knowledge missing in the two knowledge databases, especially for identifying
any transformations or privacy risks relating to humidity and noise datasets. Therefore, the risk assessment at the
moment is not capturing all known risks. We believe that we have created a tool-chain that can be extended with more
Manuscript submitted to ACM
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knowledge, in the databases, as demonstrated in E3 of the evaluation case for academic building 2. Experts should be
able to contribute with entries to the databases, as a new transformations and privacy attacks are identified. We have
propose a process with some screening procedure for checking correctness.

The current implementation does also have some other limitations. At the moment it does not support more than one
sensor of the same type installed in the same physical location. Furthermore, while the tool-chain does identify potential
risks and does not considers the limitations of achieving lesser data quality with some transformation methods. The
identified risks both reported and visualized is meant as a mitigation tools which needs to be considered further in each
case, to provide appropriate anonymization. Finally, as the amount of elements in the knowledge databases increases,
the main challenge is to allow the number of transformations and privacy attacks to increase without the latency of
the generator to exponentially grow at the same time. The current implementation has a run-time performance of
𝑂 (𝑑 · 𝑁 ·𝑚𝑎𝑥𝑡𝑟𝑎𝑛𝑠 𝑓 𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛𝑠) for the first step and 𝑂 (𝑑 ·𝑀) for the second step. Here, 𝑑 is the number of data nodes
at the start of the step, 𝑁 is the number of transformations, and𝑀 is the number of privacy attacks in the databases. It
is left as future work to improve these which would be important to enable a responsive UI.

The max transformations, is used to indicate how many transformations have been used to reach the node in the
graph. It is a preliminary indicator for the data quality loss, and would be a factor to explore in future work. In future
work it would be interesting to investigate how the tool-chain could be used in other domains. Furthermore, how
actual data instead of data collection protocol can be used in the analysis. Another, option for future work could be to
integrate the data descriptor with existing ontologies with domain, e.g. the BRICK [5] schema for the building domain.
This could make it possible to provide a BRICK model as an input to perform a privacy risk assessment, which may
lower the amount of effort needed to perform the analysis.

6 CONCLUSION

This paper present a tool for mitigating the process of performing privacy risk assessment, as part of the data sharing
process. In the paper we presented the design and implementation of a tool-chain which is based on a data descriptor
to creates a report with known potential privacy risks for each specified data types. The proposed tool-chain has four
components: Firstly, a privacy risk ontology and a domain specific expansion of the ontology. Next, two knowledge
databases, one for known transformations and one for known privacy attacks with associated privacy risks. Thirdly, a
component for combining the data descriptor and entries in the databases, based on the requirements defined using an
ontology. Finally, a privacy risk summarizer, which analyses the constructed knowledge graph, to link data to potential
privacy risks, by creating a privacy risk report and a visualization of the graph. The output of the tool-chain is intended
to be used as part of the process of sharing data, e.g., as open data.

We have evaluated the tool-chain for completeness and expressiveness by using six papers and by comparing
the outputs with models created through a manual process. The results show that in all cases the excepted results
were produced. Secondly, we evaluated the coverage of the tool-chain by using five real-world datasets. The result
shows that in all cases the tool-chain was able to include all of the data types, and produce knowledge graphs, which
highlighted the amount of knowledge needed in other to perform these assessments. Finally, we tested the applicability,
by comparing the assessments produced by the tool-chain, with the one performed by the data custodians for the
datasets. Results showed that the tool-chain found the most risks in four cases. However, by adding knowledge provided
by the participant to the databases, the tool-chain was able to identify the missing risks in the last case.

The results highlight the need for proper tool support in order to mitigate the difficulty of performing privacy risk
assessment. This should lead to creating better threat models, thereby enabling the data custodians to make informed
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decisions on what to consider when applying appropriate anonymization. Furthermore, a tool, as the one proposed
in the paper, might be able to provide guidance on how to comply with laws and regulations, and use appropriate
anonymization.
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