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A B S T R A C T

The building sector is the world’s largest consumer of energy, eclipsing other sec-
tors such as transport, industry and power. This energy consumption is expected
to grow as the human population increases and becomes more urbanized. To curb
this trend, several agencies and national associations have identified the potentials
of Energy Informatics (EI) solutions for enabling smart buildings. One key factor
that influences the performance of buildings is the energy impact of occupant be-
haviors. Studies have shown that these behaviors can impact the energy profiles
of buildings by up to 40% and can vary the energy profile of similar buildings by
200-300%. We identified five resolutions of occupant behaviors which can be cat-
egorized into non-adaptive occupant behaviors and adaptive occupant behaviors.
In this dissertation, we propose and develop methods for estimating non-adaptive
occupant behaviors in buildings. Also, given that the data gathered about people
occupying buildings can reveal very private and sensitive information about them,
we propose and develop methods for obscuring and protecting the sensitive infor-
mation of occupants in building-related datasets.
The first step for estimating an occupant behavior in a building involves a selection
process for identifying the resolutions of the behavior and the sensing modality
for acquiring data about the behavior. However, several modalities have their in-
herent sensing challenges. Given these challenges, we propose and develop meth-
ods for mitigating them, for correcting their resulting errors and for estimating
the selected behavior. In this dissertation, we present two methods - PLCount
and PreCount for correcting count errors and for estimating occupancy counts
in buildings. In Chapter 4, we propose and develop two methods for predicting
occupancy presence and counts. In Chapter 5, we propose and develop two ad-
ditional multi-modal methods requiring accurate building level sensors and less
accurate room level sensors for estimating occupancy counts at subspace and room
levels. Lastly, in Chapter 6, we propose and develop a Privacy Preserving Data
Publishing (PPDP) framework - PAD for protecting the sensitive data of occupants
from potential adversaries and for improving the utility of published occupancy
datasets.
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D A N S K R E S U M É

Bygningssektoren er verdens største forbruger af energi, og er strørre end andre
sektorer såsom transport, industri og energi sektoren. Dette forbrug forventes at
stige sammen med at den menneskelige befolkning stiger og bliver mere urbani-
seret. For at bremse denne trend, har agenturer og statslige instanser identificeret
potentialet af Energy Informatics (EI) løsninger for at muliggøre intelligente byg-
ninger. Brugsadfæren er en af de primære faktorer som påvirker effektiviteten af
bygninger. Studier har vist at denne adfærd kan påvirke energiprofilen for en byg-
ning med op til 40%, og kan variere med 200-300% i lignende bygninger. Vi har
identificeret fem parametre i forbindelse med brugsadfærd, hvilket kan kategori-
seres som enten ikke-adaptive brugsadfærd eller adaptiv brugsadfærd. I denne
afhandling foreslår og udvikler vi metoder til at estimere ikke-adaptive brugsad-
færd i bygninger. Data som er indsamlet omkring brugsadfærd kan indeholde
meget private og sensitive informationer. Vi foreslår og udvikler metoder til at
sløre og beskytte sensitive informationer om personer i bygningen.
Det første trin for at estimere brugeradfærd i en bygning involverer en selektions-
proces for at identificere parametrene af adfærden, og sensor modaliteterne for
at anskaffe data omkring selve adfærden. Imidlertid har flere sensor modalite-
ter medfølgende udforinger. I lyset af disse udfordringer, foreslår og udvikler vi
metoder til at korrigere de resulterende fejl og til at estimere adfærden. I denne
afhandling præsenterer vi to metoder - PLCount og PreCount for at rette antal-
let af en forkert estimeret menneskemængde i bygninger. I Kapitel 4, foreslår og
udvikler vi to metoder til at forudsige menneskelig tilstedeværelse og mængde. I
Kapitel 5, foreslår og udvikler vi yderligere to multi-modale metoder der kræver
præcis bygningssensorer, men mindre nøjagtige rumniveaus sensorer til estime-
ring af antallet af mennesker på område og rumniveauer. Slutteligt, i Kapitel 6,
foreslår og udvikler vi et Privacy Preserving Data Publishing (PPDP) framework
- PAD for at beskytte sensitive adfædsdata mod potentielle ondsindede personer,
og for at forbedre brugbarheden af offentliggjorte dataset omkring brugsadfærd.
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S T R U C T U R E O F T H E D I S S E RTAT I O N

The Part 1 of this dissertation provides an overview of the PhD. In this part, we
introduce the dissertation and we provide a summary of the background of study.
This part is structured as follows:

Chapter 1: Introduction

Chapter 2: Background

The Part 2 of this dissertation presents methods for estimating and predicting
non-adaptive occupant behaviors in buildings. This part is structured as follows:

Chapter 3: Occupant Sensing and Estimation

Chapter 4: Occupant Prediction

Chapter 5: Multi-Modal Occupancy Estimation

The Part 3 of this dissertation presents methods for protecting the privacy of
occupants and preserving data utility of building-related datasets. This part is
structured as follows:

Chapter 6: Privacy Protection

The Part 4 of this dissertation summarizes the contribution and presents the
future works of the study. This part is structured as follows:

Chapter 7: Conclusion and Future Work

The part 5 of this dissertation consists of eight publications that form the back-
ground for the main chapters in previous parts. These papers are referred to at
the beginning of each corresponding chapters in square brackets i.e. [. . . ].

paper 1 . PLCount: A probabilistic fusion algorithm for accurately estimating
occupancy from 3D camera counts presents

Fisayo Caleb Sangogboye and Mikkel Baun Kjærgaard. PLCount: A proba-
bilistic fusion algorithm for accurately estimating occupancy from 3D cam-
era counts. Published in Proceedings of the 3rd ACM International Conference
on Systems for Energy-Efficient Built Environments (BuildSys) by ACM. 2016.

paper 2 . PreCount: A Predictive Model for Correcting Real-time Occupancy
Count Data presents

Fisayo Caleb Sangogboye and Mikkel Baun Kjærgaard. PreCount: A Predic-
tive Model for Correcting Real-time Occupancy Count Data. Accepted in the
Journal of Energy Informatics by Springer 2018.

paper 3 . PROMT: Predicting Occupancy Presence in Multiple Resolution with
Time-shift Agnostic Classification presents
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Fisayo Caleb Sangogboye and Mikkel Baun Kjærgaard. PROMT: Predicting
Occupancy Presence in Multiple Resolution with Time-shift Agnostic Classi-
fication. Published in the Proceedings of the 6th D-A-CH+ Conference on Energy
Informatics by Springer 2017. Pages 105-115.

paper 4 . Performance Comparison of Occupancy Count Estimation and Predic-
tion with Common versus Dedicated Sensors for Building Model Predic-
tive Control presents

Fisayo Caleb Sangogboye, Krzysztof Arendt, Ashok Singh, Christian T Veje,
Mikkel Baun Kjærgaard and Bo Nørregaard Jørgensen. Performance Com-
parison of Occupancy Count Estimation and Prediction with Common ver-
sus Dedicated Sensors for Building Model Predictive Control. Published in
Journal of Building Simulation by Springer 2017. Pages 829-843.

paper 5 . DCount - A Probabilistic Algorithm for Accurately Disaggregating
Building Occupancy into Room Occupancy presents

Mikkel Baun Kjærgaard, Martin Werner, Fisayo Caleb Sangogboye and Krzysztof
Arendt. DCount - A Probabilistic Algorithm for Accurately Disaggregating
Building Occupancy into Room Occupancy. In the Proceeding of the 2018 IEEE
International Conference on Mobile Data Management (MDM) by IEEE. 2018.

paper 6 . Scalable and Accurate Estimation of Room-Level People Counts from
Multi-Model Fusion of Perimeter Sensors and WiFi Trajectories presents

Fisayo Caleb Sangogboye and Mikkel Baun Kjærgaard. Scalable and Accu-
rate Estimation of Room-Level People Counts from Multi-Model Fusion of
Perimeter Sensors and WiFi Trajectories. Submitted to the Journal of Applied
Energy by Elsevier 2018.

paper 7 . PAD: Protecting Anonymity in Publishing Building Related Datasets
presents

Ruoxi Jia, Fisayo Caleb Sangogboye, Tianzhen Hong, Costas J Spanos and
Mikkel Baun Kjærgaard. PAD: Protecting Anonymity in Publishing Building
Related Datasets. Published in Proceeding of the 4th ACM International Con-
ference on Systems for Energy-efficient Built Environments (BuildSys) by ACM.
2017.

paper 8 . A Framework for Privacy-Preserving Data Publishing with Enhanced
Utility in Cyber-Physical Systems presents

Fisayo Caleb Sangogboye, Ruoxi Jia, Tianzhen Hong, Costas J Spanos and
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paper 9 . Improving Occupancy Presence Prediction via Multi-Label Classifi-
cation - by Fisayo Caleb Sangogboye, Kenan Imamovic, and Mikkel Baun
Kjærgaard. Accepted for Proceedings of the 2016 IEEE International Conference
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IEEE. 2016. Pages 1-6.

paper 10 . OccuRE: an Occupancy REasoning Platform for Occupancy-driven
Applications - by Mikkel Baun Kjærgaard, Aslak Johansen, Fisayo Caleb
Sangogboye and Emil Holmegaard. Published in Proceedings of the 19th In-
ternational Acm Sigsoft Symposium on Component-based Software Engineering by
ACM. 2016. Pages 39-48.

paper 11 . Categorization Framework and Survey of Occupancy Sensing Sys-
tems - by Mikkel Baun Kjærgaard and Fisayo Caleb Sangogboye. Published
in Journal of Pervasive and Mobile Computing by Elsevier. 2017. Pages 1-13.

paper 12 . Demand Response in Commercial Buildings with an Assessable Im-
pact on Occupant Comfort - by Mikkel Baun Kjærgaard, Krzysztof Arendt,
Anders Clausen, Aslak Johansen, Muhyiddine Jradi, Bo Nørregaard Jørgensen,
Peter Nelleman, Fisayo Caleb Sangogboye, Christian Veje and Morten Gill
Wollsen. Accepted for Proceedings of the 2016 IEEE International Conference on
Smart Grid Communications (SmartGridComm) by IEEE. 2016. Pages 447-452.

paper 13 . Demand Response with Model Predictive Comfort Compliance in
an Office Building - by Peter Nelleman, Mikkel Baun Kjærgaard, Emil Holmegaard,
Krzysztof Arendt, Aslak Johansen, Fisayo Caleb Sangogboye and Bo Nør-
regaard Jørgensen. Accepted for Proceedings of the 2017 IEEE International
Conference on Smart Grid Communications (SmartGridComm) by IEEE. 2017.

paper 14 . A World Class Energy Efficient University Building by Danish 2020
Standards - by Muhyiddine Jradi, Fisayo Caleb Sangogboye, Claudio Gio-
vanni Mattera, Mikkel Baun Kjærgaard, Christian Veje and Bo Nørregaard
Jørgensen. Accepted for Journal of Energy Procedia by Elsevier. 2017. Pages
21-26.

paper 15 . ObepME: An Online Building Energy Performance Monitoring and
Evaluation Tool to Reduce Energy Performance Gaps - by Muhyiddine
Jradi, Krzysztof Arendt, Fisayo Caleb Sangogboye, Claudio Giovanni Mat-
tera, Elena Markoska, Mikkel Baun Kjærgaard, Christian Veje and Bo Nør-
regaard Jørgensen. Accepted for Journal of Energy Procedia by Elsevier. 2017.
Pages 21-26.

posters and demos by the author

poster 1 . Poster abstract: Improving Occupancy Presence Prediction via Multi-
Label Classification - by Kenan Imamovic, Fisayo Caleb Sangogboye and
Mikkel Baun Kjærgaard. Published in Proceedings of the 2nd ACM Interna-
tional Conference on Systems for Energy-Efficient Built Environments (BuildSys)
by ACM. 2015.

poster 2 . Poster abstract: Predicting Occupancy Presence in Multiple Resolu-
tions for Commercial Buildings - by Fisayo Caleb Sangogboye and Mikkel

ix



Baun Kjærgaard. Published in Proceedings of the 3rd ACM International Con-
ference on Systems for Energy-Efficient Built Environments (BuildSys) by ACM.
2016.

poster 3 . Poster: Occupancy Count Prediction for Model Predictive Control
in Buildings - by Fisayo Caleb Sangogboye and Mikkel Baun Kjærgaard.
Published in Proceedings of the 4th ACM International Conference on Systems for
Energy-Efficient Built Environments (BuildSys) by ACM. 2017.

demo 1 . Demonstrating OccuRE: an Occupancy REasoning Platform for Occupancy-
driven Applications: Demo Abstract - by Fisayo Caleb Sangogboye and
Mikkel Baun Kjærgaard. Published in Proceedings of the 3rd ACM Interna-
tional Conference on Systems for Energy-Efficient Built Environments (BuildSys)
by ACM. 2016.

demo 2 . Demo: Privacy-Preserving Building-Related Data Publication Using
PAD - by Fisayo Caleb Sangogboye, Ruoxi Jia, Costas J Spanos, Tianzhen
Hong, and Mikkel Baun Kjærgaard. Published in Proceedings of the 4th ACM
International Conference on Systems for Energy-Efficient Built Environments (BuildSys)
by ACM. 2017.

x



A C K N O W L E D G M E N T S

It would never have been possible to make this Ph.D. project without the assis-
tance, guidance, and collaboration with numerous of individuals.

Firstly, I would like to thank my supervisors Professor Mikkel Baun Kjærgaard
and Professor Bo Nørregaard Jørgensen for entrusting me with this project, and
for their sustained advice during both easy and tough times over the last three
years.

Secondly, I would like to thank Dr. Tianzhen Hong for hosting me at Lawrence
Berkeley National Laboratory during my change of research environment. Also,
I will like to thank Professor Costas J. Spanos and Ruoxi Jia for the collaboration
during my change of research environment.

A special thanks to Oticon Fonden for their scholarship to support my trip to Cal-
ifornia.

Additionally, I would like to thank my colleagues for the collaboration, technical
discussions, and advice during my Ph.D. Study.

Finally, I owe a special thanks to my family and friends for their support in the
most difficult times. I hope to make you all proud.

xi





C O N T E N T S

I overview 1

1 introduction 3

1.1 Smart Building as an Important Energy Informatics Challenge . . . . 3

1.2 Occupant Behavior as an Important Element . . . . . . . . . . . . . . 5

1.3 The COORDICY Project . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.4 Research Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

1.5 Goals and Research Scope . . . . . . . . . . . . . . . . . . . . . . . . . 10

1.6 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2 background 13

2.1 Sensing Modality . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

2.2 Data Preprocessing Methods . . . . . . . . . . . . . . . . . . . . . . . 20

2.3 Modelling Methods for Occupant Behavior . . . . . . . . . . . . . . . 25

2.4 Privacy Preserving Data Publishing . . . . . . . . . . . . . . . . . . . 28

2.5 Method Description . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

II occupant sensing and estimation 33

3 occupancy sensing 35

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

3.2 Related Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

3.3 Main Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

4 occupancy prediction 43

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

4.2 Related Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.3 Main Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

5 multi-modal occupancy estimation 51

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

5.2 Related Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

5.3 Main Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

III privacy preserving data publication 63

6 privacy protection 65

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

6.2 Related Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

6.3 Main Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

IV conclusion and future works 75

7 conclusion 77

7.1 Summarizing the Contributions . . . . . . . . . . . . . . . . . . . . . . 77

7.2 Limitation of Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

7.3 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

V publications 83

8 paper 1 85

xiii



9 paper 2 97

10 paper 3 123

11 paper 4 135

12 paper 5 151

13 paper 6 163

14 paper 7 207

15 paper 8 219

bibliography 243

glossary 255

xiv



L I S T O F F I G U R E S

Figure 1.1 Building lifecycle, energy informatics solutions and domain
applications . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

Figure 1.2 Five dimensions for measuring occupant behavior . . . . . . 7

Figure 1.3 A figure highlighting the contributions of this dissertation
and the logical grouping of the research publications con-
ducted during the course of the Ph.D. study . . . . . . . . . 11

Figure 2.1 Overview of the analysis and development stages of occu-
pancy sensing method . . . . . . . . . . . . . . . . . . . . . . 14

Figure 2.2 Mind map showing an outline of the occupant sensing cat-
egories . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

Figure 2.3 Mind map showing an outline of the data preprocessing
categories . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

Figure 2.4 Mind map showing an outline of methods for modelling
occupant behaviors . . . . . . . . . . . . . . . . . . . . . . . . 25

Figure 2.5 Overview of different anonymization approaches to Privacy
Preserving Data Publishing (PPDP) . . . . . . . . . . . . . . . 28

Figure 3.1 Recorded number of occupants for a small and a large office
building. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

Figure 3.2 Real-time correction versus past correction . . . . . . . . . . 38

Figure 4.1 Model selection procedure . . . . . . . . . . . . . . . . . . . . 48

Figure 4.2 Room coverage of prediction models . . . . . . . . . . . . . . 49

Figure 4.3 Average NRMSE for count prediction from GAKF and CAM
prediction methods for 1-day ground data (a) and all four
weeks evaluation data (b) respectively . . . . . . . . . . . . . 50

Figure 5.1 DCount NRMSE results as a CDF over individual days with
both CO2 and PIR measurements. . . . . . . . . . . . . . . . 57

Figure 5.2 DCount NRMSE results as a CDF over individual days with
CO2 measurements. . . . . . . . . . . . . . . . . . . . . . . . . 57

Figure 5.3 DCount NRMSE results as a CDF over individual days with
PIR measurements. . . . . . . . . . . . . . . . . . . . . . . . . 58

Figure 5.4 DCount-SC NRMSE results as a CDF over individual days
for different sensors. . . . . . . . . . . . . . . . . . . . . . . . 58

Figure 5.5 A whisker plot showing the distribution of transition errors
of each estimation method . . . . . . . . . . . . . . . . . . . . 60

Figure 5.6 A violin plot showing the distribution of the count error of
each estimation method . . . . . . . . . . . . . . . . . . . . . 60

Figure 6.1 Illustration of determining similarity labels. . . . . . . . . . . 68

Figure 6.2 PAD framework highlighting the four steps for achieving
k-anonymous privacy model and an increased data utility
for special-purpose data publication . . . . . . . . . . . . . . 69

Figure 6.3 Comparison of occupancy statistics extracted from the orig-
inal and sanitized database. . . . . . . . . . . . . . . . . . . . 70

xv



Figure 6.4 The tradeoff between anonymity level and information loss
for the specialized publication for lunch time. . . . . . . . . 71

Figure 6.5 The tradeoff between anonymity and information loss for
data publication specialized for peak hour energy usage. . . 71

Figure 6.6 PAD diagram highlighting the extension from the pre-sanitization
process to the interaction preparation where training data
can either be extracted from public datasets or the pre-
sanitization process. . . . . . . . . . . . . . . . . . . . . . . . . 72

Figure 6.7 This deep metric learning model with a two-layer neural
network takes data samples x1 and x2 and transforms them
into non-linear transforms h(2)1 and h(2)2 to determine whether
they are similar or dissimilar. . . . . . . . . . . . . . . . . . . 72

Figure 6.8 The tradeoff between anonymity and information loss for
data publication specialized for arrival and departure times. 73

L I S T O F TA B L E S

Table 1.1 The role of each EI solutions for facilitating energy perfor-
mance and sustainability in the different stages of the build-
ing life cycle as highlighted in Figure 1.1 . . . . . . . . . . . 5

Table 2.1 Review of general and special purpose metrics for evaluat-
ing occupant behavioral methods . . . . . . . . . . . . . . . . 27

Table 3.1 Approaches for past correction . . . . . . . . . . . . . . . . . 37

Table 4.1 Example Feature Model for Training and Test Dataset . . . . 46

Table 5.1 Comparison of cost and accuracy properties of different so-
lutions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

Table 5.2 Comparison of deployment cost, intrusiveness and accu-
racy properties of estimation methods . . . . . . . . . . . . . 61

A C R O N Y M S

ADR AdaBoost Decision Tree Regression

ARMSE Average Root Mean Squared Error

BPS Building Performance Simulation

BAC Building Automation and Control and Technical Building Management

xvi



BMS Building Management System

BOSS Building Operating System Services [1]

CDF Cumulative Distribution Function

DBSCAN Density-Based Spatial Clustering of Applications with Noise

DCOUNT A Probabilistic Algorithm for Accurately Disaggregating Building Oc-
cupancy into Room Occupancy

DNN Deep Neural Network

DT Decision Tree

DTW Dynamic Time Warping

DWT Discrete Wavelength Transforms

EU European Union

EI Energy Informatics

GA Genetic Algorithm

GAKF Genetic Algorithm with Kalman Filter

GDPR European General Data Protection Regulation

GHG Green House Gas

GPS Global Positioning System

HVAC Heating, Ventilation, and Air Conditioning

ICT Information and Communications Technology

IP Internet Protocol

IRB Insitutional Review Board

KNN K-Nearest Neighbor

KNN-DTW K-Nearest Neighbor with Dynamic Time Warping

SVM Support Vector Machine

LMSE Linear Mean Squared Error [2]

MAE Mean Absolute Error

MAPE Mean Absolute Percentage Error

MAC Medium Access Control

MLKNN Multi-Label K-Nearest Neighbour

NRMSE Normalized Root Mean Squared Error

xvii



IEQ Indoor Environmental Quality

OBSS Occupant behavior sensing and estimation system

IR Infrared

PAD Protecting Anonymity in Publishing Building Related Datasets

PLCOUNT A Probabilistic Fusion Algorithm for Accurately Estimating Occu-
pancy from 3D Camera Counts

PRECOUNT A Predictive Model for Correcting Real-time Occupancy Count
Data

PCA Principal Component Analysis

PIR Passive InfraRed

PPDP Privacy Preserving Data Publishing

RAPPOR Randomized aggregatable privacy-preserving ordinal response

RF Random Forest

RFR Random Forest Regression

RFID Radio Frequency Identification

RMSE Root Mean Squared Error

RNN Radius Nearest Neighbor

SRSWOR Simple Random Sample without Replacement

SRSWR Simple Random Sample with Replacement

TVOC Total Volatile Organic Compound

UKF Unscented Kalman Filter

UWB Ultra-wideband

WIFI Wireless Fidelity

WP Work Package

xviii



Part I

O V E RV I E W

In this part, we highlight the energy challenge in building environ-
ments, and we introduce the concept of occupant sensing as a critical
element for enabling smart energy buildings. Subsequently, we high-
light the relevant background to this study.





1
I N T R O D U C T I O N

Today, the building industry represents the world’s largest end-use sector and it ac-
counts for as high as 40% energy consumption and 36% Green House Gas (GHG)
emission. This estimate exceeds the energy consumption and GHG emission in
other sectors including transport, industry and power [3, 4]. In the near future,
this consumption is projected to grow significantly as the human population be-
comes increasingly urbanized [5]. In the light of this growing energy menace,
several schemes and directives have been formulated by unions of governments
and agencies. For example, the European Union (EU) through the EU Performance
of Buildings Directive [4] mandates her member states to reduce their total build-
ing consumption by half of the year 1980 levels [6]. Additionally, this directive
requires public buildings to be nearly zero-energy by the end of 2018 while all
other buildings should achieve the same feat by 2020.

Given this directive, member states of the EU are beginning to develop and enact
different strategies for achieving energy sustainability in buildings. For instance,
the Danish Government through the Danish Building Directive aims to achieve
a 75% energy reduction compared to the year 2006 levels [7]. Similarly, several
other initiatives such as the Global e-Sustainability Initiative (GeSI) have taken the
painstaking task of identifying the major challenges associated with high energy
use and the impaired energy performance in buildings [5]. Amongst other things,
these challenges include little consideration for how building use may change over
time resulting in poorly designed buildings, the deviation of builders from the ac-
tual building plan, poorly executed building commissioning exercise for ensuring
that the various systems within a building functions as planned, and the incoher-
ent behavior of building occupants with the defined operational specifications. To
curb these challenges, the report in [5] indicated that leveraging the capabilities
offered by Energy Informatics (EI) could facilitate a 15% reduction of the global
CO2 emission.

1.1 smart building as an important energy informatics challenge

In this dissertation, we define Energy Informatics (EI) as a multi-disciplinary re-
search area that focuses on the development and application of Information and
Communications Technology (ICT) and energy solutions for facilitating and sup-
porting the painstaking transition to a sustainable energy system. This research
area is comprised of expertise from the field of Software Engineering, Computer
Science, Energy Engineering and ICT to address the challenges in a number of en-
ergy sectors [8]. Jørgensen et. al [8] indicated that EI solutions generally fall into
two categories for improving energy efficiency and managing renewable energy
systems.

More specifically, EI for buildings focuses majorly on adding various intelligent
solutions that leverage information about construction typology, building systems,
building thermal properties, weather conditions and occupant behavior to achieve
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Figure 1.1: Building lifecycle, energy informatics solutions and domain applications

energy performance, reduced cost, improved occupant comfort, and sustainability.
These EI solutions should facilitate an informed decision-making process through-
out a building’s construction and usage lifecycle which includes building plan-
ning, construction, usage, maintenance and, repair and improvement. Also, these
EI solutions should facilitate amongst others things domain applications for di-
agnosing building functional operations, for automating the control of building
systems, and for obtaining occupant feedback to achieve a balance between en-
ergy optimization and occupant comfort.

The two most referred EI solutions for facilitating these domain applications and
enabling the informed decision-making process in buildings are Building Perfor-
mance Simulation (BPS) and Building Management System (BMS). In Figure 1.1,
we highlight how these solutions span the building lifecycle from the planning
stage to retrofitting and how a number of domain applications are facilitated by
these solutions. A BPS program utilizes software alongside a number of input
data and a virtual building model for accurately estimating and forecasting the
performance of various aspects of a building. Amongst other things, these input
data may include the local weather, the geometry of the building, and building
envelope characteristics. Furthermore, the internal heat gains from lighting, oc-
cupants and equipment loads, system specifications for heating and ventilation,
operational schedules and control strategies [9] have also been identified. On the
other hand, a BMS is a multi-objective coordination framework for monitoring,
controlling, and optimizing building-wide operations which amongst other things
may include the Heating, Ventilation, and Air Conditioning (HVAC) system, light-
ing, power system, security system and fire alarm, and evacuation system [8].

In Table 1.1, we highlight some example roles undertaken by each EI solution
for facilitating energy performance, reduced cost, improved occupant comfort and
sustainability in the different stages of the building life cycle as highlighted in
Figure 1.1. Papadopoulou et. al [10] indicated that buildings adopting the roles fa-
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Table 1.1: The role of each EI solutions for facilitating energy performance and sustainabil-
ity in the different stages of the building life cycle as highlighted in Figure 1.1

BPS BMS

Plan & Design

1. It facilitates a quantitative
comparison of design options
to inform energy-efficient
building designs and trade-
off.

2. It enables building designers
to determine the sizing of
building systems based on
simulated load e.g. HVAC
system for thermal loads.

Construct

It facilitates the demonstration of
building performance in compli-
ance with energy codes and cer-
tifications.

Operate & Maintain

1. It facilitates the design and
evaluation of system control
strategies.

2. It can identify critical control
variables, guide facility opera-
tion, and produce a predictive
controller that reduces energy
use.

1. It implements the designed
control strategies for building
systems

2. It facilitates the validation
and optimization of the imple-
mented control strategies

Renovate & Retrofit

It facilitates a quantitative com-
parison of retrofit options to
inform energy-efficient building
designs and tradeoffs.

cilitated by these EI solutions can achieve a potential saving of 75% and 10% of the
original lighting load and the load of water heating and cooling respectively. Sim-
ilarly, the analysis results from Schumacher et. al [11] which implements the EU
directive on building energy performance [4] differentiates the energy saving po-
tentials for different type of buildings. Here, Schumacher et. al [11] demonstrated
using BPS that restaurants, hotels, university, hospitals, offices, shopping malls,
and residential buildings can achieve up to 31%, 25%, 34%, 18%, 39%, 49%, and
27% potential energy saving without considering the saving potentials of lighting
control.

1.2 occupant behavior as an important element

Critical to the energy saving potentials offered by EI solutions is the representation
of occupant behaviors for building-wide control and energy simulations.

For BMS’, an improperly configured BMS accounts for 20% energy usage [10].
In order for a BMS to achieve a high energy performance as prescribed in the
Building Automation and Control and Technical Building Management (BAC) en-
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ergy efficiency class specification [11], the BMS should enable a demand-driven
control. A demand-driven control system is required because while an energy-
conscious occupant can provide a limited saving of one-third of total building en-
ergy use [12], occupants cannot be completely trusted to exercise energy-conscious
behaviors especially in buildings where they are not directly responsible for the
cost implications [13]. Hence, the demand-driven HVAC system should be highly
adaptive for temperature set points based on occupant behaviors and Indoor En-
vironmental Quality (IEQ). For lighting control, occupancy-based controls are
required for automatic detection, dimming, switch on and switch off controls for
enabling high energy performance.

For BPS, Chang et. al [14] indicated that occupant behaviors are one major
driving factor behind the discrepancies between measured and simulated energy
consumption in buildings and these discrepancies could range from +/-10% - 40%
[15]. Similarly, the empirical data obtained from identical residential units with dif-
ferent occupant behaviors indicate that energy usage profiles can vary by as much
as 200-300% [16]. Clevenger et. al [17] corroborated these findings by varying
the parameters for specifying occupant behavior in an elementary school build-
ing. The result obtained from this study indicates that the variation of a single
occupant parameter could significantly impact a BPS’ output for up to 40% over
baseline occupant profiles.

In this dissertation, we define occupant behavior as all actions of an occupant (in-
cluding presence) that affects building energy consumption [18]. Energy-related
occupant behaviors are influenced by three major factors namely adaptive trig-
gers, non-adaptive triggers, and contextual factors. These behaviors can be cat-
egorized into adaptive occupant behaviors and non-adaptive occupant behaviors
[19]. Schweiker et. al [20] classified 51 energy-related occupant behaviors obtained
from literatures according to the distance between the occupant and the location
the action or adjustment takes place. These adjustments include physiological,
individual, environment and spatial adjustments. Physiological adjustments in-
clude the thermoregulation response and reaction to changes in visual conditions
by the human body. Individual adjustments represent actions performed on one’s
body such as a change in the amount of cloth worn. Environmental adjustments
are controls performed to change the physical conditions of an indoor environ-
ment. Lastly, spatial adjustments are occupant actions that involve active move-
ment within rooms, building, and between a building and outside.

Kjærgaard et. al [21] highlighted three ways the energy impact of occupant
behaviors can be optimized in buildings. These include passive retrofitting of
buildings to ensure that the same occupant behavior results in lower energy con-
sumption, feedback system to influence occupants to change their energy-related
behaviors to less energy consuming ones, and building intelligence software for
provisioning ambient comfort and facility management for occupants. Melfi et.
al [22] indicated that the notion of capturing energy-related behaviors should in-
clude information about space, time and occupant behavior resolution. Hence, it
presented three dimensions for occupant behavior sensing and estimation systems
to capture occupant behavior using information about spatial resolution, tempo-
ral resolution, and occupant behavior resolution. Similarly, Kjærgaard et. al [21]
proposed nine dimensions for classifying an occupant behavior sensing and esti-
mation system and from these, two additional dimensions of occupant behavior
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sensing and estimation system with regards to their temporal and spatial cover-
ages are identified.

Real-time

Past

Future

Site

Building

Room

Object

Temporal Spatial

R
esolution

Tracking

CoveragePresence

Event-based

Site

Building

Room

Object

Periodic 

Action

Count

Identity
Occupant Behavior 

Figure 1.2: Five dimensions for measuring occupant behavior

In Figure 1.2 we provide a harmonization of these dimensions, and in the follow-
ing, we provide additional details about the elements in each dimension. Temporal
and spatial coverage defines the extent to which an occupant behavior sensing and
estimation system can provide occupant behavior estimates in the temporal and
spatial domain respectively. This extent in the temporal domain can be in the real-
time, past or future while in the spatial domain, it can be at a site, building, floor,
space or object level. The temporal and spatial resolution defines the granularity
at which occupant behavior estimates can be delivered both in the temporal and
spatial domain respectively. In the temporal domain, this could be event-based
or periodic which may include at a second, minutely, an hourly, or daily granu-
larity. In the space domain, this could be at a site, building, floor and room level.
Lastly, occupant behavior resolution represents the significance of occupant data
presented by each type of occupant behavior sensing and estimation method [13].
The order of significance is as follows:

presence : This represents the presence or absence of an occupant in a space. Oc-
cupancy presence constitutes the first step to determining occupant behavior
in a building, and its aggregation can be used to compute diversity factors
or profiles [23].

count : This represents the number of occupants in a space. Occupancy counts
is utilized majorly to tailor the operations of an HVAC system to the actual
number of occupants in a space [24, 25].

tracking : Also commonly referred to location and trajectory, represents the geo-
graphical coordinate, location and movement of occupants within a building.
Occupant trajectory data could be leveraged to facilitate proactive comfort
systems [26, 13].

identity : This level of occupancy resolution provides information about which
occupants are present in a particular zone of a building. Information about
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occupant identity can facilitate personalized system configuration and com-
fort conditions. Information about the identity of occupants can also be
highly intrusive.

actions : This represents all adaptive occupant behavior performed within a
space that influences the metabolic rate of the body or CO2 production [27]
and/or for controlling the different building systems for achieving an ami-
able ambient condition [18].

1.3 the coordicy project

This Ph.D. study has been conducted as part of a research project - COORDICY.
COORDICY is an acronym for "ICT-driven Coordination for Reaching 2020 En-
ergy Efficiency Goals in Public and Commercial Buildings". The objective for
COORDICY is to provide scientifically based, practically implementable and eco-
nomically viable ICT-centered solutions to close the energy performance gap in
newly built energy efficient public and commercial buildings, and to improve the
energy performance of existing buildings. Given a set of optimization goals for a
commercial or public building, this project aims to develop EI tools that identifies
the best combination of passive building retrofits and EI solutions that increases
building intelligence for achieving both the building optimization goals and the
project objectives [8].

COORDICY is comprised of five main interconnected Work Packages (WPs)
which includes:

wp1 - sensing and modeling of occupant behavior : The objective of this
WP is to develop crowd behavior-based methods for occupant sensing and
modeling to identify, characterize and predict occupant behavior and explore
how sensing affect behavior.

wp2 - building modeling and simulation : The objective of this WP is to
develop a holistic BPS model that combines electrical models, thermal mod-
els, the occupancy models from WP1 and weather forecasts to simulate build-
ing energy consumption.

wp3 - building operating system services platform : This WP aims to
extend Building Operating System Services [1] (BOSS) with new services
for providing programming abstractions for construction typologies, thermal
properties, building system layout and occupant detection.

wp4 - multi-objective coordination framework : This WP aims to de-
velop a multi-objective BMS for building-wide coordination of independent
control objectives for decentralized building systems with occupant behavior,
weather conditions and overall building operation requirements to ensure
optimal energy performance.

wp5 - building diagnostics framework : The objective of this WP is to de-
velop a diagnostic framework for identifying the cause for the differences in
actual and predicted energy-performance.
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Several projects and research activities have been undertaken within these WPs
and in [28], we provide additional details about these activities.

1.4 research approach

In literatures, there are many known research approaches to occupant behavior
studies. These includes survey [29], laboratory [30], virtual reality [31], and in-situ
[32]. The survey research approach utilizes questionnaires, interviews, and focus
groups to extract personal behaviors of occupants. While this approach can usu-
ally provide the background and rationale behind occupant’s habits and behaviors,
they cannot suffice for domain applications requiring frequent data sampling be-
cause of occupant’s required active participation [29]. The virtual reality research
approach is an emerging approach which immerses the participants in a virtual in-
teractive building environment. This approach is generally low cost because a real
environment is not needed. However, they do not offer scene representation that
are natural environments for occupants [31]. The laboratory research approach
involves the recruitment of participants to spend time and interact with fabri-
cated environments. While these environments are usually heavily instrumented
for simulating various scenarios, these visible sensors may remind occupants of
being actively monitored which may constrain their behaviors [30]. An in-situ
research approach, unlike other research approaches, provides a natural environ-
ment where occupants are being monitored with less intrusion and it facilitates a
long-term monitoring campaign that is viable for delivering demand-driven con-
trols and energy optimization in building [32]. The research approach adopted in
this dissertation is the in-situ approach for studying occupant behaviors. In-situ
studies involve the monitoring of occupants in their natural environments where
data are acquired passively through installed sensors to detect occupant behav-
iors, energy use, and IEQ [31]. O’Brien et. al [32] presents the four major phases
of in-situ studies that describes an ideal approach and outcomes. These phases
include the investigation and design of experiments, participants recruitment and
equipment installation, study and publishing. In Chapter 2, we extract key ele-
ments from this research approach to formulate the different stages undertaken
for developing an occupant behavior sensing and estimation systems.

The process of conducting occupant behavioral studies requires strict adher-
ence to ethical standards from Insitutional Review Board (IRB) for protecting the
occupant’s rights and for minimizing potential harm to occupants. These rights
involve ensuring the occupant’s confidentiality, the protection of the occupant’s
privacy, obtaining informed consent and properly design studies for alleviating
wasted time and efforts. Typically, the risks associated with occupant behavioral
studies are usually classified as minimal risk and are usually granted a exempt
or expedited levels of review. However, a close examination may be required
by an IRB to ensure that the risks posed by an occupant behavioral studies are
not greater than minimal risk requiring full board level of review. Chen et. al
[33] identified that the common risks in occupant behavioral studies may involve
obtaining confidential data as part of experimental study design, video data collec-
tion for model formulation and validation, unwanted inferences from sensor data
collection, and the use of secondary data without informed consent. However,
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the occupant behavioral studies conducted in this dissertation explores various
means for protecting occupants from these risks. Firstly, these studies are sub-
jected to a review and approval process of the IRB of the University of Southern
Denmark as part of the overall COORDICY project. Secondly, implicit consents
are obtained from occupants through the placements of relevant notices or sign
informing occupants of potential videotaping. Thirdly, an anonymization proce-
dure for removing explicit occupant identifiers and personal (sensitive) occupant
information is developed to alleviate the potential risks of sensor data collection
and secondary data. Also in Chapter 2, we extract key elements from relevant
literatures about privacy protection of sensitive datasets to formulate the different
stages undertaken for developing an anonymization procedure.

1.5 goals and research scope

The goal of this Ph.D. study is directly tied to the objectives of WP1. This aims to
develop an estimation method for sensing and modeling of crowd-based occupant
behaviors and for protecting the privacy of occupants in building-related datasets.
The requirements for these occupant estimation methods are elicited from WP2

and WP4. This is to ensure the delivery of relevant occupancy models for achiev-
ing the objectives of these WPs.

An initial requirement elicitation process involving interview sessions were con-
ducted with stakeholders of WP2 and WP4 to identify the state-of-art approaches
for representing and integrating occupant behaviors in the BPS and BMS programs
adopted in these WPs respectively. Secondly, brainstorming sessions were con-
ducted with these stakeholders to prioritize the relevance of different occupancy
behaviors for bridging the energy gaps in buildings. Thirdly, a requirement speci-
fication for capturing the relevant occupancy behavior was derived for both WPs.

The result of the brainstorming session indicated that while the estimation of
several adaptive occupant behaviors (such as window and door openings which
has significant effect on the dynamics of heat losses in a building and its overall
heat load) are relevant for mitigating the energy gaps in buildings, it is still un-
determined how their effects should be quantified or evaluated in BPS and BMS
programs. Given these bottlenecks, the scope of our research is confined to non-
adaptive occupant behaviors including occupancy presence, count, and location.

Given this scope, the first goal of this dissertation involves the development of
occupant sensing and estimation systems for estimating the aforementioned non-
adaptive occupant behaviors. These behaviors involves a data-driven approach
that utilizes a combination of both software and/or hardware for sensing, estimat-
ing and predicting these occupant behaviors [34]. In other words, it involves the
derivation of occupant behavior estimates for a prescribed combination of the five
dimensions of an occupant sensing system.

As highlighted in Section 1.4, an occupant behavioral study should conform to
some ethics standard that protects occupants from potential risks. The obtained
results obtained from occupant sensing and estimating systems may provide in-
formation about occupants that may constitute a privacy breach for occupants.
To mitigate against such potential risks, the in-situ research approach proposes
a publishing phase that presents us with an additional input for presenting the
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results obtained from the sensing and estimation methods in a privacy-preserving
manner. This publishing phase involves the presentation of anonymized occupant
behaviors obtained from sensing and estimation methods for general use by other
researcher and stakeholders [32]. This anonymization procedure constitutes the
second goal of our research, and it involves the process of suppressing the sensi-
tive information of occupant behaviors such that occupant behavior estimates can
be widely applied for validation and several other purposes [35].

1.6 contributions

In this section, we highlight the contributions of this dissertation according to the
two identified goals. In Figure 1.3, these contributions are presented in light of
the eight research publications conducted during this Ph.D. study, and it gives a
time-based overview of the presented works.

Occupancy
Sensing, Estimation

and Prediction

Privacy Protection 

  2015 2016 2017                            2018  

PROMT: Predicting Occupancy Presence in Multiple
Resolution with Time-shift Agnostic Classification

PreCount: A Predictive Model for Correcting Real-time Occupant Count Data

Performance comparison of occupancy
count estimation and prediction with

common versus dedicated sensors for
building model predictive control

PLCount: A Probabilistic Fusion
Algorithm for Accurately Estimating

Occupancy from 3D Camera Counts

DCount : A Probabilistic Algorithm for Accurately Disaggregating
Building Occupancy into Room Occupancy

Scalable and Accurate Estimation of Room-
Level People Counts from Multi-Model Fusion

of Perimeter Sensors and WiFi Trajectories

PAD: Protecting Anonymity in
Publishing Building
Related Datasets 

A Framework for Privacy-Preserving
Data Publishing with Enhanced

Utility for Cyber-Physical Systems

Figure 1.3: A figure highlighting the contributions of this dissertation and the logical
grouping of the research publications conducted during the course of the Ph.D.
study
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2
B A C K G R O U N D

This chapter provides an overview that forms the foundation for this dissertation.
In this overview, we highlight the groups of commonalities established in the data-
driven occupant behavior sensing and estimation system that are presented in the
subsequent chapters in this dissertation. The development of a data-driven oc-
cupant sensing and estimation method is comprised of two major stages namely
the analysis and the implementation stages and an optional stage namely the pub-
lication stage. The first two stages are comprised of essential decision-making
processes for delivering a robust data-driven occupant behavior sensing and es-
timation system. The last optional stage is concerned about how the estimates
derived from these systems are post-processed for privacy protection. The compo-
nents in all these stages are based entirely on previous literature, and others are a
combination of excerpts from different literature.

The investigation and design of experiment phase, and the participant recruit-
ment and equipment installation phase of the in-situ research approach prescribes
the essential components of a preliminary analysis stage for developing a data-
driven occupant behavior sensing and estimation system. This stage determines
the occupant behavior to be studied including the temporal and spatial resolu-
tion of the occupant behavior and their coverages respectively. Also, the sensor
modality and data logging infrastructure for capturing these behaviors and their
influencing factors are identified in the stage.

The implementation stage for developing methods for occupant sensing and es-
timation is comprised of a preprocessing stage that mitigates some inadequacies of
the identified sensor modalities and what modeling methods should be employed
for accurately capturing and estimating the tendencies and traits obtained from the
identified sensor modalities. This stage corresponds partially with the study phase
of the in situ research approach which describes procedures for storing obtained
data from installed sensor modalities and for mitigating sensor failures. However,
unlike these procedures, standardized methods are required at this stage for both
data preprocessing and for developing robust occupancy models that can capture
the required occupant behaviors.

The third optional stage of the data-driven method is the publication stage. The
components in this stage directly correspond to the steps in the publication phase
of the in-situ research approach. The idea here is that there should exist an op-
tion for anonymizing and publishing the raw or detailed estimates to provide a
good level of privacy protection from adversary while preserving data usefulness.
This is to ensure that other data analysts are provided with the means to verify
and validate the results of a proposed estimation method [32] and for other data
mining purposes. In Section 2.4, we provide additional background details about
state-of-art techniques for identifying and developing anonymization approaches.

In Figure 2.1, we present an overview of both the analysis, implementation and
the optional publication stages comprising of five groups of components. From
this figure, a selection process is required in the first two groups of the presented
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components as a prerequisite for developing data preprocessing strategies and
modeling methods. In the selection process, stakeholders determine the resolution
of the occupant behavior to be captured, and the selection of sensor modalities
that can suffice for the required resolution and that can capture the behavior of
interest. Subsequently, relevant data preprocessing methods are developed for
cleaning, integrating, reducing and transforming the datasets obtained from the
deployed sensor modalities. The third step involves the development of modeling
methods that can accurately sense and estimate the required occupant behavior.
In the last step, we determine if the obtained estimates should be published as-is
with detailed information or be anonymized. In the following sections, we from
the second group present the components in each stage.

Modelling MethodsData PreprocessingSensor ModalityBehavior 

Presence

Tracking

Identity

Count

Action

IMPLEMENT

Cleaning 

Integration 

Reduction 

Transformation 

Statistical Analysis 

Data Mining  

Agent-based 

Stochastic 

Image-based 

Threshold &
Mechanical 

Motion 

Radio Signal 

Consumption 

Environmental 

Human-in-the-loop 

Fusion 

PUBLISH

Raw & Detailed 

Anonymized 

ANALYSE

Figure 2.1: Overview of the analysis and development stages of occupancy sensing
method

2.1 sensing modality

Occupant sensing involves the use of software, hardware and/or people for quan-
tifying and extracting data about occupant behaviors. Dong et. al. [36] categorized
six methodologies of occupant sensing in buildings which includes image-based,
threshold and mechanical, motion sensing, radio-based, environmental, human-
in-the-loop, and consumption sensing. Subsequently, it utilized nine performance
metrics for evaluating each methodology. The performance metrics include cost,
power type, data storage, deployment type, sensing range, data sensed, collection
style, accuracy and failure, and demonstrated control application. In this section,
we provide a summary of this categorization and distinguish each sensor by the
occupant resolution sensed (data sensed), a description of the sensing methodol-
ogy, their cost, accuracy, and privacy.

Readers should kindly refer to the categorizations in [36] for more details.
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Figure 2.2: Mind map showing an outline of the occupant sensing categories

2.1.1 Image-based Sensing

Generally, image-based occupant sensing captures electromagnetic data in the
form of a matrix and the information contained in this matrix are relative to both

15



the spatial coverage and resolution of the sensing technology. This category of
sensing includes Infrared (IR) cameras, visible light cameras and luminance cam-
eras where some of these cameras can provide 2D or 3D (depth) information.
Irrespective of the type of camera technology adopted, image-based technology
alongside suitable detection algorithms can be used to detect the presence of oc-
cupants [37], estimate the count of people [38, 39, 40], track the direction of peo-
ple, distinguish occupant’s identity, and sense interactions between occupants and
with the environment [41, 42].

While image-based sensing provides a multi-facet mode of occupant sensing
with high accuracy, their accuracy are hugely challenged by the problems of poor
lighting and occlusion [43, 44, 39, 45]. These challenges have been reported to be
the major causes of under-counting and over-counting of image-based sensing. In
Chapter 3, we propose two methods for addressing the challenges of over-counting
and under-counting both in the past and in real-time. Concerning privacy, image-
based technologies for capturing occupant behaviors are considered significantly
intrusive. This is mainly because of their ability to capture image recordings of
occupant’s actions and inactions. In terms of cost, image-based sensing has asso-
ciated high cost of deployment with unit costs ranging from $300 to $1600.

2.1.2 Threshold and Mechanical Sensing

This category of occupant sensing modalities is used to detect state changes of
building components such as windows, doors with which occupant frequently in-
teracts with. These sensing modalities include reed contacts, door badges, piezo-
electric mats and IR beams. Reed contacts are low-power sensors that can be
mounted on doors and windows to detect window opening and closing. Door
badges are commonly found sensors for buildings access control and with capa-
bilities for logging the identity of occupants [46]. Piezoelectric mats are energy
harvesting mats that facilitate the sensing of occupants walking over areas of de-
ployment [47]. Lastly, the IR beams are common deployments for line counting
at building entrances, and it enables the estimation of people passing through a
specific line of beam.

The sensors in this category are generally low-cost sensors with a relatively in-
significant cost of deployment and overhead when compared to sensor modalities
of other categories, and they support various resolution of occupancy. The reed
contacts, for instance, are well known for detecting binary occupant actions with
regards to door and window openings with no details about the angle of opening.
Door badges and IR beams can provide accurate information about the presence
and the overall count of occupants if entrances are restricted to singular passage
per access else they will also suffer from the challenge of under and over-count.
Piezoelectric mats are only capable of detecting occupancy presence. With regards
to privacy, these sensor modalities generally provide a non-intrusive way of esti-
mating occupancy in buildings with the exception of door badges.
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2.1.3 Motion Sensing

Motion sensors are generally used to capture movement in spaces to detect occu-
pancy presence. This category of sensing includes Passive InfraRed (PIR) sensor,
ultrasonic and microwave doppler, and ultrasonic ranging. Of these sensors, PIR
sensors are more commonly deployed in buildings for automated lighting control,
for detecting the presence of occupants and for validating presence models. Ul-
trasonic and microwave doppler provide estimates about the speed at which an
object is moving to or from the sensor. Ultrasonic range sensor, on the other hand,
measures the distance to an object and can be deployed for detecting occupants
passing through an entrance [48].

While motion sensors generally guarantee anonymity and privacy for spaces
with more than a single occupant and are relatively low and medium cost sensors,
their capabilities and accuracies are limited due to various reasons. For instance,
the accuracy of PIR sensors can be impeded by inaccurate coverage of monitored
spaces and spaces with highly inactive occupants. Also, though ultrasonic and
microwave dopplers provides more sensitivity than PIR sensors, this level of sen-
sitivity could cause over-count errors with small movements. Similarly, ultrasonic
range sensors are quite sensitive to ultrasonic noise and to non-human objects.

2.1.4 Radio Signal Sensing

Radio signal sensing covers all sensor nodes that transmits or receives signals cov-
ering electromagnetic wave frequencies of 10kHz to 300GHz [49]. This category
of sensor modalities has been deployed to facilitate the estimation of occupancy
presence, count, location, identity, and movement within spaces. And it achieves
this feat by computing the proximity of receiving node to the transmitting nodes,
the physical distance between the nodes, and signal distortion at the receiving
node [25, 50]. This sensing category is comprised of Radio Frequency Identifi-
cation (RFID), Wireless Fidelity (WiFi), Bluetooth, Ultra-wideband (UWB), and
Global Positioning System (GPS). The RFID sensor are common deployments
for identifying occupants and objects with unique identifiers tags that are either
passive or active. These deployments are capable of detecting the proximity and
distance for estimating occupant location. WiFi technologies are common short-
range communication deployments in building and are leveraged to position WiFi
enabled devices [51]. Recently, WiFi have been used to complement GPS for posi-
tioning devices indoor and in cities with high rise buildings [52]. Similarly, Blue-
tooth enables short-range communication that can be used as proximity beacons
which alongside location fingerprinting can enable Bluetooth devices to measure
their distances and to position themselves accurately [53]. UWB are signals that
occupies more than 500MHz bandwidth that enables accurate estimation of dis-
tances and signal distortion through the transmission of short pulses [54]. Using
UWB for positioning requires the deployment of receivers within spaces to retrieve
transmitted signals from occupant’s UWB transmitting devices. Also, these UWB
receivers could measure signal distortion to detect occupancy presence in a space
[55]. In the case of GPS systems, GPS enabled devices receive line-of-sight signals
transmitted from multiple satellites to estimate its location. GPS signals are signif-
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icantly attenuated in indoor environments and thus provide less accuracy or no
location estimates.

Occupancy sensing through radio signal usually involves the adoption of an
initial deployment as part of a building infrastructure; otherwise, the cost of de-
ployment could be significantly high. Regarding detection accuracy, the sensor
modalities in this category have varying accuracy estimates depending on the
adopted sensing modality. RFIDs can provide fine-grained positioning of occu-
pants, WiFi systems can achieve a positioning accuracy of 2-10 m depending on
the selected positioning method [52], Bluetooth beacon systems can achieve a posi-
tioning accuracy of 5-35 m [56], UWB can achieve a positioning accuracy of about
10-50 cm and GPS systems can achieve an outdoor positioning accuracy of 1-10

cm [49]. While GPS can achieve such high accuracy, it will require expensive units
for augmenting standard deployments. In terms of privacy, the level intrusiveness
of these sensor modalities is minimized when occupants carry receiver nodes that
utilize probe signals (transmitted by other devices or infrastructure) to estimate
occupancy. This is the case with Bluetooth beacons, GPS systems, and WiFi po-
sitioning systems utilizing passive probes of WiFi access points. However, the
intrusiveness of sensing methodologies is quite high for occupant devices with
active transceivers. This is because transmitted signals usually contain a unique
identifier (Medium Access Control (MAC) or Internet Protocol (IP) addresses) that
can be directly linked to occupants and an aggregation of these transmitted signals
can reveal private information about an occupant.

2.1.5 Consumption Sensing

Consumption sensing is comprised of sensor modalities for estimating energy and
water usage in buildings [36]. Several works have identified the high correlation of
consumption datasets with occupancy. For example, Das et al. [57] correlated elec-
tricity dataset from smart electric meters and domestic water consumption data
with building-level occupancy count and reported positive correlations. Similarly,
Zhao et al. [58] used datasets from individual electricity meters and wearable
devices to learn the plug-in behavior of occupants.

Most modern-day buildings are instrumented with smart energy meters that can
estimate the overall consumption of a building. These estimates, alongside special
software tools, can be used to disaggregate such consumption data to obtain fine-
grained datasets that can highlight the energy use of the individual occupant and
components in a building. Consumption data especially electricity data in private
home and spaces can be exploited to reveal private information that are of interest
to insurance companies, marketers, governments, and even potential employers
for estimating premium rates, funneling commercial ads, vetting applicant’s back-
ground, and monitoring citizens respectively [59].

2.1.6 Environmental Sensing

This group of sensors is usually dedicated for estimating Indoor Environmental
Quality (IEQ) (which includes indoor air quality, thermal comfort, aural comfort,
and visual comfort) and outdoor environmental conditions. The sensor modalities
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in this category are comprised of CO2, illuminance, temperature, relative humid-
ity, acoustic, and Total Volatile Organic Compound (TVOC). Several researches
on adaptive occupant behavior tries to establish the correlation and causation
between IEQ attributes and adaptive occupant behavior. For occupancy related
researches, these sensors are usually fused for detecting occupancy presence in
buildings. In Section 2.1.8, additional details about fusion sensing are provided.

The cost of deploying environmental sensors are fairly low. More so, IEQ sen-
sors, and sensors for estimating indoor and outdoor environmental conditions are
fairly common in modern buildings [60]. This is because the air handling units
of Heating, Ventilation, and Air Conditioning (HVAC) systems rely significantly
on IEQ sensors for regulating their operation in spaces and for achieving amiable
indoor air condition for occupants. However, in single person spaces, the dataset
from IEQ sensors such as temperature, CO2, and relative humidity datasets can
reveal information about occupant’s health which could be highly sensitive and
private. In terms of accuracy, the detection latency of CO2, temperature, and rel-
ative humidity sensor, and the variation between the sound produced by each
occupant could significantly impede sensing accuracy.

2.1.7 Human-in-the-loop

This category covers cases where occupant behavior data are obtained by humans
and it is comprised of manual observation, internet-based occupant data, device
interaction, and crowdsourcing. Manual observation involves the logging of oc-
cupant behaviors which are used mainly as ground truth methods for evaluating
the accuracy of other sensors. Internet-based occupant data involves the uses of
dataset provided by an occupant such as calendar data, the dataset from social
media and survey to augment occupant sensing [61]. Device interaction aims at
capturing data about occupant interactions with control interfaces which may in-
clude a thermostat, light switches, and motorized blinds. Statistical analysis on
data obtained from device interactions have been applied in building controls [62]
and motorized blinds [63].

2.1.8 Fusion Sensing

Also known as sensor fusion, this category facilitates the use of software to intel-
ligently combine data from several sensors for the purpose of improving system
accuracy and/or deriving more contextual information about occupant behavior.
Several authors have proposed ways to combine data for estimating the various
types of occupant behaviors in buildings. Dong et. al [64] combined datasets from
PIR, camera, CO2, TVOC, temperature, illuminance, relative humidity, and acous-
tic sensors to estimate occupancy presence and count in an office building. Das
et. al [57] combined datasets from electricity, water consumption, and the number
of connected WiFi devices to estimate occupancy count in buildings. Seer et. al
[65] combined datasets from multi-infrared, image-based, and acoustic sensors for
monitoring the depth of captured images. Gilani et. al [66] deployed image-based
sensors for estimating illuminance, motion sensors, indoor temperature, and hu-
midity sensors to analyze and estimate occupant interactions with light, blinds,
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and thermostats. Similarly, Gunay et. al [67] utilized datasets from temperature,
humidity, CO2, illuminance, pyranometer, PIR, and contact sensors to determine
occupancy presence and to further capture occupant’s interactions with thermo-
stat, lighting shades, and electric lighting.

Heavily instrumented buildings come with high associated costs. However, sev-
eral initiatives such as the Hamilton project [68] are deploying cost-effective so-
lutions comprising of multiple sensors for monitoring both occupant motion and
the environmental factors that are influencing occupant behavior in buildings. In
another vein, dedicated occupant sensors are fused with commonly found sensors
with the aim of estimating occupancy at a higher spatial resolution and to avoid
the high cost of deploying these dedicated sensors at the required spatial reso-
lution. In Chapter 5, we present two works that fuse image-based sensing with
environmental sensing and radio signal sensing for estimating room level occu-
pancy counts and trajectories in buildings. In terms of privacy, sensor fusion can
be likened to a process where an adversary combines background or public in-
formation with sensory datasets to derive fine-grained information. In Chapter 6,
we present two works that simultaneously prevent such adversarial attacks and to
preserve data utility.

2.2 data preprocessing methods

Based on the previous section, we highlight a number of challenges impeding
the quality of acquired data from the presented sensor modalities. For instance,
the high sensitivity of the ultrasonic ranging sensors presents high susceptibility
for generating noisy datasets, the over-count and under-count errors of image-
based sensing presents a problem of missing and incorrect datasets, similarly, the
passiveness of the PIR sensors to inactive occupants present a problem of miss-
ing and incomplete datasets. While these sensing modalities have their inherent
challenges, their varying sampling rate or temporal granularity also presents a
problem of data inconsistency.

The debate about the quality of data is subjective to different users, and this is
because the usability of data is only dependent on its ability to satisfy the require-
ments for intended use. However, there exists a number of factors that qualify the
data quality of sensor datasets and these includes:

1. Accuracy: The major causes of inaccurate dataset includes faulty sensor
modalities, human, and computer errors during data entry. Acquired sensor
data should be very accurate because it is highly established that low-quality
data will lead to low-quality inference.

2. Completeness: Incompleteness in datasets may arise for numerous reasons.
Often, the decision for including attributes of interest are shortsighted, and
these attributes are deemed irrelevant. Also, relevant attributes may be un-
available or omitted because of sensor malfunction. Lastly, some attributes
may be suppressed for privacy reasons.

3. Consistency: Inconsistency usually arises from varying formats of attribute
fields or metadata tags used in describing data.
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4. Timeliness: Whether acquired sensor data are event-based or periodic, dataset
should be acquired instantaneously to facilitate time-driven applications. A
number of time-series applications will usually require both real-time data
delivery and completeness of partially dependent datasets from previous
timestamps.

5. Believability: This indicates the trustworthiness of sensor data by users.
While this remains a subjective factor, more often than not, data users usu-
ally lose confidence in datasets with the antecedent of problems irrespective
of any recent corrective measures that may have been applied.

6. Interpretability: Acquired sensor data should be self-descriptive such that
data users are able to comprehend all applied representative conventions,
codes, and units.

Han et al. [69] presents four categories of data preprocessing task for achieving
quality data and these include data cleaning, data integration, data reduction and
data transformation. Figure 2.3 presents an outline of the models in each category
and in this section, we summarize these categories and highlight the various meth-
ods under them. Readers should kindly refer to the categorization in [69] for more
details.

Data Preprocessing

Data Cleaning

Missing Values

Outlier Removal

Data Integration

Early Identification
Avoidance

Redundancy and
Duplication Removal

Conflict Removal

Data Reduction

Dimension Reduction

Numerosity Reduction

Data Compression

Data Transformation Normalization

Discretization

Hierarchy Generation

Feature Construction

Smoothning

Figure 2.3: Mind map showing an outline of the data preprocessing categories
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2.2.1 Data Cleaning

Unclean datasets are datasets with missing values, outliers and noise. Here, we
define noise as random errors or variances in datasets. Cleaning acquired datasets
firstly involves discrepancy detection. Discrepancy detection utilizes the domain
knowledge of the data to determine if there are missing values in the measured
dataset or if they fall in an expected range. Apart from using domain knowledge
about data, obtaining ground truth datasets are another way of validating discrep-
ancies in measured datasets. After discrepancy detection, a number of methods
are applied for cleaning the measured dataset. In the following, we present the
methods for filling missing values and removing outliers in measured datasets.

Common ways for filling missing values includes the use of central tendencies
such as mean and median of an attribute, ignoring the tuple, adoption of a global
constant such as "Unknown", utilizing probabilistic and supervised learning func-
tions such Bayesian formalism, transition probability matrix, regression models to
interpolate or predict missing values. Of all these methods, probabilistic and su-
pervised learning function for filling missing values are quite popular because it
utilizes a number of relationship with other attributes to estimate a missing value.

Removing noise or outliers in datasets involve the smoothening of measured
data with methods such as binning, regression or cluster analysis. A binning
method smoothens measured dataset by firstly partitioning their sorted values
into a specified number of bins and then applying a strategy to each bin. Com-
monly applied strategies include smoothing by bin means or median, and by bin
boundaries. Regression analysis involves fitting a regression model to two or
more attributes such that one or more attributes can be used to predict the target
attribute. Commonly used regression methods are linear regression or multiple
linear regression. Lastly, cluster analysis organizes similar values into clusters,
and it considers values that fall outside these clusters as noise.

2.2.2 Data Integration

Data integration involves the merging of multiple data sources into a coherent
data store to minimize redundancies and inconsistencies of measured datasets
and to improve the accuracy of estimation models. This process could be likened
to the concept of Fusion Sensing in Section 2.1.8. Several factors that need to
be taken into consideration during data integration includes entity identification,
redundancy, duplication, and value conflicts.

Entity identification problem arises when equivalent entities from multiple data
sources have different value representation, units, constraints, or dependencies.
Careful considerations should be paid to the structure of data sources to ensure
that the constraints and dependencies of each data source match up to the target
system.

Redundancies may arise as a result of derived attributes or inconsistencies in the
naming of attributes of different data sources. At a tuple level, entries in a dataset
may be duplicated when equivalent attributes of data sources are merged. There
exist methods for identifying redundancies between attributes, and these include

22



correlation coefficient and covariance analysis for numeric data and correlation
testing with chi-square for nominal data.

2.2.3 Data Reduction

Data reduction furnishes data analysts with the ability to transform a large amount
of data into much smaller representations that retains and maintains the integrity
of the data. Data reduction is essential in a number of data analysis tasks because
large datasets are sometimes impossible to model because of the associated in-
feasible run-time. Three strategies are commonly applied for reducing large and
complex datasets and these include dimensionality reduction, numerosity reduc-
tion, and data compression.

Dimensionality reduction methods aim to reduce the number of random vari-
ables of an original dataset. Dimensionality reduction techniques includes Principal
Component Analysis (PCA), Discrete Wavelength Transforms (DWT) and attribute
subset selection. PCA searches for a number of orthogonal vectors that best rep-
resents the original data and then it performs some transformation that projects
the original dataset into a smaller space. Similarly, DWT like PCA transforms
acquired datasets such that the original and transformed dataset have the same
length, however, the transformed dataset represents a compressed approximation
of the original dataset in wavelength space. Subsequently, the transformed dataset
can be truncated according to a specified threshold to reduce the number of at-
tributes for faster computational time. Attribute subset selections aim to find the
minimum set of attributes such that the probability distribution of the data classes
is as close as possible to the original distribution. Attribute subset selection is
achieved by applying heuristic methods that make a locally optimal choice in the
hope that it leads to a globally optimal solution. These heuristic methods apply
a number of strategies which includes stepwise forward selection, stepwise back-
ward elimination, their combinations and Decision Tree (DT) induction.

Numerosity reduction replaces an original dataset with an alternative compact
data representation which can be parametric or non-parametric. Parametric meth-
ods involve the use of a model that approximates the dataset and stores only
the data parameters. Examples of parametric methods are regression and log-
linear models. Conversely, Non-parametric methods such as histogram, cluster,
sampling, and data cube aggregation stores a reduced representation of an orig-
inal dataset. In the case of histograms, singleton buckets representing a single
attribute value and its frequency are used instead of buckets representing a con-
tinuous range for the given attribute. In the case of clustering, the centroid of
each cluster is used to replace the actual data. A sampling process, on the other
hand, utilizes a smaller random subset of a data to represent a large dataset. De-
pending on the application, a number of common sampling approaches could be
applied namely Simple Random Sample without Replacement (SRSWOR), Simple
Random Sample with Replacement (SRSWR), cluster sample, and stratified sam-
ple. Lastly, data cube aggregation helps to store multidimensional aggregated
information and it provides fast access to precomputed and summarized data.
For example, a minutely acquired occupancy count dataset comprised of three
years data can be aggregated into daily, weekly, monthly, quarterly, and yearly
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counts. These data cubes created for varying layers of abstraction are referred to
as cuboids and the highest level of abstraction is called the apex cuboid.

2.2.4 Data Transformation

In the data transformation preprocessing step, datasets are converted and consoli-
dated into appropriate forms for more efficient modeling processes and for easier
derivation and understanding of inherent patterns. This step is mostly comprised
of some methods discussed in previously described preprocessing steps and it can
be categorized into smoothing, attribute construction, aggregation, normalization,
data discretization, and hierarchy generation. Smoothing methods are already dis-
cussed in Section 2.2.1. Attribute construction also known as feature construction
creates and adds new attributes to aid modeling process. Methods for attribute
construction already discussed in Section 2.2.2. Aggregation methods for sum-
marizing the original dataset into data cubes or datasets at multiple abstraction
levels are discussed in Section 2.2.3. In the following, we discuss methods for data
normalization, discretization, and hierarchy generation.

Data normalization helps to avoid dependence on a choice of measurement units
and attempts to give equal weight to all attributes by performing a normaliza-
tion or standardization procedure. A normalization or standardization procedure
transforms a given dataset so that it falls within a common range of [0.0, 1.0] or
[-1, 1] respectively. Data normalization are achieved using three main methods
namely min-max normalization, z-score normalization and normalization by deci-
mal scaling. Min-max normalization maps each value in the dataset in the range
of a new minimum and maximum value by subtracting the minimum value of the
original dataset from all values of the original dataset and subsequently dividing
the derived value by the difference of the maximum and minimum value of the
original dataset. One disadvantage of Min-max is out-of-bounds error where future
inputs fall outside the min-max value of the original dataset. Z-score normaliza-
tion, on the other hand, normalizes each value in a dataset based on the mean and
standard deviation of the original dataset. Here, each value of the original dataset
is subtracted from the mean and the derived values are subsequently divided by
the standard deviation. Finally, normalization by decimal scaling simply moves
the decimal point of values in the original dataset. We determine the number of
decimal points to be moved by detecting the count of the absolute maximum value
of the dataset. Subsequently, each value in the original dataset is transformed by
dividing it by the 10 exponent of the derived count.

Discretization replaces the raw values of numeric attributes by interval labels
which can be organized into higher-level concepts. Discretization can be achieved
by binning, histogram analysis, clusters, DT, and correlation analyses. Discretiza-
tion by binning groups data into equal-width and replaces each value in the bin
with the mean or median of the bin. Using histogram and clustering for dis-
cretization is similar to numerosity reduction procedure described in Section 2.2.3.
Discretization with DT creates a hierarchical discretization of a dataset. It usu-
ally computes the entropy of class information to determine split-points, and for
numeric values, it recursively selects the minimum entropy as split-point until
a hierarchical structure is achieved. Discretization with correlation analysis are
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commonly achieved using ChiMerge. ChiMerge recursively merges two neighbor-
ing or adjacent intervals with the smallest Chi2 score into a larger interval until a
stopping criteria.

Hierarchy generation is a data transformation technique for nominal data and
it can be specified in four ways. The first method involves a specification by an
expert for a partial or total ordering of attributes at the schema level. The second
method also involves a specification of explicit data grouping for a small portion of
intermediate-level data. The third method involves a process of specifying a set of
attributes to form a hierarchical concept but without explicitly stating their order-
ing. Subsequently, a system could then generate some form of attribute ordering
to generate hierarchies. Lastly, hierarchies can be achieved by the specification of
only a partial set of attributes. This involves the inclusion of data semantics so
that attributes with tight connections are grouped together.

2.3 modelling methods for occupant behavior

The last component in the development stage involves the selection and/or de-
velopment of modeling strategies for accurately estimating occupancy. Over time,
several authors have categorized the methods for estimating different aspects of oc-
cupant behaviors. Jia et al. [70] highlights four groups of occupant modeling meth-
ods namely statistical analysis, agent-based models, data mining approaches and
stochastic techniques. Kjaergaard et al. [21] highlights seven modeling methods
for estimating occupant behaviors namely conditional rules, agent-based models,
stochastic models, machine learning, prediction algorithms, signal analysis, and
heuristics. In this section, we adopt the four groups highlighted in [70] and we
re-categorize the seven modeling methods highlighted [21] into these four groups.
Readers should refer to the categorizations in [70] and [21] for more details.

Modelling Methods

Statistical Analysis

Data Mining

Stochastic

Agent-based

Supervised Machine
Learning

Unsupervised Machine
Learning

Semi-supervised
Machine Learning

Bermoulli Process

Markov Chain

Survival Analysis

Figure 2.4: Mind map showing an outline of methods for modelling occupant behaviors
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2.3.1 Statistical Analysis

Statistical analysis for occupant modeling is usually performed for deducing the
relationship between datasets obtained from consumption sensing [71, 72] and/or
environmental sensing [73, 74, 75], and datasets capturing occupant behaviors.
This analysis mainly serves a pre-step for identifying the driving (influencing)
factors of occupant behaviors in buildings. Also, statistical analysis provides a
measure for comparing different models and for extracting the statistical relevance
of each model [76].

2.3.2 Data Mining Methods

Data mining approaches usually go hand-in-hand with statistical analysis in that,
the association derived between occupant behaviors and other spatiotemporal
datasets are concretized by developing a supervised, unsupervised, or semi-supervised
model. This group of models also includes conditional rules derived from pre-
sented datasets [75], estimation, and prediction models derived using machine
learning algorithms for regression and classification problems [77, 78, 79, 80] and
the logical grouping of occupant behavior obtained through cluster analysis [77].

2.3.3 Stochastic Models

Stochastic models are probabilistic models used majorly to model the random na-
ture of some occupant behaviors in buildings. These behaviors majorly involve
occupant actions in buildings such as trajectories, lighting and window shade con-
trols, and HVAC controls. Also, a subset of non-adaptive occupant behavior have
also been investigated with stochastic models especially for estimating occupancy
counts in buildings [40]. Yan et al. [81] highlighted from literatures three major
forms of stochastic models namely the Bernoulli process, discrete-time Markov
chain, and survival analysis. Bernoulli processes are memoryless models in that,
an occupant state is independent of their previous state. On the other hand, oc-
cupant states in discrete Markov chain depend on their previous states. Lastly,
survival analysis is often used to determine the duration of an event and the
elapsed period before an occupant takes an action.

2.3.4 Agent-based Models

An agent-based model facilitates the simulation of occupant’s interactions with
one another and their environment [82]. This represents models with longer mem-
ory and can be considered as an extension to Markov chain models. Agent-based
models provide specifications for attributes, behavioral rules, memory, and re-
sources, and these models can evolve by changing their behaviors, behavioral rules
and mode of learning [83]. A common modeling framework for agent-based mod-
eling is the Belief-Desire-Intention framework [84] which aims to mimic the reason-
ing process of human decision making. In occupant behavior studies, agent-based
modelling has been applied for modeling occupant control strategy [26] such as
the interaction between occupants and HVAC knobs or windows [85], for mod-
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elling Perceptual Control Theory for maintaining thermal comfort and sensation
[86], for modelling different groups of occupants and their energy use characters
[87], and for simulating occupancy status such as occupancy count in buildings
[88].

2.3.5 Evaluation Metrics

Over time, several authors have highlighted a number of metrics for evaluating
the methods for capturing and estimating occupant behaviors and these can be
broadly categorized into general and special purpose metrics. General purpose
metrics are known and standardized metrics that are broadly applicable across do-
main applications with a similar scale of measurement. These includes accuracy,
precision, recall, F1-score, R2, MAE, RMSE, NRMSE, Linear Mean Squared Error
[2] (LMSE), and ARMSE. Conversely, special purpose metrics are domain specific
metrics that are tuned for evaluating occupancy methods of a particular applica-
tion domain. Some examples of these include first arrival time, last departure time,
occupancy duration, occupant state matching, number of transitions, miss times,
transition errors, and dwell time. In [21], Kjaergaard et. al categorized general
metrics identified from literatures according to their occupant behavior resolution
alongside the metric score of their occupant behavioral models. In Table 2.1, we
differentiate the metrics identified from literatures into general and special pur-
pose metrics and we highlight the different occupant behavioral models that have
used these metrics.

Table 2.1: Review of general and special purpose metrics for evaluating occupant behav-
ioral methods

General Metric Specific Purpose Metric

Presence
Accuracy [89, 22, 90, 91, 92, 93, 61, 47]

F1-score [94, 95]

First arrival time [76, 96]

Last departure time [76, 96]

Occupancy duration [76, 96]

Occupancy state matching [76]

Number of transition[96]

Miss time [97]

Count

R squared [98]

Accuracy [99, 100, 101, 64, 102, 103, 104, 105, 106, 48]

Error [107, 108]

Mean Absolute Error (MAE) [109]

Mean Absolute Percentage Error (MAPE)

Root Mean Squared Error (RMSE) [108, 110, 111, 112]

Normalized Root Mean Squared Error (NRMSE) [111, 113, 114]

Average Root Mean Squared Error (ARMSE) [38]

Transition error [38]

Dwell time [40]

Tolerance [108]

Location
Accuracy [115, 116, 117]

Error [118]

Identity

Actions

Accuracy [119, 120, 47, 121, 79, 101, 122, 123, 124]

Precision [125, 120]

Recall [125, 120]

F1-score [126]
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Over time, a number of literatures have indicated the advantages of a few gen-
eral evaluation metrics over their counterparts. For instance, in the case of occu-
pant estimation methods for capturing occupancy presence, the F1-score metric
is usually preferred over the Accuracy metric. This is because F1-score is unbi-
ased for dataset with high class imbalance [127]. In the case of occupant estima-
tion methods for capturing occupancy counts, the NRMSE metric is preferred to
RMSE because unlike the RMSE metric, the NRMSE metric computes the error per
average count and it provides a standard way to compare count estimates from
buildings with different occupancy density. In comparison to MAPE, the occu-
pancy counts obtained from buildings can be zero and MAPE cannot be used if
there are zero values.

2.4 privacy preserving data publishing

In the growing field of occupant behavioral studies, there exist a mutual inter-
est by stakeholders such as data analysts to exchange and publish estimates ob-
tained from occupant behavior sensing and estimation methods. However, while
it may be well-intended and beneficial to publish and exchange such sensed or
derived datasets, raw estimates from sensing and estimation methods can provide
sensitive insight into the behavior of occupants in a building, and it can inadver-
tently reveal private patterns of occupants. Recently, various anonymization ap-
proaches that seek to hide the identity and sensitive data of occupants have been
adopted. However, the challenge of PPDP is to simultaneously preserve occupant
privacy and the usefulness of anonymous data. In Figure 2.5, we highlight dif-
ferent anonymization approaches for developing a PPDP method which involves
identifying a trust model, an attack model, a privacy model and the anonymiza-
tion operation for preventing the identified attack model and for satisfying the

PRIVACY PRESERVING DATA PUBLICATION
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Record Linkage

Table Linkage

Probabilistic Attack

Attribute Linkage

Anonymization
Operation

Generalization &
Suppression

Pertubabtion

Anatomization &
Permutation

Trust Model

Trusted Publisher

Untrusted
Publisher

Figure 2.5: Overview of different anonymization approaches to PPDP
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constraint of a privacy model for a given dataset. In this section, we highlight
these different approaches to PPDP, the privacy models, the common attack mod-
els, the different anonymization operations used for preserving the privacy of
record owners and the information metric for evaluating the anonymization meth-
ods. This section is based on the categorization presented in [128] and interested
readers should kindly refer to [128] for more details.

For formalism, occupants are the record owners or victim, the data analysts are
the data recipients, and a data publisher collects data from the owners and releases
it to the data recipients or the public. Gehrke et. al [129] identified two models
of data publishers namely the trusted and the untrusted model. In the untrusted
model, a data publisher attempts to identify the sensitive information about the
record owner. In order to mitigate against this Fung et. al [128] identified several
schemes that guarantee anonymous record collection from data owners and these
include cryptographic solutions, anonymous communication, and statistical meth-
ods. Conversely in the trusted model, data recipient can trust data publishers with
their private information, however, the data recipient remains untrusted. In this
dissertation, we assume the trusted model for the data publisher.

2.4.1 Attack and Privacy Models

Generally, given that a table D is of the form

D(EID,QID,Sensitive−Attributes,Non−Sensitive−Attribute)

where EID are explicit identifiers such as social security number or name, andQID
are quasi-identifiers that can potentially identify record owner. A privacy model
guaranteeing the anonymity of record owners aims to derive from the original
table D a transformed table T of the form

T(Q′
ID,Sensitive−Attributes,Non−Sensitive−Attribute)

where the EID of the original dataset has been suppressed and Q′
ID is the anony-

mous version of QID. Hence, a linkage attack becomes ambiguous such that a
person linked to a record with Q′

ID is also linked to other records with similar
Q′
ID.
There exist a number of privacy models and the anonymization produced by

these models are determined by the kind of attacks these models can mitigate or
prevent. Two categories of attack models for classifying privacy models are link-
age attack and probabilistic attack. Linkage attacks can be further differentiated
into three attack models namely record linkage, attribute linkage, and table link-
age. To perform a linkage attack, the attacker is assumed to have the QIDs of a
victim. A privacy model for mitigating a probabilistic attack ensures that an at-
tacker has little additional information from published table T beyond background
knowledge. Fung et. al [128] presents a categorization of privacy models accord-
ing to the four attack models and in the following, we summarize these four attack
models alongside the different privacy models that suffice for each attack.
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2.4.1.1 Record Linkage

A record linkage attack assumes that an attacker has an external table that con-
tains the unique QID of all the records in the anonymized table T . Hence, some
values in the QID are used to identify some records in the original database D.
Typically, there exists a small window of possibility for the attacker to identify
a victim’s record among a group, however, with the aid of an external table, a
victim’s records can be re-identified. There exists a number of privacy models
that guarantees against record linkage and these includes k-Anonymity [130, 131],
(X, Y)-Anonymity [132], and MultiRelational k-Anonymity [133]. All these privacy
models prevent record linkage by hiding each record in D in a large group with
the same Q′

ID, however, the challenge here is that, if the records are very similar, it
could be easy to associate a victim’s record without having to identify her record.

2.4.1.2 Attribute Linkage

In an attribute linkage attack, an attacker does not seek to single-out a victim’s
record but to infer a number of sensitive information based on the sensitive group
values assigned to each victim in a group. Generally, the privacy models that miti-
gates against attribute linkage attacks aim to diminish the correlation betweenQID
and sensitive attribute by limiting the data records that are published. These pri-
vacy models includes l-diversity [134], Confidence Bounding, (X, Y)-Privacy [132],
(α,k)-Anonymity [135], (k, e)-Anonymity [136], t-Closeness [137], Personalized
Privacy [138], and FF-Anonymity [139].

2.4.1.3 Table Linkage

In table linkage attack, determining the presence or absence of a victim’s record
in a published table T already constitutes a privacy bridge. Thus, a table linkage
attack has occurred if an attacker can infer with high certainty the presence or
absence of a victim’s record in T . One privacy model for preventing table linkage
attack is δ-presence [140]. This privacy model aims to bound the probability of
inferring the presence of any victim’s record within a specified range. However,
one specific challenge with δ-presence is that, a data publisher must be aware of
the external table that an adversary may use for the attack.

2.4.1.4 Probabilistic Attack

The privacy models preventing probabilistic attacks focus on minimizing the dif-
ference between the prior and posterior belief after an attacker has accessed the
sensitive information of a victim in a published database. There exist several meth-
ods for preventing probabilistic attacks. These methods includes (c, t)-isolation
[141], ε-Differential privacy [142], (d,γ)-Privacy [143], and Distributional privacy
[144]. Generally, these privacy models ensure an uninformative principle such that
the risk to a victim’s record should not substantially increase after data publication
given that there exists some background information.
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2.4.2 Anonymization Operations

The operations performed by privacy models on an original dataset D to derive
an anonymized dataset T comes in three forms. These include generalization and
suppression, anatomization and permutation, and perturbation. In the following,
we provide a succinct summary of each operation.

2.4.2.1 Generalization and Suppression

Given a taxonomy or interval values of QID, generalization operation replaces the
specific value of the QID with a more general (parent) value or an interval. A
suppression operation, on the other hand, replaces these values with an undis-
closed value. A number of generalization and suppression schemes have been
proposed over time. The taxonomy of interval structure used in generalizing val-
ues perform some search operations. In general, the smaller the search space the
larger the distortion accrued, while the larger the search space the less efficient
the anonymization operation becomes. Example models for achieving generaliza-
tion are full-domain generalization scheme, subtree generalization scheme, sibling
generalization scheme, cell generalization scheme, and multidimensional general-
ization. Commonly adopted suppression methods include record suppression,
value suppression, and cell suppression.

2.4.2.2 Anatomization and Permutation

Anatomization operation dissociates the QID, and the sensitive attributes in the
original dataset, and it creates two different tables containing the QID and the
sensitive attributes respectively. The table containing the QID and the sensitive
attribute both share a group identifier attribute such that all records in the same
group will have the same value as the group identifier attribute. The permuta-
tion operation performs a similar dissociation of sensitive numerical datasets by
partitioning data records into groups and subsequently randomly choosing their
sensitive values within each group.

2.4.2.3 Perturbation

Perturbation operation replaces the original values of individual records with
some synthetic values. This operation ensures an insignificance difference be-
tween the statistical inference obtained from the original dataset and the perturbed
dataset. Perturbed datasets generally represent synthetic data and they do not cor-
respond to the records in the original dataset. This level of truthfulness about the
data can sometimes impede some domain applications that require transformed
datasets that are consistent with the original datasets. Example of perturbation
methods includes additive noise, data swapping, and synthetic data generation.

2.4.3 Information Metric

In this section, we identify some groups of information metrics for evaluating the
operations of anonymization methods. Information metrics are used to evaluate
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the usefulness of data in the transformed database T , and these come in two vari-
ants namely data metrics and search metrics. A data metric measures the quality
of data in the transformed table T with respect to the data quality in the original
table, while a search metric ensures that each anonymization step identifies an
anonymous table with maximum information. Fung et. al [128] identified three
categories of metrics according to their information purposes. These categories
include general purpose, special purpose, and trade-off purpose.

2.4.3.1 General Purpose Metrics

General purpose metrics are quite handy if the purpose of the transformed dataset
T is unknown to the data publisher. In the case where T is unknown, a measure of
similarity between the original data, and the anonymized data are obtained. There
are two main general purposed metrics proposed for obtaining this measure, and
these include the principle of minimal distortion [145] and ILoss [138]. These
metrics are used to either assigns a penalty, or capture the information loss of
generalizing a specific value to a general value.

2.4.3.2 Special Purpose Metrics

In the case where the data mining purpose of the data is known, it is expected
that this awareness is used in anonymizing the published dataset in order to re-
tain more information for the purpose of data mining. Also, the distortion in
the published dataset for example in a classification problem should then be mea-
sured using a metric that penalizes classification error or accuracy in the published
dataset.

2.4.3.3 Trade-off Metrics

Using trade-off metric helps to guarantee an optimal balance between both the
information gain and privacy of each anonymization operation. This is because
the anonymization operation performed on datasets with special purpose aims
at preserving data usefulness for a given task which may consequently lower the
privacy of the published dataset. Fung et. al [146] proposed a search metric
that computes the information gain and privacy loss for specializing a general
value into child values. Subsequently, this search metric identifies and adopts the
optimal specialization operation that maximizes the information gained per each
loss of privacy.

2.5 method description

In the following sections, we describe with Figure 2.1 and Figure 2.5, the methods
for sensing and estimating the non-adaptive occupant behaviors and for preserv-
ing the privacy of occupants. Using these figures, we highlight the individual
components that are adopted in the presented methods in red colors.
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Part II

O C C U PA N T S E N S I N G A N D E S T I M AT I O N

In this part, we present the methods for sensing and estimating non-
adaptive occupant behaviors in buildings.





3
O C C U PA N C Y S E N S I N G

The chapter discusses [Paper 1] (PLCount: A Probabilistic Fusion Algorithm for Accu-
rately Estimating Occupancy from 3D Camera Counts) and [Paper 2] (PreCount: A Pre-
dictive Model for Correcting Real-time Occupancy Count Data). Generally, both papers
introduce the problem of occupancy count sensing and estimation in commercial
buildings. The methods proposed in these papers propose estimation models for
correcting occupancy counts obtained both in the past and in real-time. Section 3.1
introduces and motivates the contributions. In Section 3.2 related works are dis-
cussed and lastly, Section 3.3 summarizes the main contributions of the papers.

3.1 introduction

Within the context of occupant behavior sensing and estimation system, Sangog-
boye et. al [38] and Beltran et. al [110] indicated that camera technologies such
as image-based occupant sensors amongst other sensors achieve the best sensing
and estimation accuracy. Several other studies have applied a range of other sen-
sor technologies including CO2 sensors, PIR sensors, energy metering, sensors
of HVAC system, and WiFi infrastructure [90] but often, these sensors can only
provide counts with low estimation accuracy. A three-hour evaluation study con-
ducted in [112] compared the accuracies of PIR and 3D stereo-vision cameras for
estimating the number of occupants in a small office building. This study recorded
that the PIR sensor achieved a RMSE of 21.7, while the 3D stereo-vision cameras
achieved a RMSE of 3.3. In spite of the high accuracy of camera technologies,
we highlighted in Section 2.1.1 that these sensor technologies are susceptible to
under-count and over-count errors. This is because these sensor modalities are
susceptible to occupant occlusions, pixel fluctuations, and poor lighting condi-
tions. These vulnerabilities are indicative of the false positive and false negative
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Figure 3.1: Recorded number of occupants for a small and a large office building.

detection errors that are accumulated and propagated over a count estimation pe-
riod. Figure 3.1 visualizes an example of such accumulated errors for a small and
a large office building. Both buildings are comprised of two and nine entrances
respectively, and these entrances are represented as count-lines on the deployed
3D stereo-vision camera sensors. In both buildings, an error offset can be observed
already within the first twenty-four hours. In the small building case, a positive
offset accumulates while negative offset accumulates in the large building case.

Generally, the occupancy count estimates obtained from a building should sat-
isfy two major constraints. These are:

• Constraint 1: The number of building occupants cannot be negative.

• Constraint 2: Most buildings should have periods during night time where
the number of occupants goes to zero.

The state-of-art methods for correcting erroneous count estimates such as high-
lighted in Figure 3.1 and for satisfying the aforementioned general constraints are
only capable of correcting erroneous counts obtained in the past. These methods
can be classified into two approaches which are the naive approach and the prob-
abilistic approach. In Table 3.1, we distinguish these approaches by their applied
methodologies and the constraints they assert for correcting and estimating occu-
pancy counts in buildings. From this categorization, it can be observed that the
naive approach is insensitive to overestimation of occupancy counts in buildings.
This is because its methodology for satisfying the general constraints are very
simplistic and it provides no mechanism for detecting overestimation from raw
counts obtained in the past. Also, Hutchins et al. [44] and Jussi et al. [147] pro-
posed probabilistic methods based on the general constraints to correct obtained
count-line data. However, both methods assume religiously that counts go to zero
at night, uses extensive training data and neither of them validates their methods
with ground truth data. Given the bottlenecks of past correction methods, [Paper
1] proposes a novel and training-free probabilistic approach - PLCount for accu-
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Table 3.1: Approaches for past correction

Methodology Constraints

Naive
Approach

1. It subdivides past raw counts
into daily profiles with times-
tamps {t0, . . . , tn}, where n is
the end of the day.

2. It initializes the first transition
of each day i.e. transition at
time t0 to zero.

3. It assigns zero to all negative
counts.

It assumes that most buildings
have periods during night time
where the number of occupants
go to zero.

Probabilistic
Approach

1. It subdivides past raw counts
into daily profiles with times-
tamps {t0, . . . , tn}, where n is
the end of the day.

2. It corrects each daily profile at
time tn using specific meth-
ods proposed in either [38]
and [147].

1. It requires the observed max-
imum number of occupants
to formulate and compute a
transition matrix.

2. It requires a complete esti-
mation of the transition ma-
trix propagation for each day
to accurately correct obtained
counts.

rately correcting raw counts obtained in the past from 3D-Stereovision cameras to
yield past estimates of the total count of occupants in a building or a zone.

The naive and probabilistic approaches for correcting count estimates can only
suffice for count estimations in the past and not in real-time. This is because past
correction methods require count data for the whole day to instantiate the upper
bound of the probability and propagation matrices that are used in estimating
count errors. In Figure 3.2, we illustrate the difference between past correction
and real-time correction. Here, past corrections are computed at end of the day
t24:00 and it covers count correction from t24:00 back to the beginning of the day
t00:00. Conversely, real-time corrections are computed at time tnow and it only
covers the current time of the day. Several application domains such as for disaster
prevention and management requires accurate occupancy count estimations in
real-time. For example, most commercial outlets are mandated by government
laws to provide accurate estimates of occupancy counts in real-time for safety
purpose. To the best of our knowledge, correcting erroneous count estimates in
real-time remains uncharted. Hence in [Paper 2], we leverage the accuracy of the
PLCount method proposed in [Paper 1] and we propose PreCount - an algorithm
for estimating occupancy counts in buildings in real-time.
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Figure 3.2: Real-time correction versus past correction

3.2 related works

Several sensing modalities have been applied to the problem of occupancy count
estimation for enabling energy efficient HVAC systems in buildings and for other
domain applications. A commonly adopted sensor is the CO2 sensor. However,
CO2 sensors are characterized by their high latency resulting in detection delays.
Fisk et. al [148] analyzed the accuracy of 44 CO2 sensors deployed in nine commer-
cial buildings and concluded that CO2 sensors are prone to failures and calibra-
tion errors. Christensen et. al. [90] and Ruiz et. al [51] investigated the adoption
of WiFi signals obtained from mobile devices for estimating occupant behavior.
Christensen et. al [90] performed a correlation analysis between the count of WiFi-
enabled devices connected to an existing network infrastructure and electricity
consumption in commercial buildings, and they concluded that connected devices
can be a good metric for estimating occupancy counts in buildings. Ruiz et. al [51]
investigated further by extracting spatial-temporal features from WiFi datasets to
investigate occupant flow, density, and to classify different occupant behaviors in
a hospital building. The challenge with this method is that occupants are required
to carry dedicated devices and these devices are required to be connected to an
access point within the building. Ruiz et. al [51] indicated that only 40% of the
actual occupants in a building can be accounted for. A similar challenge is faced
with the adoption of Bluetooth beacons [104].

To accurately estimate occupancy counts in buildings, the camera sensing tech-
nologies have been widely adopted because of its detection accuracy. Kjærgaard
et. al [112] compared the accuracies of the count data obtained from a common
sensor such as PIR sensor and the count data obtained from 3D stereo-vision cam-
eras with ground truth dataset. This comparison yielded a RMSE of 21.7, and
3.3 respectively. The PIR sensor recorded such a low accuracy because they are a
simple way to detect when rooms are occupied and overtime, the number of trig-
gers from the PIR sensor were no longer sufficient to estimate occupancy counts.
Unlike the PIR sensors, 3D stereo-vision cameras recorded a high estimation ac-
curacy, however, Kjærgaard et. al [112] indicated that these accuracies are for
a short period. This is because, 3D stereo-vision cameras are susceptible to occu-
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pant occlusion, pixel fluctuations, and poor lighting conditions that produces false
positive and false negative count errors which accumulates over time. These accu-
mulating count errors are not peculiar to only 3D stereo-vision cameras. Thermal
cameras which are more robust with regards to poor lighting conditions are also
susceptible to the other error types [149]. For instance, regions with a relatively
high temperature close to standard body temperature may yield false negative and
positive count errors as well.

Jussi et. al [147] proposed two constraints for compensating the accumulated er-
rors of camera technologies. The constraints set negative counts to zero and resets
occupancy counts to zero at midnight. These constraints are based on a similar as-
sumption made in [44] for formulating the naive approach. This method considers
negative counts as random errors and it assumes that buildings are unoccupied
at midnight. The evaluation results from Paper 1 and Paper 2 indicates that the
proposed methods in these papers are superior to the naive correction approach.
Apart from the naive correction approach, Ihler et. al [43] proposed a probabilis-
tic approach that utilizes an inhomogeneous Poisson process and hidden Markov
process to model the count data of a camera sensor for usual and unusual human
activity respectively. Here, an unusual behavior represents count estimations that
deviates from the norm such as an unusual burst of occupancy counts. Hutchins
et. al [44] extends this method for a multi-sensor environment by linking all in-
dividual sensor streams to formulate a multi-sensor probabilistic model using a
directed graphical model. [44] validated the robustness of its method by replacing
the observed measurements with missing labels and with corrupt data but not
with ground truth data. Also, they presented no result with regards to an actual
estimation of occupancy counts in buildings. Conversely, the methods proposed in
Paper 1 and Paper 2 are evaluated with ground truth data obtained from camera
installation in real buildings.

3.3 main contributions

The following main contributions are presented in Paper 1:

• The first contribution is the formulation of past count correction and estima-
tion problem with count line data. This formulation defines the problem of
occupancy count as the estimation of the cumulative count of occupants CC
at any time t for any zone Zr. Each Zr is defined by count-lines CL forming
the boundaries around the zone. A count-line CLi is directed and is com-
prised of a forward CLi,f and backward CLi,b stream of counts. Each stream
of counts for instance, CLi,f = et0 , . . . , etn represents timestamped transition
events eti of the number of occupants entering or existing through a count-
line. We define a count-line operation [CLi,±] in Equation 3.1 depending on
the defined direction of CLi such that:

[CLi,±] =

+ : CLi,f −CLi,b, if CLi direction enters Zr

− : CLi,b −CLi,f, if CLi direction leaves Zr
(3.1)
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Given this formulation, we compute the transition in a zone Zr as

∆Czr,t =

n∑
i=1

[CLi,±]t (3.2)

and the cumulative count of Zr in Equation 3.3

CCzr,tn =

n∑
j=0

∆Czr,tj (3.3)

• Given this formulation, the second contribution involves the development
of a probabilistic algorithm - PLCount for estimating occupancy counts in a
given zone Zr. The goal of PLCount is to produce count estimates that cor-
rects all negative counts and produce an estimate that has the smallest error
margin compared to a manually surveyed ground truth count. PLCount is
comprised of three main steps for:

1. formulating and initializing probability and propagation matrices M
andN respectively from obtained transition ∆Czr and cumulative count
CCzr ;

2. calculating each element of M and N using dynamic programming;

3. calculating occupancy counts from propagation matrix N by backtrack-
ing.

• The third contribution implements the PLCount method using dynamic pro-
gramming and it presents an extensive evaluation of PLCount using ground
truth analysis, and a similarity analysis for consecutive weeks. The evalu-
ation distinguishes the count estimates obtained using PLCount, the naive
approach, and the raw counts for two buildings - a small office building, and
a large teaching building. Raw count estimates from the small office building
are obtained using three units of installed 3D stereovision cameras covering
all the entrances and exits in the building. In the large teaching building, 17

3D stereovision cameras are installed to cover all transitions to several zones
of the building, however, nine 3D stereovision cameras are used to obtain all
transitions through the entrances and exits of the building. The evaluation
results from the ground truth analysis indicates that PLCount achieved an
error reduction of 35% and 70% compared to the naive approach, and an
86% and 76% compared to raw sensor counts, for both the large and small
building cases respectively.

The following main contributions are presented in Paper 2:

• The first contribution of this paper entails a feature analysis and prepara-
tion process that analyzes the relevant feature sets that can characterize both
the explicit and implicit patterns within the problem domain of real-time
occupancy count correction and estimation. These feature sets should rep-
resent the factors that influence the propagation of count errors in the raw
count datasets. In this step, two categories of feature sets - the calendar and
weather feature sets are investigated. The inclusion of these feature sets are
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justified by the high variability resulting from the correlation analysis per-
formed between the values of the feature sets and the obtained count errors.
Here, the count error is the difference between the past corrections and their
corresponding raw sensor counts.

• The second contribution of this paper is the formulation of real-time occu-
pancy count correction and estimation problem with both past correction
data and their corresponding erroneous raw sensor counts. This problem
formulation entails a feature preparation step that formulates a multi-label
and multi-output feature matrix for training supervised learning methods.
This formulation utilizes the obtained datasets and the resulting feature sets
from the feature analysis stage. This feature preparation step differentiates
two parts of the feature matrix - the input and target feature sets. The input
feature set is comprised of the formulation of the calendar features, the pe-
riod of day feature, and all the raw sensor count data. The formulation in
the input feature set ranges from the first time slot of the current day till the
current time slot. The target feature set is comprised of the formulation of
the count error data. The formulation in the target feature set ranges from a
specified number of time steps before the current time slot until the current
time slot of the current day.

• The third contribution involves the implementation and evaluation of Pre-
Count which is comprised of two supervised learning methods - Random
Forest Regression (RFR) and AdaBoost Decision Tree Regression (ADR) al-
gorithms. Both the RFR and ADR algorithms utilize the Decision Tree (DT)
regression algorithm as the base estimator. DT is used because of its inherent
ability to discover and model complex dependencies between linear and non-
linear features in the feature matrix. Subsequently, the derived feature matrix
from the problem formulation stage is used to train the proposed regression
algorithms. To evaluate these algorithms, datasets from three building cases
- a university, a mall, and a library were used. Additionally, a 1-day ground
truth data was obtained from a small office building to validate the results
of regression algorithms. The obtained evaluation results comparing the ac-
curacy of the regression algorithms with both the naive correction approach
and the raw sensor count indicates a 60%, 58%, and 36% error reduction for
the university, mall, and library building cases respectively. The validation
result obtained from the ground truth analysis in the office building indicates
a 68% error reduction from the office building.
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4
O C C U PA N C Y P R E D I C T I O N

The chapter discusses [Paper 3] (PROMT: predicting occupancy presence in multiple
resolution with time-shift agnostic classification) and [Paper 4] (Performance comparison
of occupancy count estimation and prediction with common versus dedicated sensors for
building model predictive control). [Paper 3] and [Paper 4] covers the problem of pre-
dicting the presence and count of occupants in commercial buildings for different
application domains. The methods introduced in these papers utilizes occupancy
presence and count estimates to formulate a supervised learning problem for fore-
casting occupancy for a specified prediction horizon. Section 4.1 introduces and
motivates the contributions. In Section 4.2 related works are discussed. Lastly,
Section 4.3 summarizes the main contributions of the papers.

4.1 introduction

Forecasting occupancy presence and counts in buildings are essential for facili-
tating the different predictive analytics presented by several domain applications.
For instance, accurate occupancy predictions can enable HVAC systems to deliver
the required level of the ambient condition before occupants arrive in buildings.
Retail environments can also benefit from such a forecast system for facilitating
decisions for optimizing workforce, flow management, operational efficiency, and
for increased profitability. Other notable applications include model predictive
control, demand response applications, building maintenance, and safety applica-
tions.

Each domain application has their inherent requirements for occupancy pre-
diction. The comparative review in [150] indicates that a more flexible and ac-
curate occupancy prediction framework is required to facilitate the requirements
of different domain applications. A flexible occupancy prediction framework is
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required because, several domain applications require presence and count predic-
tions in multiple resolutions of spatial granularities, temporal granularities, and
temporal coverages [21, 151, 40]. Also, an occupancy prediction framework fa-
cilitating different domain applications should provide very accurate occupancy
estimates because, the accuracies of state-of-art prediction algorithms vary signifi-
cantly with respect to different requirements from domain application. And often,
these prediction algorithms can be guarantee accurate occupancy estimates for a
few combinations of these requirements [95, 152, 115].

For example, the comparative study in [95] differentiates two occupant dura-
tions in building spaces - high and low durations. Using this categories, the study
compared the accuracy of five prediction algorithms with occupancy datasets
obtained from two commercial buildings. These algorithms are PreHeat [152],
Support Vector Machine (SVM), Random Forest (RF), DT, and Multi-Label K-
Nearest Neighbour (MLKNN). The result obtained from the study indicates that
PreHeat and SVM outperformed other algorithms in spaces with high occupancy
duration and vice versa for spaces with low occupancy duration. The study also
indicates that no single prediction algorithm can consistently deliver accurate pre-
dictions for the varying requirements of domain applications.

Also, while domain applications may require high fidelity occupancy predic-
tions, most buildings are only equipped with common sensors that yield low
fidelity occupancy estimates in the past and in real-time. These low fidelity
estimates are used for facilitating the required occupancy predictions in these
buildings. Within the context of occupancy estimation with common sensors,
several studies have investigated the use of HVAC and environmental sensors
[153, 154, 155, 156, 96] for estimations both in the past and in real-time. And
while the accuracy of such estimates may be under par with the estimates of ded-
icated sensors as highlighted in Chapter 2, it is still undetermined what trade-off
is expected when occupancy estimates obtained using common sensors is used to
facilitate occupancy prediction in buildings, compared to when a similar estimate
obtained from dedicated sensors is used for the same purpose.

In [Paper 3], we propose an occupancy prediction framework for delivering
very accurate presence prediction in multiple resolutions with regards to both the
temporal and spatial requirements of domain applications. Also, we expunge the
challenge of a state-of-art presence prediction algorithm by proposing a custom
prediction algorithm that introduces the notion of time-shift agnostic classification.
In [Paper 4], we introduce an estimation method based on the Kalman filter for
estimating occupancy counts from common sensors such as HVAC sensors (CO2,
temperature) and PIR sensor. Furthermore, we compared the accuracies of the
count estimates obtained from both common sensors and deployed 3D stereo-
vision cameras for facilitating count prediction in commercial buildings.

4.2 related works

The challenge of predicting occupancy presence and counts in buildings have been
studied extensively. Scott et al. [152] proposed PreHeat for predicting occupancy
presence and for optimizing heating energy expended in residential buildings.
PreHeat utilizes past presence data obtained using motion sensors or RFID tags
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for facilitating presence prediction. PreHeat was able to achieve a prediction accu-
racy of 86% in residential homes that were occupied 89% of the time. PreHeat’s
prediction accuracy, however, suffers significantly in homes that were occupied
infrequently. Koehler et al. [115], on the other hand, proposed TherMl that uti-
lizes GPS data from smartphones to predict occupancy presence in homes and to
control indoor temperature. TherMl utilizes a supervised machine learning tech-
nique for predicting the path and destination of occupants. Using this technique,
TherMl achieved an accuracy of 92.1% and a 1.5% improvement in accuracy over
PreHeat.

Mahdavi et al. [76] compared the accuracies of two existing probabilistic algo-
rithms introduced in [164, 96] and a threshold based model for predicting occu-
pancy presence in a university campus building. These algorithms were evaluated
using five statistics namely first arrival time error, last departure time error, occu-
pancy duration error, occupancy state matching error, and the number of transition
errors. The obtained evaluation results indicated that the non-probabilistic model
performs better than the probabilistic models with regards to the last departure
times, while for the first arrival times and the number of transition errors, the
probabilistic model introduced in [164] performed slightly better than the rest of
the models. Similarly, Sangogboye et al. [95] compares the performance of five al-
gorithms for predicting the presence of occupants in a building. These algorithms
include PreHeat, SVM, RF, DT, and MLKNN. The study differentiates their per-
formance for spaces with high and low presence duration and with datasets from
two public buildings. The result from this study indicates that both PreHeat and
SVM outperformed other algorithms in spaces with high presence duration and
vice versa for spaces with low presence duration.

From the foregoing, it can be observed that the prediction accuracy of an algo-
rithm may vary with regards to the different domain requirements for occupancy
prediction. These requirements may include occupancy prediction at a specified
temporal or spatial granularity, characterization of space use, and other require-
ments that may arise. Irrespective of these differing requirements, occupancy
prediction should be delivered at high fidelity by the most accurate prediction
method for a particular set of requirements. Apart from the inaccuracies of each
prediction algorithm for specific domain requirement, most commercial buildings
are equipped with only common sensors that produce low fidelity occupancy esti-
mates that are used for facilitating occupancy predictions. Common sensors come
with the advantage that there is less need to equip a building with additional
sensors and hence, it eliminates the high cost associated with the deployment of
dedicated sensors such as 3D stereo-vision cameras. Utilizing these commons
sensors often requires the addition of software and/or hardware components for
facilitating occupancy predictions. Here, we focus on the addition of software
components for complementing common sensors in buildings, while in Chapter 5,
we focus on the addition of both dedicated sensors and software components for
complementing existing common sensors.

Typically, the software components for complementing common sensors can be
categorized into data mining and machine learning techniques or physical model-
ing of an indoor environment. In pure data-driven approach, different methods
are used to derive occupancy estimates and patterns for example DT learning al-
gorithms [154, 155], artificial neural networks [156], and stochastic methods [96].
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However, one limitation of the data-driven approach is that, it often requires long-
term monitoring and in most cases, it is difficult to acquire and incorporate all pa-
rameters or factors necessary for estimation. For instance, estimating occupancy
count from CO2 estimates requires the measurement of both interzonal airflow
and outdoor air supply rate (through ventilation and infiltration) [153]. Alterna-
tively, a physical model can capture the basic relationships between these factors
for occupancy estimation. In physical modeling, these occupancy related param-
eters or factors are obtained as part of an estimation process. Such estimation
process is often performed using Least Square methods [157], Evolutionary algo-
rithms [158, 159], Monte Carlo methods [165], Kalman filters [160, 161], or Direct
Inversion method [163]. Subsequently, the derived occupancy estimates are used
to facilitate occupancy prediction in buildings.

4.3 main contributions

The following main contributions are presented in Paper 3:

• The first contribution is a framework design that decouples individual pre-
diction algorithms from various domain requirements and can flexibly pro-
vide occupancy prediction in multiple resolutions. To achieve this, the frame-
work enables a feature preparation stage comprising of three major steps for
satisfying the requirements for spatial granularity, temporal granularity, and
temporal coverage.

The framework facilitates prediction for multiple spatial granularities by the
leveraging the method proposed in [112]. This method consults spatial meta-
data information represented as a hierarchical graph for each building. This
graph describes the mapping between the areas of interest and sensor place-
ments. Subsequently, the framework utilizes this map to aggregate sensor
data according to the domain requirement for spatial granularity.

Secondly, the framework facilitates occupancy prediction for multiple tem-
poral granularities by leveraging the resampling method proposed in [166].
This method enables an automatic upsampling and downsampling of occu-
pant data based on the sampling rate specified by the domain requirement
for occupancy prediction.

Lastly, the framework facilitates occupancy prediction for different temporal
coverage by formulating a feature matrix comprising of subintervals of equal
length. Also, the temporal coverage module performs a horizontal split of
the feature matrix into input and target labels. The input labels are further
augmented with contextual datasets to distinguish each vector in the feature
matrix and to improve the prediction accuracy.

Feature Vectors Input Labels Target Labels

DAYNAME DAYTYPE SEASON HOLIDAY SLOT1 SLOT2 ... SLOT 48 SLOT49 ... SLOT144

20− 02− 2016 MONDAY WEEKDAY SUMMER 0 0 0 ... 1 1 0

21− 02− 2016 SATURDAY WEEKEND WINTER 0 1 1 ... 1 ? ?

Table 4.1: Example Feature Model for Training and Test Dataset
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Table 4.1 presents an example feature matrix comprising of both input and
target labels. The input labels are augmented with contextual features such
as DAYNAME, DAYTYPE, SEASON, and HOLIDAY. The feature matrix in Table 4.1 dif-
ferentiates between a training and a test feature. The difference between the
training and test features is that the labels up to the current prediction time
are filled with occupant estimates whereas the labels beyond the prediction
time are marked with a "?" to denote unknown and should be predicted.

• The second contribution facilitates the deployment of a finite set of predic-
tion algorithms. This deployment process includes a model selection module
that facilitates an hyper-parameter optimization for each domain require-
ment presented to the framework for occupancy prediction. Also, the pro-
cess improves the prediction accuracy by selecting the optimal prediction
model for each requirement. To select the most optimal prediction model,
the hyper-parameter optimization utilizes the native parameters of each pre-
diction algorithm and it performs an exhaustive grid search using the train-
ing feature matrix obtained from the previous contribution. The hyper-
parameter optimization performs the tuning on each prediction model by
testing all combination of the native parameters of the prediction algorithm.
The parameter combination with the highest metric score is selected as the
model parameter for each prediction algorithm. Also, the parameter opti-
mization method implements a custom held-out time-series cross-validation
method to mitigate against over-fitting. After the tuning and selection pro-
cess, the framework performs another time-series cross-validation to validate
the tuned models and compare the performance of each model with other
tuned models. To ensure that the tuning process and the validation pro-
cess are done properly, the framework splits the obtained datasets into four
equal sizes. The first 1/2 of the dataset provides the initial tuning dataset,
the second 1/4 provides the evaluation dataset, and the last 1/4 is used for
validating and comparing the tuned models. Figure 4.1 highlights the model
selection procedure.

• The third contribution involves the implementation of a custom prediction
algorithm - K-Nearest Neighbor with Dynamic Time Warping (KNN-DTW)
that expunges the inabilities of a state-of-art presence prediction algorithm -
PreHeat [152]. The challenge with PreHeat is that, it uses Hamming distance
as the distance metric for computing the pairwise similarity between the in-
put labels of a test feature vector and the input labels of the training feature
vectors. The challenge with using Hamming distance to determine the sim-
ilarity between two occupancy samples arises from the assumption that the
samples are linearly aligned temporally. This assumption poses a classifi-
cation weakness because the classifier becomes highly sensitive to temporal
changes in occupancy patterns. The KNN-DTW algorithm overcomes this
challenge by adopting Dynamic Time Warping (DTW) as a distance metric.
KNN-DTW utilizes the DTW to compute the distance and warping path be-
tween the input feature vectors of the current day and similar feature vectors
from historical days. Subsequently, it selects the k most similar historical in-
put vectors based on the derived distances and it utilizes the aggregate of
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Figure 4.1: Model selection procedure

the target feature vectors of the k most similar input vectors to compute the
occupancy prediction.

• The fourth contribution involves an experimentation of the occupancy pre-
diction framework with the deployment of two multi-label classification al-
gorithms - SVM and RF, PreHeat, and KNN-DTW. The evaluation result
obtained from our experimentation indicates that the occupancy prediction
framework can facilitate an increased prediction accuracy over all deployed
algorithms in all cases and can predict occupancy presence for multiple spa-
tial granularities, temporal granularities, and coverage. To obtain this result,
a three-month occupancy presence data from 100 rooms in two commercial
buildings and the F1-score performance metric were used in evaluating the
framework and the deployed prediction algorithms. Also, in Figure 4.2 we
evaluated and indicated in how many rooms,each of the deployed sensors
achieved the best predictive performance. From the Figure 4.2, it can be
observed that the proposed KNN-DTW achieved the best performance fol-
lowed by PreHeat, RF, and SVM with a distinct coverage of 36, 19, 3, and 2

respectively for the 100 rooms used in this evaluation.

The following main contributions are presented in Paper 4:

• The first contribution involves the deployment of an occupancy count esti-
mation method - Genetic Algorithm with Kalman Filter (GAKF) based on in-
door climate modeling and parameter estimation. GAKF enables occupancy
estimation from common sensors such as temperature, CO2, and PIR, and it
is based on a two step estimation model of indoor climatic parameters. In the
first step, a Genetic Algorithm (GA) is used to estimate all model parameters
including occupancy count in the past. In the second step, an Unscented
Kalman Filter (UKF) model is used to estimate occupancy counts in real-
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Figure 4.2: Room coverage of prediction models

time. The indoor climate is modelled using thermal and CO2 submodels
[167]. This model is defined by 11 parameters comprising of indoor air vol-
ume Vi[m3], surface area of external walls Aext[m2], surface area of internal
walls Aint[m2], solar heat gain coefficient Shgc[−], zone infiltration airflow
rate Vinf[m3.h−1], zone infiltration temperature Tinf[oC], average number
of occupants for occupation periods nmltp[−], thermal resistance of exter-
nal walls Rext[W.K−1], external thermal mass Cext[W.K−1], internal thermal
mass Cint[W.K−1], and CO2 generation per person VCO20cc[m3.h−1].

The real-time model on the other is defined using five parameters compris-
ing of occupancy presence nPIR[−], ambient dry bulb temperature Tamb[oC],
heat flow rate from radiators qn[W], ventilation airflow rate Vve[m3.h−1],
and solar radiation Is[W.m−2]. GA is used in the first step to estimate
six model parameters consisting of (Sbgc,Vinf, Tinf, nmltp,Rext,Cext, and
Cint), and the rest of the model parameters are either assumed based on ex-
pert knowledge or from the building’s technical blueprints. Here, the nmltp
represents the average number of occupants whenever a zone is occupied.
On the other hand, the UKF is used to refine the occupancy count estimate.
The UKF model estimates the number of occupants nocc, the indoor temper-
ature Tair, and the carbon dioxide concentration CCO2.

• The second contribution involves the evaluation of the derived occupancy
count estimates from both the GAKF method and the method proposed in
[38] hereafter called the CAM method. To facilitate this evaluation process,
we have collected a one day of ground truth using a 3D stereo-vision camera
from a classroom and a study zone in a university building. The obtained
evaluation result indicates that the raw sensor counts, GAKF method and the
CAM method achieved a NRMSE of 0.98, 3.030, and 0.09 for the classroom
and a NRMSE of 0.43, 0.96, and 0.06 for the study zone respectively. This
evaluation provides a comparative insight for understanding the tradeoff
between the occupancy estimates facilitated by estimation methods utilizing
common building sensors and dedicated occupancy sensors.
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(a) (b)

Figure 4.3: Average NRMSE for count prediction from GAKF and CAM prediction meth-
ods for 1-day ground data (a) and all four weeks evaluation data (b) respec-
tively

• The third contribution involves the evaluation of two regression algorithms
- RF and DT for predicting occupancy counts in the two case rooms. The
evaluation process utilizes four weeks of the dataset from both rooms along
with the time-series cross validation introduced in [Paper 3]. The time-series
validation is used for selecting the optimal prediction method for forecast-
ing the count of occupants for a given domain requirement. Subsequently,
the selected prediction method is validated with the one-day ground truth
data from the case rooms. This evaluation of the prediction methods is dif-
ferentiated for the occupancy estimates (prediction with GAKF estimates or
CAM estimates) used for training the prediction methods in the two rooms.
The results obtained from the evaluation process indicates that the RF model
has a better predictive performance with the count estimates from the GAKF
and CAM estimation methods, and in both room cases respectively. Lastly,
we in Figure 4.3 investigate the tradeoff between occupancy prediction fa-
cilitated by the estimation methods utilizing the common building sensors
and dedicated sensors. From Figure 4.3, the count prediction facilitated by
the estimation methods utilizing dedicated sensors has better accuracy as
hypothesized for both the four-weeks evaluation dataset and for the one-
day ground truth dataset. However, the count prediction facilitated by the
estimation method utilizing common sensors provides a viable alternative
(with less than 7% prediction error) for buildings where dedicated occupant
sensors are not available.
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5
M U LT I - M O D A L O C C U PA N C Y E S T I M AT I O N

The chapter discusses [Paper 5] (DCount: A Probabilistic Algorithm for Accurately
Disaggregating Building Occupancy into Room Occupancy) and [Paper 6] (Scalable and
Accurate Estimation of Room-Level People Counts from Multi-Model Fusion of Perime-
ter Sensors and WiFi Trajectories). Generally, both papers introduce the challenge
of accurately estimating occupancy count at room levels in commercial buildings.
This challenge includes the high cost of deploying accurate image-based sensors
at room level and their inherent intrusiveness. The methods proposed in these
papers fuses the datasets obtained from image-based technologies installed at a
building level with datasets obtained from environmental and radio-based sensors
installed at subspace or room level to estimate room level occupancy counts. Sec-
tion 5.1 introduces and motivates the contributions. In Section 5.2 related works
are discussed and lastly, Section 5.3 summarizes the main contributions of the
papers.

5.1 introduction

In Chapter 3 and Chapter 4, we presented methods for sensing, estimating and
predicting occupancy counts at a building level. More so in these chapters, we
indicate that the image-based sensor modality achieves the best sensing accuracy
compared to other sensor modalities. Also these image-based sensors alongside
the methods presented in [38, 114, 113] provides the best estimation and predic-
tion accuracy for occupancy counts compared to other sensor modalities. How-
ever, while image-based sensor modalities alongside these methods can guaran-
tee highly accurate occupancy counts at a building level, deploying image-based
sensors to obtain a similar level of estimation accuracy at a subspace or room
level poses two major challenges. These challenges include the intrusiveness of
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the image-based technologies and their cost of deployment. For instance, the de-
ployment cost for estimating building level counts of a three storey case building
(including basement) in [168] is $16000, whereas deploying similar image-based
sensors to estimate room level occupancy counts is estimated to increase this cost
to $328000. Similarly, Erickson et. al [169] indicated that the deployment cost
of the counting cameras in their three-storey case building amounted to $147000.
While these sensors are capable of provisioning high fidelity occupancy counts,
installing image-based sensors at room or subspace levels are always a subject
of privacy violation debates for within building deployments. For instance, in
Section 2.1.1, we highlighted how these sensors can be used for collecting very
sensitive occupant actions.

Given these bottlenecks, several studies are adopting commonly found sensors
such as environmental, motion, radio signals, and consumption sensing as cheaper
and less intrusive alternatives for provisioning occupancy counts at room or sub-
space levels in buildings. In Chapter 4, we highlighted the use of environmen-
tal and motion sensors such as CO2, temperature, and PIR sensors alongside a
Kalman filter for estimating occupancy counts and for provisioning occupancy
count prediction. Also, WiFi sniffers and WiFi access points that senses active
WiFi probe requests or session logs have been used for estimating occupancy lo-
cation [170, 171, 172], room level occupancy counts [173, 174], user profiles and
co-location [175, 176] in buildings. However, these sensing modalities are only
capable of provisioning low fidelity and coarse-grained occupancy estimates. In
Chapter 4, the occupancy counts provisioned from environmental and motion sen-
sors for the two case rooms achieved significantly lower accuracies of 93.75% and
97% respectively compared to occupancy counts from image-based sensors. In the
case of using radio-based sensing, deriving count estimates from well-calibrated
device tracking or location-based services such as the Cisco location-based services
which utilize active probes can only guarantee a 10 meters location Accuracy and
a 90% Precision [177]. And even a more accurate method proposed in [178] only
solves a part of this problem, because occupants tend to carry none or multiple
WiFi enabled devices.

From the foregoing, it is apparent that while commonly found sensors such
as environmental, radio-based and consumption sensors can alleviate the intru-
siveness of image-based dedicated sensing modalities, they can only proffer low
fidelity and coarse-grained estimates. Das et. al [57] corroborated these findings
and also concluded that using only common sensors are insufficient for estimating
occupancy counts. In Section 2.1.8, we indicated that fusion sensing can be used
for improving the accuracy of occupancy estimates in buildings. For instance,
Fukuzaki et. al [173] utilized a linear model that fuses ground truth occupancy
counts and the occupancy estimates from WiFi infrastructure for reducing its in-
herent estimation errors and for calibration. This method, however, relies heavily
on obtained ground truth estimates for calibration (possibly for different day or
scenarios) and obtaining such ground truth estimates could be a very cumbersome
task and infeasible [38].

In this chapter, we present two works that leverage the high accuracy of image-
based sensors for obtaining building level counts. The main idea here is that
most newly built commercial and public building facilities are equipped with ded-
icated image-based sensing modalities for obtaining building level counts. And

52



since these image-based sensors are installed externally to cover the perimeters of
these facilities, the fusion of the dedicated sensors with commonly found indoor
sensors could increase the estimation accuracy of the commonly found sensors
for estimating room level counts. This could also alleviate the high intrusiveness
of the dedicated sensors. In [Paper 5], we propose DCount - a room level count
estimation method that fuses the accurate building level occupancy obtained from
the methods proposed in Chapter 3 with estimates from environmental and mo-
tion sensors such as CO2 and PIR sensors. This work also utilizes additional
information about the layout and capacity of rooms for different variants of the
algorithm. In [Paper 6], we present a similar room level count estimation method
that fuses the accurate building level counts obtained from the methods proposed
in Chapter 3 with estimates from radio signal sensing of WiFi. This method also
utilizes information about building and room layouts for data preprocessing and
validation.

5.2 related works

The opportunities offered by fusing different sensors are have been widely lever-
aged in literature. Mostly because different sensing modalities are plighted by
some inherent inabilities for accurately capturing occupancy. For instance, sev-
eral studies have considered CO2 sensors for estimating occupancy [148, 179, 102],
however, CO2 sensors are plighted with detection latency or delays because of
their slow buildup. Fisk et. al [148] analyzed the accuracy of 44 CO2 sensors
deployed in nine commercial buildings and also concluded that these sensors are
prone to failures and calibration errors. Only a deep integration of IEQ sensors
with the HVAC system (which is often impossible) combined with a threshold and
mechanical sensors such as Reed contact sensors for door and window openings
can enable a highly accurate system [106].

Other common sensors that have been widely used for occupancy estimation
includes WiFi infrastructures [90, 51, 174, 180], Bluetooth beacons [104], and PIR
sensors [112]. In the case of WiFi infrastructure, Schauer et. al [174] proposed a
method based on WiFi management frames for detecting typical devices such as
smartphones and laptops. Similarly, Ruiz et. al [51] utilized the spatiotemporal
features from WiFi management frames for estimating the density and flow of
occupants and for classifying the roles of the occupants. Kleminger et. al [180]
also applied similar data in residential buildings. Christensen et. al [90] identified
a partial correlation between WiFi enabled devices connected to existing network
infrastructures and electricity consumption in commercial buildings. They con-
cluded from these results that connected devices can be a fair metric for estimat-
ing occupancy in a building. Das et. al [57] further explored these correlations
with both electricity data and water consumption data to develop a multi-modal
method that is non-intrusive, that is agnostic to different types of buildings, and
for estimating occupancy counts in 76 buildings. However, the challenge with
these methods are that occupants are required to carry personal devices and for
the method proposed in [57], it is quite a challenge to ascertain how this method
performs when it is benchmarked with session logs of the same WiFi infrastruc-
ture and not with ground truth data. Similarly, the method proposed in [104]
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was benchmarked with connected devices and not on the actual count of people
in a location. This method requires an active connection to installed Bluetooth
beacons and additional processing of derived location data on a remote server.
Conversely, Kjaergaard [112] compared the accuracies of PIR and 3D stereo-vision
cameras with ground truth data and concluded that image-based sensing modali-
ties achieve the best accuracy for estimating occupancy counts with a RMSE of 3.3
compared to PIR sensors that achieved a RMSE of 21.7.

The use of image-based technologies for obtaining occupancy counts in build-
ings is becoming increasingly popular. This is because of their high estimation
accuracy and that the proliferation of pervasive sensors is increasingly declining
their associated deployment costs. Beltran [110] explored the idea of densely de-
ploying lightweight thermal sensors for estimating occupancy counts in all areas
of a building. Similarly, Teixeira et. al [99] utilized lightweight Imote2 cameras for
estimating occupancy counts and location. Del Pizzo et. al [181] developed depth
overhead cameras for counting the number of people crossing a virtual count-line.
Erden et. al [182] combined PIR and camera sensors to detect the faces of people
and, their entry and exit from a surveillance area for estimating occupancy counts.
Li et. al [183] utilized over-head cameras for obtaining people counts through
foreground extraction, head detection, head tracking and count-line crossing judg-
ment and they reported a 96% accuracy. Similarly, García et. al [184] obtained
the count of occupants with single fixed cameras for detecting and tracking the
head of occupants and they reported an estimation accuracy ranging from 86% to
98%. While the image-based sensing modalities are quite accurate, in Section 2.1.1,
we highlighted that these image-based sensing modalities produce inaccurate es-
timation results in problematic situations such as in case of occlusion and insuf-
ficient lighting in surveilled areas [112, 184]. And in Chapter 3, we highlighted
state-of-art methods such as [38, 114] for correcting these errors. Image-based
sensing modalities are also quite intrusive, especially when deployed in indoor
environments and their associated cost could easily become quite high for domain
applications that requires accurate estimation of rooms in large commercial and
public buildings. For instance, the method proposed in [182] captures the faces
of occupants for estimating counts. Sangogboye et. al [38] demonstrated that a
less intrusive and cost-efficient solution for large buildings is to deploy overhead
counting cameras to cover occupancy transitions in/out of buildings. Given this
building level occupancy count estimate, domain applications for BPS such as
[185] simply disaggregates this count into room level counts by using the propor-
tion of surface area of each room in a building. This solution only produces very
static and coarse-grained room level counts which might not suffice for BMS that
requires more accurate and dynamic room level counts for regulating IEQ. The
methods proposed in this chapter overcome all these challenges and it presents
two non-intrusive and more accurate multi-modal methods for estimating room
level occupancy counts in buildings. The multi-modal methods combine the very
accurate building level counts obtained using image-based sensors with estimates
from common sensors such as PIR, CO2, and WiFi. These methods achieve bet-
ter accuracy than their respective common sensors and state-of-the-art estimation
methods.
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5.3 main contributions

The following main contributions are presented in Paper 5:

• The first contribution proposes a probabilistic algorithm named DCount for
estimating accurate room level counts. DCount disaggregates building level
counts B collected using image-based sensors with less accurate common
sensors deployed at room or subspace levels and with other building infor-
mation. DCount includes a method for estimating occupancy probabilities
based on sensor measurements from common sensors and methods for dis-
aggregating the building level counts B into room level counts R based on
the derived occupancy probabilities. This method takes several types of avail-
able information into account and based on this information it can formulate
various variants of itself for computing the occupancy probabilities. In this
paper, we present five variants namely DCount-S, DCount-SA, DCount-C,
DCount-SC, and DCount-SAC. DCount-S uses data from only common e.g
CO2 and PIR sensors installed in rooms. DCount-SA uses data from both
common sensors installed in rooms and a vector A of room layouts polygons
where Si is the polygon representing the layout and size of room i. DCount-
C utilizes only vector C denoting the maximum capacities of occupancy of
rooms where Ci is the capacity of room i. DCount-SC utilizes estimates from
common sensors and room capacities C. Lastly, DCount-SAC combines sen-
sor data, spatial layout information A, and room capacities C.

• The second contribution involves the method for initializing and updating
the probabilities using the information available to the DCount algorithm.
We define an initialization vector π over the spaces of a building where in
the case of DCount-S, DCount-C, and DCount-SC, πi corresponds to the
probability for occupancy in room i while in the case of DCount-SA and
DCount-SAC, πi corresponds to the probability of grid point number i. In
the initialization phase, a uniform distribution is used to initialize π using
the CO2 values from each space i in the building and for subsequent time
steps, we perform a sensor update. In the case of DCount-C, the sensor
update step is skipped. We update the values in π using Bayesian estimation
with the sensor measurements M for each time step as follows:

−→π ′
i =

P(Mi|i) ∗ −→π i
η

(5.1)

where

η =

n∑
i=1

P(Mi|i) ∗ −→π i (5.2)

η is the normalizer to make sure that π is a valid probability vector.

We compute the values of P(Mi|i) using the readings from CO2 and PIR
sensors VCO2 , and VPIR respectively such that P(Mi|i) accounts for the in-
adequacies of CO2 sensors. These inadequacies include the CO2 reacting
slowly to changes in occupancy level, the availability of ventilation systems

55



and the opening of both doors and windows that lowers CO2 concentration
compared to occupancy level. P(Mi|i) is formulated as follows:

P(Mi|i) =
Z(Mi) +β

λ
(5.3)

here, β is the balancing constant for keeping the probabilities above a certain
threshold, Z(Mi) is the occupancy probability given the sensor readings and
λ is the normalization factor. We set the value of β to 0.1 and we derive the
value of Z(Mi) from VCO2 and VPIR such that:

Z(Mi) =

vCO2 if vPIR is true

0 if vPIR is false

or when Mi contains only vPIR,

Z(Mi) =

100 if vPIR is true

0 if vPIR is false

and,

λ =

vmaxCO2∑
j=1

j (5.4)

where the values vmaxCO2 is the maximum among all CO2 reading for each
time step.

• The third contribution involves a disaggregation step that utilizes the de-
rived occupancy probabilities π for apportioning high precision building
level counts B to each room i in R. Where Ri represents the room count
of room i. The disaggregation step firstly sums up all the occupancy prob-
abilities at a room level. This step is indicative of the variants of DCount
utilizing the spatial layout information A where Si is the polygon represent-
ing the layout of room i. Also, given the room capacities of each room, we
multiply these capacities with these probabilities and normalize the product
to obtain a probability vector. Subsequently, for each time step, we perform
an assignment procedure that assigns counts starting with the room that has
highest occupancy probability. This assignment procedure firstly computes
the proportion of counts accrued to the selected room and it further checks
if this proportion is less than the capacity of the room. In the case where the
apportioned counts is less than the capacity of the room, the apportioned
count is ramped up to the capacity of the room. This sequential procedure
enables the building level counts to be assigned to rooms with high probabil-
ities instead of being spread out to rooms with low occupancy probabilities.

• The fourth contribution involves the comprehensive evaluation of the DCount
algorithm. In this evaluation, all variants of DCount are compared with a
state-of-art occupancy count estimation method - Ref-HVAC [179] that uti-
lizes measurements from CO2 sensors and ventilation rate of an HVAC sys-
tem. We quantify and compare the accuracies of these methods using the
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NRMSE with ground truth datasets from four rooms. Two of the four rooms
are regular teaching rooms and the other two are study zones housing a
number of student activities. Ground truth estimates are obtained using
eight high precision 3D stereovision cameras mounted on the two entrances
of each room for the four rooms and PLCount was used to clean the data.
Also, we differentiate the accuracy of DCount for the different amount of
sensor data and building information available. More specifically, we differ-
entiate these accuracies for three combinations of sensors namely CO2+PIR,
CO2, and just PIR.
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Figure 5.1: DCount NRMSE results as a CDF over individual days with both CO2 and PIR
measurements.
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Figure 5.2: DCount NRMSE results as a CDF over individual days with CO2 measure-
ments.

Figures 5.1 to 5.3 highlights the CDF of these sensors namely CO2+PIR, CO2,
and just PIR respectively for the five variants of the DCount algorithm. The
results from Figure 5.1 indicates that while the different variants of DCount
proffers comparable results, DCount-SC as the best overall accuracy whereas
DCount-C and DCount-SA has the worst accuracy amongst the variants with
NRMSE greater than 2.5. However, all variants of DCount achieves better
accuracy than Ref-HVAC. The results from Figures 5.2 and 5.3 which utilizes
only information from CO2 and PIR sensors respectively also indicates that
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Figure 5.3: DCount NRMSE results as a CDF over individual days with PIR measure-
ments.

DCount-SC achieves better accuracy than other variants of DCount and that
all variants of DCount achieves better accuracy than state-of-the-art method
Ref-HVAC. However, the results for PIR is substantially worse than with CO2
measurements. Figure 5.4 which highlights the accuracy of DCount-SC for
all combinations of the available information indicates that DCount-SC with
CO2 and PIR achieved the best accuracy. However, this is a marginal increase
over DCount-SC with only CO2.
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Figure 5.4: DCount-SC NRMSE results as a CDF over individual days for different sensors.

Table 5.1: Comparison of cost and accuracy properties of different solutions.
Solution Cost of Installation Cost of Configuration Limitations Accuracy (NRMSE)

Dedicated 3D stereo vision sensors Very High High Privacy <0.1

Ref-HVAC [179] Medium High Integration with BMS 1.54

DCount-C Medium Low 1.12

DCount-S (CO2+PIR) Medium Low 1.08

DCount-SAC (CO2+PIR) Medium Medium 0.97

DCount-SA (CO2+PIR) Medium Medium 0.97

DCount-SC (CO2+PIR) Medium Low 0.93

Lastly, we present in Table 5.1, a summarized comparison of all estimation
methods with regards to their cost of deployments, cost of configuration,
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limitations, and accuracy. From Table 5.1, it can be observed that all variants
of DCount achieved better accuracy than Ref-HVAC with a maximum and
minimum difference of 40% and 28% respectively.

The following main contributions are presented in Paper 6:

• The first contribution formulates a room level occupancy counts and trajec-
tory problem using accurate building level counts B and WiFi datasets. The
WiFi dataset is comprised of both building perimeter map M, a list P of tra-
jectory points p and other contextual data. Each p ∈ P is represented by
p = (d, t,m, long, lat, f) where values d, t, m, long, lat, f represents date,
time of day, device Medium Access Control (MAC) address, longitude, lat-
itude, and floor identifiers. Other dataset used includes the ground truth
floor map N of each room and zone in a building. Subsequently, we ap-
ply a series of data pre-processing and preparation techniques. Firstly, for
anonymizing the unique identifiers corresponding to each occupant’s device
in the dataset and secondly, for cleaning and transforming the obtained WiFi
datasets. A hash function similar to the function proposed in [173] is used to
anonymize the MAC address m of each device such that it cannot be linked
to an actual device by an adversary. This hash function takes the values m
and d in p as input such that it is possible to identify an anonymized de-
vice within the same day. Subsequently, we synchronize the map obtained
from the WiFi infrastructure M with the ground truth floor map M using a
transformation technique called homography. Homography returns a mapping
function g : M 7→ N which is used to correct the location of each p ∈ P
and subsequently, we determine the room label of each point p ∈ P. The
last phase of the data pre-processing stage involves the removal of fixed or
static devices that are not representative of occupant trajectories and the cor-
rection of misplaced points that are caused by the attenuated signals in the
lateration process of WiFi positioning. A combination of both Radius Near-
est Neighbor (RNN) and Density-Based Spatial Clustering of Applications
with Noise (DBSCAN) algorithms were applied for correcting the misplaced
point p ∈ P.

• The second contribution of this paper presents a two-step multi-modal dis-
aggregation method for formulating a probabilistic model that represents
the movement pattern of devices wm in buildings. This probabilistic model
alongside the obtained building level counts B is used to estimate occupant
trajectories and room level occupancy counts in buildings. Here wm repre-
sents the list of all point p ∈ P belonging to device with MAC address m.
The first step estimates the probabilities of each trajectory wm ∈ W which
intends to overcome the inconsistent temporal granularity of points in wm
for each device. This inconsistency impedes us from accurately computing
the co-location of devices at every timestamp. We employ a logarithmic
decay function to initialize the probability of each trajectory wm ∈ W. Sub-
sequently, we compute the probabilities of these trajectories based on the
availability of location data for each time step or by decaying the probabil-
ity estimates from previous time steps. The first step produces a matrix
G which is comprised of the probabilities of all trajectory wm ∈ W for a
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Figure 5.5: A whisker plot showing the distribution of transition errors of each estimation
method

given day. The second step utilizes the probability matrix G to determine
occupant trajectories that are representative of the underlying population B.
To identify this population, we firstly approximate the location estimates of
each device in a building by assuming that the time steps with unknown lo-
cation estimates depicted as None takes the value of their previous location
estimates. This approximation produces a hypothesized trajectory matrix T .
Subsequently, we estimate occupant trajectories by selecting the trajectories
wm ∈ T with the maximum probabilities in G without replacement for each
time step. Lastly, we utilize a probabilistic filter to smoothen the location
estimates and subsequently, we utilize a counter function that computes the
number of points in each room and at each time step to estimate the room
level counts.
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Figure 5.6: A violin plot showing the distribution of the count error of each estimation
method

• The third contribution evaluates the proposed algorithm using four weeks
of ground truth data obtained using eight 3D stereovision cameras in four
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rooms. And for the same four weeks period, we have obtained WiFi traces
from 96 Cisco access points deployed in the building where the four rooms
are located. We compare the accuracy of the proposed system with a state-
of-the-art estimation method - Linear model proposed in [173] and estimates
of Raw count from the WiFi infrastructure using two performance metrics -
NRMSE and Transition error respectively. Firstly in Figure 5.5, we highlight
the Transition error of the Raw count, the Linear Model and the proposed
Disaggregation method. This figure indicates that while there is a general
increase in transition error as the number of occupant transitions increase,
the proposed Disaggregation method achieves a significantly lesser transition
error compared to the estimates from the Raw count and the Linear model.
Secondly, in Figure 5.6, we highlight the count error distribution for the
four weeks period in the four rooms using the NRMSE metric. The count
estimates from the Disaggregation method, the Lineal model and the Raw WiFi
count achieved a mean NRMSE of 0.87, 1.35, 1.39 respectively.

Table 5.2: Comparison of deployment cost, intrusiveness and accuracy properties of esti-
mation methods

Methods Cost Intrusion Accuracy
(NRMSE)

Dedicated 3D cameras Very High Very High <0.1

Linear Model Medium High 1.35

Disaggregation Medium low 0.87

Similar to Table 5.1, we compare the accuracy, cost and intrusiveness of each
presented method in Table 5.2. The intrusiveness of the Linear model is high
because ground truth datasets from camera sensors are required to calibrate
the estimates for each room. In the case of the Disaggregation method, the
level of intrusion is low, because this method mainly requires high precision
occupancy counts at a building level in order to estimate room level counts.
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Part III

P R I VA C Y P R E S E RV I N G D ATA P U B L I C AT I O N

In this part, we present methods for preserving the privacy of occu-
pants in building-related datasets and for improving the utility of pub-
lished datasets.





6
P R I VA C Y P R O T E C T I O N

The chapter discusses [Paper 7] (PAD: Protecting Anonymity in Publishing Building
Related Datasets) and [Paper 8] (A Framework for Privacy-Preserving Data Publishing
with Enhanced Utility in Cyber-Physical Systems). Both papers presents methods for
publishing building related data in a privacy preserving manner while maintain-
ing high data quality. This is achieved by incorporating the interest of users in the
anonymization process in order to better retain the information of interest in the
published dataset. Section 6.1 introduces and motivates the contributions. In Sec-
tion 6.2 related works are discussed and lastly, Section 6.3 summarizes the main
contributions of the papers.

6.1 introduction

The advent and proliferation of sensor networks deployed in smart buildings pro-
duce a massive amount of data. These datasets are used by the different building
applications for achieving higher efficiency, better comfort, and more security. For
example, occupancy modeling and energy profiling are two examples of data-
driven building application used for on-demand controls and for characterizing
the energy use of users. [186, 187]. Enabling these and many more robust data-
driven applications are driving stakeholders such as occupants, building man-
agers, and the research community to collectively publish high-quality building
related datasets. However, publishing datasets obtained in buildings in there orig-
inal form can provide adversaries with insights into how buildings are used by
occupants and it could allow for detailed inference about users’ behaviors which
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Attribute Linkage

Anonymization
Operation

Generalization &
Suppression

Pertubabtion

Anatomization &
Permutation

Trust Model

Trusted Publisher

Untrusted
Publisher

65



could lead to privacy loss [77, 93]. Such inferential attacks have been identified in
literature for identifying victims of burglaries [188], by using private information
that is of interest for marketing purposes and for vetting people’s background or
monitoring citizens [59]. One approach that has been widely adopted includes the
use of policy and agreements to regulate data sharing, use, and retention [189].
An example of this is the recently enacted European General Data Protection Reg-
ulation (GDPR) [190]. While such directive can only hold analyst and publisher ac-
countable, they cannot prevent privacy breaches from happening in the first place.
Other known mechanisms involve the suppression of unique identifiers that can
link individuals to their records. Also, these simple suppression operation cannot
prevent attacks from adversaries with auxiliary information. This is because, with
such auxiliary information, adversaries can perform the linkage attacks identified
in Section 2.4.1.

In Section 2.4, we identified several attack models and anonymization opera-
tions for preserving the privacy of occupants. One identified anonymization oper-
ation for preventing attack models in time-series dataset is perturbation. Example
privacy models that utilize perturbation includes differential privacy for mitigat-
ing probabilistic attacks and k-anonymity for mitigating against record linkage
attacks. In the case of differential privacy, these are generally accepted as defacto
privacy models [142]. However, their perturbation operations are known to add
too much noise which may render the dataset unusable for data analysis and
may contravene the purpose of data publishing and sharing between stakeholders.
Other privacy models such as proposed in [191, 192] which utilizes information-
theoretic approaches that characterize the amount of leakages required have been
adopted. However such models require a model of private behaviors which are
difficult to construct in practice. Conversely, K-anonymity which has been widely
adopted in practice because of its simplicity and its ease of implementation en-
sures that each record in a database is indistinguishable from k− 1 other records
in the database. For instance, k-anonymity have been widely adopted for trajec-
tory data extracted from mobile devices [193] and a variant of the method namely
the "15/15" rule have been adopted in the state of California for preserving the
privacy of customers when energy data are published [194].

In this chapter, we present a Privacy Preserving Data Publishing (PPDP) frame-
work named PAD for releasing high-dimensional datasets with a guarantee of
k-anonymity and with very low information loss. PAD distinguishes itself from
previous k-anonymous systems by incorporating the interest of users or data ana-
lyst into the publication process to customize the published data and to make it
better serve the purpose of the data. In [Paper 7], we present the general overview
of k-anonymity, the PAD framework and its individual components. Subsequently,
we highlight the mechanism for extracting the interests of data analysts using the
concept of metric learning. In [Paper 8], we present an extension to the PAD frame-
work and we highlight the general improvements to the metric learning module
for incorporating the interests of data analysts.
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6.2 related works

PPDP has been extensively studied and used in various domains for preserving
the privacy of people in smart meter data [195], social networks [196], and loca-
tion data in mobile communication [193]. In this section, we review the three
most adopted privacy models for achieving PPDP namely differential privacy,
information-theoretic approach, and k-anonymity.

Differential privacy introduced in [142] is a popular and widely adopted pri-
vacy model for preventing probabilistic attacks and it serves as a worst-case pri-
vacy measure against possible adversaries. For a database to be differentially pri-
vate, perturbation operations in the form of random noise are added to database
outputs. This poses a challenge for high dimensional datasets where differential
privacy are prone to add too much noise. This makes the released datasets to
have high privacy protection but proffers unsatisfactory data utility. Randomized
aggregatable privacy-preserving ordinal response (RAPPOR) [197] is an example
PPDP framework that guarantees differential privacy. RAPPOR extends the idea
of the randomized response technique where true data is perturbed to a random
value with some probability depending on the indicated strength of the privacy
protection. Another closely related privacy notion is plausible deniability [198].
This privacy notion is used majorly for generating synthetic datasets for publica-
tion and it provides a differentially private mechanism by slightly modifying a
plausible deniable mechanism.

In the case of information-theoretic privacy, Calmon et. al [191] applied in-
formation theory and statistical decision frameworks to study privacy leakage.
Information-theoretic privacy ensures that limited knowledge can be learned about
an individual from a published database where the amount of the information leak
is characterized using information theory. The framework models privacy using
a probabilistic argument and it models data utility using the distance between
the true value of a data record and the perturbed value. An example application
of information theory was presented in [191, 192], where the framework was ap-
plied for publishing and for facilitating the analysis of privacy-utility tradeoff for
smart meter data. However, this framework requires a joint distribution of private
information and sensor measurements which is difficult to obtain in practice.

K-anonymity, on the other hand, suffer less of these fates and has been widely
adopted in a number of domains especially for location-based services [199]. This
is largely because of the ease of implementation, simplicity, and effectiveness.
Gruteser et. al [193] presents a location data collection system that adjusts the
resolution of location information along spatial or temporal dimensions to meet
anonymity constraints. Location data takes the form of time series and often has
a strong time correlation. The framework presented in this chapter is partially
inspired by the wide adoption of k-anonymity in location-based services.

6.3 main contributions

The following main contributions are presented in Paper 7:

• The first contribution presents PAD for publishing building related datasets
that guarantees k-anonymity. PAD facilitates privacy protection against ad-
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versaries with access to both the published dataset and short snippets of
truthful private data by external observation. Figure 6.2 provides an overview
of the PAD framework. In this framework, we assume that the data publisher
collects raw data records from occupants and publishes a privacy preserved
version of the collected data to the data recipients or data analyst to performs
some data analysis or mining tasks. Given this formulation, PAD provides
two modes of data publication for cases where a data analyst has a specific
interest for data publication and otherwise. In the case where a data analyst
has no specific interest, the PAD framework simply performs a microaggre-
gation operation using the Euclidean distance metric. Otherwise, the PAD
framework provides a mechanism for the data analyst to interact with the
publication system to improve the usefulness of the published data and to
achieve a high fidelity data publication. To achieve this, PAD utilizes three
additional steps namely pre-sanitization, subsampling, and metric learning.

The pre-sanitization step provides k-anonymized data pairs for the data an-
alyst to assign either similar or dissimilar labels. These similarity labels are
then used to learn the interest of the data analyst in the subsequent steps.

24:00

1st pair 2nd pair

12:00 16:00 20:000:00 4:00 8:00 24:0012:00 16:00 20:000:00 4:00 8:00

Lunch time

Figure 6.1: Illustration of determining similarity labels.

In the subsampling step, PAD processes the rows in the pre-sanitized into
pairs and it randomly selects some of the pairs to be returned to the data
analyst. These pairs are subsequently labeled by the data analyst using bi-
nary labels to indicate similar or dissimilar based on his interest. Figure 6.1
presents cases where different data analysts may have differing interest for
data publication. A data analyst interested in occupancy patterns during
lunch time will assign "dissimilar" to the 1

st pair and "similar" to the 2
nd

pair. While a data analyst interested in occupancy pattern for an entire day
will label vice versa.

In the metric learning step, a distance metric is learned from the labeled
data pairs expressing the interest of the data analyst. This is achieved using
the Mahalanobis distance given in Equation 6.1. The Mahalanobis distance
metric is a generalization of the Euclidean distance formula. However, it
provides an inverse covariance matrix parameter A that can be trained to
linearly transform points x and y into A

1
2x and A

1
2y respectively.

d(x,y) = dA(x,y) =
√
(x− y)TA(x− y) = ‖A 1

2x−A
1
2y‖2 (6.1)

In the microaggregation step, PAD either uses a generic distance metric
or the learned distance metric from the metric learning stage for perform-
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Figure 6.2: PAD framework highlighting the four steps for achieving k-anonymous privacy
model and an increased data utility for special-purpose data publication

ing a perturbation process that can translate the original database into a
generic or special purpose sanitized database respectively. The microaggre-
gation perturbation process is achieved using an agglomerative clustering
algorithm method present in [200]. PAD is available as open source software
at https://github.com/PAD-Protecting-Anonymity/PAD.

• The second contribution involves the evaluation of the PAD framework for
both general and special purpose data publication processes. We obtained
plug-load and occupancy count datasets from two real-world buildings. Us-
ing these datasets, we aim to determine how useful the sanitized datasets can
be for typical data mining purposes. In other words, given that the purpose
of the dataset is predetermined, can the sanitized dataset with the learned
metric retain more information than the sanitized dataset with generic met-
ric?

In our first evaluation case, we consider the utility of PAD using about
generic distance metric. In this case, we highlight the usefulness of the san-
itized datasets using two typical data mining tasks namely occupancy pre-
diction and statistical patterns in occupancy datasets. In the prediction task,
we trained K-Nearest Neighbor (KNN) and Support Vector Machine (SVM)
models to predict occupancy profiles using sanitized and original occupancy
datasets. For the sanitized datasets, we varied the anonymity value of k from
2 to 20. The result obtained from this task indicates that the prediction ac-
curacies of both datasets are above 90%, however as the anonymity level
increased, the prediction accuracy also gradually drops. In the occupancy
statistics task, we experiment with statistics such as arrival times, departure
times and total occupancy time which are of particular interest to designing
occupant-responsive HVAC control algorithms. In this task, we identify if
the sanitized dataset can retain these useful statistics. Figure 6.3 highlights
the histogram of the useful occupancy statistics. From this figure, we can
see the that the 2-anonymized database preserves the statistics of interest
such that we can still retrieve accurate information about typical behaviors
of occupants from the sanitized database. However as the anonymity level
increases to 7, the sanitization process reduces the variability of the dataset.
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(a) Original vs. 2-anonymized (b) Original vs. 7-anonymized

(c) Original vs. 2-anonymized (d) Original vs. 7-anonymized

(e) Original vs. 2-anonymized (f) Original vs. 7-anonymized

Figure 6.3: Comparison of occupancy statistics extracted from the original and sanitized
database.

In the second evaluation case, we consider the utility of PAD when the pur-
pose of the data is known at the time of publication. To evaluate this case,
we consider two tasks where a data analyst is interested in occupancy pat-
terns during lunch time i.e. 11 : 00− 14 : 00 and in mining the total energy
consumption during peak hours i.e. 17 : 00− 20 : 00. We obtain the infor-
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mation loss of the sanitized database by obtaining the Euclidean distance
between the original dataset and the sanitized dataset for the evaluation pe-
riods. Figures 6.4 and 6.5 compares the sanitization procedures that use
a generic metric, the learned metric, and the ground truth metric for both
cases respectively. Figures 6.4 and 6.5 indicate that information loss can be
significantly reduced by learning a proper metric for microaggregation.

Figure 6.4: The tradeoff between anonymity level and information loss for the specialized
publication for lunch time.

Figure 6.5: The tradeoff between anonymity and information loss for data publication spe-
cialized for peak hour energy usage.

The following main contributions are presented in Paper 8:

• The first contribution extends the general PAD framework and its metric
learning module. In the first extension, we proposed a means by which
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public datasets can be provided to the data analyst for labeling instead of
only using the pre-sanitization process. Figure 6.6 highlights this extension
and provides an interaction preparation where datasets can either come from
the original database or a publicly available dataset.

Privacy-sensitive database

2.	Subsampling
Data pairs

Published database

4.	Microaggregation

Data Publisher

Similarity label3.	Metric	Learning

Data Analyst

Public database

Is original database 
used for interactions?

Pre-sanitization

1. Interaction Preparation

Yes

No

Figure 6.6: PAD diagram highlighting the extension from the pre-sanitization process to
the interaction preparation where training data can either be extracted from
public datasets or the pre-sanitization process.

Figure 6.7: This deep metric learning model with a two-layer neural network takes data
samples x1 and x2 and transforms them into non-linear transforms h(2)1 and

h
(2)
2 to determine whether they are similar or dissimilar.

The second extension to the PAD framework provides a mechanism for the
distance metric learning module to identify and capture non-linear features
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that are of interest to data analysts. In Paper 7, the metric learning module
utilized the Mahalanobis distance metric to learn a transformation matrix A
such that each value x is transformed to some value A

1
2x. The challenge

with the Mahalanobis distance metric is that it performs well only when the
feature is linear in the original data record. To overcome this challenge, we
presented the concept of deep metric learning for learning the non-linear rep-
resentation of data with higher flexibility [201]. Deep metric learning utilizes
Deep Neural Network (DNN) models [202, 201] that passes a given dataset
through several layers of nonlinear transformations composed of activation
functions. Figure 6.7 highlights a two-layer neural network that takes inputs
x1 and x2 and transformed them into h(2)1 and h(2)2 through the same hierar-
chical non-linear transformation specified by the neural network. Lastly, the
Euclidean distance between h(2)1 and h(2)2 are computed to determine if x1
and x2 are similar or dissimilar.

(a) Public (b) Pre-sanitized

(c) Public (d) Pre-sanitized

Figure 6.8: The tradeoff between anonymity and information loss for data publication spe-
cialized for arrival and departure times.

• the second contribution evaluates the proposed nonlinear distance metric
learning and compares its performance with the linear distance metric for
non-linear features using both public and pre-sanitized datasets presented
to data analysts respectively. We identified two non-linear features namely
the arrival and departure times to highlight the advantage of the non-linear
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distance metric over the linear distance metric. Figures 6.8a and 6.8b com-
pares the ability of the different metrics to retain arrival time information.
With the public datasets, the nonlinear metric achieved lesser information
loss than its linear counterpart. However, with the pre-sanitized dataset in
Figure 6.8b, as the anonymity level increases the linear metric achieved lesser
information loss. The reason for this is because, the unique number of train-
ing samples decreases with an increase in anonymity level and generally,
the linear metric requires fewer training samples to train its fewer parame-
ters when compared to the nonlinear metric. Figures 6.8c and 6.8d which
highlights the results for the departure times show a clear advantage of the
nonlinear metric over the linear metric for both scenarios.
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Part IV

C O N C L U S I O N A N D F U T U R E W O R K S

In this part, we present a general summary of the contributions of this
dissertation and we highlight the future work.





7
C O N C L U S I O N

The chapter concludes Part II - III of this dissertation. Section 7.1 summarizes
the main contributions of this dissertation and Section 7.3 presents a number of
directions for future work.

7.1 summarizing the contributions

In Section 1.5, we identified the two goals of this dissertation. The first goal in-
volves the estimation of non-adaptive occupant behaviors which includes the de-
velopment of data-driven approaches utilizing both software and/or hardware
for sensing, estimating, and predicting these occupancy behaviors. The second
goal involves the development of a Privacy Preserving Data Publishing (PPDP)
framework for anonymizing building related datasets in a manner that protects
the privacy of occupants and that increases data utility for potential users. In the
following, we differentiate the main contributions of the two goals.

7.1.1 Occupant Sensing and Estimation

The main contributions in this part are summarized below.

• Methods for sensing, preprocessing and estimating occupancy. Firstly, we
present a stochastic method for correcting the erroneous counts of past data
obtained from image-based sensing technologies. This method is evaluated
with ground truth datasets from two buildings (a large and small build-
ing) and it is benchmarked with both raw counts from the deployed sen-
sor technology and a state-of-art estimation method. The presented method
achieved an error reduction of 35% and 70% when compared to the state-of-
art estimation method and an 86% and 76% when compared to raw sensor
count for both large and small building cases respectively. Secondly, we
present a supervised learning approach comprising of regression models
that leverage the accuracy of the probabilistic methods for correcting the
erroneous counts of real-time occupancy data obtained from image-based
sensing technologies. The presented supervised learning approach is evalu-
ated with datasets from four buildings of varying sizes (a university, a mall,
a library, and an office building) and benchmarked with both raw sensor
counts and a state-of-art correction method. The evaluation results obtained
from the case buildings indicate that the regression models can achieve an
error reduction of 60%, 58%, 36%, and 68% for the university, mall, library,
and office buildings respectively.

• Methods for predicting occupancy. We present two methods for forecasting
occupancy presence and counts in buildings. Firstly, we present a frame-
work design that decouples the prediction algorithms from various domain
requirements such as spatial and temporal resolutions and that performs an
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hyper-parameter optimization for obtaining the best prediction algorithm
for a given case. Subsequently, we deployed a custom prediction algorithm -
K-Nearest Neighbor with Dynamic Time Warping (KNN-DTW) alongside
a number of commonly adopted occupancy prediction methods such as
PreHeat, Support Vector Machine (SVM), Multi-Label K-Nearest Neighbour
(MLKNN), and Random Forest (RF). The deployed models are evaluated
using the F1-score metric with datasets from two commercial buildings com-
prising of 100 rooms. Using these case rooms, we highlight the coverage of
each algorithm for the case rooms. The obtained evaluation result indicates
that the proposed KNN-DTW method achieved the best accuracy with a dis-
tinct coverage of 36 rooms followed by PreHeat, RF, and SVM with distinct
coverages of 19, 3, and 2 rooms respectively. Secondly, we analyze the accu-
racies of the regression algorithms - Random Forest Regression (RFR) and
Decision Tree (DT) modeled with occupancy count estimates obtained from
two different sensor modalities for forecasting occupancy counts in two case
rooms. The first occupancy estimates are obtained through PLCount estima-
tion method using dedicated counting sensors such as 3D stereo-vision cam-
eras while the second occupancy estimates are obtained through a Genetic
Algorithm with Kalman Filter (GAKF) method using common sensors such
as CO2 and Passive InfraRed (PIR) sensors. As hypothesized, the regression
algorithms modeled with datasets from dedicated sensors achieved better ac-
curacy than the regression algorithm modeled with datasets from common
sensors. However, the count prediction facilitated by the GAKF method with
common sensors provides a viable alternative for buildings where dedicated
occupant sensors are not available.

• Multi-modal methods for sensing and estimating occupancy. We present two
methods for estimating occupancy counts at room or subspace levels using
very accurate building level occupancy count and datasets from common sen-
sors such as Wireless Fidelity (WiFi), CO2, and PIR sensors. These methods
aim to mitigate the high cost associated with installing image-based sensors
at room or subspace levels. The building level occupancy counts are obtained
through PLCount with 3D stereovision cameras installed at the perimeters
of the considered building cases while the common sensors are easily found
sensors in rooms or subspaces. In the first work, we propose DCount for
disaggregating accurate building level counts with CO2, PIR and additional
room level information such as room capacity and spatial layout data. De-
pending on the available common sensors at room or subspace levels, we
present five variants of DCount that combines this information for comput-
ing room or subspace level counts. We evaluate DCount with datasets from
four room cases and we benchmark the method with state-of-art method
Ref-HVAC [179]. The obtained evaluation results indicate that all variants
of DCount achieved better accuracy than Ref-HVAC with a maximum and
minimum difference of 40% and 28% respectively. In the second work, we
propose a two-step Disaggregation method for estimating room level occu-
pancy count and occupant trajectories using accurate building level counts
from 3D stereovision cameras and trajectory data from WiFi infrastructure.
The first step of the method utilizes a logarithm decay function to estimate
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the probabilities of the trajectory of each device. In the second step, we
utilize these probabilities to determine the device trajectories that are repre-
sentative of the underlying building counts. We evaluated this method with
four weeks dataset from four room cases and benchmark the method with a
state-of-the-art method - Linear Model [173]. The evaluation result indicates
that the Disaggregation method achieves a 36% increase in accuracy over the
Linear Model.

7.1.2 Privacy Preserving Data Publication

The main contributions in this part are summarized below.

• Framework for preserving the privacy of occupants and for increasing data
utility of linear and non-linear features in published datasets. We propose a
PPDP framework - PAD for preserving the privacy of occupants in building-
related datasets using k-anonymity. This framework assumes a trusted model
where data owners trust a data publisher with their private records and data
publisher can perform a perturbation procedure to guarantee the privacy of
data owners and ensure data quality for data recipients (analysts). Apart
from the general cases where the Euclidean distance metric is used to per-
turb the original dataset, the PAD framework facilitates high data utility by
extracting the interests of data analysts using metric learning and it incorpo-
rates these interests in the perturbation process. To extract the data analyst’s
interest, they are presented with example data pairs for labeling. These ex-
ample data pairs are assigned binary labels by the data analyst to indicate
whether the data pairs are similar or dissimilar. Subsequently, we present
a mechanism based on the Mahalanobis distance metric for extracting the
linear features from the labeled data pair. Secondly, because of the inabil-
ity of Mahalanobis distance metric to identify non-linear features indicating
data analyst’s interest, we present a metric learning method based on Deep
Neural Network (DNN) for extracting non-linear feature sets from labeled
data pairs. We evaluated cases with both linear and non-linear feature sets
using occupancy and electric load datasets and we compared the informa-
tion loss of the special-purpose distance metric with the information loss of
general purpose distance metric. In all evaluation cases, the special-purpose
perturbation process achieved a significantly lesser information loss than the
general purpose metric for all k> 2 and for both datasets respectively.

7.2 limitation of study

There exists a number of limitations to the studies presented in this dissertation.
These includes limitation with regards to the sensor modalities adopted for this
study and limitations with regards to the building types that are used as case
buildings in this study.

A varying set of sensor modalities are adopted for this study. In Chapters 3

to 5, the 3D stereovision cameras produced by Xovis Inc and the network cameras
produced by AXIS Communications AB were deployed in the building cases used
for evaluating methods proposed in these buildings. The 3D stereovision cameras
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are comprised of two camera setups for detecting the depth information of sub-
jects while the network cameras are comprised of a single camera setup. There
exists other commercially available camera sensors such as the thermal cameras
with either two cameras setups or a single camera setup. While several pieces
of literature have indicated that these cameras also suffer a similar fate as other
cameras, their efficacies have not been particularly studied in this work.

The methods proposed in this study have been evaluated using datasets ob-
tained from some building cases including university, shopping malls, library, and
office buildings. In Section 1.2, we highlight several pieces of literature that indi-
cates that the occupancy patterns in the same kind of building can vary by a large
margin. While the methods presented in this dissertation provides a reasonable
estimation accuracy for these kinds of buildings, the reported accuracies can only
be indicative of a similar occupancy pattern and in similar buildings. There ex-
ist other kinds of buildings such as residential apartments, houses, airports, and
train stations that have different occupancy patterns compared to the building
cases considered in this dissertation. For these building cases, slight modification
may be required to accommodate some use case specific patterns.

7.3 future work

The contributions highlighted in this dissertation provides several paths for future
works and in the following, we present these emerging future paths with regards
to the estimation of non-adaptive occupant behaviors and the development of
PPDP for anonymizing building related datasets.

7.3.1 Occupant Sensing and Estimation

From Section 1.1, we motivated two main Energy Informatics (EI) solutions namely
Building Performance Simulation (BPS) and Building Management System (BMS)
for facilitating domain applications and for optimizing energy consumption in
buildings. And in Section 1.3, we indicated the goals of different Work Pack-
ages (WPs) for enabling the energy optimization by integrating occupancy estima-
tion with these EI solutions. The occupancy methods proposed in this dissertation
facilitates a more accurate sensing, estimation, and prediction of non-adaptive oc-
cupant behaviors compared to methods proposed in [152, 147, 44, 179, 173]. This
consequently translates to improved energy savings and Indoor Environmental
Quality (IEQ) in buildings [40, 152]. However, it is still uninvestigated and unre-
ported what level of improvement is attainable by traversing from one occupancy
resolution to another. Given the identified occupancy resolutions in Section 1.2,
it is still unreported what degree of improvements are achieved by BPS and BMS
solutions by traversing each occupancy resolution. For instance, how does such
traversal improves the accuracy of BPS compared to actual energy consumption?
And in the case of BPS, how does such traversal improve the control strategies of
BMS solutions for improved IEQ and optimized energy consumption.

An initial investigation in [203] compares the integration of occupancy profiles
from two different models in a detailed white-box BPS model of a large educa-
tional building. The first occupancy profile is a detailed room-level occupancy
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count obtained using the methods proposed in Chapter 5, while the second pro-
file is a building-level occupancy count obtained using the methods proposed in
Chapter 3. The white-box models are implemented in EnergyPlus [58] and are val-
idated against ground truth data. A comparison of the ground truth data with ob-
tained simulation results indicates that the increased resolution of occupancy data
does not necessarily improve energy consumption accuracy, but only improves
occupancy related results such as ventilation energy consumption. This result
further indicates that to fully utilize the potential of occupancy data with higher
resolution, BPS models have to be re-calibrated using this data and other factors
such as adaptive occupant behaviors should be duly considered. One approach
to avoid such re-calibration and integration issues in BPS are co-simulation [22].
Co-simulation entails a mechanism where both occupancy models and white-box
simulation models are deployed separately but run simultaneously to collabora-
tively exchange information between each other. Hong et. al [204] proposed an
occupant behavior functional mock-up unit that enables co-simulation between
BPS and several simulated adaptive occupant behaviors such as turning on the
lights, opening and closing the windows, and turning on and off the air condition-
ers. To benefit from this framework, representative adaptive occupant behavioral
models based on sensory data should be developed to replace the unrepresentative
simulated behaviors in commissioned buildings.

Lastly, there exist some opportunities for improving the accuracy of the estima-
tion methods proposed in this dissertation. In Section 2.1.8, we indicate that the
fusion of different sensors can facilitate an improved estimation accuracy. Con-
sequently, in Chapter 5, we demonstrate the use of 3D stereo-vision cameras for
improving the estimation accuracies of common sensors such as WiFi and CO2
sensors for estimating occupancy counts. In the same vein, the initialization of
the probability matrix and the backpropagation operation in the PLCount algo-
rithm presented in Chapter 3 can benefit from such sensor fusion by integrating
occupancy presence datasets. As such, a more accurate initialization stage will
facilitate a more accurate estimation method. Apart from sensor fusion, the inte-
gration of some contextual feature sets with occupancy datasets has been adopted
for formulating the data mining occupancy models presented in the dissertation.
Such contextual feature sets have been derived from environmental and calendar
datasets, and they enable more accurate navigation of the underlying patterns in
the occupancy datasets. The challenge, however, is that the datasets for deriving
these contextual feature sets may not be readily available for some building cases.
To address this concern, it could be relevant to develop methods for performing
feature ranking, correlation, and selection for determining the relevance of each
feature set in a building case before integrating them with presented occupancy
datasets for training occupancy models.

7.3.2 Privacy Preserving Data Publication

In Chapter 6, we present a PPDP framework namely Protecting Anonymity in Pub-
lishing Building Related Datasets (PAD) for publishing building related datasets.
This framework is based on a trusted model which assumes that a data publisher
can be trusted with occupants private datasets and the publisher will not perform
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any malicious activities based on the datasets that he is entrusted. While a data
publisher may be trusted, this model is susceptible to potential risk from malicious
hackers given the model’s nature of a single point of failure. It is worth noting
that various cryptographic solutions exit for ensuring an anonymous collection of
records from data owners, however, such mechanisms have not been investigated
in the context of domain applications utilizing building related datasets.

The PAD framework adopts k-anonymity as a privacy model for preserving pri-
vacy in building-related datasets. K-anonymity assumes that the original dataset
to be anonymized are given and fixed, however, data sources from buildings are
dynamic. This implies that k-anonymity cannot handle incremental updates. Sev-
eral approaches have been identified for mitigating this challenge. Pei et. al [205]
proposed a monotonic anonymization operation for a batch of incremental up-
dates. This operation firstly adds the new tuples in the incremental updates into
the groups formed in the original anonymization, then it subsequently checks
whether the group has more than (2k− 1) tuples. If true, a refinement operation
is performed for partitioning the group into subgroups that contains k elements.
While this method could suffice for tuple-like data records, it is still unreported
how such a mechanism can be adopted for time-series datasets with real-time
incremental updates.

Finally, the adoption of k-anonymity for preserving privacy in building-related
dataset only assumes record linkage attacks in building-related datasets. It is still
undetermined how to identify and resolve the potential attacks of each building
related dataset beyond the domain knowledge of experts. A comprehensive analy-
sis of the potential threats to the unimodal and multi-modal datasets in buildings
may be required. This analysis could facilitate the development of a robust PPDP
framework that can enable an automated selection of existing privacy models and
the development of more robust models for achieving an optimally privacy pre-
served data publications.
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The paper PLCount: A probabilistic fusion algorithm for accurately estimating occupancy
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ABSTRACT
The number of occupants in a whole building, a zone or a
room is an important parameter when improving the energy
efficiency of a building. Using camera-based 3D or thermal
sensors to detect passing of count lines are becoming more
and more common. However, such sensors are not perfect
and errors add up over time. In this paper we present the
PLCount algorithm to accurately estimate total building,
zone or room counts by fusing data from multiple count
lines. The algorithm applies probabilistic reasoning together
with occupancy constraints to accurately estimate the total
number of occupants. We evaluate the algorithm on two
data-sets from a small and a large office building. The eval-
uation shows a considerably lower RMSE compared to the
raw counts and naive correction approach with up to 86%
and 70% error reduction respectively and similarity anal-
ysis of consecutive weeks demonstrate the stability of the
algorithm over time. We also demonstrate the use of the
data for analyzing the energy consumption of a building.
By presenting more accurate algorithms for estimating total
occupancy we hope to enable buildings to better serve the
actual number of occupants to improve comfort and energy
efficiency of buildings.

CCS Concepts
•Mathematics of computing→Distribution functions;
•Information systems→ Data cleaning; •Computing
methodologies→Dynamic programming for Markov
decision processes; 3D imaging; •Computer systems
organization → Sensor networks;

Keywords
Building occupancy; occupancy sensing, count estimation;
occupancy correction; camera counters; probability distri-
bution
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The application of occupancy counting spans several do-
mains including retail, building management and event fa-
cilitation. In retail, occupancy counting is used to estimate
shoppers per square foot in shopping malls to determine
rental charges and facilitate decisions for optimizing work-
force, flow management, operational efficiency and to help
increase profitability. For building energy management, oc-
cupancy counting provides the basis for estimating, under-
standing, gauging and optimizing energy consumption and
occupancy comfort with respect to the real number of oc-
cupants. For instance, the number of people in a building
zone relatively determines many important parameters for
building control including the internal heat generation, CO2

concentration, the amount of conditioned air to be delivered
to maintain the thermal comfort and air quality of the build-
ing.

A range of sensor technologies have been studied and ap-
plied to the problem of occupancy counting. One line of
work has studied reusing common building sensors for occu-
pancy counting including CO2 sensors, PIR sensors, energy
metering, sensors of HVAC systems or WiFi access points
[2] but often these sensors only provide counts with a high
Root Mean Squared Error (RMSE). For instance Kjærgaard
et al. [8] report a RMSE of 21.7 for PIR in a small office
building. Beltran et al. [1] explore the idea of densely de-
ploying lightweight thermal sensors for occupancy counting
in all areas of a building. For area counting this might be
an option for small buildings, however, for large buildings
the cost of installation will be large. A more cost efficient
solution for large office buildings is to install dedicated sen-
sors that can count the number of occupants and their direc-
tion when passing relevant boundaries(lines) in the building.
Dedicated sensors for such line counting are commercially
available based on technologies such as 3D stereo vision or
thermal image cameras or as research prototypes with 2D
cameras, e.g., SCOPES [7]. Recently, such sensors have been
declining in cost making it feasible to install them for mon-
itoring all entrances to a building.

3D camera-based counting sensors are quite accurate in
the short term. For instance, Kjærgaard et al. [8] report a
RMSE of 3.3 for a three hours evaluation. However, particu-
lar detection problems associated with 3D cameras includes
occlusion, pixel intensity fluctuations, and poor lighting con-
ditions resulting in false positive and false negative counts.
A major issue with the erroneous counts is that they are
accumulated over an entire detection period such that de-
tection errors are propagated until another offsetting error
occurs. To visualize these challenges Figure 1 plots a week
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Figure 1: Recorded number of occupants for a small
and a large office building.

of count data for a small office building with two entrance
count lines and a large office building with nine entrance
count lines. In both buildings an error offset can be ob-
served already within the first twenty-four hours. In the
small building a positive offset accumulate and in the large
a negative offset. To correct such data, one can apply two
constraints on the building occupancy.

• Constraint 1: The number of building occupants can
not be negative.

• Constraint 2: Most buildings have periods during night
time where the number of occupants go to zero.

Hutchins et al. [5] and Jussi et al. [9] have explored meth-
ods for using constraints to correct count-line data. How-
ever, both of the presented methods assume religiously that
counts go to zero at night, uses extensive training data and
neither of them validate their methods with ground truth
data.

In this paper, we present the PLCount algorithm to ac-
curately estimate total building or zone counts from fusing
count data from multiple count lines. The algorithm applies
probabilistic reasoning informed by occupancy constraints
to accurately estimate the total number of occupants. The
method is training free and has a reasonable running time
making it easily applicable for real-world use. We make the
following contributions:

• Formulate the occupancy count estimation problem
with count line data.

• Propose a probabilistic algorithm to estimate total build-
ing, zone or room occupancy.

• Present an implementation of the algorithm using dy-
namic programming to minimize the running time of
the algorithm.

• Extensive evaluation results based on 3D camera count
line data from two buildings. Results for both man-
ual ground truth analysis and similarity analysis for
consecutive weeks.

• A case study of using the total counts to analyse the
energy consumption of a building.

2. PROBLEM FORMULATION
The problem of occupancy counting is to estimate for any

time t the cumulative count of occupants CC for any zone
Zr in a building B. A zone Z is defined by a set of count-lines
either forming boundaries within a building or boundaries
between B and its environment. Prior to estimating CC,
the change in occupancy ∆C is computed and it represents
the difference between the forward and backward transitions
for any time t and for any zone Zr in a building B. A special
case is the zone ZB representing the whole building. Each
counting sensor defines a number of count-lines CL within
the sensor’s coverage area. A count-line CLi is directed and
is comprised of a forward CLi,f and backward CLi,b stream
of counts. These counts for instance CLi,f = (et0 , . . . , etn)
represents timestamped transition events eti of a number of
occupants entering or exiting over a count line. Here, eta is
equal to the cumulative sum of transitions over a specified
temporal granularity for a particular CLi. Depending on the
defined direction of CL, the CL operation (±) that is relevant
for estimating the transition and cumulative counts (∆Ct

and CCt) at any time t in a zone Zr can either be a forward
and backward difference operation (±). The information
about count-line operations for each Zr are defined as part
of a zone model ZM where each Zr is defined as a set of
tuples {[CL1, ±], ..., [CLn,±]} representing the individual
CLi in Zr and the operation that should be performed with
CLi,f and CLi,b contained in CLi. where,

[CLi,±] =

{
+ : CLi,f − CLi,b, if CLi direction enters Zr
− : CLi,b − CLi,f , if CLi direction leaves Zr

(1)
Hence, the transition ∆Ct and cummulative count CCt at

anytime t for any zone Zr is given by

∆Czr,t =
n∑

i=1

[CLi,±]t (2)

and

CCzr,tn =
n∑

j=0

∆Czr,tj (3)

A miniature example based on a case building is given in
Figure 2. The building comprises 5 count-lines {CL1, ... ,
CL5} and each count-line is a labeled red line with direction
arrow to signify the orientation of the individual count-line.
The ZM for this building is formulated as follows:

ZoneA = {(CL1,+), (CL2,−)}, (4)

ZoneB = {(CL2,+), (CL3,+), (CL4,−)}, (5)

ZoneC = {(CL4,+), (CL5,+)}, (6)

Given this model, the transition for each zone can be com-
puted as follows:

∆CzA = (CL1,f − CL1,b) + (CL2,b − CL2,f ), (7)

∆CzB = (CL2,f − CL2,b) + (CL3,f − CL3,b)

+(CL4,b − CL4,f ),
(8)



Figure 2: Miniature exmaple of building represen-
tation.

∆CzD = (CL4,f − CL4,b) + (CL5,f − CL5,b), (9)

The whole building is also configured as a zone by uti-
lizing all entry count-lines that are boundaries between the
building and its environment

∆CzB = {(CL1,f − CL1,b) + (CL3,f − CL3,b)

+(CL5,f − CL5,b)},
(10)

Subsequently, the CC for each zone can be computed us-
ing Equation 3. Finally we define the count model CM for
building B as given by:

CMB = {(CCz1 ,∆Cz1), ...., (CCzK ,∆Czk )} (11)

where k is the total number of defined zones in the building
configuration.

3. PLCOUNT ALGORITHM
In this paper we propose the PLCount algorithm to cor-

rect count-line data. The goal of the algorithm is to produce
an estimate that corrects all negative counts and produce an
estimate that has the smallest error compared to a manually
surveyed ground truth. Figure 3 gives an overview of the al-
gorithm and the individual elements and in the following we
with (X) refer to the markers on the figure. The PLCount
algorithm takes as input count line data measured by the
particular building instrumentation (1). The raw count line
data is processed to instantiate the zone model for the par-
ticular building in focus (2). The PLCount algorithm fol-
lows a dynamic programming approach to solve the count
correction problem. The basis of the algorithm for calculat-
ing a solution is a probability matrix. The first step of the
PLCount algorithm is to initialize the first row of the prob-
ability matrix based on available knowledge (3). The next
step is to calculate the remaining rows based on measured
count line data (4). The final step is a back propagation
analysis to identify the most likely solution (5). The identi-
fied solution enables the algorithm to calculate an estimate
for the count of occupants for each timestep.

PLCount corrects and estimates count data over several
days by dividing measured count data into daily sub-samples
and perform estimation on each sub-sample. Given these
sub-samples, the PLCount algorithm determines the like-
lihood of occupancy presence in the measured building or
zone at the beginning and the end of the day. This infor-
mation provides a foreground knowledge of a likely count

range (initialization point) for both the beginning and end
of each sub-sampled day. Two parameters for the PLCount
algorithm are t0 and tn, where t0 and tn represents the be-
ginning and end of count estimation. For our experimen-
tation t0 and tn are initialized to be the beginning (00:00)
and end (24:00) of a sub-sampled day. However t0 and tn
could also be selected by detecting constraint 2 such that,
corrections are made from the time a building was zero till
the time the building went back to zero as discussed in the
discussion section.

To correct the cumulative counts for each defined zone
Zr in the count model CMB, a probability matrix M with
rows (t0,. . . ,tn) and columns (c0, . . . , cm) is formulated.
Column m is equal to Max(CC) observed during estima-
tion time (t0,. . . ,tn) from the raw count line data so each
cj represents a total count of j. Each element Mti,cj of the
probability matrix M is the probability of CCti = cj , given
∆Ct0 ,. . . ,∆Cti .

Hence

Mti,cj = P (CCti = cj |∆Ct0 , . . . ,∆Cti) (12)

3.1 Initialize Probability Matrix
The initialization of the probability matrix depends on

how t0 is selected. There are three cases for how to initialize
the probabilities. Case 0: t0 is selected at a point in time
where the building is estimated to be empty. Case 1: t0 is
selected at a point in time where we have an estimate for
CCt-1 and Case 2: t0 is selected at a point in time where we
do not have an estimate for CCt-1.

Case 0:.
It is relatively easy to estimate if a building is empty. In

our work we calculate if there is no change in occupancy dur-
ing a hour and if not we consider the building empty. Figure
4 shows the distribution of hours without any changes in oc-
cupancy for the two case buildings. The small building is
often empty during nighttime whereas the larger one is less
likely to be empty. Given that the building is unoccupied at
t0, the probability that CCt0 is zero at t0 is set to 1 repre-
senting one hundred percent likelihood. The other columns
are initialized with zero to represent that there is zero per-
cent probability for these states. Hence,

(Mt0,c0 = 1,Mt0,c1 = 0, . . . ,Mt0,cm = 0) (13)

3.1.1 Case 1 and 2:
Given that the building is occupied at time t0, we initial-

ize the first row in M according to a normal distribution
centered around our best guess of the number of occupants
in the building. In case 1 this is the previous estimate so
µ = CCt−1. In case 2 we set the mean to the largest num-
ber of negative occupancy for any CCti in the range t0 to
tn calculated from the raw count line data without any cor-
rections. Thereby each entry of the first row to is calculated
as:

P (CCt0 = cj) =
1

σ
√

2π
e−(j−µ)2/2σ2

(14)

where σ is calculated with regards to the possible max-
imum count in the building to reflect a higher uncertainty
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Figure 3: Overview of the PLCount algorithm
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Figure 4: Percentage of hours with no change in
occupancy.

for buildings with large changes in occupancy.

σ =

√∑m
j=0 (j − µ)2

cm
(15)

3.2 Calculate Probability Matrix
The underlying idea behind how we calculate the proba-

bility for each entry is to find the most likely change in oc-
cupancy between each time step given the measured change
in occupancy ∆Cti . Given the initialization for row t0 of M
we calculate the remaining matrix entries Mti,cj for ti in (t1,
. . . , tn) and cj in (c0, . . . , cm) as follows:

Mti,cj = max{∀k ∈ [P (CCti = cj |∆Cti)∗
Mti−1,cj−k}

(16)

where,

P (CCti = cj |∆Cti)

=
1

σ
√

2π
e
−(cj−µ)2

/
2σ2 (17)

σ is computed as the square root of the absolute value of
∆C i.e. σti =

√
|∆Cti |. Also all values σti = 0 are set to

min(σti) 6= 0.

After computing all elements Mti,cj in row Mti , we nor-
malize all elements Mti,cj such that:

Mti,cj =
Mti,cj∑m
l=0Mti,cl

(18)

This normalization ensures that each row represents a prob-
ability vector and also avoids any number overflow issues.

While calculating the probability matrix M we also update
a second matrix as follows for efficiently back tracking the
best solutions. Therefore, we define a propagation matrix N
with similar dimensions as the probability matrix M.

The first row Nt0 in the propagation matrix N is initialized
with values zero such that all element Nt0,cj = 0 with j =
(0,. . . ,m). Each element Nti,cj for ti with i = (1,. . . , n) is
calculated as follows:

Given that a

P (CCti = cj − k|∆Cti) ∗Mti−1,k =

max{∀k ∈ [P (CCti = cj |∆Cti)∗
Mti−1,cj−k}

(19)

then, Nti,cj = k, because Mti-1,ck from (Mti-1,c0 , . . . , Mti-1,cm)
is the prior probability that yielded the highest probability
value for Mti,cj .

3.3 Calculate Estimates by Backtracking
Given that all elements Mti,cj and Nti,cj in the probability

matrix M and propagation matrix N have been computed,
the estimated probabilistic counts CCti is derived by com-
puting a trace from Mtn - the last row in matrix M to Mt0

- the first row in matrix M as follows:

1. We detect if there is occupancy in the measured build-
ing or zone within a one hour horizon after tn i.e. (tn,
tn + one hour). If there is no occupancy in the build-
ing within this time horizon, we select element Mtn,c0

and the estimated probabilistic count CCtn = 0 if not
we cannot constrain occupancy to zero and we select
the element Mtn,cj with the highest probability in row
Mtn and the estimated probabilistic count CCtn = cj.

2. The subsequent previous estimated counts e.g. CCtn-1

is derived from the propagation value in Ntn,cj such
that CCtn-1 = Ntn,cj

3. Repeat step 2. until row Nt0 in N and output [CCt0 , . . . ,
CCtn ]



3.4 Example of Algorithm Steps
Table 1 presents an example for zone A with precomputed

∆C, σt and CC values from raw data.

Time t CL1,f CL1,b CL2,f CL2,b ∆C σt CC
0:00 0 0 0 0 0 1.00 0
2:00 1 3 2 1 1 1.00 1
4:00 2 1 1 2 0 1.00 1
6:00 3 2 1 3 1 1.00 2
8:00 4 2 2 4 0 1.00 2
10:00 5 3 3 5 0 1.00 2
12:00 2 6 4 2 2 1.41 4
14:00 1 2 2 1 0 1.00 4
16:00 7 1 1 4 3 1.73 7
18:00 1 6 6 0 1 1.00 8
20:00 7 4 4 9 -2 1.41 6
22:00 21 2 3 27 -7 2.65 -1
24:00 0 0 0 0 0 1.00 -1

Table 1: Example of input values for Zone A

Given this count line data, t0 = 00:00, tn = 24:00, for cm
= 8, we formulate matrices M and N both with n+1 rows
and m+1 columns. Given that the building was estimated
to be empty at 00:00 case 0 of the initialization is used for
the first row Mt0 and it is initialized such that Mt0,c0 = 1
and (Mt0,c1 , . . . , Mt0,cm= 0 ) as shown in row t0 in Table
2. The computation of matrix element Mt1,c0 is used to
illustrate the computation for the remaining elements in the
probability matrix. At Mt1,c0 , compute

Mt1,c0 = max{P (CCt1 = 0|1) ∗ 1,

. . . , P (CCt1 = −8|1) ∗ 0} (20)

From the formulation above, P(CCt1=0|1)* 1 will yield
the maximum since other probabilities are multiplied by 0,
hence we compute only the value P(CCt1=0|1) for illustra-
tion. Given that, c0 = 0, ∆Ct1 = 1, µ = ∆Ct1 = 1, and σt1

= 1

P (CCt0 = 0|1) =
1

1 ∗
√

2π
e−((0)−1)2/2∗12 = 0.242 (21)

Mt1,c0 = 0.242 and Nt1,c0 = 0, given that Mt0,c0 is the
prior probability that yielded the highest value for the prob-
ability value in Mt1,c0 . At Mt1,c1 , the maximum is P(CCt1=1-
0|1)* Mt0,c0 , hence the values of

P (CCt0 = 1|1) =
1

1 ∗
√

2π
e−((1)−1)2/2∗12 = 0.399 (22)

Mt1,c1 = 0.399 and Nt1,c1 = 0

(ti/cj) 0 1 2 3 4 5 6 7 8
00:00 1 0 0 0 0 0 0 0 0
02:00 0.257 0.424 0.257 0.057 0.005 0.000 0.000 0.000 0.000
04:00 0.226 0.373 0.226 0.137 0.031 0.007 0.001 0.000 0.000
. . .

24:00 0.290 0.234 0.182 0.128 0.077 0.047 0.025 0.012 0.005

Table 2: Probability matrix result after probability
and normalization operations on each row

After computing the probabilities for all Mt1,cj in Mt1 , the
row is normalized as earlier stated. Table 2 shows the prob-

(ti/cj) 0 1 2 3 4 5 6 7 8
00:00 0 0 0 0 0 0 0 0 0
02:00 0 0 0 0 0 0 0 0 0
04:00 1 1 1 2 3 3 3 4 4
. . .

24:00 0 1 2 3 4 4 5 6 7

Table 3: Propagation matrix N after computing
probabilities for all elements in matrix M

ability matrix after calculating the probabilities and per-
forming normalization for all rows in M. Table 3 shows the
calculated propagation matrix N.

Given that the probability and propagation matrix is com-
puted, and given that no occupant was detected after tn, the
first variant of the back propagation algorithm is used for
computing the corrected count. Hence the initial point for
the back propagation is at Ntn,c0 given in Table 3.

4. EVALUATION
This section presents the evaluation results for the PLCount

algorithm. The results cover an evaluation with manual
ground truth data, a similarity analysis and a runtime anal-
ysis.

To evaluate the PLCount algorithm, count data were ob-
tained from two case buildings - a small office and a large of-
fice building. The small office building is a 2500m2 building
that is occupied mainly for research activities. The build-
ing houses approximately 50 researchers, technical and ad-
ministrative staff and is occupied on average weekdays with
a maximum average occupancy count of 70 people. Three
PC2 3D stereo-vision cameras from the company Xovis are
installed in the small building, covering the three entrances
and exits of the building. Count-lines were defined to esti-
mate every transition in and out of the building. The large
office building is a 8000m2 building, it records a maximum
average of 380 occupants on normal weekdays and it fa-
cilitates several types os staff and student activities. Room
types in this building comprises mainly of offices, classrooms
and study areas. 17 3D stereo-vision cameras are installed
in this building to cover transitions to several perimeters
(zones) of the building and 9 count-lines were defined to
cover the transitions through the entrances and exists of the
building. All cameras used for this evaluation are manu-
factured by Xovis cameras and runs firmware 3.2.3 (build
4).

The installed 3D stereo-vision cameras used for this study
enables for validation video playback recording of all transi-
tions. In compliance with national regulations we obtained
validation recording for a single day with strict compliance
to occupant’s confidentiality and these recordings were deleted
after the validation exercise. Validation recording were ob-
tained from each camera and the transitions on all count-
lines defined on each camera was validated to obtain the
ground truth data. The reason for only validating a single
day is that it is a very cumbersome task as it involves vali-
dating each transition through a count-line for the 24 hour
period. The average time spent for validating each count-
line was approximately 12 hours depending on the arrival
rate on the count-line. Hence, approximately 9 days were
used in total to evaluate one day of validation recording for
all 16 count-lines in the two buildings.



Error in number of occupants and the Average Root Mean
Squared Error (ARMSE) are used to estimate and compare
the accuracy of the algorithm. We favor the use of ARMSE
over RMSE because RMSE can only be interpreted with a
prior knowledge of the duration of detection while ARMSE
highlights the RMSE per time e.g. per minute.

In our evaluation we benchmark the PLCount algorithm
to a naive correction algorithm that corrects occupancy only
based on the two occupancy constraints. The naive algo-
rithm assumes that compliance to constraint 1 is mandatory,
while compliance to constraint 2 is not, given that occupancy
in the building may be greater than zero at tn. Benchmark-
ing to this algorithm indicates the advantages offered by
PLCount. The naive correction algorithm corrects count
data in two phases:

Phase 1: The first phase corrects instances where ∆Cti <
0 for a particular zone Zr. Given that set c is the set of all ti
where ∆Cti < 0 such that c = tc0 , . . . , tck , each count event
etcd in any count-line CLi,f or CLi,b in Zr before any tce is
iteratively increased by 1 if etcd is from any count CLi,f -
forward count in Zr or decreased by 1 if from CLi,b - back-
ward count in Zr. This increment or decrement is certified
correct if the ∆′Cti > ∆Cti of other zones in building B
else the operation is reversed for that count event etcd . Af-

ter each successful operation ∆C = ∆′C. This operation is
performed until all ∆Cti < 0 for all zones in building B is
resolved.

Phase 2: The second phase tries to reduce the value ∆Ctn :
∆Ctn → 0 for all zone. This is achieved by decreasing each
count event etcd by 1 if etcd is from any count CLi,f - forward
count in Zr or increasing by 1 if from CLi,b - backward count
in Zr. Also this increment or decrement is certified correct
if constraint 1 is not violated for any zone in the building
and if ∆Ctn → 0 for the building else the operation is re-
verted. This operation is stopped if both constraint 1 and 2
are satisfied at any time or if all count elements etcd in the
building has been inspected.

4.1 Ground Truth Results
In this section, we discuss the error per transition rate and

how PLCount compares to the naive approach for estimating
and correcting occupancy counts.

To benchmark the raw camera performance, figures 5 and
6 highlights the error distribution associated with the transi-
tion rate per minute. It can be observed that the transition
error increases as the number of transitions per minute in-
creases. The results provide evidence for how we model our
probabilities with a higher σ when a higher number of tran-
sitions is measured.

Figure 7 and 8 show the corrected building counts for
the small office building using both PLCount and the naive
approach, respectively. PLCount and the naive approach
recorded an ARMSE score of 0.0033 and 0.011, respectively.
Using the raw sensor counts results in an ARMSE score
of 0.0228 for the entire detection period. This shows that
PLCount performs significantly better than the naive ap-
proach for the small building.

Figure 9 highlights the error distribution of the naive ap-
proach, PLCount and using raw sensor counts for the small
building. It can be noticed that PLCount achieved more
error reduction on all quartiles than the naive approach.

Figures 10 and 11 show the corrected building counts for
the large office building using both PLCount and naive ap-
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Figure 5: Transition errors in the small building
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Figure 6: Transition errors in the large building

proach, respectively. PLCount and the naive correction ap-
proach recorded an ARMSE score of 0.788 and 1.195, re-
spectively, while the sensor count recorded an ARMSE of
3.308 for the entire detection period. Also in this building,
the PLCount performs significantly better than the naive
approach.

Figure 12 highlights the raw error distribution of the naive
approach, PLCount and the raw sensor counts for the large
building. It can again be noticed that PLCount achieved
more error reduction on all quartiles than the naive ap-
proach.

4.2 Analysis of Similar Days
A method for judging the robustness of an algorithm is to

visually inspect if the output shows the patterns you expect.
Therefore, Figure 13 and 14 shows two weeks of PLCount
results grouped by the day of the week for both the small
office and the large office building. The overall patterns to
look for is that the buildings have a higher occupancy on
weekdays compared to weekends and that the highest level
of occupancy is within the common work hours which in
Denmark is between 8.00 and 16.00. In both buildings we
can observe these patterns providing evidence for the ro-
bustness of the algorithm. In the small office building the
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Figure 7: Corrected count data for small building
using PLCount 25th of May, 2016
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Figure 8: Corrected count data for small building
using Naive approach for 25th of May, 2016
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Figure 9: Error for both PLCount and Naive cor-
rection approach for small building
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Figure 10: Corrected count data for large building
using PLCount 25th of May, 2016
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Figure 11: Corrected count data for large building
using Naive approach 25th of May, 2016
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approach for large building



0 4 7 10 13 16 19 22
10

0

10

20

30

40

50

60

N
u
m

b
e
r 

o
f 

B
u
ild

in
g
 O

cc
u
p
a
n
ts

Monday

0 4 7 10 13 16 19 22
10

0

10

20

30

40

50

60
Tuesday

0 4 7 10 13 16 19 22
10

0

10

20

30

40

50

60
Wednesday

0 4 7 10 13 16 19 22

Hour of the day

10

0

10

20

30

40

50

60
Thursday

0 4 7 10 13 16 19 22
10

0

10

20

30

40

50

60
Friday

0 4 7 10 13 16 19 22
10

0

10

20

30

40

50

60
Saturday

0 4 7 10 13 16 19 22
10

0

10

20

30

40

50

60
Sunday

Week Number

23
24

Figure 13: Similar days for the small office building
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Figure 14: Similar days for the large office building

occupancy patterns are more similar among the two weeks
compared to the larger building. The reason is the differ-
ence in usage of the two buildings with the small building
mainly containing offices and the large building mainly con-
taining teaching and student study zones which have a more
fluctuating usage. In the large building a special event took
place on Friday the 23rd week which can be noticed by the
peaking occupancy.

4.3 Runtime Analysis
To be widely applicable an algorithm for correcting counts

needs to compute corrections fast. The PLCount algorithm
performs count correction in polynomial runtime of O(n∗m)
where m is the maximum occupancy. This could be slow if
the value of m grows significantly. One way to optimize
PLCount is to compute conditional probabilities for a pos-
sible range R i.e. P (CCti = R|∆Cti) where R = {CCti −
max(‖∆C‖), . . . , CCti + max(‖∆C‖)} and len(R) << m
and utilizing Piecewise Cubic Hermite Interpolating Poly-
nomial (PCHIP) to extrapolate for the remaining uncom-
puted probabilities. Where k = len(R), the speed improved
PLCount algorithm performs count correction in polynomial
runtime of O(n ∗ k) << O(n ∗m).

Figure 15 shows the runtime for both variants of PLCount
as the value of m increases. The values of m includes 32,
85, 206, 419, 742 and the runtime for each m was obtained
on an Hp EliteBook 850 computer with a 2.6 GHz Intel
Core i7 processor and 16 GB RAM. The speed improved
PLCount utilizes averagely 10% of the runtime of the prim-
itive PLCount with no tradeoffs on correction results.
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Figure 15: Runtime for simulated count data

5. DISCUSSION
In this section we discuss how to detect low and empty

occupancy and how the calculated occupancy estimates pro-
vided by PLCount can be applied for analyzing the energy
consumption of buildings.

5.1 Detecting empty or low occupancy
Accurately detecting empty or low occupancy in a build-

ing could facilitate a robust back-propagation analysis for
PLCount and in this paper, we investigate the use of de-
ployed PIR sensors. Figure 16 shows the corrected counts
and PIR sensor triggered for the large office building for four
days and the PIR triggers indicate the number of rooms that
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Figure 16: Correlation between PIR triggers and
PLCount

are occupied per time step. The results indicates that the
building was completely empty only once at night and there
after rises. This information can facilitate a more accurate
case selection for initializing the probability matrix and also
an initialization point or range for back-propagation analy-
sis. Using PIR sensors as a zero or low occupancy indicator is
even more relevant for bounding the back-propagation anal-
ysis especially during periods (primarily at nights) when low
occupancy is expected. During such period, the initializa-
tion range for the back-propagation analysis could be pegged
between the number of rooms occupied and the estimated
count by the camera sensor. In our future work, we will
experiment with such extensions of PLCount.

5.2 Occupancy versus Energy Consumption
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Figure 17: Plot of occupancy and energy consump-
tion for one of the case buildings

In our paper we have motivated that having accurate
counts of occupancy enables a number of different appli-
cations. To illustrate the potential of PLCount, we consider
the case of analyzing energy consumption data. Figure 17
plots the occupancy computed using PLCount and energy
consumption for fifteen days for the large office building.
The energy consumption is split into ventilation, light and
plug loads. Given the occupancy counts we can observe
that the building is occupied both late at night and in the
weekends which drive the overall consumption for lighting

and plug loads up. The ventilation is scheduled only to run
on weekdays which by inspecting BMS data result in some
rooms in the building have long periods of increased CO2

levels over the weekend decreasing occupant comfort. There-
fore, given the counts one could consider to improve occu-
pant comfort by scheduling more ventilation in the week-
ends. To save energy in the building an option is to address
that a low number of occupant in the weekend result in
nearly the same lighting and plug load consumption as dur-
ing weekdays with a lot more occupants. A solution could
be to constrain the number of rooms that are accessible in
the weekend to save energy in the building as the PIR data
from Figure 16 highlights that a high percentage of rooms
are occupied. In our future work, we are planning to study
different applications that use occupancy data to improve
the operation of buildings.

6. RELATED WORKS
To enable the opportunities afforded by count informa-

tion, accurate counts data should be obtained. A commonly
used sensor for estimating the occupancy and controlling
ventilation systems is a CO2 sensor. An obvious challenge
for utilizing CO2 sensors is the long response time resulting
in detection delays. Fisk et. al. in [4] analyse the accuracy of
CO2 based occupancy counts using 44 CO2 sensors deployed
in nine commercial buildings. The study concludes that the
sensors are very prone to failures and calibration errors. An-
other passive (implicit) occupancy detection method are in-
troduced by Christensen et. al. [2] and Ruiz et. al. [10].
Christensen et. al. identified a partial correlation between
WiFi enabled devices connected to existing network infras-
tructure and electricity consumption in commercial build-
ings and they concluded that connected devices can be a
good metric for estimating occupancy in a building. Ruiz
et. al. extracted spatial-temporal features from WiFi mea-
surements to determine occupancy density and flow and to
classify behavioral roles within an hospital building. One
challenge with this method is that occupants are required
to carry dedicated devices (mobile phones and PCs) and
be connected to an access point. This resulted in a case
cited in [2] where only 40% of the ground truth occupancy
count was accounted for by detected host devices. Similarly
challenges could be noticed in [3] which utilizes bluetooth
beacons for occupancy detection in buildings. The system
proposed in [3] requires active connection to installed blue-
tooth beacons and all gathered location data from monitored
devices are sent to a server for additional processing. The
accuracy recorded was only based on connected devices not
on ground truth occupancy count of people in the detected
location.

Kjærgaard et. al. [8], compared count data obtained from
PIR sensors in a building with ground truth data. This
comparison yielded a root mean squared error RMSE of 21.7.
The PIR sensor recorded such low accuracy because they
are a simple way of detecting if a room is occupied, thus at
some point in time the number of PIR triggers was no longer
sufficient to estimate occupancy count.

Thermal cameras unlike 3D counting cameras utilizes ther-
mal imaging system to differentiates the hotter surface of
occupant’s body compared to their background. While this
detection method are independent of lighting conditions, re-
gions with relatively high temperature close to the stan-
dard body temperature may yield false negative and positve



counts. This was evident in the estimation in [9] which uti-
lized several deployed cameras to estimate occupancy count
for DCV real-time control. A similar cumulative counting
error shown in Figure 1 was observed and they were compen-
sated for by applying two constraints namely setting nega-
tive counts to zero and resetting occupancy counts at mid-
night. These constraints are based on the similar assump-
tions made in [5] which considers negative counts as random
errors and assumes that buildings are unoccupied at mid-
night which is similar to the behavior of the naive approach
that we have shown that PLCount is superior to.

Apart from constraints applied by both [9] and [5], Ih-
ler et al. in [6] modeled count data at a single sensor by
formulating a probabilistic model for each sensor derived
from a inhomogeneous Poisson process representing usual
human activity. The approach also differentiates between
usual activity and unusual behavior. A hidden Markov pro-
cess was used to model and represent bursts of such un-
usual behavior. [5] extended this method to multi-sensor
environment by linking individual sensor streams to form a
multiple-sensor probabilistic model for building occupancy
through directed graphical model. [5] trained their model
with 6 weeks of count data from a campus building and val-
idated the robustness of their model by replacing observed
measurements with missing labels and with corrupted data
but not with ground truth data. Conversely, our model re-
quires no training whatsoever and we have evaluated its per-
formance with ground truth data from two office buildings
with varying sizes and usage purpose. Also coupled with
the fact that PLCount does not require any training what-
soever, it has low computation time and does not strictly
encode constraints.

7. CONCLUSIONS
In this paper, we presented PLCount - a probabilistic

count correction and estimation approach based on dynamic
programming for correcting erroneous count data. We pre-
sented the motivation for proposing the algorithm, the ineffi-
ciency of the naive approach to count correction, and various
strategies of our probabilistic approach for handling special
count estimation cases. We have implemented PLCount and
evaluated its performance based on obtained ground truth
data from two case buildings and we have bench-marked the
performance of PLCount with the naive based correction ap-
proach. The results highlight that PLCount outperforms the
naive based approach for both the small and large case build-
ing by a ratio of 70% and 35% respectively. Also occupancy
patterns for similar days were investigated and PLCount ro-
bustly identified peculiar occupancy patterns and occupancy
dynamics associated with each day, providing a flexible cor-
rection that can adjust to varying and dissimilar days. Fi-

nally we illustrated the advantages of using occupancy data
for analyzing energy consumption of buildings.
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1 Introduction

Estimating the number of people in commercial and public buildings with the aid
of pervasive sensors is receiving increasing attention. This is because the perme-
ation of pervasive computing have prospects in facilitating several building appli-
cations. One application area customary to commercial outlets is in the area of
disaster prevention and management. Most commercial outlets are mandated by
government laws to provide accurate estimates of occupant counts in real-time.
Lastly, occupant presence is the major driving factor for energy consumption in
buildings [4, 5]. Consequently, several approaches for simulating, monitoring and
optimizing energy consumption in buildings including the model based approaches
have become prominent and have received significant research attention [2]. A
similar research attention is currently given to the concept of demand response
(DR) in commercial buildings for facilitating the control of energy demand [17].
DR leverages on forecasts and real-time data that comprises majorly of occupant
counts to schedule DR events without impeding occupant comfort. Recently, the
United States Department of Energy [1] highlighted that, obtaining very accurate
occupant counts can facilitate a 30% energy savings in buildings and it can en-
able building management systems to achieve occupant comfort in-line with the
ASHRAE standard.

A range of sensor methods has been applied for estimating occupant counts.
One line of research has studied reusing common building sensors for occupant
counting. These sensors include CO2 sensors, PIR sensors, energy metering, sen-
sors of HVAC systems or WiFi access points [6]. However, these sensors are very
inaccurate in their estimates. Sangogboye et al. in [22] highlighted that camera-
based counting technologies amongst other sensors are the state-of-art method
for obtaining high quality count estimates in commercial buildings. Kjærgaard et
al. [16] corroborated this proposition by benchmarking the raw counts retrieved
from both 3D stereo-vision cameras and PIR sensors with manual ground truth
count estimates. The obtained count estimates from both the 3D stereo-vision
cameras and PIR sensors achieved Root Mean Square Errors (rmse) of 3.3 and
21.7, respectively.

However, while camera-based count estimates are more accurate than count
estimates from other sensors, these sensor suffers from errors that are accumu-
lated and propagated over time. For instance, when a camera sensor misses an
occupant, this error is propagated until another offsetting error occurs or a cor-
rection approach is adopted to remove the error [3]. These errors are a result
of several causes such as poor lighting condition and occlusion. The state-of-art
methods for correcting such erroneous count estimates are only capable of cor-
recting erroneous counts in the past and not in real-time. This is because, these
past correction methods are governed by constraints that require data until the
end of the day. Subsequently, statistics about this data are used to formulate an
appropriate correction model for a day [10,18,22].

The topic of correcting erroneous count estimates in real-time is to the best of
our knowledge uncharted and it differs from the previously stated approaches for
correcting counts estimates in the past. Figure 1 illustrates the difference between
past correction and real-time correction. Here, past corrections are computed at
end of the day t24:00 and it covers count correction from t24:00 back to the beginning
of the day t00:00. Conversely, real-time corrections are computed at time tnow and it
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Fig. 1 Real-time correction versus past correction

only covers the current time of the day. For instance, the past correction algorithm
presented in [22] cannot suffice for real-time correction because they require count
data for the whole day. This count data is used to instantiate the upper bound of
the probability and propagation matrices that are used in estimating count errors.
Table 1 categorizes these past correction methods into two approaches according
to their correction methodologies and inherent constraints.

Table 1 Approaches for past correction

Methodology Constraints

Naive Approach

1. It subdivides past raw counts
into daily profiles with timestamps
{t0, . . . , tn}, where n is the end of
the day.

2. It initializes the first transition of
each day i.e. transition at time t0
to zero.

3. It assigns zero to all negative
counts.

It assumes that most build-
ings have periods during
night time where the num-
ber of occupants go to zero.

Probabilistic Approach

1. It subdivides past raw counts
into daily profiles with timestamps
{t0, . . . , tn}, where n is the end of
the day.

2. It corrects each daily profile at
time tn using specific methods pro-
posed in either [22] and [18].

1. It requires the observed
maximum number of oc-
cupants to formulate and
compute a transition ma-
trix.

2. It requires a complete es-
timation of the transition
matrix propagation for
each day to accurately
correct obtained counts.

From the categorization in Table 1, it can be observed that the naive approach
is insensitive to overestimation in buildings. This problem was highlighted in one
of the building cases presented in [22], where the past count estimates obtained
through the naive approach is the same as the erroneous raw count. The probabilis-
tic approach, on the other hand, achieved high fidelity count estimates compared
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to ground truth data for all building cases presented in [22]. Secondly, unlike the
probabilistic approach which is non-adaptable for real-time correction, the naive
approach can be easily adapted for correcting count estimates in real-time, but it
does not provide high accuracy.

In this paper, we present PreCount - an algorithm for estimating count errors
in real-time via a predictive model. This algorithm leverages the accuracy of the
probabilistic correction methods to model erroneous counts in a dataset. Subse-
quently, it utilizes the derived model to accurately determine the error estimates
in real-time. We make the following contributions:

1. Formulate the real-time occupant count estimation problem using past correc-
tions and their corresponding erroneous raw counts.

2. Present the PreCount algorithm, how it trains several correction models and
utilizes the best correction model to estimate count error in time.

3. Present a feature analysis and preparation process that robustly identify count
errors.

4. Present an extensive evaluation result that highlights the overall performance
of PreCount in four building cases. Datasets from the first three building cases
were used to concretize and evaluate our design assumptions. The dataset from
the last building case was used to test and validate these design assumptions.
Also, we evaluate PreCount for different sizes of training data.

The paper is structured as follows. In section 2, we present the state-of-the-art
that highlights the methods for correcting erroneous occupant counts in the past.
In section 3, we introduce the PreCount algorithm and its elements. This section
includes a detailed description of the feature preparation stage and the correction
methods used for correcting erroneous occupant counts in real-time. In the same
section, we present the building cases and datasets used in this paper, the error
patterns in our datasets and we justify the relevant features for identifying count
errors in real-time. In section 4, we evaluate the performance of PreCount with
three evaluation cases and with the datasets from the four building cases. In sec-
tion 5, we discuss the limitations of this study and propose relevant improvement
opportunities. Finally, we conclude in Section 6.

2 Related Work

In this section, we present the state-of-the-art for correcting and estimating oc-
cupancy count in buildings. In the first subsection, we present the state-of-art for
correcting count errors in camera technologies while in the second subsection, we
present other related works for estimating occupant count in buildings.

2.1 Occupant Count Correction Methods

Ihler et al. [11] proposes a probabilistic method for correcting past raw counts
obtained from a single sensor system. This method models count data from a
single sensor by formulating a probabilistic model for each sensor, and the model
differentiates between usual activity and an unusual burst of occupant count. The
models are trained with six weeks of data. An inhomogeneous Poisson process is
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used to represent usual human activity while a hidden Markov process is used to
model bursts of unusual behavior. Hutchins et al. [10] extends this method to a
multi-sensor environment by linking individual sensor streams to form a multiple-
sensor probabilistic model. This multiple-sensor probabilistic model is represented
using a directed graphical model and it is used for estimating occupant counts in
buildings.

On the other hand, Sangogboye et. al. [22] introduces a training free probabilis-
tic approach for correcting past counts named plcount. plcount takes both oc-
cupant transitions and cumulative counts as input to formulate an occupant count
problem in the form of both a probability and propagation matrix respectively.
Given this formulation, plcount initializes a probability matrix by estimating the
likelihood that a space is occupied by a specific number of people. Subsequently,
plcount computes the remaining time steps until the end of the day in the proba-
bility matrix by estimating the probabilities of measured count transitions. Lastly,
plcount performs a backtracking operation on the propagation matrix to com-
pute a new count estimate for each time step. plcount reported an 86 % error
reduction when it is compared to raw counts and benchmarked with ground truth
count data.

2.2 Occupant Count Estimation Methods

Erickson et. al [8] presented OBSERVE - an occupant count estimation model
that utilizes a Markov chain to model inter-room relationships and to estimate
occupant count in real-time. In this work occupant count data were collected from
16 node sensor network of cameras [14]. This work proposed two models - the
closed distance Markov chain and the blended Markov chain for model occupant
transitions between states. Erickson et. al evaluated the proposed models using
three evaluation metrics - occupant variation, Jensen Shannon divergence and
occupant arrival and departure rates. The obtained evaluation result indicates
that both the blended Markov chain model and the closest distance Markov chain
achieved similar performance with the Jensen Shannon metric while the blended
Markov chain model achieved better performance for other metrics.

Beltran et. al proposed ThermoSense [3] for estimating occupant counts with
PIR sensors and thermal based sensing. The PIR sensor is used to determine
the presence of occupants in rooms while the thermal based sensing is used to
detect the thermal footprint of occupants for deriving the count of occupants in
a room. The PIR sensor also helps to reduce the amount of energy used by the
thermal-based sensor and other components of the sensing system. To facilitate
the count of people in a room, ThermoSense firstly creates a thermal map when a
room is unoccupied. This map is continually updated using the lowest temperature
during times when the room is occupied or every 15 minutes when no movement
is discovered in a room. Secondly, ThermoSense converts a measured 8X8 grid
temperature values to create three feature vectors for training and comparing
three different prediction methods Artificial Neural Network (ANN), K-Nearest
Neighbor (KNN) and Linear regression. The three feature vectors include the total
active points, number of connected components and size of the largest component.
Subsequently, an average filter is applied to the obtained raw occupancy estimate.
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The comparative result obtained shows that the KNN classifier achieved the least
nrmse value of 25%.

Erickson et. al [9] deployed a wireless camera sensor network [14] for facilitating
the estimation of occupant mobility patterns in a large multi-function university
building. This work uses two predictive models for learning and estimating occu-
pant counts. The first model - a multivariate-gaussian method learns and predict
the count estimate of occupants in a building. While the second model - an agent-
based model simulates the mobility patterns of occupants. The multivariate model
partitions occupant count data from several locations in a building into hourly slots
and compute the mean and standard deviate for each slot. These estimates with
probability distribution function and some expert assumptions from ground truth
observations are used for randomly and collectively draw occupant distribution for
each location. The agent-based model, on the other hand, is used to simulate each
occupants movement by modelling itineraries, path choice and walking behavior.
The evaluation result of both models shows similar performance and indicates that
the multivariate model achieved an average nrmse of 42.6% while the agent-based
model achieved an average nrmse of 43.3% for two rooms respectively.

Ekwevuhbe et. al [7] proposed an occupant estimation method that utilizes
multi-sensory data from CO2, sound level, device case temperature and motion
sensors to estimate occupant number in an open-plan office. This method utilizes
a symmetrical uncertainty analysis for feature selection and a genetic based search
to evaluate the optimal sensor combination for estimating occupant counts. Also,
ground truth data are obtained using a thermal camera system to train and test an
ANN estimation model. The evaluation results from the proposed model indicate
a minimum and maximum accuracy and rmse of 67% and 1.01 and 75% and 0.77
respectively.

Ken et. al [6] investigated three tiers of implicit occupant estimation that reuses
existing infrastructure in buildings. The first tier involves the sole use of existing
infrastructure such as Dynamic Host Control Protocol (DHCP) and Address Res-
olution Protocol (ARP) of network infrastructures to determine occupant counts.
The second tier involves the augmentation of existing building infrastructure with
an additional software component. For example, the Simple Network Management
Protocol (SNMP) can be used to extract occupant activities such as typing. Also,
additional software can be installed on host devices to obtain occupant location
by laterating the signal strength of multiple Access points (AP). The third tier
involves both the addition of dedicated sensors and software to existing building
infrastructure. Ken et. al compared the accuracies of two implicit sensing - PC ac-
tivity and DHCP with occupant estimates from PIR sensors to estimate occupant
vacancy and presence. Overall, the PIR sensor, PC activity, and DHCP achieved
a 91%, 89% and 59% accuracy respectively.

3 PreCount

In this section, we propose the PreCount algorithm for accurately correcting raw
counts in real-time. One approach to achieving real-time error correction from
raw counts is to continuously learn the patterns and trends of count errors using
machine learning approaches. We introduce the following definitions and notations
to distinguish the types of datasets used in this work:
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Fig. 2 Overview of the PreCount algorithm

Transitions (∆C) represents the difference between the entries and exits for each
time-step in a dataset.

Occupant Count (CC) is the cumulative sum of ∆C from the first time-step of
a given day to the last time-step of that day.

We differentiate ∆C and CC for raw counts in the past, raw count corrections
in the past and raw counts in real-time with subscripts r, p and rt respectively.
Hence, we compute the errors of the transitions and occupant counts in our past
datasets as follows:

∆Ce = ∆Cp −∆Cr (1)

CCe = CCp − CCr (2)

PreCount employs a supervised machine learning approach to correct counts
in real-time with the assumption that CCe and error rates are repeatable over
time. We validate this assumption in later subsections. To achieve this aim, Pre-
Count applies a number of steps that are highlighted in Figure 2, and we refer
to the elements in the figure using their respective numbers. The curved rect-
angles in the figure are the elements applied to the presented datasets, and the
squared rectangles represent data. PreCount is comprised of both a training and
a correction phase, and it assumes that counting cameras are available to pro-
vide real-time count data (CCrt) for the correction phase. In the training phase,
PreCount assumes that a training dataset comprising of both CCr and their cor-
responding CCe are available in a repository. In the case where there are no CCe

datasets, the past correction method introduced in [22] is used to generate CCp

dataset, and it is subsequently used to compute CCe as specified in Equation
2 (1). Subsequently, the feature preparation stage transforms the calendar and
weather datasets into feature sets. This transformation is done alongside the CCr

dataset and the CCe dataset to formulate a training feature matrix (2). We pro-
vide a definition and justification of the calendar and weather feature sets in later
subsections. After the feature preparation stage, PreCount deploys a number of
regression algorithms for correcting CCrt. These regression algorithms are trained
and evaluated with the training feature matrix from the feature preparation stage,
and the best performing regression model is adopted as the correction model (3).
In the correction phase, PreCount retrieves CCrt from the installed counting cam-
eras (A) and it applies the same feature preparation step in the training phase to
obtain the test feature matrix (B). The selected correction model derived from (3)
is used to estimate the inherent count errors in CCrt. Lastly, we use the resulting
error estimates to correct CCrt (C).
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In the following subsections, we present the details of the individual elements
in the proposed algorithm. Here, we proceed with a particular focus on the feature
preparation stage and the description of the regression algorithms deployed in
PreCount. In subsequent subsections, we firstly introduce the datasets used in
this work. Secondly, we provide the justification for employing a machine learning
approach to correct count errors in real-time. Lastly, we highlight the rationale for
including both the calendar and weather features to formulate a feature matrix.

3.1 Feature preparation

The feature preparation stage entails the representation of all features sets ana-
lyzed in the feature analysis stage alongside CCr, CCe, and CCrt. This repre-
sentation is used to obtain a feature matrix comprising of both an input feature
sets and a target feature sets. The feature matrix is formulated as a multi-label
and multi-output problem where each label in the input feature set and the target
feature set can assume a real value.

The feature preparation stage assumes that all count datasets i.e. the CCr,
CCe, and the CCrt datasets have the same temporal resolution. Given that this
requirement is met, these datasets are subdivided into daily profiles dj such that
they are comprised of {d0, . . . , dm} days and each day dj is comprised of time
slots {s0, . . . , sn}. Given this formulation, the CCr, CCe and the CCrt datasets
are transformed into matrices with axes (d, s). Algorithm 1 differentiate the feature
preparation process for the training phase, and the correction phase and in the
following, we present the input feature sets and target feature sets for both the
training and correction phase.

3.1.1 Input Feature Set

The input feature set of the feature matrix is comprised of the calendar feature,
the period of feature and all the raw count data i.e. CCr in the training phase or
CCrt in the correction phase. The time slots of the obtained raw count data range
from the first time slot of the current day till the current time slot. The input
feature set is formulated as follows:

1. determine the values of all calendar feature such as day name (dn) - {Sunday,
Monday, Tuesday, Wednesday, Thursday, Friday, Saturday}, day type (dt) -
{Weekday, Weekend}, holiday (hj) - {holiday, non-holiday} for each dj in CCr

or CCrt. These features are represented as follows: {0, 1, 2, 3, 4, 5, 6 }, {0, 1}
and {0, 1} respectively.

2. determine the period of day features (pd) of each time slot (dj , st) in CCr

or CCrt to obtain the values {pdd0,s0
, . . . , pddm,ss

} where each pddj ,st
can be

one of these five values {Dawn, Sunrise, Noon, Sunset and Night}. To further
differentiate the period of day features according to seasons, we include the
seasonal values (we) of each day dj in CCr or CCrt. We differentiate for all
the seasons of the year {Winter, Spring, Summer, Autumn} and we represent
these features as follows: {0, 1, 2, 3, 4} and {0, 1, 2, 3} respectively.

Given this formulation, the input feature set is comprised of all the aforemen-
tioned features and, raw count data ({CCrdj,s0

, . . . , CCrdj,sk
} or {CCrtdj,s0

, . . . ,
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Algorithm 1 PreCount Feature Preparation
Input: Cumulative count dataset CCr and CCp or CCrt

Ensure: Feature matrix
1: Determine calendar features for CCr or CCrt

2: Obtain all daily profile dj in CCr or CCrt and features

3: day name dnj =





0, if dj == Sunday

1, if dj == Monday

. . . ,

6, if dj == Saturday

4: day type dtj =

{
0, if dj == Weekday

1, if dj == Weekend

5: holiday hj =

{
0, if dj == Holiday

1, if dj == Nonholiday

6: seasons wej =





0, if dj == Winter

1, if dj == Spring

2, if dj == Summer

3, if dj == Autumn
7: Determine period-of-day features for CCr or CCrt

8: Obtain the timeslots st in each dj and feature

9: period-of-day pd(dj ,st) =





0, if st == Dawn

1, if st == Sunrise

2, if st == Noon

3, if st == Sunset

4, if st == Night
10: Formulate feature matrix
11: Determine the current time slot sk
12: if Training phase then
13: Determine count error CCe = CCp − CCr

14: Derive input feature set = {dnj , dtj , hj , wej} ∪ {pd(dj ,s0), . . . , pd(dj ,sk)} ∪
15: {CCrdj,s0

, . . . , CCrdj,sk
}

16: else if Correction Phase then
17: CCe = unknown
18: Derive input feature set = {dnj , dtj , hj , wej} ∪ {pd(dj ,s0), . . . , pd(dj ,sk)} ∪
19: {CCrtdj,s0

, . . . , CCrtdj,sk
}

20: end if
21: Derive target feature set = {CCedj,s0

, . . . , CCedj,sk
}

22: Return feature matrix = {Input feature set} ∪ {Target feature set}

CCrtdj,sk
}). Where sk is the current time slot, and s0 is the time slot at the

beginning of the day.

3.1.2 Target Feature Set

The target feature set in the training phase is comprised of the CCe dataset
{CCedj,sk−q

, . . . , CCedj,sk
} where k is the current time slot and q is the number of

time-steps to the past. Correcting CCrt from k − q time slot to k is based on the
rationale that the occupant count at each time slot is partially dependent on the
occupant counts from previous time slots [23].

In this paper, we have varied the value of q based on the temporal granularity of
a dataset. The value of q is computed as specified in Equation 3. In this equation,
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the parameter horizon is the recommended estimation look-ahead for an occupant
model with a default value of 180 minutes as specified in [23]. In the correction
phase, the values of CCe is unknown (?), and it is the value we seek to determine
using the selected correction model in the training phase.

q =
horizon

temporal granularity
(in minutes) (3)

Table 2 presents an example feature matrix that is comprised of both an input
feature set and a target feature set. In the example feature matrix, the CCrt

dataset is represented in feature vector dj = Today. The remaining prior feature
vectors are the training feature vectors.

Table 2 Example of a PreCount feature matrix divided into input and target feature sets.

days Input Feature Set Target Feature Set

Calendar Period of day Raw Count Count Error

dj dnj dtj wej hj pddj ,s0 pddj ,s1 . . . pddj ,sk CCrdj,s0
. . . CCrdj,s1

CCrdj,sk
CCedj,sk−10

CCedj,sk−9
. . . CCedj,sk

2016-08-28 0 0 3 0 0 0 . . . 3 0 . . . 57 12 0 -12 . . . 11

2016-09-01 1 1 3 0 0 4 . . . 3 -2 . . . 65 32 -7 0 . . . 2

2016-10-18 2 1 0 1 0 4 . . . 4 5 . . . 88 25 4 2 . . . 23

Today 3 1 0 1 0 4 . . . 3 -3 . . . 53 27 ? ? . . . ?

3.2 Correction Methods

In this section, we present two regression algorithms for estimating count errors in
CCrt. These regression algorithms include Random Forest (rfr) and AdaBoost
Decision Tree (adr). Both regression algorithms are trained using the derived
feature matrix comprising of both the input and target feature sets. Subsequently,
a regression model for predicting count error CCe in CCrt is derived from the
training process. In the following, we provide the rationale for selecting these
methods.

3.2.1 rfr

rfr is an ensemble method that utilizes decision trees as its primary estimators.
This ensemble method sub-samples the presented training feature matrix into
equal partitions, and for each partition, it fits an estimator. Given a test sample,
each of the trained model is used to produce some target estimates. Subsequently,
all target estimates are averaged to produce the final target estimate. One essen-
tial tuning parameter for rfr is the number of estimators it utilizes to fit the
training feature matrix. In this paper, we have utilized ten estimators to fit the
training feature matrix. This is the same number of estimators specified in [19].
This number of estimators is assumed to avoid over-fitting issues and to achieve
model generalization.
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3.2.2 adr

An AdaBoost regressor is a meta-estimator [20] that fits multiple instances of the
same regression algorithm to a training dataset. This is achieved by first fitting a
single regression method to the entire dataset, and subsequently, it fits additional
regression methods on the same dataset where the previous regression method
are less accurate. Similar to rfr, AdaBoost ensemble enables the declaration of
the number of estimators to be used in the learning procedure. However, unlike
the rfr where all of the declared estimators are fitted to a subset of the training
dataset, adr performs an incremental training that terminates when there is a
perfect fit. Hence, the specified number of estimators only provides an upper limit
of the number of estimators that can be used before the learning procedure is
terminated. In this paper, we have chosen the same decision tree method as the
base estimator for the AdaBoost meta-estimator hence the acronym adr. Also,
we have utilized the default number of estimators of 50 presented in [20] to fit the
training feature matrix.

Lastly, the rationale for choosing the decision tree regression method as the
base estimator is based on its ability to discover complex dependencies between
features and its strength in modeling both linear and non-linear relationships in
a feature matrix. Also given that the problem of correcting the count errors CCe

in the obtained real-time count CCrt is formulated as a multi-label regression
problem where each target label can assume a real number, these correction models
are utilized in this form to predict and correct the values of these labels. These
labels, will enable a varying number of CCrt tuples to be corrected as against the
case of a single-label regression problem, where users are constrained to a single
output.

3.3 Building Cases and Datasets

In this study, we have obtained datasets from four commercial building cases.
We utilize the datasets from three of the building cases to concretize PreCount’s
design assumptions, training, and evaluation. The dataset from the last building
case is used to test and validate PreCount. The four building cases are a univer-
sity teaching building (university), a public library (library), a shopping mall
(mall) and a research building (office). The datasets obtained from these build-
ings cover different ways commercial buildings are occupied and used by people.
Each dataset contains both ∆C and CC of both the raw counts and their corre-
sponding past corrections respectively. The raw count correction data in the past
are obtained through the probabilistic method in [22].

We have obtained 1-year worth of dataset from the first three building cases
and 6-month worth of dataset from the office building. The evaluation of Pre-
Count is done with this 1-year datasets. The evaluation uses the past correction
data from the probabilistic approach as ground truth data. This is because of
the cumbersome process involved in manually collecting ground truth data, es-
pecially in large commercial buildings. More so, the potency of obtaining high
fidelity count estimates through the probabilistic approach provides a viable al-
ternative for benchmarking subsequent methods such as a method for correcting
erroneous count estimates in real-time [22]. However, it should be noted that these
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datasets are only used for analysis, training and evaluation purposes and not for
testing and validation. Additional, we have obtained 1-day of manually collected
ground truth data from the office building. The 6-month past count data from
this building and the manually collected ground truth data are used to validate
and test PreCount. In the following, we provide a detailed description of the four
building cases.

The university is an 8000m2 building that records an average of 800 to 900
occupants on normal weekdays. The building is primarily a teaching building with
some office spaces. The types of room in this building are comprised mainly of
classrooms, study zones, offices, and restrooms. To obtain the raw count of occu-
pants in this building, 17 Stereo-vision cameras are installed to cover all transi-
tions between all entrances and exits. The cameras installed in this building are
manufactured by Xovis. All the datasets from the university are obtained at a
temporal granularity of 1-minute.

The mall is a 36,000m2 building containing 80 commercial spaces or shops. To
obtain the raw counts of occupants in this building, 22 Xovis Stereo-vision cameras
are installed to cover all transitions between the entrances and exits of the building.
This building records an average of 4500 to 5000 occupants on weekends and 3500
to 4500 occupants on weekdays. All the datasets from the mall are obtained at a
temporal granularity of 15-minutes.

The library is a 60,000m2 building that accommodates a library and business
spaces. It records an average of 800 to 1000 occupants on weekdays and 400 to 600
occupants on weekends. To obtain the raw count of occupants in this building, 7
network cameras are installed to cover all transitions between the entrances and
exits of the building. The cameras installed in this building are manufactured by
axis communications and are coupled with a software module namely Cognimatics
TrueView People Counter to dynamically recognize people entering and exiting the
building. All raw counts are publicly available in [12], and the datasets from this
building are obtained at a temporal granularity of 1-hour.

The office is a 2500m2 building that records an average of 70 to 80 occu-
pants on normal weekdays. The building is primarily an office building that hosts
a number of university researchers. Thus it is mainly comprised of offices, labora-
tories, meeting rooms and restrooms. To obtain the raw count of occupants in this
building, 4 Stereo-vision cameras are installed to cover all transitions between all
entrances and exits in the building. Also, the cameras installed in this building are
manufactured by Xovis. All the datasets from office are obtained at a temporal
granularity of 1-minute.

3.4 Error Patterns in Raw Occupant Counts

In this section, we utilize datasets from the first three building cases to present our
investigation of the error pattern in raw counts. As stated earlier, if there exists
a consistent and repeatable error pattern, this will provide the basis for adopting
a machine learning approach to accurately estimate count errors in real-time. To
investigate the assumption that an error pattern exists, we reiterate the following
proposition from [10,11,22].

Proposition 1 The rate of count errors in counting sensors is directly propor-
tional to the rate of transitions in the spaces they are deployed.
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One imminent effect when the transition rate in a space increases is occupant
occlusion. More specifically, it is well established that counting cameras gener-
ally have significant challenges in separating occupants that are occluded and this
usually results in undercount errors. Sangogboye et. al. [22] investigated this propo-
sition by correlating ∆Cr and ∆Ce. The resulting correlation indicates a linear
relationship between ∆Cr and ∆Ce. This linear relationship implies that a general
increase in ∆Cr will usually result in an increase in ∆Ce. Similarly, in this paper,
we correlate the rate of ∆Cr with ∆Ce for the first three building cases, and the
obtained results show similar patterns as specified in [22].

Figure 3 highlights the correlation results for the university building case.
From this figure, it can be observed that in the x-axis, we correlated transition
bins instead of the ordinary ∆Cr against ∆Ce. We borrowed this concept of bin-
ning from histogram charts, and this enables us to group the sparse range of
transition events in buildings. Here, we apply a bin size of 10 which implies that
bin 0 contains all absolute transitions ranging from 0 to 9 while bin 1 contains all
absolute transition events ranging from 10 to 19 and so on. The Pearson correlation
coefficient for both variables is 0.9, and this corroborates the linear relationship
observed in [22].
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Fig. 3 Correlation between transition bins (bin width = 10 counts) and absolute transition
errors

The result from Figure 3 corroborates the finding in [22] that count errors
follow a linear pattern. The repeatable patterns provide the basis for training a
machine learning task.

3.5 Feature Analysis

The adoption of a machine learning methodology for any given task requires the
identification of well-defined feature sets that can characterize both the explicit
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Fig. 4 Occupant pattern on weekends vs weekdays

and implicit patterns within a problem domain. Within the contest of real-time
error correction, such feature sets should represent the factors that influence the
propagation of count errors. In the following, we present our investigation of two
categories of feature sets namely the calendar and weather feature sets that influ-
ences the propagation of CCe in buildings. We justify the inclusion of these feature
sets because of the high variability they display with regards to CCe [22,24]. These
variabilities were investigated by correlating count datasets with the values of these
feature sets.

3.5.1 Calendar Features

Occupant patterns in buildings vary across different types of days. Figure 4 high-
lights the occupant pattern on weekends and weekdays for the university dataset.
These patterns were derived by computing the mean of all daily profiles in CCp

with a 95% confidence interval. Following the proposition in 1, the magnitude dif-
ference in both occupant patterns indicates that the error rates associated with
these patterns will vary significantly. Also, we hypothesize that since each day of a
week may be characterized by different occupant schedules and that more patterns
may exist for other day types such as holidays, we argue that the features set for
correcting CCe in real-time should include such calendar features to navigate the
different occupant patterns that may arise thereof.

3.5.2 Weather Features

Stereo-vision, thermal and other camera technologies are significantly susceptible
to poor lighting conditions [24]. For instance, [24] indicated that this may be as
a result of the predominant high luminance during summer and spring seasons,
and the predominant poor luminance during autumn and winter seasons for the
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standard European weather condition. We utilize two independent datasets namely
the period of a day and seasonal variation to investigate how the varying luminance
conditions affect counting cameras.

To quantify the influence of the period of the day on count errors, we extract
∆Cp and ∆Ce datasets associated with the five (5) periods of the day namely:

Sunset periods between the time in the evening when the sun is about to disappear
below the horizon, and the time it disappears

Noon periods between the time when the sun is at its highest point and the
beginning of sunset

Sunrise periods between the time in the morning when the top of the sun breaks
the horizon and the beginning of noon

Dawn periods between the time in the morning when the sun is at a specific
number of degrees below the horizon and the beginning of sunrise

Night periods between the astronomical dusk of one day and the astronomical
dawn of the next

The period of day dataset was obtained using a Python library given in [15],
and these datasets are obtained at the same resolution as the count datasets and
for the same coverage period.

To obtain a unified view of how both the ∆Cp and ∆Ce datasets that are
associated with each period of the day, we compute the following normalization.

ˆ∆Ce(a) =

∑m
j=1 |xaj |∑n

i=1

∑m
j=1 |xij |

(4)

where xij denotes the j-th element of i-th period of the day, xaj represents
the j-th element of a period of the day and ˆ∆Ce(a) is the normalized dataset of
∆Ce for the a-th period of the day. The value of m may differ depending on the
number of elements in ∆Ce(a). The same normalization is performed on the ∆Cp

dataset. Subsequently, we computed the error rate for each period of the day from
the normalized datasets as follows:

ErrorRate =
ˆ∆Ce

ˆ∆Cp

∗ 100% (5)

Figure 5 highlights this correlation for the dataset obtained from the univer-
sity building case. From Figure 5, it can be observed that both the autumn and
winter seasons have similar patterns for the same periods, while for both the spring
and summer seasons, only the sunrise and noon periods are similar. Similarly, the
error rates for the winter, summer, and autumn seasons are at the highest during
the night periods. However, during spring, the error rates are at the highest at
dawn. Figure 5 also shows some distinctiveness compared to Figure 3. The noon
period of the day has the highest proportion of all transitions for all seasons.
However, the error rates during this period are low compared generally to dawn,
sunset and night periods of the day. This indicates that while more accumulated
∆Ce are propagated during periods with more ∆Cr, the rate at which these ∆Ce

are propagated are entirely independent of the rate of ∆Cr. We argue that this
variation in error rates are well captured with the period of the day and seasonal
variation feature sets.
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Fig. 5 Correlation between periods of the day, normalized transition and transition errors

4 Evaluation

In this section, we present an evaluation of the correction methods deployed in Pre-
Count. The correction methods are evaluated using the Normalized Root Mean
Square Error (nrmse) metric, and a Leave-One-Out cross-validation method was
adopted to ensure a comprehensive evaluation process. This evaluation method
exhaustively evaluates the performance of each correction method such that for
each evaluation step, it uses n− 1 samples in a feature matrix for training and 1
sample for testing. Thus the number of evaluation cases equals the number of fea-
ture vectors (samples) in the feature matrix. We favor nrmse over other standard
metrics such as Root Mean Squared Error (rmse) and Mean Absolute Percentage
Error (mape) because rmse can only be interpreted with prior knowledge of the
duration of occupant detection while nrmse is a non-dimensional form of rmse. In
the case of mape, we favor nrmse because the occupant counts in a building at a
time stamp can be zero, especially at night times and we want to avoid division by
zero. The nrmse is derived from the root mean squared error (rmse) as follows:

RMSE =

√∑o
i=0(CCg(i) − CCrtc(i))

o
(6)

NRMSE =
RMSE

CCg

(7)

where CCg(i) and CCrtc(i) are ground truth occupant counts and real-time cor-
rected counts respectively.

For each presented building cases and their datasets, we have utilized the
entire training data to benchmark the performance of the presented correction
methods. Additionally, we utilized the 1-day ground truth data from office to
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Fig. 6 Boxplot showing the performance of each correction method for university building
case

validate PreCount’s correction methods. We also present an investigation into
correction cases where few datasets are available for training and we highlight how
the correction results vary given these variations in the size of training datasets.

PreCount and its elements are implemented in Python using some Python data
processing [13] and machine learning libraries [21].

In the following we present the evaluation cases used to evaluate the perfor-
mance of PreCount:

1. We compare the overall performance of PreCount’s correction methods for each
building case and present the most accurate correction method as PreCount.
In this evaluation case, we benchmark all methods with CCp and we compare
the correction methods with both the CCrt and the naive approach.

2. We compare the performance of PreCount’s correction methods in the office
building case for the 1-day ground truth data. In this evaluation case, we
benchmark all the methods for correction with the ground truth data, and we
compare the performance of PreCount’s correction methods with the count
estimates from the naive approach, CCp, and CCrt .

3. Lastly, we evaluate the performance of PreCount with different sizes of training
datasets. For this evaluation, we varied the sizes of training datasets from 30
to 120 days. This evaluation is especially crucial in-order to investigate how
the PreCount algorithm will perform during periods of early deployment where
limited training datasets are available.

4.1 Results

4.1.1 Overall Performance

Figures 6, 7, and 8 highlights the overall performance of PreCount’s correction
methods (adr and rfr) compared to the naive approach and CCrt in the uni-
versity, mall and library building cases respectively. From these figures, the
rfr correction achieved better accuracy than the adr correction method, while
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Fig. 7 Boxplot showing the performance of each correction method for mall building case
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Fig. 8 Boxplot showing the performance of each correction method for library building case

both methods achieved better accuracy than the naive approach. For the univer-
sity building case, the adr, rfr and naive correction methods achieved an nrmse
of 0.85, 0.62 and 1.53 while CCrt achieved an nrmse of 1.60 for all test days in the
count dataset. This indicates that PreCount’s correction methods achieved a 60 %
error reduction for the university building case compared to the naive approach
and CCrt. For the mall building case, the adr, rfr and naive correction method
achieved an nrmse of 0.09, 0.05 and 0.12 respectively while the CCrt achieved an
nrmse of 0.15 for all test days in the count dataset. This indicates that PreCount’s
correction methods achieved a 58 % error reduction for the mall building case.
Lastly, for the library building case, the adr, rfr and the naive correction meth-
ods achieved an nrmse of 0.15, 0.14 and 0.17 respectively while CCrt achieved
an nrmse of 0.22 for all test days in the count dataset. This indicates that both
regression methods achieved a 36 % error reduction for the library building case.
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In all the building cases, the rfr model achieved better error reduction than
the rfr model. This is because, the perfect fit of the Adaboost meta-estimator
may have over-fitted the correction model such that it is less generalization to new
correction cases.

4.1.2 Ground Truth Result

Figure 9 highlights the performance of PreCount’s correction methods (adr and
rfr), compared to the naive approach, CCrt, and CCp for the 1-day ground data
in the office building case. For this evaluation case, the adr, rfr, CCp, and the
naive approach achieved an nrmse of 0.11, 0.10, 0.12 and 0.31 while the CCrt

achieved an nrmse of 0.31. This indicates that the PreCount correction method
achieved a 68 % error reduction compared to the naive approach and CCrt and, a
slight improvement over CCp. Also from this evaluation, it can be observed that
none of PreCount’s correction method violates the requirements stipulated by the
United States Department of Energy [1].
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Fig. 9 Performance of each correction method in the office building case for 1-day ground
truth data

4.1.3 Comparison between Building Cases

In this section, we discuss the variation in the results obtained from all building
cases. In Table 3, we summarize the performance of all correction methods for
datasets obtained from all building cases. From this table, it can be observed that
the error reduction from the university, mall, and office buildings are more
significant compared to the library building case. The primary cause of this dis-
parity is the rate at which the count datasets are a sample from the camera sensors.
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For instance in library building case, PreCount has fewer points to corrects over
the course of the evaluation period because of the high sampling rate compared
to other building cases. Also, the aggregation over a longer sampling period re-
duces the variability in the dataset, and such variability will usually facilitate the
training of a more robust regression model.

Table 3 A table comparing the evaluation results for all building cases

Building Cases

UNIVERSITY MALL LIBRARY OFFICE

C
o
rr

ec
ti

o
n

M
et

h
o
d

s

Raw Count 1.60 0.15 0.22 0.31

Naive 1.53 0.12 0.17 0.12

PreCount RFR 0.62 0.05 0.14 0.10

PreCount ADR 0.85 0.09 0.15 0.11

Sampling Rate (Minutes) 1 15 60 1

Error Reduction(%) 60% 58% 36% 68%

4.1.4 Training Dataset Size

The results in the previous section have used the entire training dataset in the
training phase of PreCount. However, there are instances where there are limited
training data such as cases where counting devices have recently been deployed.
For these cases, we investigate the accuracy of PreCount, and we hypothesize
that increasing the size of the training dataset should increase the accuracy of
PreCount.

In Figure 10, we varied the size of the training dataset for the mall building
case from 30 days to 120 days with a unit step of 30 days, and we employ a 95 %
confidence interval for the nrmse. Also, we compared the nrmse of CCrt with the
nrmse of varying size of the dataset. From Figure 10, training datasets with sizes
30, 60, 90 and 120 days achieved an nrmse of 0.52, 0.34, 0.26 and 0.22 respectively
compared to CCrt that has an nrmse of 0.74. It can be observed that as the size
of the training dataset increased, the nrmse reduced i.e. the accuracy of PreCount
increased over time. Also, with just 30 days of training data, PreCount achieved
over 30 % increase in accuracy compared to CCrt.

5 Discussion

The evaluation results presented in the four evaluation cases documents the merit
of PreCount for performing count correction in real-time. From the overall perfor-
mance in Section 4.1.1, PreCount achieved a 60%, 58% and 36% error reduction
in the university, mall and library building respectively. The ground truth
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Fig. 10 CCr versus PreCount with varying size of training dataset for the mall building case

result in Section 4.1.2 shows a 68% count error reduction in an office building.
With the results obtained from the varying training sizes of the dataset in Section
4.1.4, PreCount could achieve as high as 30% error reduction with just 30 days of
the training dataset. While the accuracies obtained from PreCount are significant,
these accuracies are achieved within the range of some of the highlighted feature
sets in the feature analysis section. Some of these feature sets were motivated from
previous literature and are known contributors to erroneous counts, especially in
camera technology. However, no previous literature enabled real-time count cor-
rection as enabled by PreCount. In this section, we discuss some of the limitations
in this work, and we highlight some improvement opportunities to achieve better
error detection and correction accuracy.

Firstly, PreCount assumes that there are available datasets for formulating the
feature sets described in the feature analysis section. However, in some locations,
such datasets are not readily available. To address this concern, it could be rele-
vant to perform a feature ranking analysis alongside the feature correlation for all
presented feature sets. This can be done in the training phase of PreCount with
methods such as principal component analysis (pca) or single value decomposi-
tion (svd) to determine what correction accuracy is expected with the inclusion
or exclusion of each feature group.

Also in Figure 10, we presented that increasing the size of the training dataset
increases correction accuracy. However, it should be noted that as the size of
training datasets increases, the time complexity for generating PreCount correc-
tion models also increases linearly. Therefore, a trade-off that maximizes both the
accuracy for estimating count errors and estimation speed should be investigated
to ensure that the latency for correcting real-time counts are minimal for each
domain application.
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6 Conclusions

In this paper, we present PreCount - a predictive model for correcting real-time oc-
cupant count data. We highlighted the non-adaptability of methods for correcting
erroneous occupant counts in the past to correct occupant counts in real-time. We
reviewed the accuracy of the methods for correcting occupant counts in the past
and how PreCount leverages the accuracy of the probabilistic approach to accu-
rately produce a real-time correction. Secondly, we present PreCount’s elements,
and we deployed two correction methods namely rfr and adr in PreCount. Also,
we present a feature analysis section that highlights the features that can repre-
sent the factors influencing erroneous occupant counts in our real-time correction
model. These factors were used for formulating a real-time count correction prob-
lem. Thirdly, we evaluate the performance PreCount’s correction methods using
three evaluation cases and with datasets from four building cases. The first two
evaluation cases benchmark the overall performance of both correction methods
with CCp dataset from the first three building and ground truth data from the
last building respectively. The third evaluation case evaluates the performance of
PreCount with varying sizes of training data. Lastly, we present the results from
all the evaluation cases. The results from the first evaluation case indicate that
rfr outperforms adr in all building cases. In the second evaluation case, both
correction methods achieved a maximum error reduction of 68 % compared to
CCrt and the naive approach and, a slight improvement over CCp. And in the
third evaluation case, PreCount achieved an increasing accuracy as the training
dataset increases and with just 30 days of training data, PreCount achieved an
error reduction of over 30 % when compared to raw counts. From the foregoing,
PreCount can reliably produce high fidelity correction of occupant counts in real-
time. Also, PreCount can achieve significant error reduction when limited training
data are available for training.

In conclusion, given that PreCount achieves high fidelity correction of CCrt,
PreCount can facilitate a number of pervasive and real-time applications that
spans several domains such as disaster prevention and management, building en-
ergy management, and queue management in retail stores.
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Abstract Improving methods for predicting occupant pres-
ence in commercial buildings is crucial for optimizing energy
consumption. Also it is crucial for providing amiable indoor
environmental conditions. To enable these improvements, we
require amore accurate andflexible framework for predicting
occupancy. The promt framework proposed in this paper is
an accurate and flexible framework for predicting occupancy
presence in multiple resolution with time-shift agnostic
classification. promt assumes that no single prediction algo-
rithm, model, or static model parameter can guarantee high
fidelity occupancy prediction for varying occupancy require-
ments and for every kind of rooms. Given this assumption,
the promt framework facilitates the deployment of several
prediction algorithms and it performs an hyper-parameter
optimization procedure on all deployed algorithms to obtain
the optimalmodel for obtaining occupancy prediction in cov-
ered room. promt was benchmarked with datasets from two
building cases by comparing the F-score of the prediction
results obtained from all deployed algorithms. The results
document that promt outperforms the performance of any
single prediction algorithm by a maximum difference in F-
score of 2.3% and aminimumdifference in F-score of 0.58%.
As a case studywe demonstrate the use of promt for schedul-
ing demand response events in a commercial building.
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1 Introduction

Providing comfort for occupants in commercial buildings
accounts for a large proportion of worldwide energy con-
sumption. The potential to reduce energy waste in buildings
has been demonstrated to be in the range of 15–42% [2,4].
This potential can be achieved by improving the schedules for
heating, ventilation, and air conditioning (hvac) to deliver
the required level of comfort only when rooms are and will
be occupied. Also for hvac control, commercial buildings
such as university and office buildings could leverage occu-
pancy predictions to simultaneously plan and forecast energy
usage and provide optimally conditioned spaces. Here occu-
pancy prediction is the problem of predicting the presence
and absence (1|0) of occupants in a given physical space for
a given time period in the future. Apart from hvac control,
occupancy prediction facilitates several other domain appli-
cations such as demand response, building maintenance and
safety.

To facilitate such domain applications, Sangogboye et al.
highlighted in [13] that a more flexible and accurate predic-
tion algorithm is required for occupancy prediction. Firstly,
the algorithm has to be flexible because the domain appli-
cations utilizing occupancy prediction should be delivered
in multiple spatial granularities, temporal granularities and
temporal coverages. Here, spatial granularity is defined by
how the physical spaces in buildings are grouped and this
grouping could be according to rooms, floors, ventilation
zones or buildings. Temporal granularity is the time-steps at
which predictions of physical spaces are computed and this
could be at a minutely, hourly or daily resolution. Lastly,
temporal coverage is the time horizon (look ahead) of a pre-
diction and similar to temporal granularity, this can be at a
minutely, hourly or daily horizon [7]. The state-of-art review
in [13] concluded that algorithms for predicting occupancy
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have shortcomings with regards to the requirements pre-
sented by how flexible occupancy prediction should be for
spatial granularity, temporal granularity and temporal cov-
erage. Also, Sangoboye and Kjærgaard [13] indicated that
some prediction algorithms such as the one proposed in [8,9]
can only predict at a fixed spatial granularity and others such
as [2,4,15,16] can only predict at a fixed temporal coverage
and spatial granularity.

Secondly, the prediction algorithm has to be accurate
because the categorization study by Kjærgaard and San-
gogboye [7] which compared the accuracies of prediction
algorithms shows that their accuracies vary with respect to
the domain requirements for temporal granularities, spatial
granularities and temporal coverage. This is for instance evi-
dent in the case of both preheat [16] and TherML [9] with
prediction accuracies 86 and 92% respectively in default tem-
poral granularity and spatial granularity. preheat in [16]
achieved this accuracy with temporal and spatial granularity
of 15min and rooms respectively. However, when compared
to TherML in [9] which utilizes temporal and spatial granu-
larity of 5min and buildings respectively, preheat achieved
an accuracy of 90.6% while TherML achieved and accuracy
of 92.1%. TherML achieved better prediction accuracy than
preheat because TherML uses occupant’s location data and
can accurately estimate from this data both the average stay
period of occupants in a particular space and occupant’s next
location. Also the accuracy margin between TherML and
preheat increases by a function of this average stay period
and the distance betweenoccupant’s current location andnext
location [9].

These findings were further corroborated by the results
obtained from the comparative study by Sangogboye et al.
[15] which categorizes spaces by occupancy duration and
occupancy ratio. The result from this study shows that while
occupancyduration influences prediction accuracymore than
occupancy ratio, different occupancy algorithms performs
differently with respect to the occupancy duration in physical
spaces. Sangogboye et al. [15] differentiated two occu-
pancy durations in spaces namely high and low occupancy
duration and compared the performance of five prediction
algorithms with occupancy datasets from two commercial
buildings. These algorithms include preheat, Support Vec-
tor Machines (svm), Random Forest (rf), Decision Trees
(dt) and Multi-Label K-Nearest Neighbor (mlknn). The
results obtained show that preheat and svm outperformed
other algorithms in spaces with high occupancy duration
and vice versa for spaces with low occupancy duration.
This observation was also noted in [16]. The reason for
this is because preheat simply selects and computes the
mean of the five closest occupancy schedules to the currently
observed schedule.While the selected schedules may be rep-
resentative for high occupancy duration, these are usually not
the case for spaces with low occupancy durations. In the case

of svm, svms create slack variables to accommodate classifi-
cation exceptions. For spaces with low occupancy duration,
several slack variables are created to accommodate these,
however these exceptions are usually not representative of
newly observed occupancy schedules.

We argue that given that prediction accuracy varies with
requirements for temporal and spatial granularities, charac-
terization of space usage durations and any other requirement
that may arise, occupancy prediction should be delivered at
high fidelity by the most accurate prediction algorithm for
a particular set of requirement. In this paper we propose
the promt framework for Predicting Occupancy presence
in Multiple Resolution with Time-Shift Agnostic Classifica-
tion. This paper makes the following contribution to ensures
that presence prediction is highly flexible and accurate:

1. A framework design that decouples individual prediction
algorithm from various domain occupancy requirements
and flexibly provides occupancy prediction in multiple
resolutions of spatial granularity, temporal granularity
and temporal coverage.

2. A framework design that facilitates the deployment of
several prediction algorithms.

3. A framework design that performs hyper-parameter opti-
mization for various domain requirements and improves
prediction accuracy by automatically selecting the opti-
mal prediction algorithm for a particular physical space.

4. An experimentation of promt with the deployment of
two multi-label classification algorithms namely svm
and rf, an occupancy prediction algorithm namely pre-
heat [16] and a custom occupancy prediction algorithm
namely knn-dtw that introduces a time-shift agnostic
classification.

5. Comprehensive experimental results evaluating a key
performance metric namely micro-average F-measure
hereafter referred to as F-score. The experimental results
are based on three months of occupancy data from pas-
sive infrared (pir) sensors installed in over 100 rooms
in two commercial buildings. The results demonstrate
that promt facilitates an increased prediction accuracy
over all deployed algorithms in all cases and can predict
occupancy presence for multiple spatial granularities,
temporal granularities and coverages.

6. A case study that demonstrates the use of promt for
scheduling demand response events in commercial build-
ings.

2 Occupancy prediction

We propose promt in order to address the requirements for
occupancy prediction highlighted in the introduction section.
Figure 1 gives an overview of the framework, its individual
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Fig. 1 Overview of the PROMT algorithm for occupancy prediction

elements and in the following we refer to the markers on the
figure with (X). The curved rectangles in the figure are meth-
ods applied on presented datasets and the squared rectangles
represent data. promt consists of a training and a prediction
(testing) phase. The promt framework assumes that build-
ing instrumentations are available (e.g. pir sensors) that can
provide boolean occupancy data at a high resolution for both
spatial granularity (i.e. personal spaceor room level) and tem-
poral granularity (minutely interval). In the training phase,
promt also assumes that historic occupancy data are avail-
able for at least four weeks and given these training data, all
obtained data are cleaned (i.e. all erroneous sensor readings
are removed) for subsequent steps (2). After data cleaning,
the resulting boolean data are aggregated over a specified
requirement for both spatial granularity and temporal gran-
ularity as part of the feature preparation process (3). The
aggregated data are later converted into feature vectors cov-
ering individual days in the occupancy dataset. Subsequently,
the requirement for temporal coverage (3) is obtained to
perform a horizontal split of the feature vectors into input
and target feature vectors which are used for parameter opti-
mization and model selection (4). For the prediction phase,
promt assumes that recent room-level occupancy data from
deployed building instrumentations are available (A). The
boolean data undergoes a similar data cleaning (B) and fea-
ture preparation process (C) as described in the training phase
and the most accurate prediction model (D) selected in the
model selection stage in the training phase is used for occu-
pancy prediction.

In the following, we discuss the individual elements of
the proposed algorithm. To evaluate the promt framework,
the F-score metrics is employed to validate the performance
of all deployed prediction algorithms in promt. The F-score
metric is the harmonic mean of precision and recall and this
metric has proven to be unbiased under high class imbalance
[5].

2.1 Training phase

As shown in Fig. 1, the training phase comprises of build-
ing instrumentation, data cleaning, feature preparation and
model selection methods. These methods are described
below.

2.1.1 Building instrumentation

As stated earlier, promt assumes that installed building
instrumentations provides occupancy data. The building
instrumentation comprises of sensors such as pir sensors
for obtaining time-series boolean occupancy data and a
database for storing both the time-series data and its meta-
data. promt uses meta-data that characterizes the placement
of each deployed sensor. The placement information follows
the standard ifc format of Site, Building, Floor and Space.
Themeta-data facilitates an automatic query of relevant time-
series data to satisfy any given spatial granularity. In our
prototype implementation the promt framework leverages
the capabilities of sMAP presented in [3] for storing both
time-series data obtained from deployed sensors and their
respective meta-data.

2.1.2 Data cleaning

Data cleaning involves the process of detecting and remov-
ing corrupt data from a dataset. To detect such corrupt data,
we leverage domain knowledge of how the case buildings
are used (occupancy schedules) to detect errors in queried
datasets. A primary example for an office buildingwith open-
ing hours of 8AM–4PM is to remove sensors readings that
reports consistent occupancy presence over a 48h period on a
weekday because this is likely due to sensor failure. Also as a
caution, in the case where other sensor streams are available
such as CO2 streams, we validated the observed occupancy
data during these periods with the CO2 readings. A script
was developed to detect and validate such occurrences and
such erroneous sensor readings are removed accordingly.

2.1.3 Feature preparation

The feature preparation comprises of three major steps for
satisfying the requirements for spatial granularity, temporal
granularity and temporal coverage.

Spatial Granularity promt enables prediction for varying
spatial granularities of rooms, floors, ventilation zones or
buildings. For instance, buildings with multiple ventilation
zones require occupancy presence prediction to be aggre-
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gated according to the ventilation zones. promt facilitates
predictions for multiple spatial granularities by leveraging
the methods proposed in [6] which consult spatial meta-
data information represented as a hierarchical graph for each
building. This graph describes themapping between the areas
of interest (such as a ventilation zone) and sensor placements.
Subsequently, promt uses this mapping to identify all the
sensors in the corresponding spaces, obtain the sensor data
and then performs an OR operation on all obtained data in
an area of interest.

Temporal granularity The sample rate of raw occupancy
data obtained from building instrumentations may some-
times differ from domain application’s required sample rate
for occupancy predictions. For instance pir readings may
be sampled at the rate of 1min while an hvac control
may require occupancy prediction at a granularity of 10min.
The temporal granularity module enables an automatic up-
sampling and down-sampling of raw boolean data based on
a specified sampling rate and it achieves this by leveraging
the re-sampling method in [10].

Temporal coverage Given the re-sampled data from the tem-
poral granularity module, obtained data are structured into
feature vectors with subintervals of equal length. Each label
in the feature vector is called a Slot” which takes a value
of 1 if an area is occupied within the slot interval and 0
if otherwise. For example, if the specified requirement for
temporal granularity is 10min, promt creates a daily profile
and partitions each day into 10min intervals to generate an
occupancy feature vector of 144 slots for each 24h period.
Given this feature vector, the temporal coverage module per-
forms a horizontal split of the feature vectors into input and
target labels. The target labels is comprised of the feature
slots that falls in the range of the prediction coverage period
and the input feature labels is comprised of all feature slots
before the target labels. These input and target labels repre-
sent the independent and dependent variables, respectively.
For example, given a prediction request from 8:00 AM with
a 3-h temporal coverage, the target labels will comprise of
all slots within 8:00 AM–11:00 AM, while the input labels
will comprise of all slots within 12:00 AM–7:59 AM. The
input labels are further augmented with additional contextual
features to further distinguish each feature vector to improve
prediction accuracy in the prediction phase. These additional
features include the day of the week DAYNAME, DAYTYPE
as either weekday or weekend, SEASON as either spring,
summer, winter or fall and PUBLIC HOLIDAYS as either
holiday or not-holiday.

2.1.4 Model selection

Given a finite set of deployed prediction models and their
native parameters, promt performs an exhaustive grid search

for each deployed prediction model using the training fea-
ture vectors obtained from the feature preparation stage. This
hyper-parameter optimization performs tuning on amodel by
testing all combinations of the specified parameters and the
combination with the highest metric score is selected as the
model parameter. To perform this tuning, the parameter opti-
mization method implements a custom held-out validation
method as shown in Fig. 2. This validation method takes
as input both the tuning dataset and the evaluation dataset
for tuning and evaluating the prediction models respectively.
Finally, promt selects the model with the highest metric
score amongst all tuned models for each room for the pre-
diction phase.

After the tuning and selection process of promt, another
custom held-out validation method is used for validating the
promt prediction model in comparison with other models.
To ensure that both the tuning process (involving both the
training and evaluation datasets as shown in Fig. 2) and the
validation process are done properly, themodel selection pro-
cedure splits the presented dataset into four equal sizes. The
first 1/2 of the dataset provides the initial tuning set, while
the second 1/4 are the evaluation samples for evaluating the
tuning process. Finally The last 1/4 of the dataset is used for
validating promt in comparison to other models.

As stated earlier, we utilize the custom held-out validation
method for validating (or evaluating) the prediction models.
As shown in Fig. 3, this validation is implemented such that,
for each daily slide through the validation samples, the win-
dow of the training samples is also shifted by one day. In
this way, the data used for training and validating the models
at each validation step are different. The validation of each
model is performed by sliding through the time dimension.
We favor this custom held-out validation method over tradi-
tional held-out or cross validationmethods because it mimics
the temporal dependence of occupancy and it replicates the
live performance of the prediction algorithms.

2.2 Prediction phase

To perform the final prediction, promt applies a similar fea-
ture preparation procedure in the training phase to obtain the
test feature vector. The difference between the training fea-
ture vectors and the test feature vector is that slots up to the
current prediction time are filled with obtained occupancy
data whereas slots beyond the prediction time are marked
with a “?” to denote that they are unknown and should be
predicted. Given that each feature vector contains up to a
day of occupancy data, promt enables predictions within
and beyond a prediction horizons as follows: for predictions
beyond the current day, promt extracts and predicts occu-
pancy presence firstly for the remaining time periods of the
current day and then subsequently for the remaining periods
in the prediction horizon, it constructs new feature vectors
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Fig. 2 Model selection procedure

2015-12-21 2015-12-22 2015-12-23 … 2016-03-01 2016-03-02 2016-03-03 2016-03-04 …

2015-12-21 2015-12-22 2015-12-23 … 2016-03-01 2016-03-02 2016-03-03 2016-03-04 …

2015-12-21 2015-12-22 2015-12-23 … 2016-03-01 2016-03-02 2016-03-03 2016-03-04 …

2015-12-21 2015-12-22 2015-12-23 … 2016-03-01 2016-03-02 2016-03-03 2016-03-04 …

Test 1

Test 2

Test 3
…

Test N

Training Dataset Test Sample

2/3 Dataset 1 Dataset

Fig. 3 Illustration of of custom held-out validation method

for each subsequent day. Given the tuned model from the
model selection stage in the training phase, this tuned model

is used to predict the unknown slots in the test feature vector.
An example feature model is given in Table 1.

3 Evaluation

In this section we present evaluation results of all deployed
prediction models and the promt framework using the F-
score metric. Firstly, we present the implementation details
of promt and all prediction algorithms. Secondly, we present
the dataset used for evaluating the prediction algorithms,
the data acquisition procedures, sampling rate and storage.
Thirdly, we present the evaluation setup, hyper-parameter
optimization and evaluation result of each model. Lastly, we
summarize by comparing the overall performance of each
deployed model with the promt framework.

3.1 Prediction models

The promt framework and its modules are implemented and
evaluated in the python programming language. Two multi-
label prediction methods namely svm and rf, a state-of-art
occupancy predictionmethod namely preheat and a custom
occupancy prediction method namely K-Nearest Neighbor
with Dynamic Time Warping as distance metric (knn-dtw)
are deployed in promt. The primary goal for deploying the
knn-dtw method is to address the inabilities of other clas-
sifiers and to introduce time-shift agnostic classification as
introduced in the following section. The implementation of
preheat and the multi-label classification algorithms are
fromScott et al. [16] and Pedregosa et al. [11] respectively. In
the following, we provide the rationale and implementation
details of the knn-dtw method.

3.1.1 knn-dtw: time shift agnostic classification

The challenge with preheat when it achieves high pre-
diction accuracy for spaces with high occupancy duration
and low prediction accuracy for spaces with low occu-
pancy duration is that, preheat uses the Hamming distance
as the distance metric for computing pairwise similarity
between the input labels of a test feature vector and the
input labels of a training feature vector. The problem with
using the Hamming distance to determine the similarity

Table 1 Example feature model for training and test dataset

Feature vectors Input labels Target labels

Dayname Daytype Season Holiday Slot1 Slot2 . . . Slot48 Slot49 . . . Slot144

20-02-2016 Monday Weekday Summer 0 0 0 . . . 1 1 0

21-02-2016 Saturday Weekend Winter 0 1 1 . . . 1 ? ?
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Table 2 Examples of partial feature vectors

Day Input label

20-02-2016 0 0 1 0 0 1 0 1 0

21-02-2016 1 0 0 1 0 1 0 0 0

between two binary occupancy sequences arises from the
assumption that these sequences can be linearly matched
in time. This is a weakness because it makes the classi-
fier sensitive to distortion of occupancy patterns in the time
axis and make it time dependent. For instance, given the
two similar historical occupancy sequences in Table 2, the
Hamming distance will return a distance of 6. However, if
the data in the first row is round-robin matched with the
data in the second row, the new Hamming distances will
return 0.

To overcome this challenge with time dependency, we
require a knn classifier that uses a distance metric that is
agnostic to time shifts. One such metric is dynamic time
warping (dtw) [12]. The knn classifier will use the dtw
distance metric to compute the distances and warping path
between the partial feature vectors of the current day and sim-
ilar occupancy sequences from historical days. For instance,
given two partial feature vectors A = a1, . . . , ai , . . . , an
and B = b1, . . . , b j , . . . , bm . dtw firstly aligns these two
vectors by constructing an n × m matrix and assigning
the squared distance d(ai , b j ) = (ai , b j )

2 to the matrix
cells. Secondly, it finds the best match between the two
sequences by retrieving a path in the matrix that minimizes
the total cumulative distance between the two sequences.
Hence, for the two occupancy sequences in Table 2, we
derive the path [(0, 0), (0, 1), (1, 2), (2, 3), (3, 4), (4,
4), (5, 5), (6, 6), (6, 7), (7, 7), (8, 8)], as shown in
Fig. 4.

To produce the final predictions the classifier selects the k
most similar previous day sequences based on the computed
distances and predicts the contents of future slots from the
mean slot values of these matched sequences.

Fig. 4 n by mDTW distance matrix for the two time sequences shown
in Table 2

3.2 Evaluation dataset

We evaluate the prediction algorithms with datasets from
two distinct building cases—the Green Tech Center (gtc)
building and the Mærsk McKinney Møller Institute (mmmi)
building, both in Denmark. Each building case has pir sen-
sors installed in all rooms, includes different room sizes and
is occupied with occupants with different job functions. The
gtc building is a working environment that houses a range
of organizations and companies with different business pur-
poses. It is a three story building with 50 rooms that is
comprisedmostly of office spaces, a cafeteria,meeting rooms
and bathrooms. The mmmi building is part of the University
of Southern Denmark. It is a two story university research
building with 58 rooms and with occupants who are mainly
research students, professors, and secretaries. The building
is comprised of varying room sizes and types which includes
common areas, bathrooms, offices, laboratories, computer
rooms, and meeting rooms.

In the mmmi building case, the sensors report pir data
through knx protocol to an instance of the sMAP time-series
database [3]. For the gtc building sensor data are collected
by a Niagara bms. The bms provides an oBIX interface that
enables the collected pir data to be streamed to the sMAP
instance. Occupants sometimes disable the pir sensors in the
mmmi building to bypass automatic lighting. We excluded
such rooms from the study because the occupancy status of
such rooms are undetermined overtime. Out of the total 108
rooms from both building cases, 23 rooms are excluded and
the remaining 85 occupied rooms are used for training and
evaluation. All sensor data are sampled from the pir sensors
every 30s and stored on the sMAP instance. From the sMAP
instance, we query the occupancy data. All prediction algo-
rithms are evaluated using 16 weeks (=80 working days) of
pir data fromFebruary toApril, 2016 for both building cases.

3.3 Model optimization

In this section, we present the test case used for evaluating
promt, the hyper-parameter optimization process for each
prediction algorithm, the performance of each prediction
algorithm, and a comparison of all tuned models with the
promt framework.

3.3.1 Test case

A test case is comprised of occupancy requirements for tem-
poral granularity, temporal coverage, spatial granularity and
prediction time. The test case is as follows:

– Prediction time: 8:00 AM
– Temporal granularity: 10min
– Temporal coverage: 8h
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– Spatial granularity: room

Using this test case, promt performed the data cleaning and
feature preparation step to obtain the training feature vectors
from the tuning and evaluation dataset.

3.3.2 Optimization configuration

Here, we introduce the parameters of each predictionmethod
to be optimized.

The preheat algorithm as specified in [16] takes only one
parameter namely k. k determines the number of the nearest
training vectors to the test vector to be aggregated for final
prediction. The k parameter should not be greater than the
number of vectors in the training dataset and should not be
less than 1. For this optimization, we have varied the value of
k from 1 to 90 which is the number of vectors in our training
dataset.

The knn-dtw algorithm as specified in [12] takes two
parameters and these include a k parameter as in preheat
and a window shift parameter (w) which specifies howmany
temporal shifts are allowed in order to align the vectors being
compared. The w parameter should not be greater than the
number of slots in the input feature vector and it should not
be less than 1. For this optimization we have varied the value
of w from 1 to 50 and the same constraints and range for k
as for preheat.

The rf algorithm takes a number of parameters such as
the number of bootstrapped estimators (decision trees), the
maximum depth of each decision tree, the maximum sample
leaf and many more. For this optimization we have varied
only the number of bootstrapped estimators that are ensem-
bled for the final prediction from 1 to 50 and we have kept
the default setting of other parameters as specified in [11].

The svm also takes a number parameters namely the ker-
nel, gamma, anddegree andmanymore. For this optimization
we have varied both the kernel and gamma parameter. The
kernel parameter specifies kernel type that is used by the
algorithm and this could beRadial Basis Function (rbf), poly-
nomial (poly), linear, and sigmoid. The gamma parameter is
only applicable to the rbf, poly, and sigmoid and it should
not be greater than the inverse of the number of slots in the
training feature vector [11]. For this optimization, we have
varied the gamma parameter from 0.001 to 0.008 for the rbf,
poly, and sigmoid kernel and we have kept the default setting
of other parameters as specified in [11].

3.4 Results

Given the training feature vectors, the test case and the
parameter configurations for tuning each prediction model,
we perform the hyper-parameter optimization operation and

present a series of optimization results that compares all
deployed models as follows:

1. Firstly, for each model, we average the optimization
results of parameter configurations over all rooms in both
building cases.

2. Secondly, for each room and for each deployed model,
we obtain the best parameter configuration and compare
their performances using the evaluation dataset.

3. Lastly, we utilize the validation dataset to validate the
performance of promt in comparison to the tunedmodels
for each room.

3.4.1 Best parameter configuration for all rooms

In the figures presented in this section, the red point indi-
cates the parameter configuration with the highest F-score.
Figure 5 shows the average optimization result of the pre-
heat algorithm for all rooms and different values of k.
From the figure, the preheat model with parameter k=4
achieved the best average F-score of 85.62% in both building
cases. Figure 6 shows the average optimization result of the
knn-dtw algorithm for all rooms and and different values of
k and w. From the figure, the knn-dtw model with param-
eter configuration k=7 andw=1 achieved the best average
F-score of 85.41% in both building cases. Figure 7 shows the
average optimization result of the rf algorithm for all rooms
and different number-of-estimator. From the figure, the rf
model with the number-of-estimator=2 achieved the best
average F-score of 63.64% in both building cases. Figure 8
shows the average optimization result of the svm algorithm
for all rooms and different values of gamma and kernel. From
the figure, the svmmodel with linear kernel achieved the best
average F-score of 85.39% in both building cases.

Fig. 5 Average optimization results of the preheat algorithm
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Fig. 6 Average optimization results of the knn-dtw algorithm

Fig. 7 Average optimization results of the rf algorithm

Fig. 8 Average optimization results of the svm algorithm

Figure 9 summarizes the F-score from all tuned models.
The preheatmodelwithk = 4 achieved the highest average
F-score followed by knn-dtw model with parameters k=7
andw=1, svmwith a linear kernel and rfwith 2 estimators.

Fig. 9 Comparison of the average F-score of all tuned prediction mod-
els

Fig. 10 Room coverage of prediction models

3.4.2 Best parameter configuration for each room

Figure 10 shows in how many rooms in both case building
each model has the best F-score. As shown in the figure,
there are cases where two or more models have the highest
F-score. This is the case with svm/knn-dtw/preheat and
knn-dtw/preheat/rf. Overall, the knn- dtw has the best
coverage follow by preheat, rf, and svm with distinct fre-
quencies 36, 19, 3 and 2 respectively. Figure 11 shows the
average F-score of all tuned predictionmodels for each room.
As shown in the figure, the tuned knn-dtw models for each
room has the best F-score followed by the preheat models,
svm models, and rf models with average F-scores 87.84,
87.46, 86.21 and 67.07% respectively.

The better prediction scores with knn-dtw for more
spaces than other prediction models validates the capability
of knn-dtw to achieve better prediction accuracy for spaces
with low and high occupancy durations. As stated earlier, this
is because knn-dtw is agnostic to time shifts in occupancy
schedules.
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Fig. 11 Average F-score of tuned prediction models for each room

Fig. 12 promt and Average F-score of tuned prediction model for
each room

3.4.3 promt versus prediction models with best parameter
configuration for each room and for all rooms

As discussed in the description of promt, promt lever-
ages the coverage of each prediction model as shown in
Fig. 10 and it selects the most accurately tuned prediction
model for each room in the case building. In Fig. 12, we
utilize the validation dataset to compare the performance of
promt and other prediction models that achieved the best
parameter configuration for each room. As shown in the
figure, promt achieved the best prediction score for the val-
idation dataset with an F-score of 94.24%. The knn-dtw
achieved the second best prediction score followed rf, pre-
heat and svm with F-scores 93.67, 92.90, 92.52 and 91.95
respectively.

4 Discussion

The evaluation results presented in Fig. 12 document the
merits of the promt algorithm. promt performs its model
selection process once for a prediction day, but it could
be interesting to investigate how often the model selec-
tion procedure should be performed especially when there
are changes in occupancy patterns in spaces. Also, promt
utilizes an exhaustive grid hyper-parameter optimization
method, however such method could easily be computation-
ally expensive resulting from the cause of dimensionality. It
could be interesting to explore othermodel selectionmethods
such as Bayesian inference andGradient-based optimization.

5 Case study

To illustrate the use of the output of the promt algorithm
we consider an application within Demand Response (dr).
Existing strategies for dr in commercial buildings fail to
enable services with an assessable impact on occupant com-
fort. One method of addressing this issue is to predict if
responding to a dr event will impact occupant comfort, e.g.
when changing hvac settings. Here we consider predict-
ing CO2-levels using a generic zone model. The model is
based on greybox modeling where we use the same base
model and parameterize it for each zone (i.e. each room).
The base model consists of a thermal rc network submodel
and a transient CO2 balance submodel. When predicting, the
model is given the following input parameters: promt pre-
dicted occupancy, assumed system control strategy (heating
and ventilation), forecasted ambient temperature and fore-
casted solar radiation. Further details regarding the model
are given in Arendt et al. [1].

For evaluation purposeswe randr events in thegtc build-
ing by closing down the ventilation system. This response
resulted in a drop in electricity consumption of around 3kW.
Before triggering such events the impact on CO2 must be
predicted so that we only schedule events if our model pre-
dicts that the CO2 levels in the building will not go beyond
the Danish dk work regulation limit of 1000 ppm. Out of
the fifty rooms in the gtc case building we focus on two
rooms in particular. One of them is a meeting room which
might trigger CO2 violations if many people attend a meet-
ing during a DR event and an open space office which has
much lower variations in CO2 levels. Both types of rooms
are common in commercial buildings. Figure 13 shows the
simulated and measured CO2 levels in the meeting room (a)
and the open space office room (b) during one of the events.
As expected the predictedCO2 values increase during the dr
events due to lack of mechanical ventilation. In both cases
we can see that the simulations predict that if we turn off the
ventilation system we will not violate the limit of 1000 ppm

123



114 F. C. Sangogboye, M. B. Kjærgaard

Fig. 13 CO2 results for a meeting room (a) and an open space office
room (b)

CO2 so we may schedule a dr event. Comparison with mea-
sured CO2 reveals that the simulations are able to identify
the right trends. In some situations the measured CO2 rose a
bit higher than our predictions—most clearly in the meeting
room. The reason is that more people attended the meeting
than our model predicted. This scenario illustrates just one
of the applications that promt enables.

6 Related work

In the following we cover related work in terms of other
occupancy prediction algorithms.

Scott et al. [16] proposed preheat which uses historical
occupancy data from motion sensors or rfid tags to predict
future occupancy. preheat was able to achieve a prediction
accuracy of 86% for a residential home that was occupied
89% of the time and very low accuracy for homes that were
occupied infrequently.

Koehler et al. [9] introduced an occupancy prediction
algorithm TherML that uses gps data. TherML utilizes
machine-learning techniques for path and destination pre-
diction with gps data and achieved an accuracy of 92.1%, a
1.5% accuracy improvement over preheat. The timescale is
fixed in TherML.

Sangogboye et al. [14] compared the accuracy of two
occupancy prediction approaches suitable for buildingmodel
predictive control namely count prediction based on data
from common sensors and from 3D camera. Two rooms of
a case study building were used to test the two approaches.
The results show that the method with camera sensors out-

performs common sensors. However, if a building is not
equipped with camera sensors, the common sensor method
can provide a satisfactory alternative to be used in model
predictive control.

7 Summary

In this paper we proposed, implemented and evaluated the
promt framework for predicting multiple resolution occu-
pancy presence with time shift agnostic classification. As
part of our implementation, we deployed a custom predic-
tion algorithm knn-dtw, a traditional occupancy prediction
algorithm namely preheat and two multi-label classifica-
tion algorithms namely (svm) and (rf) on promt. promt
utilizes two datasets (a tuning and an evaluation datasets) for
tuning the deployed prediction algorithms and for evaluat-
ing the tuning process. Also, a separate dataset (a validation
dataset) was used to validate the performance of promt
and the other tuned prediction models. These datasets were
obtained from two instrumented commercial buildings. To
validate the performance of promt and the other tuned mod-
els, a custom-held validation method was used alongside the
F-scoremetric. Our validation results show that promt could
automatically select the most appropriate prediction model
to guarantee high fidelity prediction for any given case and
it achieves the better prediction accuracy than any single
prediction model. We demonstrated the use of promt for
scheduling reduced ventilation events in commercial build-
ings for dr. By presenting more accurate, flexible learning
algorithms for occupancy prediction, we hope to foster the
development of more energy-efficient hvac scheduling sys-
tems to reduce overall energy consumption in commercial
buildings.
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1 Introduction 

Building occupancy is one of the major factors determining 
building energy consumption (Chang and Hong 2013). 
Occupants interact with the indoor environment by (1) 
generating heat, CO2 and moisture, with the rate depending 
on their activity level, (2) consuming resources (heating, 
electricity, water) and (3) adapting building operation (e.g. 
adjusting setpoints, opening windows). The uncertainty in 
the occupancy presence and behavior is one of the major 
factors responsible for inaccurate building energy consumption 
predictions (Jia et al. 2017) and it is the driving factor behind 
discrepancies between measured and simulated energy 
consumption of buildings (Chang and Hong 2013). Apart 
from use in traditional Building Energy Simulation (BES),  
a new application of occupancy predictions is in building 
operation using model predictive control (MPC) (Mirakhorli 
and Dong 2016; Goyal et al. 2013). 

The traditional approach to model occupancy in Building 
Energy Simulation is by using schedules. Schedules are usually 

assumed arbitrarily, with the aim to reflect the building type 
and function. While using schedules may be sufficient for 
comparative studies of different building designs, it fails when 
the actual indoor environment and building performance is 
to be predicted. 

The actual presence and count of occupants can be 
captured through PIR sensors, cameras, door sensors, WiFi 
or GPS with different accuracy estimates. However, each  
of these sensor modalities has their own advantages and 
drawbacks (Kjærgaard and Sangogboye 2016). For instance, 
PIR sensors can only detect binary events and any attempt to 
use this sensor for continuous estimation always introduces 
some sort of bias. 

Also, the calibration errors, sensor failures and the long 
response time associated with CO2 sensors puts this sensor 
at a disadvantage for occupancy estimation (Fisk et al. 2006). 
However, there are increasing interests in the estimation of 
indoor occupancy from common sensors, such as temperature 
and CO2 sensors (Amayri et al. 2016; Hailemariam et al. 2011) 
and the advantage of this approach is that there is usually no 

BUILD SIMUL (2017) 10: 829–843 
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need to equip the building with any additional occupancy- 
counting sensors or a dedicated sensor. 

The estimation of occupant counts from the common 
sensors can be performed by data mining and machine learning 
techniques or by using a physical model of the indoor 
environment. In the purely data-driven approach, different 
methods are used to find occupancy-related patterns in the 
data, e.g. decision tree learning algorithms (Amayri et al. 
2016; Hailemariam et al. 2011), artificial neural networks 
(Lam et al. 2009) or stochastic methods (Page et al. 2008; 
Dong et al. 2010; Stoppel and Leite 2014). However, the 
major limitation of the data-driven approach is that often a 
long-term monitoring is needed and it is difficult to take 
into account factors like interzonal airflow and outdoor air 
supply rate (through ventilation and infiltration) (Yang et al. 
2016). These problems can be limited by incorporating a 
physical model that captures basic relationships between 
the occupancy and indoor climate. In the model-based 
approach the occupancy related parameters are obtained as 
part of a system identification process. This identification  
is often performed using least squares methods (Dawson  
et al. 1993), evolutionary algorithms (Ji et al. 2016; Gagne 
and Andersen 2010), Monte Carlo methods (Jacob et al. 2010), 
Kalman filters (Burger and Moura 2016; Maasoumy et al. 
2014) or direct inversion method (McKinley and Alleyne 
2008). The occupancy can be estimated based on the physical 
model alone, as in Gruber et al. (2014), or in combination 
with data-driven models as in Chen et al. (2016). 

Up to now, however, none of the studies presented a 
direct performance comparison of occupancy estimation / 
prediction methods based on dedicated vs. common sensors. 
Since different buildings were used across case studies reported 
in the literature, the results are not directly comparable. 
The present paper addresses this issue and compares the 
performance of two methods using experimental data from 
two types of rooms: (1) classroom and (2) study zone (space 
available for students 24/7 to work on their projects). In 
addition, the study presents not only the estimation accuracy 

(based on sensor data), but also the prediction accuracy 
(based on previous estimations). The first method (GAKF)  
is based on indoor climate modeling and double-step 
parameter estimation, and it uses data from common sensors 
(temperature, CO2 and PIR). The second method (CAM) is 
based on data from 3D stereovision cameras. The methods 
have equivalent functionality, i.e. both firstly estimate historical 
occupancy profiles, and subsequently predict future profiles. 

Manual ground truth data was collected over 24 hours 
(1-day test period) to validate the count estimation methods 
against actual number of occupants. The performance of the 
proposed prediction methods are evaluated with a month 
long data. The measured data included data from PIR sensors, 
stereovision cameras, indoor and outdoor temperature 
sensors, indoor CO2 sensors and sensors located in the 
ventilation and heating systems. 

The presented methods are planned to be implemented 
in Controleum, a multi-objective MPC system being developed 
within the COORDICY project (Arendt et al. 2016; Rytter 
et al. 2012; Sørensen et al. 2011), and in ADRALOC, a 
Demand-Response system with an assessable occupant 
comfort (Kjærgaard et al. 2016). 

2 Methods 

Here we provide an overview and a breakdown of all count 
estimation and prediction methods utilized for this study. 

2.1 Method overview 

Figure 1 shows the pipeline of the occupancy estimation and 
prediction methods that are proposed and tested: (1) count 
prediction based on indoor climate modeling and unsteady 
parameter estimation (GAKF), (2) count prediction based 
on data from 3D stereovision camera (CAM). Each method 
consists of 3 stages (Fig. 1), including raw data collection, 
historical count estimation and future count prediction based 
on the historical estimations.  

 
Fig. 1 Overview of occupancy prediction methods: (1) GAKF, (2) CAM 
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The principles of each method are described in Sections 
2.2–2.3. 

2.2 GAKF—Count prediction based on indoor climate 
modeling and parameter estimation 

The GAKF method enables to estimate and predict indoor 
occupancy from common sensors (temperature, CO2 and 
PIR). It is based on a double-step estimation of indoor climate 
model parameters. In the first step a genetic algorithm (GA) 
is used to estimate all model parameters, including number 
of occupants. The genetic algorithm is, however, a batch 
estimation technique and provides only average parameter 
values. Therefore, in the second step, the unscented Kalman 
filter (UKF) is used to estimate only the number of occupants. 
The UKF enables online parameter estimation, and therefore 
provides time-varying estimates. 

2.2.1 GAKF estimation 

The indoor climate is modeled using a simple generic zone 
model consisting of thermal and CO2 submodels (Arendt  
et al. 2016). The model is defined with the following 
parameters (11): indoor air volume Vi [m3], surface area  
of external walls Aext [m2], surface area of internal walls Aint 

[m2], solar heat gain coefficient shgc [—], zone infiltration 
airflow rate Vinf [m3·h−1], zone infiltration temperature Tinf 
[°C], average number of occupants for occupancy periods 
nmltp [—], thermal resistance of external walls Rext [K·W−1], 
external thermal mass Cext [W·K−1], internal thermal mass 
Cint [W·K−1], CO2 generation per person VCO2occ [m3·h−1]. 

The thermal submodel is based on an RC thermal network 
that can be reduced to four resistors and four capacitors 
(Fig. 2). The interzonal heat conduction is neglected in the 
model, because in most buildings the temperature differences 
between thermal zones are small. However, the internal 
thermal mass Cint is taken into account. The external walls 
are modelled with two capacitors ½Cext and two resistors 
½Rext. Convective heat transfer is assumed on wall surfaces, 
with thermal resistors Rece, Reci and Ric [K·W−1] for the external/ 
internal surfaces of the external wall and for the internal 
wall surface, respectively. The convective heat transfer 
resistances are set constant and parameterized using wall 
surface areas Aext and Aint (Eqs. (2)–(4)). It is assumed that 
solar radiation strikes internal surfaces and increases the 
temperature of the internal thermal mass. Therefore, the 
solar heat gains are applied to the internal thermal mass 
node Cint. In the present model, the solar heat gain coefficient 
shgc combines the effects of a number of phenomena, e.g. room 
orientation, surface area and spectral properties of glazing, 
external shading and absorptance of indoor surfaces.  

The time series model inputs (5) are as follows: movement 

sensor (PIR) reading nPIR [—], ambient dry-bulb temperature 
Tamb [°C], heat flow rate from radiators qh [W], ventilation 
airflow rate Vve [m3·h−1], solar radiation Is [W·m−2]. For the 
historical data, nPIR and Tamb data are obtained directly  
from movement and temperature sensors, while qh and Vve 
are obtained from radiator valve and ventilation damper 
positions, respectively. It is assumed that there is a linear 
relationship between the heat/air flow and the valve/damper 
position. 

The thermal network model (Fig. 2) is supplemented 
with the following equations: 

Cair = 1200 Vi                                    (1) 

Rece = 0.04/Aext                                   (2) 

Reci = 0.13/Aext                                  (3) 

Ric = 0.13/Aint                                   (4) 

qsol = shgc Is                                      (5) 

qinf = 1200 Vinf (Tinf – Tair)                           (6) 

qve = 1200 Vve (Tve – Tair)                          (7) 

qocc = nocc gTair                                   (8) 

where nocc [—] is the number of occupants calculated as  
the product of PIR reading nPIR [—] (movement sensor 
reading) and average number of occupants whenever there 
is movement in the room nmltp [—] (unoccupied periods are 
not taken into account), and g [W] is the body sensible heat 
generation as a nonlinear function of indoor air temperature 
Tair [°C], arbitrarily assumed in order to reflect the office 
work activity level (84 W at 20 °C, …, 60 W at 26 °C, …, 0 W 
at 32 °C). 

The CO2 submodel is based on a simple transient balance 
equation: 

dVCO2/dt = nocc VCO2occ + VCO2ve,su – VCO2ve,ex             (9) 

where VCO2 is the CO2 volume in the room [m3], nocc is the 
number of occupants, VCO2occ is the CO2 generation rate per 
person [m3·h−1], VCO2ve,su is the CO2 supplied by ventilation 
and infiltration (sum) [m3·h−1], VCO2ve,ex is the CO2 extracted 
by ventilation and infiltration (sum) [m3·h−1], and t is the 
time. It is assumed that CO2 does not affect the air mass 
balance due to the very low concentration of CO2. 

 

Fig. 2 Generic zone model: thermal submodel based on RC network 
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The model was implemented in the Dymola 2016 software 
using Modelica language and exported to a Functional 
Mock-Up Unit (FMU) (Blochwitz et al. 2011) to enable 
simulation outside the Dymola environment. The com-
munication with the FMU was provided by the JavaFMI 
library (javaFMI 2016) and the PyFMI library (PyFMI 
2016), for the GA and UKF, respectively. 

In the first estimation step, six of the model parameters 
(shgc, Vinf, Tinf, nmltp, Rext, Cext and Cint) are estimated using 
GA. In this step the estimated occupancy nmltp represents 
the average number of occupants whenever the zone is 
occupied. The rest of the model parameters are either 
assumed based on the expert knowledge or from building’s 
technical documentation (blueprints).  

The cost function used in the parameter estimation 
optimization problem is the sum of normalized root mean 
square errors (NRMSE) for indoor temperature T and carbon 
dioxide concentration CCO2: 

( )

( )

2
meas, sim,1

meas

2
CO2,meas, CO2,sim,1

CO2,meas

1NRMSE

1

n
i ii

n
i ii

T T
n

C
C C

n

T
=

=

-
=

-
+

å

å
    

(10)

 

where measT  [°C] is the mean measured temperature, Tmeas,i 
[°C] is the measured temperature in the step i, Tsim,i [°C] is 
the simulated temperature in the step i, CO2,measC  [ppm] is 
the mean measured CO2, CCO2,meas,i [ppm] is the measured 
CO2 in the step i, CCO2,sim,i [ppm] is the simulated CO2 in the 
step i, and n is the number of steps used in the simulation. 

The genetic algorithm used in the study is based on 
adaptive mutation and tournament-selection-based crossover. 
Each individual is defined with a set of genes representing 
normalized parameters of the physical model. Each gene 
stores a real number between 0 and 1, representing the 
lower and upper limit for a given parameter, respectively. 
Model parameters are calculated from genes using linear 
interpolation. The mutation rate is specified to increase when 
the population diversity is low. The algorithm terminates 
the estimation when NRMSE has not decreased during the 
last 10 generations. Typically, the algorithm stops after around 
30–80 generations, with 40 individuals in the population. 

The genetic algorithm is classified as a metaheuristic, so 
there is no guarantee to find the global optimum. On the 
other hand, a solution close to optimum is always found. 
As a result, each estimation trial yields different sets of 
parameters, and multiple estimation trials are advised to 
ensure that the model error cannot be further decreased. In 
this paper 10 estimation trials are used and the final parameters 
are calculated as the weighted averages from all trials, with 
the model accuracy (inverse of NMRSE) as the weight. 

The second step of the UKF is used to refine the occupancy 
estimation. The UKF is used to estimate the number of 
occupants nocc along with two state variables: indoor air 
temperature Tair and carbon dioxide concentration CCO2. 

As opposed to the original Kalman filter (Kalman 1960), 
the UKF is suitable also for nonlinear models. It is considered 
as a good alternative to the extended Kalman filter (EKF), 
especially when the Jacobian and Hessian matrices are not 
available or the model nonlinearities are significant (Särkkä 
2007). Therefore it is a very convenient method to be used 
with models exported to Functional Mock-Up Units (FMUs), 
because no knowledge about the model equations is needed. 

The unscented Kalman filter used in this work is based 
on the EstimationPy tool developed at the Lawrence Berkeley 
National Laboratory (Bonvini et al. 2014). The tool uses the 
PyFMI package (PyFMI 2016) to manage simulations based 
on the Functional Mock-Up Interface (FMI) (Blochwitz  
et al. 2011).  

In the UKF the state and the output equations can be 
represented as follows (Bonvini et al. 2014): 

( )1 , ,k k k k k+ = +x F x u θ q                              

( ), ,k k k k k= +y H x u θ r                            (11) 

where F(·) is the state transition nonlinear function, x(·) is 
the state vector, u(·) is the input vector, θ(·) is the parameter 
vector, q(·) is the process noise with a covariance Q, y(·) is 
the measured output vector, H(·) is the output measurement 
function, r(·) is the measurement noise with a covariance R, 
and the subscript k indicates the time step tk. In the joint 
state and parameter estimation the state vector x is augmented 
with the some parameters chosen from θk, and the state 
transition function F is changed accordingly (Bonvini et al. 
2014). 

In this study the process noise mean E[qk] and the 
measurement noise mean E[rk] are assumed to be zero, 
according to guidelines from Wan and Van der Merwe (2000). 
The process covariance Q and measurement covariance  
R are usually diagonal matrices (Bonvini et al. 2014), with 
elements assumed intuitively based on the expected 
uncertainty of the model and the measurements. A wrong 
(usually too strict) choice of Q and R can lead to instability 
of the filter. After preliminary tests of the filter stability, the 
temperature, CO2 and occupancy related elements in the Q 
matrix were assumed to be 3.0, 100.0 and 15.0, respectively. 
The temperature and CO2 related elements in the R matrix 
were based on the uncertainty of the installed sensors, and 
assumed to be 1.0 and 40.0, respectively. 

In the UKF the state distribution is represented by a 
Gaussian random variable (GRV) which is specified using 
a set of sample points, called sigma points, chosen using the 
unscented transform technique introduced by Julier and 
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Uhlmann (1997). In order to calculate the sigma points, the 
original state vector xk and covariance Pk are augmented 
with the process noise mean E[qk] and covariance Q: 

[ ]TA T T[ ]k k kE= qx x                                  

A 0
0
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é ù
ê ú= ê úë û
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Q
                                 (12) 

The sigma points are located around the mean, based 
on the following equations (Wan and Van der Merwe 2000; 
Bonvini et al. 2014): 
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where the superscript (i) indicates that the quantity is 
related to the i-th sigma point, the subscript k indicates that 
the quantity is related to the time step tk, n is the dimension 
of the state vector A

kx , 2λ α n n= -  is a scaling parameter, 
α determines the spread of sigma points around the mean 

kx , β is the parameter used to incorporate prior knowledge 

of the distribution of xk and ( ) A
k i

L λé ù+ê úë ûP is the i-th 

column of the matrix square root, and ( )i
mw  and ( )i

cw  are the 
weights associated to each sigma point. In this study, β = 2 
is assumed (typical assumption representing a Gaussian 
distribution of xk as discussed by Wan and Van der Merwe 
(2000)). The parameter   is usually assumed between 0 
and 1 (Bonvini et al. 2014), and requires tuning for each 
application, as it affects the stability of the filter. After some 
preliminary tests, α = 0.9 was found to provide stable solutions 
in this study. 

As in the standard Kalman filter, there are two steps to 
be performed: (1) the prediction step and (2) the update 
step. In the prediction step the state mean 1k

-
+x  is predicted 

based on the measurements from the previous time step tk. 
It is done by performing the simulation for each sigma point 

( )i
kx  using the actual nonlinear model, and calculating   

the predicted mean using the weights from Eq. (13). In the 
update step the state mean is corrected with the following 
equation: 

( )1 1 1 1k k k k
-

+ + + += + -K y yx x                     (14) 

where 1k+y  is the mean model output in the time step tk+1, 
yk+1 is the measured output in the time step tk+1, and K is the 
Kalman gain, calculated as presented in Wan & Van der 
Merwe (2000) and Bonvini et al. (2014). 

2.2.2 GAKF prediction 

The occupancy predictions are obtained by training the 
regression method introduced in Section 2.3.2 with the 
historical count estimates obtained from GAKF estimation 
and thereafter performing a day long prediction for the 
validation day. 

2.3 CAM—Count estimation and prediction based on 
3D camera data 

3D stereovision and thermal cameras achieves a better tradeoff 
for detection accuracy, flexibility for estimating occupancy 
counts in multiple zones and minimal hassle of deployment 
compared to other sensor modalities used for estimating 
occupancy such as PIR, WiFi, CO2 sensors and door sensors. 
While both cameras achieves similar detection accuracy and 
tradeoffs, 3D stereovision cameras unlike thermal cameras 
have been declining in cost making it feasible to install them 
for monitoring all entrances to a building (Sangogboye and 
Kjærgaard 2016).  

2.3.1 CAM estimation 

3D camera-based counting sensors, however, suffer from 
accumulation errors resulting from poor lighting conditions 
and pixel intensity fluctuation and occlusion (Sangogboye 
and Kjærgaard 2016). These accumulated errors are pro-
pagated over a long period of time and produces result that 
violates occupancy count constraints such as: 
1) Occupancy count cannot be negative; 
2) Most buildings have periods during the night where the 

number of occupancy should go back to zero. 
Sangogboye and Kjærgaard (2016) proposed a probabilistic 

approach called PLCount for correcting such erroneous 
counts. PLCount perform occupancy count correction and 
estimation as follows: 
1) It formulates an occupancy count problem that translates 

transition events obtained from various count-lines CLn 
defined on 3D stereovision cameras deployed in a zone 
Z into measured occupancy transition ΔC and cumulative 
count CC. 
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2) It formulates an (n × m) probability matrix M and pro-
pagation matrix N where the values of n are the transition 
time-steps {t0, t1, ..., tn} obtain from ΔC and the values of 
m ranges between {0, 1, 2, ..., cm} where cm = max(CC). 

3) It initializes the probability matrix M by determining if 
zone Z is empty at time-step t0. If the building is empty, 
matrix M at time t0 is initialized such that (Mt0,c0 = 1, 
Mt0,c1 = 0, ..., Mt0,cm = 0) otherwise the probability of each 
element in matrix M at time t0 is computed around the 
best guess of what the number of occupant is in the zone 

such that ( )
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4) It computes the value of the remaining elements in 
probability matrix M such that each , 
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5) It computes the value of elements in the propagation matrix 
N such that given that ( )
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6) It computes count estimates by backtracking propagation 
matrix N. First, it detects if there is occupancy in zone Z 
at time-step tn, if there is no occupancy it selects Mtn,c0

 
otherwise it selects the element Mtn,cj with the highest 
probability such that the estimated probabilistic count is 
CCtn = cj. All subsequent previously estimated probabilistic 
count such as CCtn−1 is derived from the propagation value 
in Ntn,cj such that CCtn−1= Ntn,cj. 
PLCount used m values that ranges between {0, 1, 2, ..., 

max(CC)} where max(CC) corresponds to measured maximum 
count—max(CCMeasured); however, if the max(CCReal) obtained 
from real occupancy count exceeds the max(CCMeasured) 
obtained from measured occupancy count, the backtracking 
step is not opportune to find paths that exceeds the given 
max(CCMeasured). Given this bottleneck, we in this paper 
extend the range of m values such that m value ranges between 
{0, 1, 2, ..., 2×max(CC)}. 

2.3.2 CAM and GAKF prediction 

Given the count estimates of historical occupancy of zone 

Z from the CAM estimation method, count prediction 
aims to determine the future count estimates of zone Z. To 
obtain future estimates or count predictions, we evaluate 
two traditional machine learning regression algorithms— 
Decision tree and Random forest regression methods with 
1-month long training dataset. Also, we selected the regression 
method with the best prediction accuracy to make our final 
prediction for the 1-day test period. The choice of these 
two regression algorithms is both based on their evaluated 
performance on the occupancy count dataset and especially 
for Random forest because it improves both model stability 
and prediction accuracy by reducing the variance of 
predictions resulting from random errors that single classifiers 
are bound to make. 

Given this regression model, we formulate the count 
prediction problem as illustrated in Table 1 to determine 
occupancy for a single day as follows: 
1) We partition a day into subintervals or slots of equal 

length, where a subset of the intervals represents the 
predictable labels. 

2) Each subintervals or slot is a 1-minute interval and this 
gives a total of 1440 elements for each day in the training 
dataset. 

3) Each slot takes a continuous value and the aim is to predict 
unknown slots values that are marked with “?”. 

4) Additionally, we include other contextual features such 
DAYNAME, DAYTYPE, SEASON and HOLIDAY to 
differentiate different patterns across days, seasons, and 
holiday periods. 

3 Test rooms and experiment description 

Two test rooms were chosen for the experiment, a study 
zone (125 m2, capacity of 36 occupants) and a classroom 
(139 m2, capacity of 85 occupants), located in the OU44 
building at the University of Southern Denmark. The study 
zone is used by students for project work (there are no lectures 
in the room), while the classroom is a typical teaching room. 
The building is equipped with a building management system 
(BMS) controlling the ventilation, heating and lighting 
systems. The rooms are connected to the central balanced 
mechanical ventilation system, providing up to 3000 m3/h and 
4800 m3/h to the study zone and classroom, respectively. 
The ventilation control in each zone is based on indoor CO2 

Table 1 Continuous feature model 

DAY DAYNAME DAYTYPE SEASON HOLIDAY Slot 1 Slot 2 Slot 3 … Slot 1440 

20-02-2016 Saturday Weekend Winter No 0 1 2 … 0 

21-02-2016 Sunday Weekend Winter No 1 5 7 … 0 

…  … ... … … … … … … 

01-07-2016 Friday Weekday Summer Yes 3 2 ? … ? 
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setpoint (800 ppm). Additionally, the supply air temperature 
is controlled within the range of 18–21 °C based on the 
extract air temperature (the higher extract temperature the 
lower supply temperature. Each room is equipped with 
radiator heaters with a total capacity of 2700 W (study zone) 
and 3200 W (classroom). In both rooms the heating setpoint 
is 21 °C. The rooms are equipped with sensors measuring: 
indoor temperature (1 sensor per room), indoor CO2 (1 
sensor per room), ventilation damper positions, radiator 
valve positions, and ventilation supply air temperature. In 
addition the rooms are equipped with 3D occupancy counting 
cameras mounted above all entrance doors (2 cameras per 
room) as shown in Fig. 3. 

Each 3D stereovision camera used for this study was 
enabled for validation video playback of all transitions and 
thus validation recordings were obtained for a 1-day test 
period with strict compliance to occupant’s confidentiality 
and Danish national regulation for obtaining scientific data. 
Both CAM and GAKF estimation methods were evaluated 
with the obtained ground truth data from the 3D stereovision 
cameras installed in the two case rooms. The ground truth 
data was collected manually by counting occupants from 
video recordings. Additionally, all video processing used 
for occupancy count are processed real-time on the camera 
unit itself and only occupancy count are reported from the 
camera units. 

4 Results 

In this section we present both count estimation and 
prediction results for all methods. Sections 4.1, 4.2 and 4.3 
present the results for the historical estimates obtained by 
each method. Section 4.4 compares the accuracy of the 
predictions. 

 

Fig. 3 Example of stereovision camera view with count lines in 
green and detected persons shown by circles. The persons on the 
picture are two of the authors 

The count estimates and predictions obtained from all 
methods introduced in this study were evaluated using 
normalized mean squared error metric (NRME). This metric 
computes the error per average count and it provides a 
standard way to compare count estimates from building of 
different occupancy density. This metric is derived from 
the root mean squared error metric (RMSE) given in Eq. (15) 
by dividing the RMSE with the mean of the observed data 
as given in Eq. (16). We favor this metric compared to some 
other known metric such as mean absolute percentage error 
(MAPE) because the total occupancy counts at a timestamp 
can be zero, especially at night times and we want to avoid 
division by zero. Also, since ground truth data could not 
be obtained for all training days, the historical count 
estimate with the best accuracy was used to validate all count 
predictions obtained from the selected regression methods. 

2
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4.1 GAKF estimation 

In this section, first the results from the GA estimation are 
presented, followed by the UKF results. 

The data from the learning period (1 month) was used 
to estimate five of the zone model parameters (Table 2) 
using GA. The rest of the parameters were either manually 
estimated (expert knowledge) or read from blueprints. Ten 
estimation trials were used to evaluate the error and the 
spread of parameters (Fig. 4). The statistical distribution of 
normalized parameters depicted in Fig. 4 is the measure of 
uncertainty for each parameter. The spread in parameter 
values was significant for Cext, Vinf, Cint and Rext, despite similar 
errors in all trials. The spread in the average occupant count 
nmltp was more significant for the classroom. The average 
NRME was 0.190 and 0.261 for the study zone and the 
classroom respectively. Finally, the estimated parameters 
were assumed as the weighted average from all estimation 
trials, with the model accuracy as the weight. 

The temperature and CO2 results were not accurate due 
to the use of constant parameters (Figs. 5–6). That includes 
also the parameters which are unsteady in nature, e.g. the 
number of occupants (Figs. 5(c) and 6(c)). However, since 
the error spread was low, the similar temperature and CO2 
results were obtained in all estimation trials. Due to the low 
spread of results, it was decided to present only the tem-
perature and CO2 envelopes. All simulation results are 
contained between the maximum (red line) and minimum 
(blue line) boundaries (Figs. 5(a)–(b) and 6(a)–(b)). 
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Table 2 Assumed and estimated values of model parameters (estimated parameters are the weighted averages from 10 estimation trials)
Parameter Symbol Unit Source Classroom Study zone 

Indoor air volume Vi m3 Blueprints 550.71 496.56 
Surface area of ext. walls Aext m2 Blueprints 187.63 56.59 
Surface area of internal walls Aint m2 Blueprints 277.77 376.44 
Solar heat gain coefficient shgc — Estimated by GA 0.939 0.284 
Zone infiltration airflow rate Vinf m3/h Estimated by GA 4517.023 4136.234 

Zone infiltration temperature Tinf °C Manually estimated 20.5 20.5 
Average occupant count nmltp — Estimated by GA 35.814 18.911 
External thermal resistance Rext K/W Estimated by GA 0.033 0.141 
External thermal mass Cext J/K Estimated by GA 52623570.0 22273054.6 
Internal thermal mass Cint J/K Estimated by GA 58254341.6 116168019.0 
CO2 generation per person VCO2occ m3/h Manually estimated 0.05 0.05 

 
Fig. 4 Estimated parameters distribution vs. error distribution: (a) study zone, (b) classroom (red line—median, box—quartiles Q1 and Q3, 
whiskers—Q1−1.5 IQR and Q3 + 1.5 IQR) 

 
Fig. 5 Classroom simulation results envelope (10 parameter sets estimated by GA) vs measurements: (a) temperature T, (b) CO2 concentration 
CCO2, (c) estimated number of occupants nocc (only 168 h of the learning period presented) 
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In the second step, the occupant count estimation  
was refined by the UKF, while all other parameters were 
taken from the GA method results (Table 2). As shown in 
Figs. (7)–(8), the estimated occupant count follows the CO2 
variation. It suggests that CO2 is more important than 
temperature in the occupancy estimation. Similarly to the 
GA results, the UKF estimated that on average there were 
more occupants in the classroom than in the study zone. 

The UKF was used also to estimate the temperature and 
CO2 as the state variables. The results for both rooms are more 
accurate (Figs. 7–8) than in the case of the GA (Figs. 5–6) due 

to the improved occupancy estimation, and because more 
trust was put on the measurements than on the simulation 
results (see covariance matrices Q and R defined in Section 2.2). 

When compared with the ground truth data for the 
validation day (Fig. 9), the GAKF method displays substantial 
potential for occupancy count estimation. The estimates 
show similar trends as the ground truth data; however, it can 
be noticed that the results are slightly underestimated in 
the classroom and overestimated in the study zone.  

The GAKF count estimate from both case rooms achieved 
an NRME of 1.995% compared to ground truth (Table 3). 

 
Fig. 6 Study zone simulation results envelope (10 parameter sets estimated by GA) vs measurements: (a) temperature T, (b) CO2

concentration CCO2, (c) estimated number of occupants nocc (only 168 h of the learning period presented) 

 
Fig. 7 Classroom simulation results (model with Kalman filter) vs measurements: (a) temperature T, (b) CO2 concentration CCO2, (c) estimated
number of occupants nocc (only 168 h of the learning period presented) 
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Table 3 NRME for both case rooms 

NRME [%]  

Classroom Study zone Mean 

GAKF 3.030 0. 96 1.995 

4.2 CAM estimation  

The CAM estimation accurately corrects erroneous count 
estimates obtained from installed 3D stereovision cameras 
and provides a probable count estimate with a minimal 
NRME of 0.075 percent for both case rooms (Fig. 10).  

The count estimates through CAM estimation and sensor 
count from both case rooms achieved an NRME of 0.075 
and 0.71 percent respectively compared to ground truth 
(Table 4). This represents approximately an 8-fold increase 
in accuracy compared to the count estimates obtained purely 

for sensor count and a 25-fold increase in accuracy com-
pared to GAKF estimation.  

4.3 Prediction 

The count estimates from the CAM method achieved the 
best average NRME. There are currently no known count 
estimation methods achieving better accuracy, hence all 
count prediction methods are validated with historical count 
estimates from this method. To evaluate count predictions 
obtained from CAM and GAKF prediction methods, we 
first evaluated and selected the best regression model that 
achieved the best prediction performance for each training 
data. Secondly, we evaluated count predictions obtained 
from the selected regression model with count estimates 
obtained through CAM estimation method for the 1-day 
test period. 

 
Fig. 8 Study zone simulation results (model with Kalman filter) vs measurements: (a) temperature T, (b) CO2 concentration CCO2, (c) 
estimated number of occupants nocc (only 168 h of the learning period presented) 

 

Fig. 9 GAKF and Ground truth count data for both Classroom (a) and Study zone (b) case rooms respectively 
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Table 4 NRME for both case rooms 

NRME [%]  

Classroom Study zone Average 

CAM estimation 0.09 0.06 0.075 

Sensor count 0. 98 0. 43 0. 71 

 
The regression methods (Random forest and Decision 

tree) were evaluated with 4 weeks of count estimates. Also, 
a custom data-split evaluation method was developed to 
accommodate the temporal dependence nature of occupancy 
data to replicate the live performance of the prediction 

algorithms. The training dataset were split into three equal 
sizes, where the first 2/3 of the data set was the initial training 
window and the last 1/3 was the initial test window. Thus, 
for each slide through the test samples, the training sample 
window was also shifted one day. The evaluation was per-
formed by sliding through the time dimension giving us a 
total of 10 different test days. A typical example is shown in 
Fig. 11 where 12 weeks of training data is being used for 
evaluation. 8 weeks of data which constitutes 2/3 of the 
training data was used as the initial training window and the 
last 1/3 which corresponds to 4 weeks of training data was 
used as the initial test window. 

 
Fig. 10 CAM estimation, sensor count and ground truth count data for both Classroom (a) and Study zone (b) case rooms respectively

 
Fig. 11 Example evaluation using sliding window method 

 
Fig. 12 Prediction error (NRME) for both Classroom (a) and Study zone (b) case rooms respectively 
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4.3.1 GAKF prediction 

The Random forest model achieved a better accuracy than 
the Decision tree model for rooms and for the individual 
case rooms, the study zone case room achieved a lower error 
margin than the classroom case building (Fig. 12). This is 
because the classroom usually has more occupancy density 
than the study zone case room and the inherent error of 
occlusion. 

The Random forest and Decision tree regression models 
achieved an NRME of 6.58 and 7.03 percent respectively 
(Table 5). Given that the Random forest model achieved a 
better accuracy value, this model was selected for count 
predictions with GAKF training data.  

The GAKF prediction also has a similar occupancy pattern 
with both the ground truth and CAM estimation (Fig. 13). 

For both rooms, the regression model achieved an NRME 
of 3.833 percent compared to the corrected estimates obtained 
for that day using CAM estimation method (Table 6). 

Table 5 NRME for both regression methods for all evaluation days 
NRME [%]  

Classroom Study zone Mean  
Random forest 9.84 3.34 6.58 
Decision tree 10.63 3.44 7.03 

 

 
Fig. 13 Predicted and CAM estimation count data for both 
Classroom (a) and Study zone (b) case rooms respectively 

Table 6 NRME for 1-day test day using GAKF prediction 

NRME [%]  
 Classroom Study zone Mean  

GAKF prediction 4.75 2.92 3.83 

4.3.2 CAM prediction 

In the case of GAKF, the Random forest regression model 
achieved a better accuracy with an NRME value of 2.97 per-
cent compared to the Decision tree regression model which 
achieved an NRME value of 3.65 percent for both case 
rooms, respectively (Fig. 14 and Table 7). Hence the Random 
forest regression model was selected for count prediction with 
training data obtained through CAM estimation method. 

The training dataset obtained using the CAM estimation 
achieved prediction estimates with mean NRME of 0.34 for 
both case rooms compared to the corrected estimates obtained 
for the 1-day test period using CAM estimation (Fig. 15 
and Table 8). 

 

 
Fig. 14 Prediction error (NRME) for both Classroom (a) and Study 
zone (b) case rooms respectively 

Table 7 NRME for both Regression methods for all evaluation days 

NRME [%]  
 Classroom Study zone Mean 

Random forest 4.29 1.65 2.97 

Decision tree 5.36 1.95 3.65 
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Fig. 15 Predicted and CAM estimation count data for both 
Classroom (a) and Study zone (b) case rooms respectively 

Table 8 NRME for 1-day test day using CAM prediction 

NRME [%]  
 Classroom Study zone Mean 

CAM prediction 0.50 0.17 0.34 

 
The average count prediction obtained using both CAM 

and GAKF prediction achieved 0.34 and 3.83 mean NRME 
for both case rooms for the 1-day test period respectively 
(Fig. 16(a)). While CAM estimation achieved a 25-fold 
increase in accuracy over GAKF estimation, CAM prediction 
could only demonstrate a 10-fold for prediction accuracy 
over the GAKF prediction.  

Finally, the average NRME obtained using both CAM 
and GAKF prediction for all evaluation days are 2.972 and 
6.57 percent respectively (Fig. 16(b)). 

5 Discussion 

In this section the limitations of the study are discussed.  
The analysis was performed only for two rooms in the 

same building. That also implies that only two different 
room types could be analyzed (classroom and study zone). 
The occupancy behavior in various buildings (office, residential 
etc.) and room types may be significantly different and more  

 

 

Fig. 16 Average NRME for count prediction from GAKF and CAM 
prediction methods for 1-day test period (a) and all evaluation 
days (b) respectively 

difficult to predict than in the analyzed case of a university 
building. In addition, only the period excluding holidays 
has been taken into account in the study. Due to the short 
learning period, only one season was covered in the simula-
tions (early autumn), which may be important since a physical 
model of a thermal zone was used in the GAKF method. 
Therefore a year-round inter-method comparison is advised 
as a future work. 

In addition, the GAKF method relies on CO2 readings 
which is characterized by a significant latency depending 
on the space layout (Christensen et al. 2014). This problem 
was not tackled in this study and contributed to the error of 
the GAKF method. 

Finally, the influence of the prediction error on the 
MPC performance was not analyzed in this study. The results 
suggest that both methods are applicable to MPC (prediction 
errors below 7% and 3% for GAKF and CAM, respectively), 
with the CAM method preferred if dedicated sensors are 
available. However, both methods should be tested with an 
actual MPC to evaluate the energy benefits of equipping a 
building with dedicated sensors (e.g. 3D stereovision cameras), 
which are much more expensive than common sensors 
(temperature and CO2). 
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6 Conclusions  

In this paper, we presented two methods namely CAM and 
GAKF for occupant count estimation and prediction in 
buildings, and we benchmarked their performance with 
datasets from two case rooms. The CAM method estimates 
occupancy count from 3D stereovision. The GAKF method 
uses a combination of genetic algorithm and unscented 
Kalman filter to estimate occupancy count based on historical 
and current CO2 and temperature sensor data. Both methods 
utilize random forest regression method to obtain occupancy 
count prediction. 

As hypothesized, the CAM method outperformed 
GAKF, and did so with a 10-fold increase in accuracy. This is 
mainly because the CAM method obtains count estimates 
from dedicated sensors—stereovision cameras.  

Deciding which method to use depends highly on the 
case building at hand and the intended application of the 
occupancy data. The GAKF method is more complex than 
CAM, as it requires indoor climate modeling and double-step 
parameter estimation. On the other hand, presuming that 
the building is equipped with an MPC system, the indoor 
climate model may already be implemented and in use. The 
GAKF method also does not require dedicated sensors. Thus, 
the decision on which method to use is a tradeoff between 
the cost of dedicated sensors, the operational cost and the 
cost benefit obtained by the superior accuracy of the CAM 
method. In the case where a building MPC system is not 
already in operation the cost of a GAKF implementation 
and parameter tuning will probably far outweigh the cost 
of installing dedicated sensors. 

For building MPC it is suggested to use the CAM 
method if dedicated sensors are available. The cost of dedicated 
sensors is likely to keep decreasing in future, making the 
CAM method even more attractive. However, depending 
on specific conditions in each case, as discussed above, we 
argue that GAKF can be considered as an alternative method 
to CAM, if dedicated sensors are not available. 

The main limitations of this study are that the methods 
were tested only on two rooms in the same building and 
that the influence of the prediction error on the MPC 
performance was not analyzed in this study. These limitations 
are going to be addressed in our future research aimed at 
the development of a fully functional MPC system. 
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Abstract—Sensing accurately the number of occupants in the
rooms of a building enables many important applications for
smart building operation and energy management. A range
of sensor technologies have been studied and applied to the
problem. However, it is costly to achieve high accuracy by
instrumenting all rooms in a building with dedicated occupancy
sensors. In this paper, we propose a new concept for estimat-
ing accurate room-level counts. The idea is to disaggregate
accurate building-level counts via existing common sensors
available at the room level. This solution is cost-effective as
it scales to large buildings without requiring dedicated sensors
in each room. We propose an algorithm named DCount that
implement this concept. Our results document that DCount
can provide room-level counts with a low normalized root
mean squared error of 0.93. This is a major improvement
compared to a state-of-the-art algorithm using common sensors
and ventilation rate measurements resulting in a normalized
root mean squared error of 1.54 on the same data set. Further
more, we demonstrate how the results enable occupancy-driven
analysis of plug-load consumption which is one out of many
applications using accurate room counts we hope to enable by
proposing DCount.

1. Introduction

Sensing accurately the number of occupants in the
rooms of a building has many applications within data-
driven mobile computing. Examples of applications include
smart spaces, safety and evacuation, facility management
and smart building operation. In terms of building opera-
tion accurate people counts can enable applications, such
as, adaptive ventilation in rooms, occupancy-based energy
benchmarking, and model-predictive control of room set-
points. In all these applications the more accurately the
number of occupants can be sensed the safer or more energy-
efficient a building can become [1], [2].

A range of sensor technologies has been studied and
applied to the problem of occupancy sensing of counts of
people [3]. These systems have to balance tradeoffs among
accuracy, scalability, and cost. One line of work has studied
reusing commonly available building sensors for occupancy
sensing. Studied sensor modalities include CO2 sensors,
PIR sensors, or WiFi access points [4]. However, often

these modalities alone only provide information with a low
classification accuracy or a high Root Mean Squared Error
(RMSE). For instance, Kjærgaard et al. [5] report a RMSE
of 21.7 for counting occupants using PIR sensors in a small
office building and [6] report an accuracy around 50% for
counting occupancy in a large hospital complex using WiFi
access points. For CO2 sensors existing work [7], [8] has
shown that such sensors are often error-prone to use for
occupancy sensing. For instance, Ebadat et al. [9] report only
good results given a deep integration with HVAC system
components and extensive calibration.

Another line of work has studied lightweight dedicated
people counting sensors for occupancy counting in all areas
of a building. Beltran et al. [10] explore the idea of densely
deploying lightweight thermal sensors for occupancy count-
ing in all areas of a building. Hnat et al. [11] explore the idea
of instrumenting door openings for count sensing. Another
option is based on computer vision technology including
monocular, stereo, and thermal cameras. These sensors are
quite accurate in the short term and long term stability can
be obtained by probabilistic modeling [12]. Installing such
sensors at a room level can be costly. For instance, the
large office building considered in this paper has a size of
8,000 m2, has eight external entrances and 136 rooms with
164 room entrances. Installing dedicated 3D stereo-vision
sensors the estimated installation cost is 328.000$ and also
raises privacy concerns.

A more cost efficient solution for the large building
is to install dedicated 3D stereo vision sensors that count
occupants when passing the perimeter of the building. Figure
1 gives an example of such count data over eighteen days
for the large office building. However, this solution does not
provide accurate counts on a room level needed by the listed
applications.

In this paper, we propose a new concept for estimat-
ing accurate room-level counts by disaggregating building-
level counts. The building-level counts are collected using
high precision dedicated people counting sensors and then
disaggregated using less accurate common sensors at the
room level. In this paper we focus on 3D stereo-sensors
as dedicated people counting sensors. This solution is cost-
effective as it scales to large buildings without requiring
dedicated people counting sensors in each room. We propose
an algorithm DCount that implement this concept. Our
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Figure 1: Daily occupancy counting profiles for eighteen
days in a large office building.

results document that this solution can provide room-level
counts with a high accuracy.

The main contributions of this paper are as follows:

• Propose a new concept for estimating accurate room-
level counts by disaggregating building-level counts
collected using high precision dedicated people
counting sensors by less accurate common sensors
at the room level and other building information.

• Propose a probabilistic algorithm named DCount for
accurately disaggregating building-level occupancy
counts into room-level counts. The algorithm in-
clude: 1) a method for estimating occupancy proba-
bilities based on sensor measurements from common
sensor modalities; and 2) a method for disaggregat-
ing building-level counts to room-level counts based
on occupancy probabilities.

• Provide extensive evaluation results for the accu-
racy of the DCount algorithm based on data from
a large office building. Our results document that
DCount can provide room-level counts with a low
normalized root mean squared error of 0.93. This
is an improvement compared to a state-of-the-art
algorithm using common sensors and ventilation rate
measurements resulting in a normalized root mean
squared error of 1.54 on the same data set.

• Present an application of using the room-level counts
produced by DCount for analysing room-level plug-
load consumption.

2. DCount: an Algorithm for Disaggregating
Building-level Counts

We propose the DCount algorithm to implement the
concept of estimating room level counts by disaggregat-
ing building-level counts. The DCount algorithm estimates
room-level counts based on the inputs and algorithmic steps
illustrated in Figure 2. By (X) we refer to the labels on the
figure. DCount depends on three types of inputs (A): 1) a
count B for the building sensed using accurate dedicated
people counting sensors to monitor the perimeter of the
building; 2) a list C of maximal room capacities, e.g., as
specified on a fire evacuation map; 3) optionally, a list A
of the spatial layouts of rooms represented by polygons.
Furthermore, for each room the algorithm uses inaccurate
measurements M measured by common sensors for each

time step (e.g., Boolean presence measurements from PIR
sensors or readings from CO2 sensors) (B). The DCount
algorithm estimates room counts based on a probability
distribution where each element represent a spatial area in
a building, e.g., a distribution over a regular grid of points
spanning all floors in a building based on the room layouts
in A. The probability distribution might be initialized with
a uniform distribution or be derived from a posterior distri-
bution of a temporally preceding execution of the algorithm
(C). The algorithm follows a Bayesian estimation approach
to update the probability distribution with the given inaccu-
rate room-level measurements (D). To produce room-level
counts the algorithm runs a disaggregation method that given
the building-level count B, the probability distribution and
the room capacities C estimate room-level counts R. Finally,
the room-level estimates R are provided as outputs of the
algorithm.

3. Problem Formalisation

Given a building with n rooms, the goal of DCount
is to output a vector R of length n where element Ri is
the count estimate for the room number i. DCount can run
continuously outputting a reading every time step to produce
a time-series of room counts. The core idea of the algorithm
is to disaggregate a building-level count B using data from
inaccurate common sensors and building information. The
building-level count can among others be measured using
dedicated people counting sensors monitoring the perimeter
of the building. The counts can then be combined or even
better processed by an algorithm such as PLCount to remove
biases and apply error correction techniques [12]. We here
assume that B is available for every time step t where we
want to run DCount.

DCount takes several types of information into account
about the building. We formulate five versions of the al-
gorithm depending on the sensor data and amount of in-
formation available about a particular building. We explore
the five different versions to demonstrate that DCount can
work in different settings. For some buildings all the listed
information is available via information services for calendar
bookings or indoor map services (e.g. [13]). Else, these data
can be collected with a bit more effort manually either via
fire evacuation plans or building drawings. We consider the
following five versions in this paper:

DCount-S: uses data from common sensors for the
rooms in R. The part of a building that is not part of R,
e.g., hallways are modeled as a single area named “common
area”.

DCount-SA: assumes that in addition to the sensor data
for each room we also have information about the spatial
layout of rooms. In particular that a vector A of room layout
polygons where Si is the polygon representing the layout of
room i. The polygon is represented in a common Cartesian
coordinate system for the whole building including infor-
mation of the floor level the polygon is placed on. This
information enables DCount-SA to take the size of the room
into account. This is based on an assumption that larger



A CB D E F

Building Information Initialize or 
update prior Disaggregate

Counts per roomInaccurate sensor 
measurements per room

B: Building count

Sensor 
updates

B = 13

2

2

4
3

2

C: Room capacities

S: Room layouts

M R

Figure 2: Overview of inputs, algorithmic steps, and outputs of the DCount algorithm.

rooms will often have a higher number of occupants than
smaller ones.

DCount-C, DCount-SC and DCount-SAC: assumes
the availability of a vector C of maximum room capacities
of occupancy where Ci is the maximum capacity of room
i. The capacity can among others be used by the algorithms
as an upper limit on occupation. The room capacity is
often available either via fire evacuation plans or building
drawings. For common areas we put the capacity at a lower
limit than what is allowed for fire safety. This is to reflect
that prolonged occupation of these areas are uncommon as
they are only used as people move through the building.
DCount-C only uses capacities and is included as a reference
for the other methods. DCount-SC combines sensor data
and capacity information and DCount-SAC combines sensor
data, spatial layout information and capacity information.

3.1. Measurements

When DCount uses common sensor data it takes as input
any sensor measurements available at the room level. The
sensor measurements might be CO2 or PIR measurements.
However, other measurements could also be used, such
as, door openings, power consumption or wireless network
usage. Let M be a vector of length n where each entry Mi

is a list of measurements available for room i. The list of
measurements contains tuples of T x v where T is the type
of measurement and v is the value of the reading. As the
sample times and frequencies might differ among sensors we
assume that M contains the most recent reading from any
sensor. There might be rooms in a building with no sensors,
however, based on our own observations these are often
rooms not designed for prolonged occupation, e.g., storage,
technical or cleaning facility rooms. The algorithm takes
such rooms into account but does not update occupation
probabilities based on any measurements.

3.2. Initialization

As the basis for DCount we have chosen to apply a
Bayesian estimator. The goal for DCount is an algorithm

that works without training data from the sensors of the
particular building in target. Therefore, this goal constraints
us from applying learning-based algorithms. Bayesian esti-
mation is a well-known and robust framework and assumes
a normal distribution of errors which is a valid assumption in
our case as we combine a number of independent measure-
ments. The Bayesian estimator uses general models to avoid
being dependent on training data. To scale the algorithm to
very large building complexes, particle filters might be an
option to consider to avoid the state space explosion with
a Bayesian estimator. However, in this paper we presents
results for a 8000 m2 building where the algorithm runs
instantly and, therefore, we leave particle filters as a possible
future extension.

For modeling the estimation problem we define π as a
probability vector over the space of the building in question.
For DCount-S, DCount-C and DCount-SC the length of
π matches the number of rooms and each entry πi is the
probability for occupation in room i. For DCount-SA and
DCount-SAC we use the spatial layout for each room to
generate an equal distanced grid of points over all rooms.
A separate grid is generated for each floor in the building.
Thereby, each entry πi is the probability of occupation for
the grid point number i. Figure 3 visualises such a grid on
the case building for all three floors. The grid is constructed
with a point-to-point distance of approx. 2.5m in north-south
directions and approx. 1.25m in east-west directions. This
sizing result in 2,247 gridpoints in total and at least one
gridpoint per room. Using a finer grid will result in longer
run times of the algorithm but will not increase accuracy as
the measurements of each common sensor is used to update
all points in a room. This grid is also used in the presented
results.

Before each run of the algorithm we by default initialize
π using an uniform distribution. We have also tested the op-
tion of using the occupancy probabilities from the preceding
time step to initialize π with. However, this option did not
lead to improved performance. The main reason being that
each CO2 reading in a room is not independent of the last
reading. Therefore, over time the occupation probabilities



Figure 3: Gridpoints over three floors colored by estimated
disaggregated counts including placement of stereo vision
people counters.

quickly accumulates in a few rooms resulting in highly
erroneous estimates. DCount-C only initializes π and skips
the sensor update step.

3.3. Sensor Updates

Using Bayesian estimation we update the probability
vector π with sensor measurements M for each time step.
Assuming that the sensor measurements for each room are
independent we update using:

−→π ′i =
P (Mi|i) ∗ −→π i

η
(1)

where

η =

n∑

i=1

P (Mi|i) ∗ −→π i (2)

The parameter η is a normalizer to make sure that π is
a valid probability vector.

The occupation probability for each measurement
P (Mi|i) is calculated by the following model. The model
at present incorporate CO2 and PIR but can be extended to
include other sensor modalities as relevant. The motivation
behind the model is that CO2 and PIR measurements are
inaccurate proxies for occupation. In particular CO2 sensors
are inaccurate because of the following reasons: Firstly, if
ventilation is present CO2 will only increase until a set-point
for ventilation is reached, however, in most buildings the set-
point is the same through out the building. This means that
equal likelihood for occupation can be assigned to different
rooms in a building based on CO2. Secondly, CO2 is react-
ing slowly to changes in occupation. Thirdly, opening and
closing of windows and doors will lower the CO2 content
compared to the occupation level. Given these error sources
we have designed a probability model that include CO2 as

a relative indication of occupation for disaggregating counts
and PIR as a Boolean indication of occupation. DCount has
the advantage that by combining CO2 with building-level
counts it can upscale small changes in CO2 which counter
the slow reaction in the measurements.

The model is defined as follows:

P (Mi|i) =
Z(Mi) + β

λ
(3)

where β is a balancing constant, Z(Mi) is the occupa-
tion probability given the sensor readings, and λ is a normal-
ization factor. The role of β is to keep the probabilities above
a certain threshold so a room or gridpoint newer becomes
extremely unlikely which will limit the system in reacting to
changes in occupancy. In our experimental results we used
a value for β of 0.1.

The CO2 readings in M are preprocessed from absolute
readings to relative CO2 readings by subtracting the natural
CO2 level. The natural CO2 level is estimated as the mini-
mum CO2 level that a sensor has recorded in the preceding
fourteen days. If Mi contains a relative CO2 reading (vCO2)
and a PIR reading (vPIR) then

Z(Mi) =

{
vCO2

if vPIR is true
0 if vPIR is false

if Mi only contains a CO2 reading then Z(Mi) = vCO2 .
If Mi only contains a PIR reading we put Z(Mi) = 100
to represent the ppm increase of CO2 in a lightly occupied
room compared to the natural CO2 level. The argumentation
is that CO2 sensors are most often present in highly occupied
rooms where as PIR sensors are used in less occupied rooms.
The parameter λ is defined as follows:

λ =

vmaxCO2∑

j=1

j (4)

Here vmaxCO2
is the maximum among all CO2 measure-

ments in M for each time step. Thereby, the probabilities
are relative to the room with the highest CO2 concentration.
Figure 4 shows the probabilities P (Mi|i) for different CO2

readings over a day as vmaxCO2
changes.

3.4. Disaggregation

The disaggregation is performed to compute a vector
R of room counts from the occupation probabilities π and
the building-level count B. In the following we will focus
on the disaggregation algorithm for DCount-C, DCount-SC
and DCount-SAC, however, DCount-S and DCount-SA are
similar except for not applying the room capacity to balance
probabilities and limiting room counts based on the room’s
maximum capacity. The pseudo code in Algorithm 1 lists
the steps of the disaggregation algorithm. The algorithm first
sums probabilities on a room level. To balance probabilities
in regards to the capacity of the rooms, we multiply with
the room capacities and normalize the probabilities. The



Figure 4: Occupation probabilities P (Mi|i) for relative CO2

readings with vmaxCO2
changing at different times a day.

assignment procedure assigns counts starting with the room
with the highest probability for occupation. The reason for
this is that we would rather assign a person counted to a
room with a high probability than spread them out in rooms
with a low probability. The algorithm then continues until
all counts have been assigned to rooms.

Algorithm 1: Capacity-based disaggregation algo-
rithm

Data: Probability vector π and building-level count
B

Result: Disaggregated room counts R
Fill a vector Π with an entry for each room by
summing π entries for each room;

Multiply each Πi with the room capacity Ci and
normalize;

Initialize A := 0;
while A less than B do

Select room Ri with the highest probability Πi;
Calculate the percentage s of Πi out of the sum
of Π;

Assign the share s of B −A to Ri;
Πi := Πi modulo s;
if Ri less than Ci then

Ri := Ci;
end
A := A + Ri;

end

4. Implementation

The DCount algorithm has been implemented in Python
for our evaluation study. The DCount algorithm uses the
pandas framework for processing time series data. The
PLCount algorithm was implemented in Python and used to

clean count data [12]. All sensor data queries and storage
of time-series sensor data is handled using the sMAP [14]
software platform.

To evaluate the DCount algorithm sensor measurements,
and building information data were obtained from a large
office building. The large office building is a 8,000 m2

building, it records an average of 1,000 occupants on normal
weekdays and it facilitates several types of staff and student
activities. Room types in this building comprises mainly of
offices, classrooms, and study areas. Eight PC2 3D stereo-
vision cameras from the company Xovis are installed along
the perimeter of the building to cover the transitions through
the entrances and exits of the building. This includes six
ground-level entries and two walkways connecting the build-
ing to neighboring buildings. Measurements are collected
from KNX connected PIR and CO2 sensors in 81 and 89
rooms, respectively. The eight rooms without PIR sensor
data are parts of hallways. The measurements are collected
per minute on the sMAP software platform for building
data [14]. The 47 rooms in the building without any sensor
data consists of technical rooms, hallway areas, and storage
rooms. For the evaluation we use a dataset spanning 30 days
from September to October 2016 which are busy months in
the building. This dataset contains 345.600 people counts,
3.499.200 PIR readings and 3.844.000 CO2 readings. Room
capacities were extracted from building plans for the 136
rooms. The room layouts are available as open data from
an indoor map service API provided by [13]. The API pro-
vides the room layouts as polygons represented in geojson
including floor information.

5. Results

This section presents accuracy evaluation results for ap-
plying the disaggregation concept and the DCount algorithm
in particular. The results cover an evaluation with room-
based ground-truth data for four rooms and visual inspection
of results for a larger set of rooms in the building.

5.1. Evaluation Setup

To quantify and compare the accuracy of the algorithms
we use the Normalized Root Mean Squared Error (NRMSE).
We favor the use of NRMSE over RMSE because RMSE can
only be interpreted with a prior knowledge of the duration
and the particular occupancy-level of each room. In the fol-
lowing results we compute NRMSE for each day and each
room normalized by the average occupancy computed via
ground truth data. This respects the changes in occupancy-
levels on different weekdays and in different rooms and at
the same time normalize the values by the occupancy-level
so they are comparable.

The room-based ground-truth evaluation is based on
ground-truth data for four rooms where two are regular
teaching rooms and two are student zones with mixed use for
student activities, such as, project work or solving exercises.
The ground truth is collected by eight highly accurate PC2
3D stereo vision cameras from the company Xovis mounted



over the two room entrances to each of the four rooms. The
implementation of the PLCount algorithm was used to clean
the data. Previous results with this type of sensor and the
PLCount algorithm has demonstrated an accuracy of 0.075
RMSE compared to a manual ground truth [12]. Therefore,
the accuracy of this setup is several times more accurate
than DCount and can therefore be used as ground truth to
evaluate the accuracy of DCount.

We evaluate the five different variants of the DCount al-
gorithm using different amounts of sensor data and building
information: DCount-C, DCount-S, DCount-SC, DCount-
SA, and DCount-SAC and for different combinations of
measurements from common sensors: CO2+PIR, CO2 and
PIR.

To highlight the improvements of using the disaggre-
gation concept for room-level count estimation and the
implementation in DCount we compare it to a state of
the algorithm based on common sensors and ventilation
rate measurements named Ref-HVAC. The contribution of
this paper is the idea to combine building-level counts and
common sensors to estimate room counts and the imple-
mentation of this idea with DCount. Therefore, we do not
in the following compare to rudimentary approaches that
uses the building-level counts or common sensor values as
these have much worse accuracies. For instance, we tested
an algorithm combining PIR and room capacities which had
an NRMSE of above 3.5 on our dataset.

Ref-HVAC is a state-of-the-art method for estimating
occupancy using common CO2 sensors and ventilation rate
measurements similar to Gruber et al. [8]. Compared to
DCount this method requires integration with the BMS to
access ventilation rate measurements and it also requires
calibration of a number of method parameters. The method
is based on step-wise error minimization in the following
transient balance equation:

Vr
dcr
dt

=
pV̇cp + (V̇ve +NinfVr)(cn − cr)

3600
, (5)

where Vr [m3] is the room volume, cr is the room CO2

concentration [ppm], p is the number of occupants (es-
timated), V̇cp is the CO2 generation per person [m3 per
hour], V̇ve is the ventilation airflow [m3 per hour], Ninf

is the infiltration airflow expressed in air changes per hour
[h−1], cn is the neutral CO2 level [ppm] and t is time
[s]. Since the CO2 concentration is very low, it is assumed
that it does not affect the air mass balance. Hence, Eq. (5)
is formulated using volumetric quantities. This assumption
has been tested by Gruber et al. [8]. The ventilation rate
is calculated from the VAV box damper position which is
measured by the BMS. The infiltration rate Ninf and CO2

generation per person V̇cp depend on the building type and
occupant activity level. In this evaluation the parameters
were tuned based on 24h ground-truth occupancy (survey)
for one of the rooms. Finally, Ninf = 0.33 and V̇cp = 0.04
were assumed. The model is implemented in Python and the
Brent’s method from the SciPy package is used for error
minimization.
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Figure 5: DCount NRMSE results as a CDF over individual
days with both CO2 and PIR measurements.

5.2. Groundtruth-based Accuracy

Figure 5 plots NRMSE results for the five variants of
the DCount algorithm and the reference algorithm by their
Cumulative Distribution Function (CDF). The results are
computed using both CO2 and PIR measurements. From
the figure we can observe that the different formulation of
the DCount algorithm provides a comparable performance.
However, DCount-SC has the best overall performance and
DCount-C and DCount-SA the worst as they in several cases
produces a NRMSE above 2.5. The NRMSE of Ref-HVAC
is consistently worse providing evidence for the benefits of
DCount.

To evaluate the individual sensor modalities contribution
to accuracy, Figure 6 and 7 show results with only CO2

and PIR measurements, respectively. The results for CO2

show the same picture as with both measurement types with
DCount-SC as the best performer. The results for PIR is sub-
stantially worse than combined with CO2 in particular there
is a higher level of large errors. This is also supported by
that DCount-C which does not use the sensor measurements
has the best performance. Overall the DCount algorithm is
still better than Ref-HVAC. These statements are confirmed
by Figure 8 which directly compare the performance of
DCount-SC with different sensor combinations.
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Figure 6: DCount NRMSE results as a CDF over individual
days with CO2 measurements.

To consider the impact of the types of room we have
studied the individual results for classrooms and study
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Figure 7: DCount NRMSE results as a CDF over individual
days with PIR measurements.

0 1 2 3 4 5
NRMSE

0.0

0.2

0.4

0.6

0.8

1.0

Li
ke

lih
oo

d 
of

 o
cc

ur
re

nc
e

DCount-SC with Different Sensors

DCount-SC PIR
DCount-SC CO2
DCount-SC CO2+PIR
Ref-HVAC

Figure 8: DCount-SC NRMSE results as a CDF over indi-
vidual days for different sensors.

zones. The classrooms have the highest occupation with a
maximum of 84 people and the study zones have a lower
maximum occupation of 32. The median of the NRMSE for
DCount-SC with CO2+PIR in the two classrooms are 0.6
and 0.83, and in the study zones 0.85 and 0.94. In all rooms
this is an improvement over Ref-HVAC with medians for the
NRMSE of 1.56 and 1.1 in the classrooms, and 1.41 and
1.44 in the study zones, respectively.

5.3. Visual Analysis

To evaluate the results from all the rooms we are limited
to apply visual inspection as it is infeasible to collect
ground-truth data in all rooms of the building. However, it
is still relevant to check the correctness of the estimates for
the rest of the rooms in terms of overall expected patterns.
To visually inspect the correctness of the estimates we have
visualised the results for rooms designed for occupation of
more than six persons. The reason we leave out individual
offices is to protect the privacy of individuals. Figure 9
shows the estimates over a week in the middle of September
with the four rooms analysed with ground-truth data high-
lighted with brackets. The two subplots are the estimates
for DCount-SC and DCount-C, respectively. What we hope
to observe is that patterns we expect to find is reflected
in the data. In terms of expected occupancy patterns both
staff and students have access to the building 24/7. Classes
are scheduled primarily between 8-16 on weekdays. If we

focus on DCount-SC, firstly, we can observe the difference
between day and night, and weekdays and weekend. Sec-
ondly, we can observe the high occupation in the classrooms
as they are designed for. For study zones we can observe less
structured start and end times than in the scheduled class
rooms. We can also notice that students use the building
in weekends. We expect that the occupation outliers in the
evening, night and morning can be attributed to cleaning,
technical and security staff visiting the rooms outside normal
office hours. Therefore, the data for DCount-SC based on
a visual inspection provides the patterns we would expect.
DCount-C which does not use any room-level sensor data
provides a median accuracy of 1.12 in the presented results
but with the highest deviation. However, from the visual
inspection we can notify that the produced estimates are
unusable in practice as all rooms of similar sizes get the
same counts. This might be a good estimate on average,
however, this does not enable application such as adaptive
ventilation control which only can save power for ventilation
if the system can detect when it can go into a lower power
consuming operation. Therefore, DCount-SC provides much
better estimates for this application than the difference in
accuracy indicates.

6. Occupancy-driven Energy Analysis

Given the positive results we in this section illustrate
the use of the DCount produced room-level counts. This is
just one of the many use cases for room-level occupancy
counts. The case we consider is occupancy-driven energy
consumption analysis. The case is motivated by a wish of
the technical staff in the large office building to analyse the
consumption of students’ plug-loads. In the building a rich
metering infrastructure is installed among others electricity
metering of plug-loads on a room-level. In total the building
consumed 18,397 kWh in September 2016 where 27%
is plug-loads, 23% is ventilation, 15% is room lightning,
12% is lighting for decoration plants, and the remaining is
split among networking equipment, elevators and pumps.
DCount enables an analysis of these meter readings versus
occupancy. It is here important that the occupancy data is
as accurate as possible as else the technical staff will not
trust the analysis. Figure 10 plots an example from this
analysis. The figure shows the relation between daily plug-
load consumption and total daily occupation time for two
different room types. The total occupation time is computed
from the DCount room-level estimates by summing over a
day the total occupation of each room for each time step.
From the two figures one can observe a great variation in
consumption and occupation for each day. The variation has
the greatest variation for the study zones. This might be
due to a greater variation in consumption between solving
exercises on paper and collaborative work with laptops and
other equipment. For the class rooms, we also observe a
large variation, but for days with prolonged occupation, we
see a clear increase in consumption. Looking at the general
trends of consumption versus occupation, it is approximately
12Wh per occupation hour in the class rooms and 24Wh



(a) DCount-SC

(b) DCount-C

Figure 9: Estimated counts over seven days for rooms designed for occupation of more than 6 persons.

per occupation hour in the study zones. However, with a
substantial variation for any particular day. These numbers
might look small but with hundreds of students in the
building they quickly sum up. The sum is actually a large
percentage of the overall consumption of the building as all
other systems in the building have been designed to be ex-
tremely energy efficient. This analysis is an important input
to designing, for instance, nudging campaigns for powering
off unused laptops with the screen on and doing energy
budgets based on knowledge of student behavior as numbers
grows and drops over the years. This case illustrates how
the counts produced by DCount can be applied to analyse
electricity consumption over a wide range of rooms which
is one out of many applications of room-level count data
[1], [2].

7. Related Work

Many sensing modalities have been considered for
counting room occupancy. A commonly used sensor for
controlling ventilation rates is a CO2 sensor. Several studies
have considered sensing occupancy using CO2 sensors [7],
[8], potentially, in combination with other sensors [15]. An
obvious challenge for utilizing CO2 sensors is the long
response time resulting in detection delays. Fisk et. al. in [7]
analyse the accuracy of CO2 based occupancy counts using
44 CO2 sensors deployed in nine commercial buildings. The
study concludes that the sensors are very prone to failures
and calibration errors. Only a deep integration with the

HVAC system (which is rarely possible) combined with door
and window sensors enables a highly accurate system using
these sensors [9].

Another occupancy detection method is Wi-Fi measure-
ments [4], [6], [16], [17]. Christensen et. al. identified a par-
tial correlation between Wi-Fi enabled devices connected to
existing network infrastructure and electricity consumption
in commercial buildings. They concluded from these results
that connected devices can be a fair metric for estimating
occupancy in a building. Schauer et. al. [16] proposed
a method based on Wi-Fi management frames in which
typical devices (smartphones, laptops) without additional
software can reliably be detected. Ruiz et. al. extracted
spatio-temporal features from similar measurements of Wi-
Fi management frames in order to determine occupancy
density and flow, and to classify behavioral roles within an
hospital building. A challenge with these methods is that
occupants are required to carry personal devices. Kleiminger
et al. [17] explored using similar data in a residential setting.
Similar challenges could be noticed in [18] which utilizes
Bluetooth beacons for occupancy detection in buildings.
The system proposed in [18] requires active connection to
installed Bluetooth beacons and all gathered location data
from monitored devices are sent to a server for additional
processing. The accuracy recorded was only based on con-
nected devices not on ground-truth occupancy count of peo-
ple in the detected location. Kjærgaard et. al. [5], compared
count data obtained from PIR sensors in a building with
ground-truth data. The results highlight that PIR sensors are
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(b) Study zones

Figure 10: Relationship between time spent in rooms by occupants and plug-load consumption per day.

TABLE 1: Comparison of cost and accuracy properties of different solutions.

Solution Cost of Installation Cost of Configuration Limitations Accuracy (NRMSE)
Dedicated 3D stereo vision sensors Very High High Privacy <0.1
Ref-HVAC [8] Medium High Integration with BMS 1.54
DCount-C Medium Low 1.12
DCount-S (CO2+PIR) Medium Low 1.08
DCount-SAC (CO2+PIR) Medium Medium 0.97
DCount-SA (CO2+PIR) Medium Medium 0.97
DCount-SC (CO2+PIR) Medium Low 0.93

not fit for occupancy counting because of a RMSE of 21.7.
Thermal cameras and 3D counting cameras [12] can both
provide highly accurate counts but are costly to install in
many rooms.

Another line of work has studied lightweight dedicated
people counting sensors for occupancy counting in all areas
of a building. Beltran et al. [10] explore the idea of densely
deploying lightweight thermal sensors for occupancy count-
ing in all areas of a building. Hnat et al. [11] explore
the idea of instrumenting door openings for count sensing.
Yang et al. [19] consider densely installing LED sensing
for counting occupancy. As we argue in this paper a more
cost efficient solution for large buildings is to install high
precision dedicated people counting sensors that count oc-
cupants when passing the perimeter of the building and then
utilize existing common sensors to disaggregate the counts
to a room-level. The results in this paper document that
this concept implemented via the DCount algorithm achieves
high accuracy and is a substantial improvement over using
the Ref-HVAC algorithm based on common sensor and
ventilation rate maesurements.

8. Discussion

The results of the paper document the accuracy of the
five versions of DCount for sensing room-level occupancy
counts. Table 1 compares the properties of the five ver-
sions with the state-of-the-art HVAC sensor based solution
and room-level monitoring with dedicated 3D stereo-vision
sensors. The table cover the properties: cost of installa-
tion including equipment purchase, cost of configuration
including any parameterisation and training data collection,
limitations of the approach and accuracy. A solution with
dedicated 3D stereo vision sensors at the room-level has
a very high cost of installation (e.g. 328.000$ for the large
office building) and a high configuration cost for configuring
several parameters including counting lines, has limitation
in terms of privacy implications but also provides a very
high accuracy. Using Ref-HVAC has a medium cost of
installation to collect both CO2 and ventilation rate mea-
surements, high cost of installation to collect calibration data
and parameterize the method for each room and result in
a poor accuracy. Furthermore, some BMSs do not provide
APIs to collect ventilation rate measurements. The different
versions of DCount have a medium cost of installation as
dedicated 3D stereo-vision sensors have to be installed to



collect building counts along the perimeter (e.g. 16.000$
for the large office building). The cost of configuration is
either medium or low depending on if the spatial layouts
are used or not, respectively. The best performing version of
DCount following our results is DCount-SC with CO2+PIR
data which also has a low cost of configuration. However,
the PIR data only provide a minor improvement compared
to only using CO2 data.

The results of the paper document DCount as a cost-
efficient occupancy sensing method with a low NRMSE.
These results were produced with one specific combination
of dedicated people counting sensors (3D stereo vision
cameras) and common sensors (CO2 and PIR). However,
other dedicated and common sensors could be applied with
the DCount algorithm, e.g., the ones mentioned in related
work. In our future work we plan to explore the combination
of other sensor modalities of dedicated and common sensors
to evaluate the combinations in terms of accuracy, scalability
and cost.

In this work, ground-truth data was collected in two
types of rooms. However, the results document that the
observed accuracy depends to some degree on the occupancy
patterns of the rooms. Therefore, it could be relevant in
future work to evaluate DCount with data from other room
types, e.g., as found in public, retail or industrial buildings.

In this paper, we considered maximum room capacities
as well as the spatial layout of rooms as inputs to the
algorithm. However, there might be opportunities for further
improving the accuracy of the algorithm by additional inputs
and modeling elements. An example of an input could be
scheduled activities in rooms. However, we are hesitating to
follow this direction as often occupancy sensing systems are
used to quantify deviations from schedules. Using sched-
ules would also require an additional integration with the
calendar system of all organizations occupying a building.
In terms of modeling an opportunity might be to model the
movement of occupants among rooms and gridpoints. This
would require additional information about the connectivity
of the rooms but might further improve accuracy.

9. Conclusion

In this paper, we considered how to sense accurately the
number of occupants in each room of a building. Counts at
the room-level enables many important smart building ap-
plications. We proposed a new concept for estimating room-
level counts by disaggregate building-level counts collected
using high precision dedicated people counting sensors via
common sensors at the room level. The solution is cost-
effective as it scales to large buildings without requiring
dedicated people counting sensors in each room. We imple-
mented the concept in the algorithm DCount and tested five
different versions of the algorithm. Our results document
that DCount and in particular DCount-SC can provide room-
level counts with a low NRMSE of 0.93 which is lower
than a state-of-the-art algorithm using common sensors and
ventilation rate measurements demonstrating a NRMSE of
1.54. Furthermore, we demonstrated how the results enable

occupancy-driven analysis of plug-load consumption which
is one out of many applications using accurate room counts
that we enable by proposing DCount.
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Abstract

Estimating the number of people in rooms and zones within commercial build-

ings is gaining enormous attention for facilitating different applications. How-

ever, the deployment of state-of-art counting sensors such as camera technolo-

gies can be economically inviable for individual rooms in large buildings. Such

sensors are also considered to be highly intrusive and are a subject of privacy

violation debates within building deployments. Given these bottlenecks, most

public buildings resort to only outdoor deployments for estimating the overall

count of people in a building. While this solution can provide very accurate

count estimates for building-level counts, only rough estimates about room-

level counts can be derived. In this paper, we propose a multi-modal method

that leverages the accuracy of camera technologies for estimating building-level

counts and the non-intrusiveness and scalability of WiFi trajectory data to esti-

mate room-level counts. This method disaggregates the obtained building-level

counts by applying a series of data cleaning methods and a two-step probabilis-

tic method. The two-step probabilistic method models each device’s trajectory

obtained from the WiFi dataset. Subsequently, the obtained models are used

to approximate occupant trajectories and to estimate room-level counts. We

evaluate the disaggregation method with datasets from a large teaching build-
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ing, and we benchmark its performance with a state-of-art estimation algorithm

and count estimates from raw WiFi trajectories. The obtained evaluation re-

sults highlight that the disaggregation algorithm outperforms other estimation

methods by a minimum ratio of 35% for all room cases using the Normalized

Root Mean Squared Error (NRMSE) metric.

Keywords: Room-Level Occupant Count, Trajectory Estimation,

Probabilistic Modelling

1. Introduction

The estimation of room-level occupant counts in commercial buildings is

becoming increasingly popular for enabling several domain applications such

as building facilitation [1, 2, 3], business analytics for retail and safety. For

building facilitation, several studies have indicated that advances in occupant5

sensing can improve amiability for occupants in building environments and op-

timize building energy consumption. The studies in [4, 5] indicates that both

50% lighting energy savings and 20% HVAC energy savings are attainable with

accurate detection and sensing of occupants. Similarly, business analytic tools

are increasingly adopting accurate occupant counts in the different zones of re-10

tail buildings to enable data mining of the stochastic and dynamic behavior of

consumers. These mined data are subsequently used for several purposes such as

the optimal placement of goods and services, predicting workforce demand that

services consumer traffic and flow, maintaining business operational efficiency

and for increased business profitability. Lastly, with the enactment of several15

state and federal safety laws and directives, it is becoming increasingly needed

for public and retail buildings such as shopping malls, airports and libraries to

be able to account for both the count of occupants in buildings and provide

a detailed heat map representing the zonal distribution of occupants and their

co-location within buildings.20

To enable these diverse domain requirements for occupant count sensing

with considerably multiple resolutions in regards to time, space and estimation

2



accuracy, several approaches have been adopted that utilizes the deployment

of both explicit and/or implicit occupant sensing. Here, implicit sensing repre-

sents the adoption of existing IT infrastructure for obtaining occupant estimates25

while explicit sensing involves the deployment of dedicated sensors for obtain-

ing occupant estimates [6]. The study in [6] summarized the accuracies of a

number of implicit and explicit sensor technologies that can be deployed for

estimating occupant presence and count in commercial buildings. This study

utilized datasets from deployed PIR sensors, PC activities, and WiFi access30

points and concluded that explicit occupant sensors provide better fidelity than

implicit sensors. Similarly, the study in [7] compared the estimation accuracy

of a number of explicit sensors including CO2, PIR and 3D stereo-vision count-

ing cameras for estimating the counts of people in commercial buildings and

concluded that the 3D stereo-vision counting cameras achieve better accuracies35

than other sensors [8, 9].

Two major challenges for adopting explicit sensors such as the camera tech-

nology is the intrusiveness of these sensors and their cost of deployment. The

counting cameras deployed in [10] records an expense of $147 K for deploy-

ing the hardware for a three storey building. Similarly, a deployment covering40

the case building considered in this paper will record $328 K. Sangogboye et

al. [8] demonstrated that a less intrusive and a cost-efficient solution for large

buildings is to deploy these sensors to cover occupant’s transitions in/out of

buildings. This solution minimized the deployment cost from $328 K to $16 K.

Also while this solution can provide high fidelity and very accurate building-45

level occupant counts for domain applications in commercial buildings, only

coarse information about the specificities of room-level occupant counts, occu-

pant locations and heat maps within a commercial building can be derived. To

overcome this challenge, several approaches have adopted the use of a number of

implicit sensors - WiFi sniffers and WiFi access points that senses active WiFi50

probe requests or session logs to estimate occupant location [11, 12, 13], esti-

mate zone-level occupant counts [14, 15], and for user profiling and co-location

[16, 17]. Alessandro et al. [17] indicated that these methods alone could only
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produce low fidelity and coarse-grained zonal occupant counts and location es-

timations. For example, the Cisco location-based service for estimating and55

tracking device location from active probe requests only guarantees the accu-

racy of 10 meters and 90% precision for a well-calibrated deployment following

stipulated best practices [18]. While the method presented in [18] represents

the state-of-practice, utilizing a more accurate and state-of-art method such as

proposed in [19] is only solving one part of the problem because not all WiFi60

devices report and people may have none or multiple WiFi-enabled devices.

In order to alleviate this concern, the study in [20] highlighted the insuf-

ficiency of a single implicit sensor modality such as WiFi for occupant count

estimation. Subsequently, they adopted a multi-modal occupant sensing ap-

proach that estimates only building-level occupant counts. In this study, three65

datasets namely electricity demands, water consumption, and WiFi session logs

are combined and generalized to estimate the occupant counts for buildings

where the datasets are derived and for buildings with similar functions. Simi-

larly, Fukuzaki et al. [15] proposed the use of a linear model that utilizes ground

truth occupancy counts to calibrate the occupant estimates from WiFi sensors.70

While these approaches look very promising, their Achilles’ heel lies in their in-

ability to provide high fidelity insights and very accurate zonal occupant counts

in buildings. Another challenge lies in the infeasibility of obtaining ground truth

count estimates (possibly for different types of day and different scenarios) for

each zone in a building to calibrate such linear models.75

In this paper, we overcome the Achilles’ heel of previous methods by leverag-

ing both the high accuracy of 3D stereo-vision counting cameras for obtaining

building-level occupant counts and the non-intrusiveness of the WiFi sensing

technology. This enables us to develop a probabilistic and a multi-modal esti-

mation method for accurately estimating room-level occupant counts and trajec-80

tories in buildings. Contrary to the other multi-modal methods proposed such as

[15, 20], this method is training-free (i.e., it does not require datasets from pre-

vious days) and it has a reasonable running time for making it easily applicable

to previously identified real-world application domains. The evaluation result
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obtained from this study indicates that the proposed disaggregation method85

outperforms the state-of-art and other estimation methods by a minimum ratio

of 35% for all evaluated room cases. We make the following contributions:

1. Formulate a room-level occupant count and occupant trajectory problem

using building-level count and WiFi datasets.

2. Propose a probabilistic model for modeling occupant trajectories within90

building perimeters.

3. Propose a disaggregation algorithm for estimating room-level occupant

counts from obtained building-level counts and the probability estimates

from the probabilistic models.

4. Extensive evaluation results based on ground truth datasets from a large95

teaching building and computational performance analysis of the proposed

disaggregation algorithm.

5. Discussion that proposes an optional deep neural network model for facil-

itating real-time estimation of room-level occupant counts

6. An extensive evaluation that showcases the performance of the deep model100

over time with increasing training dataset.

7. Discussion about the effects of active devices vs actual counts on estima-

tion accuracy of room-level occupant counts.

2. Problem Formulation

In this section, we will introduce the needed terminologies for describing the105

methods proposed in this paper, and an overview of the defined variables can

be found in Table 1.

The problem is to estimate room-level occupant count C(i,j) and occupant

trajectories T̂(i,m) from building-level counts B and WiFi device trajectories

W . This involves the resolution of the number of occupants with unique MAC110

identifiers m in any given room rj at time ti and the room location rj of each

occupant m at time ti respectively. Here, i and j represents the indexes of the

current timestamp and the current room location respectively. To estimate the
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value of C(i,j) and T̂(i,m) in a building, we formalize the datasets used in this

study. The two datasets adopted for the proposed method are from installed115

3D stereo-vision counting cameras and WiFi infrastructure. Also, the floor map

N of the building is used for a sanity check and for transforming the set P of

geo-location points p in the WiFi dataset. In the following, we provide more

details about the data sources and the datasets obtained from each data source.

2.1. 3D Stereo-vision Counting Cameras120

3D stereo-vision counting cameras utilize two separate cameras to mimic the

human eye by providing a field-of-view depth measurements from a single im-

age set. This field-of-view depth measurement enables the camera to accurately

detect in each frame each occupant within a crowd and are thus more robust

to the known challenges of occlusion. Commercially available 3D stereo-vision

counting cameras dedicated for estimating the number of occupants in build-

ings further provides mechanisms to draw count-lines that are used to estimate

occupant transitions in and out of buildings. Similar camera technologies for

estimating occupant counts in a building includes stereo infrared cameras and

Kinect sensors [21]. For most use cases, the cameras are deployed at building

entrances to estimate the total number of occupants in a building at a tempo-

ral resolution of 1-minute. The dataset obtained from the deployed cameras is

comprised of both transitions ∆ and building-level counts B. Where ∆ is the

difference between the number of people entering and leaving the building for

each timestamp (ti) and B is the number of people in the building at ti. B can

be derived from ∆ as follows:

B =
o∑

i=0

∆i (1)

2.2. WiFi Infrastructure

The WiFi infrastructure comprising of access points, switches, and routers

are common deployments in commercial buildings. The WiFi infrastructure
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Figure 1: Overview of Multi-Modal Fusion Algorithm

provided by vendors such as Cisco Inc. and many more facilitates location-

based services that utilize a model-based parametric localization [17] to track125

and estimate the trajectory of devices. The model-based parametric algorithm

utilizes the RSSI of probe requests from client’s devices to laterate their location

in buildings. Typically, a client performs two kinds of probes (scanning) namely

active and passive scanning. In active scanning, clients send a probe request

to solicit the presence of access points in its environment and the access point130

responds with an acknowledgment. While in passive scanning, a client only lis-

tens for intermittent probe responses from the access points. Clients generally

implement a combination of active and passive scanning, but in general, clients

that are unassociated with a network will regularly send probe requests while

associated clients will generally send fewer probe requests or entirely activate135

passive scanning [22]. The implementation in [18] highlighted that the fidelity

of location estimates of a client is directly proportional to how often a client

sends probe requests and generally, passive scanning does not provide high lo-

cation fidelity. The study in [17] investigated the inter-probing time of three

types of client devices and concluded that the average frequency for emitting140

probe requests during idle times is in the range of one probe per 2-5 minute.

Similarly, Alessandro et al. [17] investigated the randomization of MAC ad-

dresses m by most device operating systems. It highlighted that only 39 % of

the total MAC address of all points p in their dataset are valid, whereas the

other MAC addresses m are randomized. In section 3, we address the chal-145

lenges of MAC randomization and low fidelity trajectory estimates associated

with inter-probing time.
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The dataset obtained from the WiFi infrastructure includes both a building

perimeter map (M) and a list (P ) of trajectory points (p) and other contextual

data. Each p in P is represented as follows:

p = (d, t,m, long, lat, f) (2)

where d, t, m, long, lat, f represents date, time of day, device MAC address,

longitude, latitude and floor identifier respectively. M is comprised of a list of

directed geo-coordinate points i.e. (long, lat) representing the perimeter of the150

building. Given this formulation, the WiFi trajectory (w) of each device with

MAC address m is given by the aggregation of all p with the same m. The set

of all device trajectories derived from set P is given by W .

The floor map (N) provides the ground truth geo-coordinates of each room

and zone in a building. N is usually represented as a shapefile, and in the155

absence of configuration error, the perimeter of each floor defined in N should

be equal to M . Hence, a validation of M with N is required for synchronization.

3. Multi-Modal Fusion Algorithm

In this paper, we propose a multi-modal fusion algorithm that utilizes both

building-level occupant counts and WiFi trajectories for estimating room-level160

occupant counts. This multi-modal disaggregation algorithm is a two-step algo-

rithm comprising of four processes. The two major steps are the data prepara-

tion and the disaggregation steps. Figure 1 provides an overview of the proposed

algorithm where the data preparation step is comprised of processes (A) and

(B) depicted in green colors and the subsequent disaggregation step comprising165

of processes (C) and (D) depicted in blue colors. Processes (A) and (B) present

a novel combination of developed data anonymization, cleaning and transforma-

tion techniques used to prepare the datasets obtained from the data sources (red

boxes) for the proposed probabilistic processes in (C) and (D). Conversely, (C)

formulates a novel probabilistic problem for estimating the trajectory of each170

WiFi device in the building using a logarithm decay function. Subsequently,
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Symbols Definition

B Building-level occupant count

∆ Building-level occupant transitions

P Set of trajectory points

p Trajectory point

Q Candidate trajectories

d, t,m Date, time, device MAC address of p

long, lat, f longitude, latitude and floor identifier of p

M Building perimeter defined in WiFi infrastructure

N Ground truth building perimeter

W Set of WiFi trajectories

w WiFi device trajectory

hash Hashing function

g Mapping Function

L Binary transformation function for w and B

D Decay matrix

λ Decay constant

R Set of room labels

R̂ Derived room probabilities

r Room label in R

G Probability matrix of device trajectories

T Hypothesized occupant trajectory matrix

T̂ Estimated occupant trajectory matrix

C Matrix of room-level occupant counts

h(l) Layer l of deep neural network

W (l) Projection matrix at layer l

b(l) Bias vector at layer l

O Derived room-level occupant counts at real-time

Table 1: List of Symbols
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these location estimates are used to disaggregate the obtained building-level

counts to derive room-level occupant counts and representative occupant tra-

jectories (D).

3.1. Data Preparation175

In the data preparation steps, we apply a set of data cleaning and transfor-

mation methods for detecting and correcting the inaccuracy and incompleteness

of the adopted sensing systems. The correction process involves the extraction

and modification of obtained representative and coarse dataset respectively for

subsequent estimation processes. We introduce three groups of data transforma-180

tion and cleaning processes namely point anonymization, map synchronization,

and trajectory cleaning. Figure 2 provides an overview and the dependencies

between the processes in the data preparation step. In this figure, we denote

the data sources, the unmodified dataset and derived dataset (i.e. datasets that

have undergone a transformation procedure) and cleaned datasets (i.e. datasets185

that have undergone a data cleaning procedure) using rectangle shapes with

fill-colors red, green, blue and amber, respectively. The numbers in the figure

represent the processes performed on the datasets, and the directed lines are

used to identify the resulting datasets. (1) anonymizes all obtained p points in

P . (2) synchronizes the building perimeters defined in M and N . (3) determines190

the room label (r) of each p. (4) corrects the obtained building-level occupant

transitions ∆, removes fixed devices in W and corrects misplaced p in P .

3.1.1. Point Anonymization

The goal of this step is to ensure that the MAC address of each device can-

not be linked by an adversary to the actual device of an occupant irrespective

of the underlying MAC randomization of each devices’ operating system. More

so, because the study in [23] presents a method that can fully track all mobile

devices by exploiting the implementation flaws of MAC randomization algo-

rithms. In this method, the MAC address of each device represented by the

m of each p in P is anonymized using a one-way hash function (hash) similar
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Figure 2: Overview of Data Preparation Step

to the hash function proposed in [15]. The hash function uses the values m

and d in p as input such that it is only possible to identify the trajectory w of

any anonymized device with MAC address m within the same day. This hash

function h overwrites the initial MAC address m such that:

m = hash(m, d) (3)

3.1.2. Map Synchronization

In order to accurately assign the room-labels r defined in the coordinate195

system of N to the set of trajectory points P defined in the coordinate system

M , it is essential that both M and N satisfy the equality constraint M == N .

Several equivalent datasets obtained from different sensors might not satisfy the

equality constraint mostly because of calibration error, human error and the dif-

ferent underlying assumptions undertaken during sensor deployments. Ideally,200

M == N however, because of these errors there may arise cases where M 6= N ,

hence it is pertinent to determine the mapping g : M → N . The function g is

determined using a popular image transformation technique called homography

[24, 25, 26]. Unlike affine transformations that can only perform linear trans-

formations such as rotations, translations, and scaling between the two maps,205

homography can perfectly align both maps and correct their perspectives by
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Figure 3: Map Synchronization for perimeter maps M and N

Figure 4: Resolving Misplaced Points p in P

accounting for the non-linear differences between them.

Given the derived mapping function g, we perform the transformation such

that the geo-location values of p corresponds to the ground truth coordinate

system N :

p = g(p), ∀p ∈ P (4)

Figure 3 highlights the map synchronization performed for the first floor of

our case building. Subsequently, we utilize the values (long, lat, f) in N to

determine the room label r of each p in P . Hence we include the r of each p

such that:

p = (d, t,m, long, lat, f, r) (5)

3.1.3. Trajectory Cleaning

This group of data preparation steps is comprised of the correction of er-

roneous ∆, resolving misplaced p in P , and the removal of fixed devices (4) in210
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Figure 2.

Building Count Correction: Even though 3D stereo-vision counting cam-

eras achieves high fidelity count estimates, they are susceptible to error

due to erroneous count line configuration, pixel intensity fluctuations, and

poor lighting conditions. Therefore, the obtained ∆ is corrected using the215

probabilistic correction method proposed in [8].

Removal of Fixed Devices: Here, fixed devices represent devices that are

observed for a long period, whose observed location has no variation and do

not comply to the occupant presence profile of the building, for example,

WiFi printers and other stationary devices. Our objective for removing

fixed devices is to extract the trajectories of WiFi devices that are repre-

sentative of occupant presence within the building. In this step, all w ∈W
that does not satisfy constraint defined in Equation 6 are considered as

fixed devices.

Lw(w) == LB(B,w) (6)

Where Lw and LB are functions that extracts the occupant presence or

binary profile of w and B respectively for the times w was present within

N .

Figure 5 highlights the difference between the client devices, the building220

count and the removed fixed devices for an evaluation day.

Resolving Misplaced Points p: We define a misplaced point p as a dissoci-

ated trajectory point with dissimilar r from a cluster of similar points with

the same m and within the same temporal horizon. We differentiate two

cases of dissociation where the misplaced point p is outside the perimeter225

N or where p is assigned to a nearby room-label r. We hypothesize that

harvesting misplaced points will improve the trajectory estimate of occu-

pants and subsequently the disaggregation of the building-level count to

obtain room-level occupant count estimates. As stated earlier, we consider

two cases where there exist some p ∈ P which due to the accuracy of the230
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WiFi infrastructure have been wrongly assigned to an unknown location

not within N or to a nearby room with label r.

In the first case, there exists a set of p ∈ U ⊂ P where r is unknown. This

case involves the training of a classifier - Radius Neighbor. To determine

the unknown r in P , we hypothesize that for each p in U , there exist some235

trajectory points p′ ∈ K ⊂ P where r is known and m′ == m. Thus, for

p ∈ U , we train the classifier with points p′ having values (long′, lat′, r′)

to predict the room-label r of point p. The classifier takes a parameter

that specifies the radius for determining the nearest neighbor of each p.

We set the radius to 10 meters because it is the error margin of the Cisco240

infrastructure location-based service [18]. The radius can be adapted given

better or worse performance WiFi Positioning systems.

In the second case, we consider instances where the (long, lat) of some p

is wrongly assigned to a nearby room within the 10 meters error margin.

To resolve this case, we deployed the Density-Based Spatial Clustering245

of Applications with Noise (DBSCAN) clustering method [27] for deter-

mining the likelihood of the geo-location of each p given its trajectory w

overtime. The DBSCAN clustering algorithm was adopted because, this

case necessitates both a convex and a non-convex clustering method that

can associate misclassified points p to a more dense cluster based on pa-250

rameters (d, t, long, lat, f). To identify these dense regions, DBSCAN

defines two parameters for specifying the minimum samples in a cluster

and the maximum distance any sample should have to the core sample.

We set the minimum number of sample to be 2 and the maximum distance

to the core sample to be 10 meters according to the error margin of the255

Cisco infrastructure location-based service. The location of the reclassified

points is set to the center of the resulting room.

Figure 4 highlights a subsample of p ∈ P before and after trajectory

cleaning. In this figure, each unique color depicts the location estimates

of a particular device, and it can be observed for both cases that some260
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Figure 5: Removing Fixed Devices

misclassified points p outside the perimeter of the building are reclassified

accordingly. For visibility reasons, we have added a bit of noise such that

each point p in the same room is not cluttered at the center but around

the center of the room.

Preliminary Validation of Resolved Misplaced Points p: We validate265

the methods used for resolving the misplaced points with the trajectory

(w) of fixed devices. We have used fixed devices because the ground truth

room-label of points p from these devices are constant and resolving the

misplaced points from these devices can be easily used to ascertain the

accuracy of deployed methods. Given the room-label rk of a fixed device,270

we utilize the displaced points of the fixed devices with rk 6= rj to validate

the accuracy of the proposed methods. The proposed methods achieved

an accuracy score of 95.3% for the misplaced point of fixed devices.

3.2. Disaggregation

We formulate a probabilistic model from the prepared datasets to represent275

the movement pattern of device trajectories wm in W in a building. Subse-
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quently, this probabilistic model is applied alongside the obtained building-level

counts to estimate occupant trajectories and room-level occupant counts in the

building. The formulation of the probabilistic model is crucial because the

trajectory of each device wm in W derived from the WiFi trajectories are very280

coarse and dissonant such that it may be impossible to determine the co-location

of devices for each time ti with respect to the building-level count. Contrary to

the non-generalizable and training-prone estimation model proposed in [15], this

probabilistic model presents a novel and training-free mechanism for resonating

the raw trajectories to normalize their inherent dissonance. Subsequently, the285

probabilistic model performs a sampling of resonated trajectories to accurately

estimate room-level occupant counts. The probabilistic model is comprised of

two major processes for:

1. estimating the probabilities of each trajectory wm in W

2. estimating occupant trajectory and deriving room-level counts290

In the first process, we formulate a probability matrix for all device trajectories

wm in W to model their movement pattern in the building. The second pro-

cess utilizes the formulated probabilities to estimate the collective likelihood of

occupants’ presence at each time ti with respect to obtained building count B.

This likelihood is subsequently used to approximate occupant’s trajectories and295

to estimate room-level occupant counts.

3.2.1. Estimate Trajectory Probabilities

The rate at which each device sends probe request may differ according to its

current state (active and passive scanning) and the underlying implementation

combining the two states. However, it is expected that for a device to be tracked,300

it should be present within the perimeter of the building as shown in Figure 3.

Given a fixed temporal granularity, the dissonance of probing rates from devices

poses two (2) major challenges:

1. the inability to ascertain the location of devices at every timestamp

2. the inability to correctly estimate the co-location of devices at every times-305

tamp.
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To overcome these challenges, we propose the use of a logarithmic decay function

for modeling the presence of each device for the periods where probe requests

are not received from the device. The logarithmic decay firstly has a period

of slow decline followed by a period of momentary decline which mimics the

behavior of device presence for the intervals when probe requests are not sent

[18]. The logarithmic decay function is given by:

D(i,m) =
log((to − ti) ∗ λ)

log(to ∗ λ)
(7)

where to, ti, λ are the last of timestamp, the current timestamp and the decay

constant for all wm, respectively. The decay constant λ is the total number of

location estimates received from the device. This logarithmic decay for each wm

represented in D is the initialization for each device trajectory wm. The details310

of the method for estimating trajectory probabilities is given in Algorithm 1.

As listed in Algorithm 1, given the initialized process represented in matrix

D, our goal is to formulate a new probability matrix G from D for fitting each

wm in W . To fit G for each wm, we firstly estimate a truth vector E that

determines the times ti each device has known locations within the building.315

Thus, for each known room label rj at time ti where Ei is true, the value of

probability matrix G(i,m) = 1. However, if Ei is false, we determine the value

of G(i,m) based on the binary transform of the building count at time ti and the

conditions highlighted in Algorithm 1 during this time. The output of this step

is the probability estimate G of the trajectories wm in W .S320

3.2.2. Estimate Occupant Trajectories and Room-Level Counts

Given the probability estimates G of the trajectories in W , the goal of this

step is to determine the probability samples in G that are representative of the

underlying population B. In order to determine these samples, we firstly utilize

the probability matrix G to approximate each wm ∈ W . This approximation325

provides the location estimate of each device in the building. Subsequently,

these location estimates are used to estimate room-level counts based on the

building count. The details of the method for estimating occupant trajectories
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Algorithm 1 Estimate Trajectory Probabilities

Input: B, W

Output: G

1: Initialize Trajectory Probabilities

2: Given a set of trajectories W with vectors {w0, w1, . . . , wn}
3: where |wm| = o,

4: each element i in wm is comprised of an rj in R,

5: and R is the unique set of rooms in N and ”Unknown”

6: for each wm ∈W do

7: Compute a decay constant λ =
∑
Lw(wm) + 1

8: for each i in wm do

9: Compute the decay of wm at ti such that

10:

D(i,m) =
log((to − ti) ∗ λ)

log(to ∗ λ)

11: end for

12: end for

13: Compute Trajectory Probabilities

14: Initialize a probability matrix G with dimension (o, n)

15: for each wm ∈W do

16: Estimate a truth table E: E = LB(B) == Lw(wm)

17: for each i in wm do

18: if i == 0 then

19: Initialize G such that:

20: G(i,m) =





1, if Ei = True

0, if Ei = False

21: else

22: if LB(Bi) == 0 then

23: G(i,m) =





1, if Ei = True

0, if Ei = False

18



24: else

25: G(i,m)





1, if Ei = True

D(a,m), if Ei = False

26: Given D(a,m) : D(a−1,m) = G(i−1,m)

27: end if

28: end if

29: end for

30: end for

and room-level counts are given in Algorithm 2.

As listed in Algorithm 2, we firstly hypothesize a trajectory matrix T such330

that each wm ∈ W has a known rj at every time ti from the first time t0 each

wm is present in the building to last time to. Given the hypothesized matrix

T , for each count bi in B at time ti, we sample some candidate trajectories

Q ⊂ T(i,...) such that |Q| == bi. This sampling process selects all wm with the

max(G(i,[0,...,o])). Each m of candidate Q are saved in a new matrix T̂ while the335

m of the each wm /∈ Q are saved as ”outdoor” in T̂ . Subsequently, we utilized a

probabilistic filter to smoothen the noise in T̂ [28]. This filter utilizes a window

parameter v to select the T̂(i,m) with the max({G(i−v,m), . . . , G(i+v,m)}) for

each wm in T̂ . Lastly, we determine the occupant count in each room using a

counter function. The output of this Algorithm are both the estimated occupant340

trajectories T̂ and room-level count C.

4. Evaluation

This section presents the evaluation results for the proposed algorithm with

ground truth data alongside an analysis of the computational time. In the fol-

lowing, we present a detailed description of the evaluation datasets, the baseline345

models and the performance metric adopted for this study. We have not used

existing or open datasets because publicly available building datasets are mostly

from a single modality and/or are already preprocessed for other unrelated use

cases. Example of such datasets are highlighted in [29, 30]. Therefore, we have
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Algorithm 2 Estimate Occupant Trajectories and Room Counts

Input: ∆, B, W , G

Output: C, T̂

1: Hypothesize Trajectories

2: Hypothesize trajectory matrix (T ) with dimension (o, n):

3: for each wm ∈W do

4: for each i ∈ wm do

5: if i > 0 then

6: T(i,m) =




T(i−1,m), if W(i,m) == None

W(i,m), if W(i,m) 6= None

7: else

8: T(i,m) = W(i,m)

9: end if

10: end for

11: end for

12: Estimate Occupant Trajectories

13: Formulate a trajectory matrix (T̂ ) with similar dimension T :

14: for each bi ∈ B do

15: where bi is the building count at time ti

16: Set list of candidates Q = {}
17: if bi == 0 then

18: Get all wm with probabilities G == 1 as follows:

19: Q← m : G(i,m) == 1

20: else

21: while |Q| < bi do

22: if |G(i,[0,...,n]) ∪Q| == |Q| then

23: Randomly select new m’s in Q:

24: Q← Random(Q,G(i,Q))
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25: else

26: Q← m == max(G(i,[0,...,n]) @ Q)

27: end if

28: end while

29: end if

30: T̂(i,Q) = T(i,Q)

31: T̂(i,¬Q) = ”outdoor”

32: end for

33: Apply Probabilistic Filter and Estimate Room Count

34: Formulate a room count matrix C with dimension (o, s)

35: where s = |R|
36: Determine a window v

37: for each wm ∈ T̂ do

38: for each i ∈ wm do

39: T̂(i,m) = T̂(k,m)

40: where G(k,m) = max({G(i−v,m), . . . , G(i+v,m)})
41: end for

42: end for

43: Define a function counter that counts the number of times each room rj is

occupied at time ti in T̂

44: for each i ∈ {0, 1, . . . , o} do

45: for each j ∈ {0, 1, . . . , q} do

46: C(i,j) = counter(T̂ , i, j)

47: end for

48: end for
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collected a new data set for the study. We are however not able to openly release350

this data due to privacy concerns regarding the collected WiFi trajectories.

Figure 6: Case Building and Sensor Deployment

Dataset: To evaluate the disaggregation algorithm, count and WiFi datasets

were obtained from a large teaching building. The teaching building is an

8000m2 and a four storey building with an average of 600 occupants on normal

weekdays. This building is comprised of several room types including offices,355

classrooms and study areas for facilitating different types of staff and student

activities. Given these varieties of rooms, it is expected that the result ob-

tained from this building generalizes for other commercial buildings. In order

to obtain the overall building count, nine 3D stereo-vision counting cameras

have been installed to obtain the occupant counts in the building. Additionally,360

eight 3D stereo-vision counting cameras were installed to obtain ground truth

data from two study-zones and two classrooms. The datasets obtained from the

eight cameras are used to validate the accuracy of the disaggregation algorithm

on a room level. All cameras used for this evaluation are manufactured by Xovis

and runs firmware version (3.5.2). The WiFi dataset are obtained from 96 Cisco365

access points deployed as part of the network infrastructure within the building.

The model of these access points is Cisco Aironet 2702i, they have two channels

operating on two different bands - IEEE 802.11a and IEEE 802.11b respectively,

and the WiFi infrastructure is running Cisco Location-Based Services 4.1. All

the dataset used for this study are obtained in compliance with the confiden-370

tiality of occupants and according to the stipulated guidelines of the university
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ethics board for privacy protection. We have obtained ground truth data from

all eight cameras deployed in the validation rooms for four weeks and these

weeks are normal working weeks of the year. Figure 6 highlights the model of

the case building. In this figure, the orange and blue circles denote the camera375

deployments in the four case rooms and the perimeter of the building respec-

tively, while the green areas indicate the spatial coverage of the eight cameras

deployed in the test rooms.

Performance Metric: Two performance metrics are used in this study

namely the normalized root mean square error (NRMSE) and transition er-380

rors. The transition error metric measures the rate at which a count estimation

method can capture the movement of occupants in/out of each zone in a building

for a given temporal resolution (in our case is one minute). This metric is rel-

evant for validating how accurate the proposed estimation method can capture

occupant flocking which is a representation of the collective occupant trajecto-385

ries. The transition error metric is given by Equation 8. The NRMSE metric,

on the other hand, is used to evaluate how accurate each estimation method

can estimate the count of occupants in each zone. The NRMSE is derived from

the traditional root mean squared error (RMSE) given in equation 9 by dividing

the RMSE with the mean of the observed occupant count as given in Equation390

10. We favor the NRMSE over other traditional metrics such as RMSE and

mean absolute percentage error (MAPE) because in the case of RMSE, it is a

non-dimensional form of RMSE. Also, it is useful for comparing the accuracy

of the disaggregation algorithms for room and building cases having differing

occupant capacity and use cases. In the case of not using MAPE, the problem is395

that the total occupant count over an estimation period can be zero and we will

like to avoid division by zero. For this evaluation, we compute the performance

metric for each day in the dataset in order to obtain an error distribution.

Transition Error = |∆g −∆e| (8)
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RMSE =

√∑o
i=0(Cg(i) − Ce(i))

o
(9)

NRMSE =
RMSE

Cg

(10)

Here ∆g,∆e, Cg(i), Ce(i) are ground truth occupant transitions, estimated occu-

pant transitions, ground truth room-level count and estimated room-level count400

at time ti respectively. We have not evaluated the accuracy of the computed

representative trajectories because of the difficulty of obtaining the ground truth

trajectory of all occupants in the case building. Obtaining such ground truth

trajectories will involve the tracking of all possible occupant in the case building.

Baseline Models: We benchmark the proposed disaggregation algorithm

with count estimates obtained from the raw WiFi dataset and the count esti-

mation method proposed in [15] hereafter referred to as the Linear Model. The

count estimates from the WiFi trajectories solely utilizes the data preparation

methods highlighted in Section 3. With regards to the linear model proposed in

[15], Alessandro et al. corroborated in [17] that the linear model is the current

state-of-art method for estimating the count of occupants within building zones

using both WiFi dataset and count estimates from a ground truth method. This

method estimates the count of occupants by computing a coefficient a of the

occupants that are observed from the probe requests Ce compared to the ac-

tual number of occupant obtained from ground truth Cg for a particular day.

Subsequently, this coefficient a is used to estimate the count of occupants for

subsequent days. Fukuzaki et al. in [15] utilized different coefficients for differ-

ent day types (Weekdays, weekends and holidays). We implemented this model

by formulating a linear regression problem for each time ti such that:

Cg(i) = a ∗ Ce(i) (11)

Given the four week dataset used to evaluate the disaggregation algorithm, we405

obtained the count dataset of the first week data as training data and tested
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the linear model with the remaining three weeks data. All the methods in this

study are implemented in the Python programming language.

4.1. Ground Truth Results

In this section, we benchmark the accuracy of the disaggregation algorithm410

with the count estimates obtained from both the raw count estimates from the

WiFi dataset and linear model using ground truth occupant count. We highlight

these accuracies by observing the accrued transition error of unique occupant

transitions and the count error for the three weeks evaluation period.

4.1.1. Transition Error415

Figure 7 compares the absolute error associated with each transition rate

per minute for all estimation methods. Generally, it can be observed that the

transition error increases with an increase in the number of transitions per

minute. However, the count estimates from disaggregation method achieved a

significantly lower transition error compared to the count estimates obtained420

from both the raw WiFi trajectories and the linear method. For example,

the disaggregation method achieved a significantly lower transition error for

transitions two and ten compared to other methods. This result indicates that

the disaggregation method is significantly better at capturing the movement of

people between rooms and zones in the building.425

4.1.2. Count Estimation Error

In figure 8, we plot the NRMSE for all room cases considered in this study for

evaluation days. Figure 8 indicates that the count estimates obtained with the

disaggregation method achieve a significantly lower NRMSE compared to both

the count estimates from the raw WiFi dataset and the linear model. The count430

estimates from the disaggregation method, the linear model, and the raw WiFi

dataset achieved a mean NRMSE of 0.87, 1.35, and 1.39 respectively. In Table

4.1.2, we present a comparison of the maximum, minimum and mean NRMSE

of the estimation methods. Additionally, Figure 9 visualizes the count estimates

obtained from the disaggregation algorithm compared to the ground truth for435
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Figure 7: A whisker plot showing the distribution of transition errors of each estimation

method

five weekdays. From this figure, an example can be seen of the disaggregation

algorithm accurately estimating the occupant counts in rooms with very similar

pattern compared to ground truth data. On the other hand, the count esti-

mation from the linear model shows a wobbling and unstable estimation trend

compared to the ground truth data.440

4.2. Runtime Analysis

For this algorithm to be widely applicable, the estimation time should be

as minimal as possible. In this section, we discuss the computational time

of each component of the disaggregation algorithm. We performed the runtime

experiments on an HP server with two Intel Xeon Silver 4114 CPUs comprised of445

eighteen 2.6Ghz virtual CPUs and 100 GB RAM. The complexity for initializing

and computing the probability matrix in the first disaggregation step are both

polynomial time O(n ∗ m), where n and m are the length and width of the

matrix G. In the second disaggregation step, the process for hypothesizing the
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Methods
Normalized Root Mean Squared Error

Mean Max Min

Disaggregation 0.87 1.89 0.34

Linear Model 1.35 2.38 0.85

Raw 1.39 2.88 0.99

Table 2: A comparison of maximum, minimum and mean NRMSE of estimation methods
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Figure 10: A whisker plot showing the computational time of the disaggregation algorithm

with varying period in the dataset. These periods are represented by the width (m) of the

probability matrix G

trajectories is also polynomial while the process for estimating the trajectories450

is linear O(m). The complexity of the filtering and count estimation processes

are both O(w2 ∗ n ∗m) and O(n ∗m) respectively. Generally, the computation

time of both steps is polynomial and in Figure 10, we highlight this correlation

with varying values of dimension m and the distribution of length n.

5. Discussion455

In this section, we discuss the cost comparison of each estimation model.

Secondly, we discuss how the components of the disaggregation algorithm can
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enable the estimation of room-level counts in real-time using previous estimates

from the proposed disaggregation method. Lastly, we discuss some limitation

with regards to the ratio of active devices compared to the actual number of460

occupants in a room.

5.1. Cost Comparison of Estimation Models

We indicated in the introduction that the major challenges of room-level

occupant count estimation methods are cost, intrusiveness and estimation accu-

racy. Table 3 compares these properties for the proposed disaggregation method,465

a linear model with WiFi trajectory data and dedicated 3D stereo-vision count-

ing cameras for each room.

Deploying dedicated 3D stereo vision sensors at the room-level can amount

to a very high deployment cost (e.g., $328 K for our case building) but can

achieve high estimation accuracy. The high accuracy of dedicated 3D stereo-470

vision counting cameras is because of its inherent ability to visually capture

all transitions in and out of each room which is also very privacy intrusive.

Similarly, the linear model with WiFi data requires the deployment of counting

cameras at each room to obtain training data for several scenarios. As indicated

in the evaluation section, these scenarios can amongst other things include dif-475

ferent types of days or seasonal changes in occupant schedules. This deployment

process can be a hassle, and the gathering process can highly invade occupants’

privacy. Hence we classify both the cost and level of intrusion as medium. De-

spite the deployment process, the linear model performs poorly compared to

other estimation methods. As a contrast, the disaggregation algorithm can sig-480

nificantly minimize these deployment costs (e.g., $16 K for our case building)

with low intrusion and with reasonable estimation accuracy. This is because the

disaggregation method only requires building-level count estimates which can

be obtained using dedicated cameras sensors. Applying the estimation method

presented in [15] to obtain the required building-level count can further facil-485

itate the proposed disaggregation method for non-intrusive room-level count

estimations.
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Methods Cost Intrusion Accuracy

(NRMSE)

Dedicated 3D cameras Very High Very High <0.1

Linear Model Medium High 1.35

Disaggregation Medium low 0.87

Table 3: Comparison of deployment cost, intrusiveness and accuracy properties of estimation

methods

5.2. Enabling Real-time Estimation

The currently proposed disaggregation algorithm can only estimate room-

level occupant counts for previous days because it requires an entire day’s

dataset to initialize and compute the trajectory probabilities. Whereas, some

domain applications may require room-level occupant count in real-time. In

this discussion section, we evaluate how this method can facilitate at real-time

the estimation of room-level counts from previous estimations. To facilitate this

discussion, we propose the use of a deep neural network for learning the depen-

dencies between rooms from the previously estimated trajectory probabilities

G. To facilitate the learning process, we firstly formulate for previous days a

room probability matrix R̂ with the same dimension as the room count matrix

C. Subsequently, we estimate the elements of R̂ from trajectory matrix G by

aggregating for each time ti probability values associated with each room rj .

This formulation is given in equation 12.

R̂(i,j) =

n∑

m=0

G(i,m) : T(i,m) == rj (12)

Given the room probability matrix R̂ and the past building count B, the goal

is to learn a deep neural network model depicted in Figure 11 from these past490

datasets. Subsequently, this deep model is used to estimate room-level counts

using the room probabilities derived from the trajectories and the building-level

count in real-time ti. In order to obtain the room probabilities and building-

level count for estimating room-level count in real-time, we adapt the methods
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in the data preparation step for real-time estimation. This adaptation is shown495

in the taxonomy before the input layer of the proposed deep model and covers

the following steps:

1. computes map synchronization for each time-step ti;

2. incrementally performs trajectory cleaning and estimates the probabilities

of the trajectories at each time ti using datasets from the beginning of the500

current day to the current time-step ti of the day;

3. computes the room probabilities from the trajectory probability estimates

for real-time count estimation.

The proposed deep model is comprised of a single hidden layer, an input

layer and an output layer. The hidden and output layer are comprised of s505

activation units corresponding to each room in the building while the input

layer has an additional activation unit for the building count. The input layer

takes vector R̂i and Bi ∈ Rs and outputs h(0) = g(W (0) ∗ R̂i + b(0)) ∈ Rs. Here,

R̂i is the probabilities of all rooms at time ti, W
(0) is a projection matrix, b(0)

is a bias vector and g : R 7→ R is a non-linear activation function. This value510

h(0) becomes an input to the hidden layer and it undertakes a similar process

to obtain h(1). Lastly, the output layer takes h(1) as an input and performs a

similar process to obtain the values O. O is the room count estimates in real-

time ti. We have used the rectified activation function for all the layers in

the deep model and the RMSprop gradient descent optimization algorithm for515

learning the weights of the network.

We compare the room count estimates obtained in real-time using the deep

model with the ground truth data, count estimates from the batch disaggre-

gation algorithm and the linear model. In order to evaluate the performance

of the deep neural network model, we performed a cross-validated time-series520

experiment [31, 32] that utilizes a varying length of training data ranging from

1 to 3 weeks and a fixed period of test data (the fourth week). Figure 12 dis-

tinguishes the performance of the deep neural network for the different lengths

of the training dataset. From this figure, it can be observed that as the length

31



Figure 11: Deep Neural Network Model
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Figure 12: Comparison with Real-time Model

of the training dataset increases, the estimation error accrued also decreases.525

Also, the NRMSE of the real-time estimations outperformed both the count

estimations from the linear model and raw WiFi trajectories. This indicates
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that the deep neural network can be adopted overtime for learning the room

dependencies from the probability estimates computed using the disaggregation

algorithm. In our future work, we will be performing an hyper-parameter opti-530

mization for tuning the parameters of the deep model in order to achieve better

results.

5.3. Active Devices versus Actual Room Count

In the previous sections, we highlighted that the accuracy of the WiFi po-

sitioning system sternly depends on the rate at which WiFi enables devices535

performs active scanning for detecting the access points within their vicinity.

For this discussion, we hypothesize that the rate of device usages directly corre-

lates to the rate at which devices performs active scanning for a better quality

of service. Hence we investigate how device usage influences the accuracy of

the proposed method. From Figure 9, we observe a particular day (14 March540

2017) with slight underestimation and overestimation in our case rooms. Fig-

ure 13 highlights the room-level occupant counts for our case rooms for this

day. We hypothesize that the different ratio between the active devices and

the actual room counts are the major causes of some observed underestima-

tions and overestimations in Figure 13. For this discussion, we have conducted545

a survey that compares the number of active devices with the actual count of

occupants in both room cases for different room activities. Our observation for

the study-zones indicates that occupants are mostly engaged with one device

(mostly their PCs) during work-group activities and no device during stand-up

meetings, while in the classrooms, the number of active devices significantly550

differs depending on the class activities. For a teaching and study activity in

classroom 1, the number of active devices was mostly on par with the actual

number of occupants while in classroom 2, the ratio of active devices to the

actual number of occupants was 1 : 6. These observations explain the slight un-

derestimation or overestimation of the disaggregation algorithm. In our future555

work, we will develop a weighting model using supplementary sensor data or

past estimations to exfoliate the natural effect of the active device versus actual
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room count.

6. Related Works

In this section, we present the state-of-art for occupancy sensing using WiFi560

technologies sensing and for estimation occupant count in buildings and rooms

using camera technology.

6.1. Occupant Sensing using WiFi Technologies

WiFi infrastructures have been adopted extensively for extracting various

resolution of occupant data namely occupant detection, counting, tracking and565

event recognition. The estimation methods mainly rely on three approaches of

deployment called tiers. The first tier relies solely on the WiFi infrastructure;

the second tier requires software installation on the WiFi infrastructure while

the third tier requires the deployment of new hardware and software [33]. In the

following, we highlight recent works that adopt WiFi technologies for estimating570

occupant counts.

Fukuzaki et al. [15] propose a third tier estimation method that leverages

the RSSI values of probe requests from WiFi-enabled devices to estimate the
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flow of people in shopping malls. Also, the method deployed a second estima-

tion method for obtaining ground truth that is used to calibrate the occupant575

estimation from the probe request. To calibrate the estimation method, a linear

method was adopted to compute a coefficient between the ground truth occu-

pant count and the estimates from the probe request. The derived coefficient is

subsequently used to estimate occupant counts. This model was compared as

state-of-art with the proposed disaggregation method and the evaluation result580

from a large case building shows that the disaggregation algorithm outperforms

the linear model with a minimum ratio of 35%.

Das et al. [20] proposes a multi-modal method that fuses electrical energy

demand, water consumption and the number of connected WiFi-enabled devices

to estimate occupant count in buildings. The multi-modal method utilizes two585

fusion approaches namely decision-level late and feature-level early fusion. In

the decision-level late approach, datasets from each data source are transformed

into occupant count estimates, and these are subsequently combined using a re-

gression model. Alternatively, in the feature-level early fusion, datasets from

the three sources are first combined into a large feature space for estimating590

occupant counts. To ensure scalability and generalization to other buildings,

Das et al. proposed two clustering approaches namely occupancy-agnostic and

occupancy-aware clustering respectively that are trained with datasets from 76

buildings. The occupancy-agnostic clustering approach enables occupancy es-

timation for buildings with limited sensor data, specific function and generic595

daily profile. While in the case where there exist a dataset from a building,

the occupancy-aware clustering approach is used to enable occupancy estima-

tion. Amongst these models, the occupancy-aware and Decision-level fusion

method achieved the best prediction performance. In our discussion section,

we indicated that using this method to obtain building-level count estimate can600

enable the proposed disaggregation method for non-intrusive room-level count

estimations.

Zou et al. [34] proposes a non-intrusive occupant sensing system and sub-

sequently applied it for optimizing lighting control in buildings [35]. This sys-
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tem involves the modification of the firmware of access points with OpenWrt605

firmware package to facilitate the collection of RSS data packages regularly. This

collection process presents a higher fidelity dataset than the active scanning ap-

proach without any intrusion from client devices. The challenge, however, is that

only WiFi routers that support OpenWrt can be used and this can be a bot-

tleneck for existing WiFi infrastructures. The collected datasets are processed610

in a server that uses an online learning machine [36] for estimating the location

of client devices in a building. Subsequently, the occupant location estimates

are used by an automatic light control server [35] for adjusting lighting in the

building. In comparison to the proposed disaggregation method, this method

requires the modification of the firmware of access points deployed in buildings,615

whereas the proposed disaggregation method utilizes the datasets obtained from

deployed hardware hence it is on a different abstraction level.

6.2. Estimating Counts with Counting Cameras

The use of camera technologies for obtaining occupant count data in build-

ings is becoming popular. This is because the cost associated with these deploy-620

ments are declining and they typically produce very accurate occupant count

estimates. However, the intrusiveness of these sensor arouses privacy concerns

for building facilitators and occupants. The studies in [8, 37] adopted camera-

based technologies for estimating occupant counts both at a building-level and

room-level respectively. In the following, we highlight the different methods625

proposed in the study.

Sangogboye et al. [8] introduces a training free probabilistic approach (PLCount)

for estimating building count. PLCount takes as input both occupant transi-

tions and cumulative counts obtained from 3D stereo-vision counting cameras

to formulate an occupant count problem in the form of both a probability and630

propagation matrix respectively. Given this formulation, PLCount initializes

a probability matrix by estimating the likelihood that a space is occupied by

a given number of people at the first timestamp. Subsequently, the estima-

tion method computes the probability value of the remaining elements in the
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probability matrix from the second timestamp until the end of the day. Lastly,635

PLCount performs a backtracking operation on the propagation matrix to com-

pute a new count estimate for each time step. In the proposed disaggregation

method, this method was adopted for correcting building-level count estimation

errors of raw camera counts.

Similarly, Ihler et al. [37] propose a probabilistic method for estimating oc-640

cupant counts obtained from a single sensor system. This method models count

data from a single sensor by formulating a probabilistic model for each sensor,

and the model differentiates between usual activity and an unusual burst of

occupant count. The models are trained with six weeks of data. An inhomoge-

neous Poisson process is used to represent usual human activity while a hidden645

Markov process is used to model bursts of unusual behavior. Hutchins et al.

[38] extend this method to a multi-sensor environment by linking individual sen-

sor streams to form a multiple-sensor probabilistic model. This multiple-sensor

probabilistic model is represented using a directed graphical model, and it is

used for estimating occupant count in a building. This method can serve as an650

alternative method to [8] for estimating building-level occupant count.

7. Conclusion

In this paper, we presented a multi-modal method for disaggregating building-

level counts for estimating room-level counts. We presented the motivation for

proposing this algorithm - the high cost and intrusiveness of deploying camera655

sensors for estimating occupant count in each room in a building. This method

leverages the high accuracy of stereovision cameras for obtaining a building-

level count and the non-intrusiveness of WiFi sensing technology to develop

a probabilistic model for approximating occupants location and for estimating

room-level counts. The proposed disaggregation method is comprised of a prob-660

lem formulation stage, a data preparation stage and disaggregation stage. In the

problem formulation stage, we formulated the problem of estimating room-level

occupant count and the occupant trajectories from obtained building count and
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WiFi trajectories. In the data preparation stage, four groups of data transfor-

mation and data cleaning process were explored to transform the formalized665

datasets for the disaggregation stage. The disaggregation stage is a two-step

estimating process for computing the probability of each trajectory in the WiFi

dataset and for estimating occupant location and room-level occupant counts

from the derived probabilities. In our evaluation, we obtained ground truth

datasets from four rooms and we benchmarked the disaggregation algorithm670

with results from a state-of-art method and raw WiFi dataset. This evaluation

result highlights that the disaggregation algorithm outperforms the state-of-art

method and raw WiFi trajectories by a minimum ratio of 35% for all room cases.

Secondly, we demonstrate that the disaggregation algorithm can better estimate

the transition within buildings. In the discussion section, we highlight the cost675

efficiency of the proposed system compared to other methods, and we highlight

how a deep neural network model can utilize past estimates from the disag-

gregation method for real-time estimation. Our evaluation of this deep model

indicates an increase in accuracy as the size of the training dataset increases

over time.680
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ABSTRACT
�e di�usion of low-cost sensor network technologies in smart
buildings has enabled the collection of massive amounts of data re-
garding indoor environments, energy use and occupants, which, in
turn, creates opportunities for knowledge- and information-based
building management. Driven by bene�ts mutual to occupants,
building managers, and research communities, there is a demand
for data publication to foster more sophisticated and robust mod-
els and algorithms. Data in the original form, however, contains
sensitive information about occupants’ behavioral pa�erns, and
publishing such data will violate individuals’ privacy. �e current
practice on publishing building-related datasets relies primarily
on policies for dictating which types of data can be published and
agreements on the use of published data. �is approach alone pro-
vides insu�cient protection as it does not prevent privacy breaches
from occurring in the �rst place.

In this paper, we present PAD, which to our knowledge is the �rst
system that provides a technological solution for publishing build-
ing related datasets in a privacy-preserving manner while main-
taining high data quality. PAD is able to o�er a strong anonymity
guarantee by perturbing data records. �e unique feature of PAD is
that it o�ers an interface to incorporate dataset users into the loop
of data publication and customizes the perturbation such that useful
information in the dataset can be be�er retained. We study the
e�cacy of PAD using occupancy and plug load data collected in real
buildings. �e experiments demonstrate that PAD can achieve high
resilience to privacy threats without introducing any signi�cant
data �delity penalties.
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1 INTRODUCTION
�e large-scale sensor networks deployed in smart buildings pro-
duce massive amounts of data, which is being used to inform data-
driven decision making to achieve higher e�ciency, be�er comfort
and more security. Occupancy modeling and energy pro�ling are
two good examples of building applications with a signi�cant focus
and reliance on data-driven analytics. Occupancy modeling derives
occupancy schedules from data and allows for on-demand control
over lighting and HVAC systems [20]. Similarly, energy pro�ling
involves the characterization of users’ energy use. Such character-
ization can be used to gain insights into how buildings are used,
operated, and managed [16].

Spurred on by bene�ts mutual to occupants, building managers
and research communities, there is a continually rising demand for
the publication of datasets collected in buildings. For research com-
munities, large-scale and high-quality datasets are o�en enablers of
more robust and sophisticated models. �e convergence of big data
and more advanced data analysis tools developed by researchers
will eventually give rise to more resilient, occupant-responsive, and
cost-e�ective building management.

However, data published in the original form comes with the
risk of privacy loss, as it allows detailed inference about users’
behaviors. Previous studies [11, 21] have shown that occupants’
schedules and activities can be easily retrieved from occupancy



BuildSys ’17, November 8–9, 2017, Del�, Netherlands Jia and Sangogboye et al.

and energy datasets. Tech-savvy criminals are already exploiting
unintentional occupancy leaks to select victims for burglaries [4]. In
addition, electricity data also indirectly reveals private information
that is of interest to insurance companies, marketers, potential
employers or the government for se�ings such as premium rates,
directing ads, ve�ing an applicant’s background or monitoring its
citizens [23].

Current practice in publishing building-related datasets mainly
relies on policy and agreements to regulate data use, sharing, and
retention [2]. However, this prescriptive approach does not pre-
vent privacy breaches from happening in the �rst place. Prior to
publication, privacy sensitive datasets are o�en anonymized by
suppressing direct identi�ers such as the identity of record own-
ers. However, datasets resulting from applying simple suppression
operations are vulnerable to adversaries with auxiliary knowledge.
Given that an adversary possesses a few snippets of a user’s data
or prior knowledge of the user’s pa�ern, the data record of such
user can be easily re-identi�ed from the anonymized database by
matching the records with the auxiliary information. �is prior
knowledge o�en can be easily obtained via external observations
or interaction with the targeted user.

Privacy-preserving data publication has been extensively studied
in various contexts, including social networks [18], smart meter
data [28], etc. Depending on the underlying de�nition of privacy,
data publication procedures can be generally categorized into three
types: (1) di�erentially private, (2) information-theoretically pri-
vate, and (3) k-anonymous. Di�erential privacy [10] is one of the
most popular metrics for privacy, which enjoys mathematical rig-
orousness and o�en acts as a worst-case privacy measure against
any possible adversaries. It is typically assured by adding appro-
priately chosen random noise to the database output. Di�erential
private systems have been successfully deployed to collect data on
Chrome Web browser [12]. One known challenge for di�erentially-
private publication is that for high-dimensional streaming data it
o�en adds too much noise, which may lead to unsatisfactory data
utility. Hence it is not applicable for releasing building-related
datasets which are typically in the form of time series. Information-
theoretically private publication guarantees that limited knowledge
can be learned about individuals from public database, and the
amount of information leakage is characterized via information the-
ory [9, 19]. Pajagopalan et al. [27] adopts an information-theoretic
approach to studying the publication of smart meter databases. �is
framework facilitates the analysis of privacy-utility tradeo� for data
publication. However, the use of this framework requires a model
of private behaviors, which is o�en di�cult to be constructed in
practice.

K-anonymous publication provides a “hide-in-the-crowd” type
of privacy guarantee. It ensures that each record in a database is
indistinguishable from at least k − 1 other records in the database.
Sincek-anonymity is conceptually simple and easily implementable,
it has been extensively used in various public datasets especially for
location data collected from mobile devices [15]. Some states in the
U.S., such as California, Colorado and Illinois, have enacted a pri-
vacy standard, o�en referred to as “15/15” rule, for utilities in order
to help ensure customer anonymity when energy data is released
to third parties without customer consent [1]. �e privacy standard
is based on k-anonymity concept, requiring that aggregated data

include a minimum of 15 customers with no one customer’s load
exceeding 15 percent of the group’s energy consumption.

In this paper, we present PAD, a privacy-preserving data publi-
cation system that is able to release high-dimensional datasets with
k-anonymity guarantee as well as low information loss. A unique
feature of PAD that di�erentiates it from existing k-anonymous
data publication systems is that if the purpose of a dataset is known
prior to publication, PAD can incorporate the dataset users’ inputs
into the publication process and customize the published dataset to
make it be�er serve the purpose of the data. PAD o�ers a uni�ed
protocol to comprehend possibly very diverse interests of data users
and optimizes data publication in accordance with data purpose.

�e contributions of the paper are as follows.

• Design and implement an open-sourced system to publish
building-related datasets that guarantee k-anonymity.

• Employing metric learning techniques to learn the intended
data use from interactions with the data analyst and then
use it to reduce the information loss incurred by data pri-
vatization.

• Extensive experimental evaluation using real-world build-
ing data on occupancy presence and plug-load energy
consumption to demonstrate the value of k-anonymized
datasets.

�e paper is structured as follows. In Section 2 we introduce
the concept of k-anonymity, its privacy implications and the ba-
sic technique for achieving k-anonymity. Section 3 presents the
architecture of PAD and the individual algorithms used in the im-
plementation of PAD. In Section 4, we present the evaluation of
PAD based on real-world datasets. Section 5 discusses the limitation
of PAD and future work. Section 6 includes the related work of our
paper. Section 7 concludes the paper.

2 K-ANONYMITY
�e concept of k-anonymity [29] was originally introduced in the
context of relational data privacy. �e idea behind k-anonymity
can be described as “hiding in the crowd”, as it requires that each
individual cannot be identi�ed within a set of k individuals in the
released data.

In this paper, we deal with a slightly more general de�nition of
k-anonymity, i.e., we consider a row in database as k-anonymous
if and only if it is indistinguishable from at least k − 1 other rows.
Depending on the contents of a row, this de�nition can incorporate
the privacy guarantee at di�erent levels. For instance, if each row is
a daily energy or occupancy pro�le of a person, then this de�nition
ensures that the pro�le of each day cannot be di�erentiated from
k − 1 other pro�les. If we consider that each row in the database
contains information of an individual person, then we recover user-
level privacy which guarantees the indistinguishability of k persons
and therefore o�ers a stronger privacy notion.

In this section, we will discuss the privacy value of k-anonymity
and a�acker models, followed by a brief introduction of basic tech-
niques for achieving k-anonymity. We will close the section by
discussing the intrinsic tradeo� between privacy and data utility
and some limitation of basic techniques to motivate the design of
the proposed system.
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2.1 Privacy Value
We illustrate the privacy value of the k-anonymity model by com-
paring it with the strategy that only masks the identi�er of each
row in a database. Assuming a data analyst requests data publishing
and the database is sanitized solely by suppressing names of the
data owners, we want to show that the information retained in this
database can still create a threat against data privacy, especially
when combined with external observations or knowledge.

As an example, consider the scenario depicted in Figure 1 where
the database contains four rows corresponding to the o�ce oc-
cupancy status of four persons labeled as A, B, C, and D. If no
k-anonymization is performed by the data curator, then the follow-
ing linkage a�ack can be performed: Suppose the adversary knows
that C stays in this o�ce at 20:00, then by linking this information
with the data trajectories it has at hand it can �nd the complete
occupancy status of C in the time horizon of the published data.
However, such linkage a�ack is not e�ective if proper data pertur-
bation is performed by the data curator to maintain k-anonymity.
Consider the 2-anonymized version of the original dataset illus-
trated by Figure 1b. Now, even if the adversary can have access to
the knowledge of occupancy status of C via external observations,
it cannot recover the complete data trajectories with certainty as
2-anonymity guarantees that at least 2 rows in the database have
exactly the same values.

24:00

A

B

C

D

12:00 16:00 20:000:00 4:00 8:00

(a) Original data

A

B

C

D

12:00 16:00 20:00 24:000:00 4:00 8:00

(b) 2-anonymous data

Figure 1: Linkage attack.

In this paper, we wish to achieve data protection against the
adversaries with the following capabilities: (1) Having access to the
published data; (2) Knowing short snippets of truthful private data
by external observations.

2.2 Microaggregation
Microaggregation is a popular perturbation technique to achieve
k-anonymity for databases with quantitative records. It processes
the data in the following two steps prior to publication:

Step 1 (k-partition): All rows in the database are partitioned
into small aggregates of k or more rows.

Step 2 (substitution): Each individual row is replaced with the
centroid of the group it belongs to.

Following this procedure ensures that every record in the re-
leased database corresponds to at least k individual records; hence,
k-anonymity is guaranteed.

Due to the data distortion introduced in the substitution step, the
main problem in microaggregation is to retain as much information
as possible while o�ering su�cient privacy protection. In order to

minimize the information loss caused by microaggregation, groups
should be formed by maximizing their within-group homogeneity.
�e more homogeneous the records in a group are, the lower infor-
mation loss is incurred when replacing the true value of a record
by the group average. �e sum of squared distances (SSD) criterion
is a common measure to estimate group heterogeneity and this is
de�ned as

SSD =

д∑
i=1

ni∑
j=1

d(xi j , x̄i ) (1)

where xi j denotes the j-th row of i-th group, x̄i represents the
centroid of the group i , ni is the number of elements in i-th group
and д stands for the number of groups.

�e distance metric d(·, ·) in equation (1) is o�en chosen to be
an uninformed norm, such as Euclidean distance. Although Eu-
clidean distance is simple and intuitive, it ignores the fact that the
semantic meaning of “information loss” is inherently task- and data-
dependent [30]. To illustrate this point, imagine two researchers
who want to analyze the same occupancy dataset. �e �rst one
is interested in the occupancy pa�erns during electricity peak de-
mand hours in order to estimate the demand response potential,
whereas the second one is interested in the aggregate occupancy
over the day for energy modeling purposes. Given the nature of
their respective tasks, both should use very di�erent distance met-
rics to measure the information loss. If the purpose of the data
is known at the time of publication, it can be taken into account
during microaggregation to be�er retain information. But clearly,
building a system to parse data users’ interest is not the most robust
and scalable approach due to the diversity of di�erent data analysts’
interest. It is, therefore, more desirable to have a standard protocol
for di�erent users to express their respective data purposes. Our
approach implemented in PAD is to learn the distance metric ex-
plicitly for each speci�c application from data points’ similarity
labeled by the user.

3 PAD: DESIGN AND ALGORITHMS
In this section, we �rst give an overview of PAD and then provide
an in-depth description of the algorithms implemented in each
module of the system. We assume that the data publisher collects
data records and releases the collected data to the data recipient,
who will then conduct data mining on the published data. We
will use “data recipient” and “data analyst” interchangeably in this
paper. Further, we assume that the data publisher is trustworthy
yet the data recipients are not. �is assumption is also referred to
as the trusted model [13]. Since in our framework data analysts can
interact with the data publication system to improve the usefulness
of the published data, it is important to ensure that data analysts
do not have access to the original database during any part of the
data publication process.

3.1 System Overview
Figure 2 illustrates the design of PAD. �e objective of the system
is to publish the dataset with k-anonymity guarantee as well as
high quality in support of the required data analysis. �e core idea
of the system is to improve the data �delity by learning how the
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Database

2.	Subsampling
Data pairs

Published database

4.	Microaggregation

Data Publisher

Similarity label3.	Metric	Learning

Data Analyst

1.	Pre-sanitization

Figure 2: PAD diagram: If the purpose of the dataset to
be published is not known prior to publication, then PAD
directly applies microaggregation with an uninformed dis-
tance metric to sanitize the dataset (shown in red dashed ar-
row). Otherwise, PAD processes the data in the following
steps: (1) �e data is �rstly pre-sanitized and formed into
pairs; (2) �e data pairs are subsampled and returned to the
data analyst to solicit their labels on which data pairs are
considered to be similar (�e labels can be assigned man-
ually or automatically using custom programs); (3) PAD
learns a metric from the similarity labels; (4) �e learned
metric is used bymicroaggregation to generate the sanitized
dataset for �nal publication.

data is intended to be used and then proactively adjusting the data
perturbation algorithm accordingly.

If the data is not used for specialized purposes, then PAD directly
applies microaggregation and publishes the database. Otherwise,
the PAD system processes the original database in the following
four steps.

(1) Pre-sanitization. �e objective of this step is to provide a
k-anonymized dataset for the data analyst to label the similarity of
data points. �e similarity labels will be used to learn the purpose
of the data analysis in subsequent steps. At this step the system has
not received any inputs from the data analyst yet. We will therefore
use microaggregation with a simple generic distance metric, e.g.,
Euclidean distance, to pre-sanitize the data.

(2) Subsampling. As the second step, PAD processes the rows
in the pre-sanitized database into pairs and randomly selects some
pairs to be returned to the data analyst, who will then assign a
binary label indicating if the two rows are similar or not in accor-
dance with the particular data purpose to each returned data pair.
Consider, for example, the two pairs of occupancy records depicted
in Figure 3. If the data analyst wants the published dataset to max-
imally retain the information regarding the occupancy pa�erns
during lunch time, then he will assign “dissimilar” to the �rst pair
and “similar” to the second one; however, if the data analyst is inter-
ested in the occupancy pa�erns during the entire day, then the �rst
pair will be labeled as “similar” and the second one as “dissimilar”.
In the case where the desired metric for comparing similarity can
be explicitly de�ned, labeling e�ort can be greatly alleviated by
using computer programs to automatically label similarity of data
points based on the desired metric.

(3) Metric learning. In this step, a distance metric over the
data record is automatically learned from the data pairs and the
similarity relationships indicated by the data analyst.

24:00

1st pair 2nd pair

12:00 16:00 20:000:00 4:00 8:00 24:0012:00 16:00 20:000:00 4:00 8:00

Lunch time

Figure 3: Illustration of determining similarity labels.

(4)Microaggregation. �is step uses the distance metric learned
from the previous step for microaggregation so that the database
can be sanitized in a way that the information of interest to the
data analyst is maximally retained.

We want to point out that the existence, amount and quality of
similarity labels provided by the data analyst a�ect the usefulness
of the published data; however, the privacy level remains the same
regardless because the dataset is always microaggregated before
publication.

3.2 Distance Metric Learning
We will �rst discuss the algorithm implemented in the distance
metric learning step. Let the original, pre-sanitized, and �nally
published dataset be denoted by X , X̂ , and X̃ , respectively. In the
metric learning step, the data analyst is provided with some data
pairs (x̂k , x̂ j ) (k, j = 1, · · · , |X̂ |) from the pre-sanitized database, and
assigns a similarity label to each of the data pairs. Our objective
is to learn a distance metric d(x ,y) between points x and y so that
“similar” points end up close to each other.

�e idea underlying our metric learning is to parameterize the
distance metric and �nd the parameters that best explain the simi-
larity relationships labeled by the data analyst. To be speci�c, we
consider the distance function of the following form

d(x ,y) = dA(x ,y) =
√
(x − y)TA(x − y) (2)

where A is a semi-de�nite matrix to ensure d(x ,y) to be a well-
de�ned metric that satis�es non-negativity and the triangle in-
equality. �is distance metric, also termed Mahalanobis distance, is
a generalization of Euclidean distance by admi�ing linear scalings
and rotations of the original data space. A is o�en termed as inverse
covariance (IC) matrix. Se�ing A to be the identity matrix I gives
the Euclidean distance; Restricting A to be diagonal corresponds
to learning a metric where the di�erent axes are weighted di�er-
ently. Note that dA(x ,y) =

√
(x − y)TA(x − y) = ‖A 1

2 x − A 1
2y‖2,

and therefore learning a full matrix A is equivalent to �nding a
scaling and rotation of data that replaces each point x with A

1
2 x

and applying the Euclidean distance to the tranformed data.
Suppose each row record has lengthm, i.e., x ∈ Rm , and the num-

ber of parameters to be estimated in total is m2. Building-related
datasets are o�en in the form of time series, som is large. However,
we would like to require as minimal a labeling e�ort as possible to
facilitate the use of PAD. Consequently, the main technical chal-
lenge is to learn a distance metric in the “high-dimensional” regime
where the number of parameters to be determined is larger than
the number of labeled samples.

Various distance metric learning techniques [30, 31] have been
proposed in the literature, the core idea behind which is to form an
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optimization objective that minimizes the distance between the data
pairs labeled as “similar” and pushes the “dissimilar” pairs far away.
As for metric learning in the high-dimensional regime, a typical
technique used is to pose some restrictions or prior knowledge
information on the distance metric model to regularize the model
complexity. Consequently, only a smaller number of examples are
required to learn a well posed metric [5, 26].

Our approach adopts a similar idea and restricts the complexity
of distance metric by imposing l1 penalty. We propose the following
l1-regularized optimization to �nd the Mahalanobis distance from
the data pairs with similarity labels:

minimize
A

∑
(x̂k , x̂ j )∈S

d2
A(x̂k , x̂ j ) + λ‖A‖1 (3)

subject to
∑

(x̂k , x̂ j )∈D
dA(x̂k , x̂ j ) ≥ c (4)

A � 0 (5)

whereS andD are the sets of data pairs that are labeled as “similar”
and “dissimilar” respectively. �e above optimization demands
similar points to have small squared distances between them while
dissimilar points be separated by a margin c . �e choice of the
constant c is arbitrary but not important, and changing it to any
other positive constantb results only inA being replaced by (b/c)2A.
Herein, we set c = 1 for simplicity. �e high-dimensional nature of
the distance metric over time series data and the relative scarcity of
the labeled samples results in that the optimization problem without
l1 regularization is o�en underdetermined. �e l1 norm penalty
ensures the solution to be sparse and capable of being generalized
to unseen data pairs.

3.3 E�cient Algorithm for Microaggregation
As discussed previously, microaggregation includes two steps, namely,
k-partition that clusters the data into group sizes of at leastk records
and a substitution step that perturbs the data by replacing the true
values by the group centroid. It is possible that the data type of
group centroid values are not consistent with the original data. For
instance, the centroid of multiple occupancy time series is not neces-
sary to be in an integer form. In such cases, proper post-processing,
like rounding, should be conducted to make the published database
meaningful.

�e information loss in the published dataset is mainly deter-
mined by the k-partition step. An optimal k-partition is de�ned
to be the one that minimizes the heterogeneity of group members
characterized by equation (1). Note that k-partition is di�erent from
the classical clustering problem where the goal is to split the dataset
into a �xed number of groups irrespective of the group size. In
the case of k-partition, the constraints is on the group size instead
of the number of groups. Nevertheless, we can modify the classi-
cal agglomerative clustering to make it serve for the k-partition
purposes by terminating the agglomeration process at the proper
level where the size of each group formed satis�es the constraints
desired by the optimal k-partition.

�e following proposition states the properties of the sizes of
groups formed by optimal k-partition.

Proposition 1. An optimal solution to the k-partition problem
of a set of data exists such that its groups have size greater than or
equal to k and less than 2k .

�e proof can be found in [7]. Proposition 1 indicates that the
search space of the optimal k-partition can be reduced to the par-
tition where all groups have size between k and 2k . We therefore
modify a widely used agglomerative clustering algorithm, Ward’s
method [8], to provide a heuristic and e�cient solution that ful�lls
the group size requirements. �e detailed algorithm is presented in
Algorithm 1.

Algorithm 1 k-ward algorithm
Input: Database Xi , i = 1, · · · ,n

1: Group initialization
2: De�ne the extreme data points as the two which are most

distant
3: For each of the extreme data points, take k − 1 data closest to

it and form the �rst two groups
4: �e rest of data points in the dataset constitute single-element

groups
5: Agglomerative clustering via Ward’s method
6: while there exists some group of the size less than k do
7: Find the nearest pair of distinct groups, at least one of which

must have size less than k
8: Merge the two groups and decrement the number of groups

by one
9: end while

10: if there exists some group containing 2k or more data then
11: Apply k-ward algorithm recursively on those groups
12: end if

4 EVALUATION
We evaluate the performance of PAD using two datasets collected
in real-world buildings. �e questions we would like to answer
from the experiments are: (1) How useful are the sanitized datasets
for typical data mining purposes? (2) If the use purpose of a dataset
is predetermined, can a dataset sanitized with the learned metric
retain more relevant information than the one sanitized with an
uninformed metric?

4.1 Datasets and Implementation
Our datasets include occupancy and plug-load power consumption,
which represent typical building data types that may arouse oc-
cupants’ privacy concerns. �e occupancy dataset, lasting about
half a year, was collected at a resolution of 1 minute in four class-
rooms of the OU44 building at the University of Southern Denmark.
�e occupancy time series is binary, indicating if the room is oc-
cupied/unoccupied. �is dataset can potentially reveal privacy
sensitive information such as daily routines and detailed schedules
of the inhabitants. �e plug load dataset consists of 15-minute-
resolution power consumption data over 3 months. �is dataset
was collected at the individual desks of �ve occupants located in
Cory Hall on UC Berkeley campus. Plug-load data also raises some
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privacy concerns. As shown in the previous studies [22, 24], oc-
cupants’ presence or even more detailed activities can be easily
identi�ed from the power data.

Since our dataset contains a relatively small population of indi-
viduals, we will consider anonymity protection at the daily pro�le
level instead of the user level. In this regard, we process the dataset
into the form where each row corresponds to a person’s daily oc-
cupancy or energy pro�le. We would like to stress that PAD can
also protect the anonymity at user level by feeding a dataset where
each row corresponds to the data of a di�erent user. �e code of
PAD is open-sourced at h�ps://github.com/ruoxijia.

4.2 Utility of PAD with Generic Distance Metric
We �rst focus on a general scenario where the system does have
access to similarity labels. �erefore, a generic metric, i.e., Eu-
clidean distance, is used to perform micro-aggregation operation
on the datasets to achieve k-anonymity. We utilize two typical data
mining tasks, namely, occupancy prediction and statistical pa�ern
detection, to test the usefulness of the dataset a�er sanitization.

4.2.1 Prediction. K-nearest neighbor (KNN) based occupancy
prediction models are built using the original and sanitized database
respectively with varying anonymity levels. To make prediction
at time t , we compute the distance between the testing pro�le and
all pro�les in the training set during the interval [t − ∆t , t − 1]
where ∆t is the length of the window used for prediction, and then
pick the most common occupancy value at t among the K nearest
training pro�les. Cross validation is performed to compute the
average prediction accuracy across all time steps in the day. �e
results are shown in Figure 4a, where the prediction accuracies
with original and sanitized dataset are both above 90%. �ere is a
tradeo� between anonymity protection level and data utility. We
can see that the prediction accuracy drops as the anonymity level
of the published dataset is increased.

It is important to note that moderate degree of anonymization
is helpful for improving model’s robustness and be�er ��ing un-
seen data. Particularly, KNN model constructed with 2-anonymized
dataset achieves higher prediction accuracy than that built with
original dataset. We also implement an occupancy prediction model
based on Support Vector Machine (SVM) and the corresponding
results are shown in Figure 4b where we can observe the similar
pa�erns. �is is because the training data points usually contain
both the useful information that can be used to predict unseen cases,
as well as the useless noise that can degrade the model. Essentially,
k-anonymization reduces the “harmful” noise by aggregating simi-
lar data points and avoids over��ing. �is suggests that for a data
publication with moderate anonymity requirement the sanitized
dataset is more advantageous than the original dataset since the
sanitized one can achieve privacy protection as well as an improved
model quality.

4.2.2 Statistics. O�en, the raw time series collected in buildings
are processed into some key information that is directly useful for
informing various control applications. For instance, the occupancy
statistics, such as arrival times, are of particular interest to design-
ing occupant-responsive HVAC control algorithms. In light of this,
we want to test if the sanitized database can retain these useful

(a) (b)

Figure 4: Comparison of prediction performance of occu-
pancymodels constructed by using the original vs. sanitized
database.

(a) Original vs. 2-anonymized (b) Original vs. 7-anonymized

(c) Original vs. 2-anonymized (d) Original vs. 7-anonymized

(e) Original vs. 2-anonymized (f) Original vs. 7-anonymized

Figure 5: Comparison of occupancy statistics extracted from
the original and sanitized database.

statistics. Figure 5 compares the histograms of the useful occu-
pancy statistics including arrival time, departure time, and total
occupation time extracted from the original and sanitized database,
respectively. We can see that 2-anonymized database preserves
the distribution of the interested statistics, especially the modes
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of the distribution. In other words, we can still retrieve accurate
information about typical behaviors of occupants from the sanitized
database. However, it is worth noting that data sanitization reduces
the variability of the dataset, which is ge�ing more pronounced
when the anonymity level is increased to 7 as shown in Figure 5b,
5d and 5f. For instance, the departures at noon cannot be detected
with the anonymized dataset. �is is a direct consequence of “hide
in the crowd” philosophy of k-anonymity. �erefore, it will be
easier to mine population properties than atypical pa�erns from
the sanitized data.

4.3 Utility of PADWith Customized Distance
Metric

In this part, we investigate scenarios where the purpose of the
data is known at the time of publication and there exists a “best”
distance metric for microaggregation that retains maximal amount
of information pertaining to the data analyst’s interest. For instance,
if the data is used for studying occupancy pa�erns of a building
during lunch times, then the best metric will be the Euclidean
distance over the lunch time period. �e data sequences with similar
lunch pa�erns will be grouped together by the “best” metric, and
the information loss on lunch pa�erns caused by the substitution
step will thereby be minimized. Similar to the previous evaluation
section, we utilize two evaluation scenarios, namely, segments and
peak hour energy usage, to exemplify potential interest of data
analysts.

Note that although there has been fruitful previous research
on data publishing, di�erent approaches may not be directly com-
parable because they may have di�erent viewpoints on what is
considered to be “private”. �is is because existing work on k-
anonymization of datasets always relies on a generic metric in
the microaggregation step. �erefore, PAD with generic distance
metric is used as the baseline approach for comparison here.

4.3.1 Segment. We use the following example to demonstrate
the role of distance metric learning in the work�ow of PAD. Con-
sider that the data analyst wants to study the occupancy pa�erns
during lunch time, i.e., 11 : 00 − 14 : 00. �e IC matrix A associated
with the best metric that minimizes the information loss during
lunch period is illustrated in Figure 6a, which is equivalent to cut-
ting o� the lunch period and applying the Euclidean distance. We
call this best metric as ground truth metric. �e distance metric
learned by PAD is shown in Figure 6b, which visually exhibits the
same pa�ern as the ground truth metric. �e values on the diagonal
pertaining to the lunch period dominate.

Close scrutinization on the learned metric shows that it contains
some small nonzero o�-diagonal entries which intuitively corre-
spond to the rotation and rescaling of the original occupancy times
series. In order to understand the e�ect of these small nonzero
entries, we cluster all the daily pro�les in the database according to
the lunch time pa�erns and apply the linear transformation implied
by the learned metric to the occupancy series in each cluster. �e
results are shown in Figure 7a and 7b, respectively. We can see that
the distance learning procedure �nds a linear transformation under
which the data points that are “similar” in the data analyst’s view
are close to each other in terms of Euclidean distance.

(a) (b)

Figure 6: Comparison of ground truth metric and the
learned metric for specialized data publication for lunch
times.

(a)

(b)

Figure 7: (a) Clustering of occupancy time series according
to lunch patterns; (b) Applying the linear transformation
implied by the learnedmetric to the data in each cluster. �e
number before “ELT” in the parenthesis gives the number of
elements in each cluster.

Figure 8 compares sanitization procedures that use a generic
metric, the learned metric, and the ground truth metric, respectively,
in terms of the tradeo� between anonymity level and information
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loss. We want to emphasize that the information loss for special-
purpose publication measures the di�erence between the interested
information in the original data record and that in the sanitized
record. Here, the information loss refers to the Euclidean distance
of the lunch periods between the record in the original database
and its sanitized version in the published database. We can see
that the information loss can be signi�cantly reduced by learning a
proper metric for microaggregation.

Figure 8: �e tradeo� between anonymity level and infor-
mation loss for the specialized publication for lunch time.

Figure 9 demonstrates that with more labeled data pairs PAD
can achieve be�er data quality. �e pre-sanitized database contains
16 di�erent entries, and the maximum number of data pairs for
labeling is

(16
2
)
= 120. Although it requires extra labeling e�ort to

reduce information loss, we want to point out that the data analyst
can use computer program to achieve automatic labeling in the case
where the desired metric is explicitly de�ned. For example, in this
experiment we write a script to label the similarity of data points
by �rst clustering the data points and assigning the similarity label
to a data pair according to whether the pair of points reside in the
same cluster. We can also observe from Figure 9 that more labeled
data pairs can reduce the variance of published data quality as well.

Figure 9: �e tradeo� between labeling e�ort and informa-
tion loss.

4.3.2 Peak hour energy usage. We consider an energy data use
case that mines occupants’ peak-hour energy use pa�erns. More
speci�cally, the data analyst is interested in acquiring accurate

information on total energy consumption during the peak hours,
i.e., 17 : 00 − 20 : 00. �e ground truth metric associated with
this example can be de�ned as dp (x ,x ′) = ‖ f (x) − f (x ′)‖2 where
f calculates the sum of the coordinates during peak hours for x
and x ′. Figure 10 shows the information loss of peak time usage
in the published datasets using the generic metric, the learned
metric and the ground truth metric, respectively, under di�erent
anonymity guarantees. Again, the information loss is measured
by the di�erence between peak-hour total usage of the original
record and that of the sanitized version in the published database.
We can observe a similar tradeo� between privacy and data quality
to what we have seen in the use case of lunch-time segment. �e
information loss can be reduced by replacing a generic metric with
the learned metric.

Figure 10: �e tradeo� between anonymity and information
loss for data publication specialized for peak hour energy
usage.

Figure 11 shows the distribution of peak-time energy usage in
the original database and the databases sanitized via the generic
and learned metric. We can see that the learned metric be�er
retains the modes of the original distribution. For instance, the
peak-hour energy usage below 5000 W is completely neglected by
the sanitized database with generic metric while the learned metric
successfully grasps this probability mass and be�er captures the
variation embedded in the original dataset.

(a) (b)

Figure 11: Comparison of 5-anonymized datasets with the
Euclidean distance metric and the learned metric on peak-
hour energy usage information recovery.
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4.4 Computational Overhead
We also study the computational overhead associated with PAD.
We �rst look into the complexity of the microaggregation part. Let
the size of database be n, the dimension of the row bem, and the
anonymity level be k . �e microaggregation complexity mainly
comprises O(n2m) computations of distance values and the com-
plexity of the clustering process which is shown to be n(1 − 1/k)
in the best case and (n/k − 1)(n/2 + k − 2) in the worst case [6].
Figure 12 demonstrates the computation time of microaggregation
as a function of n,m and k . We can see that the overhead is approx-
imately quadratic in the database size and linear in the dimension
of the row. In addition, changing the anonymity level requirement
does not a�ect the computational time signi�cantly.

(a) (b)

Figure 12: Computational complexity of microaggregation.

�e complexity of the metric learning step depends on the actual
algorithm used for optimization and the convergence criterion.
Figure 13 illustrates the relationship between computational time
of metric learning and database dimension. �e spli�ing conic
solver [25] is used for solving the learned distance metric. �e
number of labeled pairs dictates the amount of constraints in the
metric optimization problem. Generally, the computational time
associated with the metric learning part increases with the number
of labeled data pairs and the dimension of the data records.

Figure 13: Computational overhead of metric learning mod-
ule.

5 FUTUREWORK
We have shown that using a sanitized database can o�en achieve
similar performance to using original database, and selecting the
proper metric will enhance the published data quality. However,

the distance metric learning step currently implemented in PAD
essentially �nds a linear transformation on the original data. �is
poses some challenges in retaining information that is a nonlinear
function of the original data series, such as arrival and departure
times. One potential solution is to utilize neural networks [17] to
learn be�er metrics in the case where the interested information
is a nonlinear function of the original data record. However, this
approach raises the challenge of the demand for a great number of
labeled data pairs.

Current implementation of PAD implies the published dataset
is optimized for a particular data purpose. If the data analyst has
multiple purposes, it remains a question if there is a distance met-
ric that be�er serves for multiple speci�c purposes than a simple
generic metric. In addition, assuming several data analysts obtain
databases sanitized according to their di�erent purposes, it needs
further study on the privacy implication when they collude with
each other.

6 RELATEDWORKS
In this section, we provide more details on the state-of-art of the
private-preserving data publication systems which we have alluded
to in the introduction.

RAPPOR [12] is a data collection and publication system that
provides di�erential privacy guarantees. �e basic idea of RAPPOR
is the extension of the randomized response technique where the
true data is randomly perturbed to a random value with some prob-
ability depending on the strength of privacy protection. RAPPOR
is only applicable to one or two dimensional crowdsourced data for
estimating data distribution. Plausible deniability [3] is a privacy
notion that has recently been used for generating synthetic dataset
for publication. It ensures at least k input records that could have
generated the observed output with similar probability. Plausible
deniability is closely related to di�erential privacy. �e authors
in [3] show that a di�erentially private mechanism can be obtained
by slightly modifying a plausibly deniable mechanism. �e dif-
ference between k-anonymity and plausible deniability is that the
former is a syntactic condition on the published dataset, whereas
the la�er is a condition on the synthetic data generation algorithm.

Calmon et al. [9] pioneers research on applying information
theory and statistical decision frameworks to study the privacy
leakage from data publication. �e framework models privacy using
a probabilistic argument and data utility to be the distance between
the true value and the perturbed value. Under this framework, the
problem of solving the optimal perturbation can be converted to
the rate-distortion problem which has been extensively studied in
information theory. Rajagopalan el al. [27] applies the framework
to smart meter data publication. �e caveat of this framework is
that it requires a model of joint distribution of private information
and sensor measurements, which is however di�cult to be obtained
in practice.

K-anonymity has received a great deal of a�ention during the
last decade, and has been successfully implemented in various
areas among which the most prominent one is location-based ser-
vices [14]. Gruteser et al. [15] presents a location data collection
system that adjusts the resolution of location information along
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spatial or temporal dimensions to meet anonymity constraints. Lo-
cation data takes the form of time series and o�en has strong time
correlation, and exhibits similar features to the data collected in
buildings. Our work is partially inspired by the wide adoption of
k-anonymity in location-based services.

7 CONCLUSION
In this paper, we present an open-sourced data publication system,
PAD, for protecting k-anonymity of time series data collected in
buildings. PAD guarantees the published data is free from link-
age a�ack, i.e., the adversary cannot recover the entire time series
record of an individual even if the a�acker has the knowledge about
snippets of the individual’s data via external observations. �is
is the anonymity guarantee that cannot be achieved by simply re-
moving the identi�er of the data records, which is nevertheless the
common practice today in building-related data publication. We
show through extensive experiments on a real-world dataset that
the k-anonymized data output by PAD still retains useful informa-
tion for various data mining tasks. In order to further improve the
quality of the data published, PAD implements a metric learning
module that serves as a uni�ed platform on which data analysts
convey their diverse interests via a standardized protocol, i.e., the
system provides a batch of data pairs and the analyst labels simi-
larity accordingly. �e learned metric can then be used to be�er
preserve the information of interest to data analysts. We demon-
strate that incorporating humans in the loop of data publication
can achieve lower information loss on various building-related data
mining examples. By proposing PAD we hope to revolutionize the
way building related datasets are published.
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1 INTRODUCTION

A seamless integration of computation, networking and the physical world is being featured in a multitude of engineering
systems such as civil infrastructure, energy grid, transportation and health care among others. In these systems,
embedded computers and networks are used to monitor and control physical processes with feedback loops where
these processes affect computation and vice versa. In light of the tight coupling between cyber and physical processes,
these systems are commonly termed cyber-physical systems (CPSs). CPSs have enabled various applications where
decisions are driven by the sensory information. For instance, the deployment of large-scale sensing and actuation
networks in buildings has driven the evolution to “smart" buildings that can collect fine-grained information about
indoor environments, energy usage and occupants. This information is further leveraged to control lighting, heating,
ventilation, and air conditioning (HVAC), and other building equipment in an energy-efficient and occupant-responsive
manner. Smart buildings, as a salient example of CPSs, will be considered throughout this paper.

Due to the distributed nature and fast increase of system complexities, the operation of CPSs involves sensing,
processing, and storage of massive amounts of data. Driven by benefits mutual to the stakeholders, there is a continually
rising demand for publishing datasets collected in CPSs. In particular, publishing datasets collected in smart buildings is
beneficial to occupants, building managers and research communities. Large-scale and high-quality datasets are often
enablers of robust and sophisticated models. Promoting research on advanced data analytics will eventually give rise
to building operations that provide more cost savings for building managers and better adapt to occupants’ needs.
Occupancy modeling and energy profiling are two good examples of building applications with a significant reliance on
data-driven analytics. Occupancy modeling derives occupancy schedules from data and further enables on-demand
control over lighting and HVAC systems [Jia and Spanos 2017; Sangogboye et al. 2017]. Energy profiling refers to the
characterization of occupants’ energy use, which can help gain insights into buildings’ operational conditions [Gul and
Patidar 2015].

However, data published in the original form can come with the risk of privacy breach, especially when the CPSs
involve humans in the loop. Pristine database may reveal detailed information about occupants’ behaviors. Previous
studies [D'Oca and Hong 2015; Jin et al. 2014] have shown that occupants’ schedules and activities can be easily retrieved
from occupancy and energy datasets. Tech-savvy criminals are already exploiting unintentional occupancy leaks to
select victims for burglaries [Bloxham 2011]. In addition, electricity data also indirectly reveal private information that
is of interest to insurance companies, marketers, potential employers or the government for setting premium rates,
directing ads, vetting an applicant’s background or monitoring its citizens [McKenna et al. 2012]. In light of the risks of
privacy violation, European Commission has proposed a comprehensive reform of data protection rules in the European
Union (EU) to protect personal data from misuse, and the regulation will apply from May 25, 2018 [EU 2012].

Current practice in publishing CPSs’ datasets mainly relies on policy and agreements to regulate data use, sharing,
and retention [cur 2015]. However, this prescriptive approach does not prevent privacy breaches from happening. Before
publication, privacy-sensitive datasets are often anonymized by suppressing direct identifiers such as the identity of
record owners. However, datasets resulting from applying simple suppression operations are vulnerable to adversaries
with auxiliary knowledge. Given that an adversary possesses some prior knowledge of a person’s data, the record
of this person can be easily re-identified from the anonymized database by matching the records with the auxiliary
information. This prior knowledge can often be easily obtained via external observations or interactions with the target.

K-anonymity [Sweeney 2002] is a stronger notion for “being anonymous" than just suppressing direct identifiers. It
can mitigate the risks of re-identification by allowing data owners to “hide in the crowd." To be specific, k-anonymity
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ensures that each record in a database is indistinguishable from at least k − 1 other records in the database. Since
k-anonymity is conceptually simple and can be easily implemented, it has been extensively used in publishing various
datasets including location data collected from mobile devices [Gruteser and Grunwald 2003]. Some states in the U.S.,
such as California, Colorado and Illinois, have enacted a privacy standard, often referred to as “15/15” rule, for utility
companies in order to help ensure customer anonymity when energy data is released to third parties without customer
consent [rul 2013]. The privacy standard is based on the k-anonymity concept, requiring that aggregated data include a
minimum of 15 customers with no one customer’s load exceeding 15 percent of the group’s energy consumption.

The main challenge in applying k-anonymity to data publishing is the information loss introduced inevitably by
the anonymization process, which is also remarked in the Article 29, “Opinion 05/2014 on Anonymization Tech-
niques" [WP216 2014], composed by representatives from all EU Data Protection Authorities, the European Data
Protection Supervisor and the European Commission:

It is clear from case studies and research publications that the creation of a truly anonymous dataset from a

rich set of personal data, whilst retaining as much of the underlying information as required for the task, is

not a simple proposition.

The challenge becomes even acuter for publishing CPSs’ data, as decision making and control in CPSs are highly
sensitive to data quality. In the aforementioned occupancy modeling example, operating lighting and HVAC according
to inaccurate occupancy schedules would affect the comfort and well-being of occupants. For the energy profiling
example, without a truthful profiling grid operators can hardly preempt disturbances and ensure a stable and resilient
energy supply.

In our previous work, we presented PAD [Jia et al. 2017b] - an open-sourced system to publish data collected from
CPSs with k-anonymity and enhanced utility. The underlying idea of PAD for improving data utility is to customize the
data privatization process to the subsequent usage of the data. To illustrate the idea, we can consider two researchers
who are interested in performing different analysis on the same dataset. Suppose that one is interested in the occupancy
patterns during lunchtime while the other is interested in people’s arrival time. It is evident that if we want to publish
a dataset that is more useful for the first researcher, the occupancy records with similar patterns during lunch time
should form a size-k group so that replacing the original record with any of the records in this group would not cause
severe information loss for the lunchtime occupancy patterns. In contrast, to publish a privatized dataset that is more
valuable for the second researcher, the occupancy records with similar arrival time should be grouped in order to retain
more arrival time information.

Although customizing k-anonymization to the interest of data users is promising to increase data utility, due to
the diversity of potential data uses it will be cumbersome to enumerate and hard-code every possible data use and
design the corresponding anonymization process. In PAD, we proposed a unified protocol to comprehend users’ diverse
interests by learning from their interactions with the data publishing system. More specifically, PAD will first provide
data users with some data that does not involve privacy risks such as publicly available datasets, and the data users
will label the similarity of these data points according to the features of particular interest to them. PAD will then
learn these features from the similarity labels provided by the data users and optimize the anonymization processes
accordingly. However, the current implementation of PAD is only applicable when the features are linear functions of
original data records.

In this article, we resolve the constraint of linear features present in our previous work and extend the PAD framework
to enhance data utility even if the features of interest to data users are nonlinear. We introduce a new learning approach
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for accommodating diverse interests of data users based on deep neural networks (DNNs). An example of the new
abilities enabled by this extension is the accurate estimation of arrival and departure time from a database containing
daily occupancy profiles. We demonstrate the value of the extension through extensive experiments on real-world
smart building data of occupant presence and plug-load energy consumption.

This paper is structured as follows. Section 2 presents the related work. Section 3 introduces the concept of k-
anonymity, its privacy implications, and a simple technique for achieving k-anonymity. Section 4 presents an overview
of the architecture of PAD. Section 5 provides the details of the algorithm to learn potential data uses. Section 6
elaborates on how to optimize the anonymization process according to the learned data use. In Section 7, we evaluate
PAD using real-world smart building datasets and present the results. Section 8 presents the future work. Section 9
concludes the paper.

2 RELATEDWORK

Privacy-preserving data publication has been extensively studied in various contexts, including social networks [Hsu
et al. 2014], smart meter data [Sankar et al. 2013], etc. Depending on the underlying definition of privacy, data publication
procedures can be categorized into three types: (1) differentially-private, (2) information-theoretically private, and (3)
k-anonymous.

Differential privacy [Dwork 2008] is one of the most popular metrics for privacy, which enjoys mathematical rigor-
ousness and often acts as a worst-case privacy measure against any possible adversaries. It is typically assured by adding
appropriately chosen random noise to database outputs. One known challenge for differentially-private publication is
that for high-dimensional streaming data it often adds too much noise, which may lead to unsatisfactory data utility.
Hence it is not applicable for releasing CPSs’ datasets which are typically in the form of time series. Differential private
systems have been successfully deployed to collect data on Chrome Web browser. RAPPOR [Erlingsson et al. 2014]
is a data collection and publication system that provides differential privacy guarantee. RAPPOR extends the idea of
the randomized response technique where true data is perturbed to a random value with some probability depending
on the strength of privacy protection. RAPPOR is only applicable to one or two-dimensional crowdsourced data for
estimating data distribution. Plausible deniability [Bindschaedler et al. 2017] is a privacy notion that has recently been
used for generating synthetic datasets for publication. It ensures at least k input records that could have generated the
observed output with similar probability. Plausible deniability is closely related to differential privacy. The authors
in [Bindschaedler et al. 2017] show that a differentially private mechanism can be obtained by slightly modifying
a plausibly deniable mechanism. The difference between k-anonymity and plausible deniability is that the former
is a syntactic condition on the published dataset, whereas the latter is a condition on the synthetic data generation
algorithm.

Information-theoretic privacy ensures that limited knowledge can be learned about individuals from a published
database, and the amount of information leakage is characterized via information theory [du Pin Calmon and Fawaz
2012; Jia et al. 2017b]. Calmon et al. [du Pin Calmon and Fawaz 2012] pioneer research on applying information theory
and statistical decision frameworks to study privacy leakage. The framework models privacy using a probabilistic
argument and data utility to be the distance between the true value of a data record and the perturbed value. Under this
framework, the problem of solving the optimal perturbation can be converted to the rate-distortion problem which has
been extensively studied in information theory. Rajagopalan et al. [Rajagopalan et al. 2011] apply the framework to
smart meter data publication. This framework facilitates the analysis of privacy-utility tradeoff for data publication.
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However, the caveat is that it requires a model of the joint distribution of private information and sensor measurements,
which is nevertheless difficult to be obtained in practice.

K-anonymity has received a great deal of attention during the last decade, and has been successfully implemented in
various areas among which the most prominent one is location-based services [Gkoulalas-Divanis et al. 2010]. Gruteser
et al. [Gruteser and Grunwald 2003] present a location data collection system that adjusts the resolution of location
information along spatial or temporal dimensions to meet anonymity constraints. Location data takes the form of time
series and often has strong time correlation. Our work is partially inspired by the wide adoption of k-anonymity in
location-based services.

3 K-ANONYMITY

In this section, we will discuss the privacy value of k-anonymity and attacker models, followed by a brief introduction
of basic techniques for achieving k-anonymity. We will close the section by discussing the intrinsic tradeoff between
privacy and data utility and some limitation of basic techniques to motivate the design of the proposed system.

3.1 Privacy Value

The concept of k-anonymity [Sweeney 2002] was originally introduced in the context of relational data privacy. The idea
behind k-anonymity can be described as “hiding in the crowd”, as it requires that each individual cannot be identified
within a set of k individuals in the released data. In this paper, we deal with a slightly more general definition of
k-anonymity, i.e., we consider a row in a database as k-anonymous if and only if it is indistinguishable from at least
k − 1 other rows. Depending on the contents of a row, this definition can incorporate the privacy guarantee at different
levels. For instance, if each row is a daily energy or occupancy profile of a person, then this definition ensures that
the profile of each day cannot be differentiated from k − 1 other profiles. If we consider that each row in the database
contains information of a person, then we recover user-level privacy which guarantees the indistinguishability of k
persons and therefore offers a stronger privacy notion.

We illustrate the privacy value of the k-anonymity model by comparing it with the strategy that only masks the
identifier of each row in a database. Assuming a data analyst requests data publishing and the database is sanitized
solely by suppressing names of the data owners, we want to show that the information retained in this database can
still create a threat against data privacy when combined with external observations or knowledge.

As an example, consider the scenario depicted in Figure 1 where the database contains four rows corresponding to
the office occupancy status of four persons labeled as A, B, C, and D. If no k-anonymization is performed by the data
curator, then the following linkage attack can be conducted: Suppose the adversary knows that C stays in this office at
20:00, then by linking this information with the data trajectories it has at hand it can find the complete occupancy status
of C in the time horizon of the published data. However, such linkage attack is not effective if proper data perturbation
is performed by the data curator to maintain k-anonymity. Consider the 2-anonymized version of the original dataset
illustrated by Figure 1b. Now, even if the adversary can have access to the knowledge of occupancy status of C via
external observations, it cannot recover the complete data trajectories with certainty as 2-anonymity guarantees that at
least 2 rows in the database have the same values.

In this paper, we wish to achieve data protection against the adversaries with the following capabilities: (1) Having
access to the published data; (2) Knowing short snippets of truthful private data by external observations.
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24:00

A

B

C

D

12:00 16:00 20:000:00 4:00 8:00

(a) Original data

A

B

C

D

12:00 16:00 20:00 24:000:00 4:00 8:00

(b) 2-anonymous data

Fig. 1. Linkage attack.

3.2 Microaggregation

Microaggregation is a popular perturbation technique to achieve k-anonymity for databases with quantitative records.
It processes the data in the following two steps prior to publication:

• Step 1 (k-partition): All rows in the database are partitioned into small aggregates of k or more rows.
• Step 2 (substitution): Each row is replaced with the centroid of the group it belongs to.

Following this procedure ensures that every record in the released database corresponds to at least k individual
records; hence, k-anonymity is guaranteed.

Due to the data distortion introduced in the substitution step, the main problem in microaggregation is to retain
as much information as possible while offering sufficient privacy protection. In order to minimize the information
loss caused by microaggregation, groups should be formed by maximizing their within-group homogeneity. The more
homogeneous the records in a group are, the lower information loss is incurred when replacing the true value of a
record by the group average. The sum of squared distances (SSD) criterion is a common measure to estimate group
heterogeneity and this is defined as

SSD =

д∑
i=1

ni∑
j=1

d(xi j , x̄i ) (1)

where xi j denotes the j-th row of i-th group, x̄i represents the centroid of the group i , ni is the number of elements in
i-th group and д stands for the number of groups.

The distance metric d(·, ·) in equation (1) is often chosen to be an uninformed norm, such as Euclidean distance.
Although Euclidean distance is simple and intuitive, it ignores the fact that the semantic meaning of “information loss"
is inherently task- and data-dependent [Weinberger et al. 2006]. To illustrate this point, imagine two researchers who
want to analyze the same occupancy dataset. The first one is interested in the occupancy patterns during electricity
peak demand hours in order to estimate the demand response potential, whereas the second one is interested in the
aggregate occupancy over the day for energy modeling purposes. Given the nature of their respective tasks, both should
use very different distance metrics to measure the information loss. If the purpose of the data is known at the time of
publication, it can be taken into account during microaggregation to better retain information. But clearly, building
a system to parse data users’ interest is not the most robust and scalable approach due to the diversity of different
data analysts’ interest. It is, therefore, more desirable to have a standard protocol for different users to express their
Manuscript submitted to ACM
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respective data purposes. Our approach implemented in PAD is to learn the distance metric explicitly for each specific
application from data points’ similarity labeled by the user.

4 OVERVIEW OF PAD

We assume that the data publisher collects data records and releases the collected data to the data recipient, who will then
conduct data mining on the published data. We will use “data recipient”, “data analyst” and “data user" interchangeably
in this paper. Further, we assume that the data publisher is trustworthy yet the data recipients are not. This assumption
is also referred to as the trusted model [Fung et al. 2010]. Since in our framework data analysts can interact with the
data publication system to improve the usefulness of the published data, it is important to ensure that data analysts do
not have access to the original database during any part of the data publication process.

Figure 2 illustrates the design of PAD. The objective of the system is to publish the dataset with k-anonymity
guarantee as well as high quality in support of the required data analysis. The core idea of the system is to improve
the data fidelity by learning how the data is intended to be used and then adjusting the data perturbation algorithm
accordingly.

Privacy-sensitive database

2.	Subsampling
Data pairs

Published database

4.	Microaggregation

Data Publisher

Similarity label3.	Metric	Learning

Data Analyst

Public database

Is original database 
used for interactions?

Pre-sanitization

1. Interaction Preparation

Yes

No

Fig. 2. PAD diagram: If the purpose of the dataset to be published is not known prior to publication, then PAD directly applies
microaggregation with an uninformed distance metric to sanitize the dataset (shown in red dashed arrow). Otherwise, PAD processes
the data in the following steps: (1) Prepare the training data used for learning potential data uses. The training data can either come
from original data base or a similar dataset that is already public. Pre-sanitize the data if the original database is used. (2) The data
pairs are subsampled from the prepared training data and returned to the data analyst to solicit their labels on which data pairs are
considered similar (The labels can be assigned manually or automatically using custom programs); (3) PAD learns a metric from the
similarity labels; (4) The learned metric is used by microaggregation to generate the sanitized dataset for final publication.

If the data is not used for specialized purposes, then PAD directly applies microaggregation and publishes the
database. Otherwise, PAD processes the original database in the following four steps.

(1) Interaction preparation. The objective of this step is to provide a dataset for the data analyst to label data
points’ similarity which will be later used to learn the purpose of data analysis. The dataset can either come from the
original database or a dataset that is already public. Since this dataset should not cause additional privacy concerns, it
must be pre-sanitized if the original databased is used for interacting with the data analyst. At this step, the system has
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not received any inputs from the data analyst yet. Pre-sanitization is therefore performed via microaggregation with a
simple generic distance metric, e.g., Euclidean distance.

(2) Subsampling. As the second step, PAD processes the rows in the prepared database into pairs and randomly
selects some pairs to be returned to the data analyst, who will then assign a binary label indicating if the two rows are
similar or not in accordance with the particular data purpose to each returned data pair. Consider, for example, the two
pairs of occupancy records depicted in Figure 3. If the data analyst wants the published dataset to maximally retain the
information regarding the occupancy patterns during lunchtime, then he will assign “dissimilar" to the first pair and
“similar" to the second one; however, if the data analyst is interested in the occupancy patterns during the entire day,
then the first pair will be labeled as “similar" and the second one as “dissimilar". In the case where the desired metric for
comparing similarity can be explicitly defined, labeling effort can be greatly alleviated by using computer programs to
automatically label similarity of data points based on the desired metric.

24:00

1st pair 2nd pair

12:00 16:00 20:000:00 4:00 8:00 24:0012:00 16:00 20:000:00 4:00 8:00

Lunch time

O
cc
up
an
cy

Fig. 3. Illustration of determining similarity labels.

(3) Metric learning. In this step, a distance metric over the data record is automatically learned from data pairs and
the corresponding similarity relationships specified by the data analyst.

(4) Microaggregation. This step uses the distance metric learned from the previous step for microaggregation so
that the database can be sanitized in a way that the information of interest to the data analyst is maximally retained.

The detailed algorithms for (3) metric learning and (4) microaggregation will be presented in 5 and 6, respectively.
Before closing the section, we want to point out that the existence, amount and quality of similarity labels provided by
the data analyst affect the usefulness of the published data; however, the privacy level remains the same regardless
because the dataset is always microaggregated before publication.

5 DISTANCE METRIC LEARNING

We will firstly summarize the linear distance metric learning method presented in our previous study. Next, we will
introduce a more flexible metric learning method based on deep neural networks and it can learn distance metrics for
both linear and nonlinear features.

5.1 Linear Metric learning

Let the original and finally published dataset be denoted by X and X̃ , respectively. In addition, we denote by X̂ the
dataset prepared for learning a distance metric. In the metric learning step, the data analyst is provided with some data
pairs (x̂i , x̂ j ) (i, j = 1, · · · , |X̂ |) from X̂ , and assigns a similarity label to each of the data pairs. The objective is to learn a
distance metric d(xi ,x j ) between points xi and x j so that “similar” points end up close to each other. In our previous
study, we have adopted the Mahalanobis distance metric as the underlying metric for the learning mechanism. The
Manuscript submitted to ACM
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Mahalanobis distance metric is given by:

d(xi ,x j ) = dA(xi ,x j ) =
√
(xi − x j )TA(xi − x j ) (2)

The Mahalanobis distance is a generalization of Euclidean distance by admitting linear scalings and rotations of the
original data space. The metric learning goal is to learn the matrix A such that it reflects the similarity relationship
labeled by the data analyst. A is often termed as inverse covariance (IC) matrix. Setting A to be the identity matrix I
gives the Euclidean distance; Restricting A to be diagonal corresponds to learning a metric where the different axes
are weighted differently. Note that dA(xi ,x j ) =

√
(xi − x j )TA(xi − x j ) = ∥A 1

2 xi − A
1
2 x j ∥2, and therefore learning a

full matrix A is equivalent to finding a scaling and rotation of data that replaces each point x with A
1
2 x and applying

the Euclidean distance to the transformed data. Similar to [Xing et al. 2003], we formulated the linear distance metric
learning as an optimization problem which solves forA such that the distance between the data pairs labeled as “similar”
S are minimized and pushes the “dissimilar” D pairs far away. We also applied proper regularization to address the
over-fitting problem. The interested readers are referred to our previous study [Jia et al. 2017b] for more details.

5.2 Deep Metric Learning

One challenge with the Mahalanobis distance metric is that it performs well only when the feature is linear in the original
data record. This is because learning the Mahalanobis distance metric from labeled data pairs is equivalent to seeking
a linear transformation A

1
2 . This implies that our previous approach cannot adequately capture the nonlinearities

presented in a number of scenarios such as arrival and departure time analysis of an occupancy dataset.
To overcome this limitation, several approaches have been proposed to learn a nonlinear distance function, including

the use of kernels [Tsang et al. 2003; Yeung and Chang 2007] and deep neural networks [Hadsell et al. 2006; Hu et al.
2014]. Kernel methods map each data instance to a high-dimensional feature space and then learn a distance metric in
the high-dimensional space. The challenge with kernel methods is that they require a user-specified kernel function.
Conversely, deep metric learning can learn a nonlinear representation of data and enjoys more flexibility. To the best of
our knowledge, no previous approach have applied DNNs for improving data utility with regard to k-anonymization.

DNNs pass the dataset through several layers of nonlinear transformations achieved by compositing linear trans-
formations and nonlinear activation functions, as illustrated in Figure 4. The neural network we used comprises two
identical branches, representing the nonlinear feature function applied to both points in a data pair. Let us first consider
a single branch. Suppose that there are N layers in a deep network and that for each layer such as the nth layer, there are
k(n) activation units, where n = 1, 2, 3, . . . ,N . The first layer takes one of the points in a data pair x ∈ Rd as input and
outputs h(1) = д(W (1)x + b(1)) ∈ Rp(1) .W (1) ∈ Rp(1)×d is a projection matrix, b(1) ∈ Rp(1) is a bias vector and д : R 7→ R
is the non-linear activation function. Examples of commonly used activation functions include sigmoid, tanh and
rectified functions. The output h(1) from the first layer becomes the input for the second layer, and the output of
the second layer is given by h(2) = д(W (2)h(1) + b(2)) ∈ Rp(2) , whereW (2) ∈ Rp(2)×p(1) , b(2) ∈ Rp(2) . We can compute the
outputs of other layers in a similar fashion and the output of the topmost layer, i.e., the N th layer, is as follows:

f (x) = h(N ) = д(W (N )h(N−1) + b(N )) ∈ Rp(N )
(3)

where the f : Rd 7→ Rp
(N ) is non-linear function determined by the foregoing parameters W (n) and b(n), n =

1, 2, 3, . . . ,N , as well as the nonlinear active function. Hence, we compute the distance between any pair of data samples
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Fig. 4. Deep Metric Learning with a two-layer neural network: A pair of data samples x1 and x2 are transformed to h(2)
1 and h(2)

2
through the same hierarchical non-linear transformation specified by the neural network. The Euclidean distance between h(2)

1 and

h(2)
2 are computed to determine if x1 and x2 are similar.

xi and x j by firstly performing the transformation f (xi ) = h(N )
i and f (x j ) = h(N )

j and then calculating the Euclidean
distance between f (xi ) and f (x j ):

d2
f (xi ,x j ) = ∥ f (xi ) − f (x j )∥2

2 (4)

The objective of our deep network is to find a non-linear mapping f such that for similar pairs S with the label
Y = 0, d2

f (xi ,x j ) is smaller than for dissimilar pairs D with the label Y = 1. Given (4), [Hadsell et al. 2006] proposed a
contrastive loss function that learns the parameters of f such that data pairs in S are pulled closer and those in D are
pushed apart. This contrastive loss function is defined as:

L(f ,Y ,xi ,x j ) = (1 − Y )1
2

(
d2
f (xi ,x j )

)
+ (Y )1

2

(
max{0,m − d2

f (xi ,x j )}
)

(5)

wherem > 0 is a margin that separates S and D. D only contributes to the loss function if their distance is within the
margin [Hadsell et al. 2006].

It is worth noting that this network can also be adapted to learning linear distance metrics by simply replacing the
activation functions in each hidden layer with identity functions.
Manuscript submitted to ACM
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6 EFFICIENT ALGORITHM FOR MICROAGGREGATION

As discussed previously, microaggregation includes two steps, namely, k-partition that clusters the data into group sizes
of at least k records and a substitution step that perturbs the data by replacing the true values by the group centroid. It
is possible that the data type of group centroid is not consistent with the original data. For instance, the centroid of
multiple occupancy time series is not necessary to be in an integer form. In such cases, proper post-processing, like
rounding, should be conducted to make the published database meaningful.

The information loss in the published dataset is mainly determined by the k-partition step. An optimal k-partition
is defined to be the one that minimizes the heterogeneity of group members characterized by equation (1). Note that
k-partition is different from the classical clustering problem where the goal is to split the dataset into a fixed number
of groups irrespective of the group size. In the case of k-partition, the constraints are on the group size instead of
the number of groups. Nevertheless, we can modify the classical agglomerative clustering to make it serve for the
k-partition purposes by terminating the agglomeration process at the proper level where the size of each group formed
satisfies the constraints desired by the optimal k-partition.

The following proposition states the properties of the sizes of groups formed by optimal k-partition.

Proposition 1. An optimal solution to the k-partition problem of a set of data exists such that its groups have size

greater than or equal to k and less than 2k .

The proof can be found in [Domingo-Ferrer and Mateo-Sanz 2002a]. Proposition 1 indicates that the search space of
the optimal k-partition can be reduced to the partition where all groups have size between k and 2k . Therefore, we
modify a widely used agglomerative clustering algorithm, Ward’s method [Domingo-Ferrer and Mateo-Sanz 2002b], to
provide a heuristic and efficient solution that fulfills the group size requirements. The detailed algorithm is presented in
Algorithm 1.

Algorithm 1 k-ward algorithm
Input: Database Xi , i = 1, · · · ,n
1: Group initialization
2: Define the extreme data points as the two which are most distant
3: For each of the extreme data points, take k − 1 data closest to it and form the first two groups
4: The rest of data points in the dataset constitute single-element groups
5: Agglomerative clustering via Ward’s method
6: while there exists some group of the size less than k do
7: Find the nearest pair of distinct groups, at least one of which must have size less than k

8: Merge the two groups and decrement the number of groups by one
9: end while
10: if there exists some group containing 2k or more data then
11: Apply k-ward algorithm recursively on those groups
12: end if

7 EVALUATION

We evaluate the performance of PAD using various datasets collected in real-world buildings. The questions we would
like to answer from the experiments are:
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• How useful are the sanitized datasets for typical data mining tasks?
• If the use purpose of a dataset is predetermined, can a dataset sanitized with the learned metric retains more
relevant information than the one sanitized with an uninformed metric?

To answer these questions, we differentiate between three (3) evaluation cases, namely:

(1) The utility of PAD with a generic distance metric
(2) The utility of PAD with a customized distance metric when the feature of interest to the data analyst is linear in

the original data record
(3) The utility of PAD with a customized distance metric when the feature of interest the data analyst is nonlinear

in the original data record

7.1 Experimental Setup

7.1.1 Datasets. Our datasets include occupancy and plug load power consumption, which represent typical building
data types that may arouse occupants’ privacy concerns. Two different occupancy datasets are employed in this study.
One occupancy dataset, lasting about half a year, was collected at a resolution of 1 minute in four classrooms of the OU44
building at the University of Southern Denmark. In the following, this dataset will be referred to as OU44 occupancy
dataset. Another occupancy dataset, which we call smart home occupancy dataset, was collected from thermostat motion
sensors in 49 users’ houses. Each user’s data has a resolution of 5 minuates and lasts one day. Both datasets contain
binary occupancy time series, indicating whether or not the room is occupied. Occupancy data can potentially reveal
privacy-sensitive information such as daily routines and detailed schedules of the inhabitants. The plug load dataset
consists of 15-minute-resolution power consumption data over three months. This dataset was collected at the individual
desks of five occupants in Cory Hall on UC Berkeley campus. Plug load data also raises privacy concerns. As shown in
the previous studies [Jin et al. 2017; Molina-Markham et al. 2010], occupants’ presence or even more detailed activities
can be easily identified from power data.

Since OU 44 occupancy dataset and plug load dataset contain a relatively small population of individuals, we will
consider anonymity protection at the daily profile level instead of the user level. That is, k-anonymity ensures that k
day profiles, rather than k users, are indistinguishable. In this regard, we process these two datasets into the form where
each row corresponds to a person’s daily occupancy or energy profile. We would like to stress that the framework can
also protect the anonymity at the user level by feeding a dataset where each row corresponds to the data of a different
user, such as the smart home occupancy dataset.

7.1.2 Implementation. The deep metric learning algorithm was implemented using Keras [Chollet et al. 2015] and
Tensorflow [Abadi et al. 2015].We usedrectified as the activation function for the hidden layers. TheAdam algorithm
was adopted for learning the weights of the network. The implementation code of the framework is open-sourced at
https://github.com/PAD-Protecting-Anonymity/PAD.

7.1.3 Evaluation procedure. We evaluate PAD in two training scenarios. One is where public datasets are available to
train a distance metric. In that case, we divide the data into two parts. The first part is assumed to be the privacy-sensitive
database that will be sanitized by PAD. The second part plays the role of a publicly available dataset and is used for
training distance metric functions. Another training case considered in our experiments is where publicly available
datasets are difficult to find and thus the pre-sanitized version of the original database is used for training the distance
metric. We demonstrate the results of both cases for all experiments performed in this paper. We further split training
Manuscript submitted to ACM
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data into two portions: one for fitting the distance function and another for testing the fitted function and preventing
overfitting. We do not implement hyper-parameter tuning due to the lack of training data. In addition, to examine the
performance variation of the learned metrics caused by changes in the training dataset, we conduct five Monte Carlo
(MC) simulations and in each MC simulation 80% of the training samples are randomly drawn to learn the distance
metrics.

7.2 Utility of PAD with Generic Distance Metric

We first focus on a general scenario where the system does not have access to similarity labels. This can happen either
when the purpose of the data is now known before publication, or when the data analyst does not want to interact with
PAD. In that case, a generic metric, i.e., Euclidean distance, is used for performing micro-aggregation. We validate the
usefulness of the k-anonymized dataset through several typical data mining tasks, including occupancy prediction and
occupancy statistics extraction.

7.2.1 Prediction. K-nearest neighbor (KNN) based occupancy prediction models are built using the original and
sanitized database respectively with varying anonymity levels. To make prediction at time t , we compute the distance
between the testing profile and all profiles in the training set during the interval [t − ∆t , t − 1] where ∆t is the length of
the window used for prediction, and then pick the most common occupancy value at t among the K nearest training
profiles. Cross-validation is performed to compute the average prediction accuracy across all time steps in the day. The
results are shown in Fig. 5a, where the prediction accuracies with original and sanitized dataset are both above 90%.
There is a tradeoff between anonymity protection level and data utility. We can see that the prediction accuracy drops
as the anonymity level of the published dataset is increased.

(a) (b)

Fig. 5. Comparison of prediction performance of occupancy models constructed by using the original vs. sanitized database.

It is important to note that moderate degree of anonymization is helpful for improving model’s robustness and
better fitting unseen data. Particularly, KNN model constructed with 2-anonymized dataset achieves higher prediction
accuracy than that built with original dataset. We also implement an occupancy prediction model based on Support
Vector Machine (SVM) and the corresponding results are shown in Fig. 5b where we can observe the similar patterns.
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This is because the training data points usually contain both the useful information that can be used to predict unseen
cases, as well as the useless noise that can degrade the model. Essentially, k-anonymization reduces the “harmful"
noise by aggregating similar data points and avoids overfitting. This suggests that for a data publication with moderate
anonymity requirement the sanitized dataset is more advantageous than the original dataset since the sanitized one can
achieve privacy protection as well as an improved model quality.

(a) Original vs. 2-anonymized (b) Original vs. 2-anonymized (c) Original vs. 2-anonymized

(d) Original vs. 7-anonymized (e) Original vs. 7-anonymized (f) Original vs. 7-anonymized

Fig. 6. Comparison of occupancy statistics extracted from the OU44 occupancy dataset and the corresponding sanitized dataset.

7.2.2 Statistics. The raw time series collected in buildings are often processed into some key information that is
directly useful for informing various control applications. For instance, occupancy statistics, such as arrival time, are
particularly useful for designing occupant-responsive HVAC control algorithms. In light of this, we want to test if
the sanitized database can retain these useful statistics. We compare the histograms of the useful occupancy statistics
including arrival time, departure time, and total occupation time extracted from the original and sanitized database,
respectively. Fig. 6 and Fig. 7 illustrate the results on the OU44 occupancy dataset and the smart home occupancy
dataset, respectively. We can see that the anonymized datasets can preserve the distribution of these statistics, especially
the mean and modes of the distribution. Take the OU44 occupancy dataset for example: the relative errors of using
the 2-anonymized datasets to estimate the mean of arrival time, departure time and total occupation time are 8.13%,
8.37% and 6.21%, respectively; for 7-anonymized datasets, the relative errors are 6.80%, 5.34% and 0.47%, respectively.
In other words, we can still retrieve accurate information about typical behaviors of occupants from the sanitized
database. However, it is worth noting that data sanitization reduces the variability of the dataset, which is getting more
Manuscript submitted to ACM



729

730

731

732

733

734

735

736

737

738

739

740

741

742

743

744

745

746

747

748

749

750

751

752

753

754

755

756

757

758

759

760

761

762

763

764

765

766

767

768

769

770

771

772

773

774

775

776

777

778

779

780

A Framework for Privacy-Preserving Data Publishing with Enhanced Utility for Cyber-Physical Systems 15

pronounced when the anonymity level is increased to 7 as shown in Figure 6d, 6e and 6f. For instance, the departures at
noon cannot be detected with the anonymized dataset. This is a direct consequence of “hide in the crowd” philosophy
of k-anonymity. Therefore, it will be easier to mine population properties than atypical patterns from the sanitized data.

(a) Original vs. 2-anonymized (b) Original vs. 2-anonymized (c) Original vs. 2-anonymized

(d) Original vs. 6-anonymized (e) Original vs. 6-anonymized (f) Original vs. 6-anonymized

Fig. 7. Comparison of occupancy statistics extracted from the smart home occupancy dataset and the corresponding sanitized
dataset.

7.3 Utility of PADWith Customized Distance Metric for Linear Features

In this part, we investigate scenarios where the purpose of the data is known at the time of publication and there exists
a “best" distance metric for microaggregation, which retains the maximum amount of information pertaining to the
data analyst’s interest. For instance, if the data is used for studying occupancy patterns of a building during lunchtime,
then the best metric will be the Euclidean distance over the lunch period. The data records with similar lunch patterns
will be grouped by the “best" metric; as a result, the information loss with respect to lunchtime occupancy patterns
incurred by the substitution step will be minimized.

First, we consider that the feature that interests the data analyst is a linear function of the original data record. The
aforementioned lunchtime occupancy pattern is an example the linear feature because the lunchtime occupancy is
equivalent to multiplying the whole-day occupancy data by a diagonal matrix that has non-zero entries only at the
coordinates corresponding to the lunchtime. In the sequel, we will use two use cases, namely, occupancy data segments
and peak-hour energy usage, to demonstrate the utility of PAD for linear features.
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Note that although there has been fruitful previous research on data publishing, different approaches may not be
directly comparable because they may have different viewpoints on what is considered "private." Existing work on
k-anonymization always relies on a generic metric in the microaggregation step. Therefore, PAD with the generic
distance metric is used as the baseline approach for comparison here. Also, as described in Section 5, DNNs can represent
features in linear and nonlinear forms. In the following, we will also compare these two representations, referred to as
linear metric and nonlinear metric.

7.3.1 Segment. Consider that the data analyst wants to study the occupancy patterns during lunchtime, i.e., 11 :
00 − 14 : 00. In Fig. 8a and 8b, we compare sanitization procedures that use a generic metric, the metric learned by a
linear neural network (i.e., linear metric), the metric learned by a nonlinear neural network (i.e., nonlinear metric),
and the ground truth metric, respectively. The performance of the metrics learned from a separate public dataset are
shown in Fig. 8a, and the ones learned from the pre-sanitized dataset are shown in Fig. 8b. The information loss for
special-purpose publication measures the difference between the interesting information in the original data record and
that in the sanitized record. Here, the information loss refers to the Euclidean distance of the lunch periods between the
record in the original database and its sanitized version in the published database. The errorbars indicate ±1 standard
deviation of the information losses for different MC simulations. We can see that the information loss can be significantly
reduced by learning a proper metric for microaggregation. As discussed before, the lunchtime occupancy pattern
is a linear feature and therefore using a linear distance metric can indeed well preserve the lunchtime pattern. The
information loss increases by a large amount at high anonymity levels when the metric is learned from the pre-sanitized
dataset. This is because the number of unique data points decreases in the pre-sanitized dataset as the anonymity level
goes higher and fewer data points can be used for learning the distance metrics.

(a) Public (b) Pre-sanitized

Fig. 8. The tradeoff between anonymity level and information quality for the customized publication for preserving lunch-time
occupancy patterns.

7.3.2 Peak-hour energy usage. We consider an energy data use case that mines occupants’ peak-hour energy use
patterns. More specifically, the data analyst is interested in acquiring accurate information on total energy consumption
Manuscript submitted to ACM
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during the peak hours, i.e., 17 : 00 − 20 : 00. The ground truth metric associated with this example can be defined
as dp (x ,x ′) = ∥ f (x) − f (x ′)∥2 where f calculates the sum of the coordinates during peak hours for x and x ′ and
therefore is also a linear feature. Figure 9a shows the information loss of peak-time usage in the published datasets using
the generic metric, the linear metric, the nonlinear metric and the ground truth metric, respectively, under different
anonymity guarantees. The information loss is measured by the difference between the peak-hour total usage of the
original record and that of the sanitized version in the published database. We can observe a similar tradeoff between
privacy and data utility to what we have seen in the use case of lunchtime segment. The information loss can be reduced
by replacing a generic metric with the learned metrics. Since the feature per se is linear, using a linear neural network
for metric learning can in effect outperform the nonlinear ones.

(a) Public (b) Pre-sanitized

Fig. 9. The tradeoff between anonymity level and information quality for the customized publication for preserving peak-time energy
usage patterns.

7.3.3 Sample efficiency. Fig. 10 demonstrates the variation of published data quality with respect to the change in
the number of samples used for metric learning. Fig. 10a and Fig. 10b show that with more labeled data pairs PAD can
generally achieve better data utility.

7.4 Utility of PAD with Customized Distance Metric for Nonlinear Features

In this part, we will switch our focus to nonlinear features, which are quite common inmining smart building datasets.For
instance, the data analyst is interested in modeling the arrival and departure time of a building from the occupancy
datasets. Assume that each row in the database contains occupancy measurements throughout the day, denoted by a
vector x . Let f be the function that calculate the arrival time of x . Then, we have f (x) is equal to the first non-zero
element in x , which is apparently a nonlinear function of x .

Fig. 11a and Fig. 11b compare the ability of different metrics to retain arrival time information. We can see that
learning a proper non-linear metric for microaggregation is beneficial to the preservation of nonlinear features. Linear
metrics require fewer examples to train because they have fewer parameters. Since the number of unique training
samples decreases as anonymity level increases, we observed in Fig. 11b that the linear metric is more performant than
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(a) Lunchtime occupancy example (b) Peak-hour energy usage example

Fig. 10. The tradeoff between labeling effort and information loss. The total number of data pairs is 903 for the lunchtime occupancy
example, and 2775 for the peak-hour energy usage example.

the nonlinear one when a high level of anonymity is desired. The results corresponding to departure time are illustrated
in Fig. 11c and Fig. 11d, where the advantage of non-linear metrics can be observed for both training scenarios.

In order to better understand the reason for the performance discrepancy between different distance metrics, we
calculate the correlation between the learned distances and the ground truth distances for the four aforementioned use
cases, namely, lunch time occupancy pattern, peak hour energy usage, arrival time, and departure time. The correlation
is measured in terms of the Pearson correlation coefficient, which has a value between +1 and −1, where 1 is total
positive linear correlation, 0 is no linear correlation, and −1 is total negative linear correlation. The results are listed
in Table 1. The correlation between the generic distances (i.e., Euclidean distance) and the ground truth distances is
also listed as a baseline. We can see that when the ground truth metric is nonlinear, the nonlinear metrics can produce
distances that have highest correlation with the ground truth distances. On the other hand, if the ground truth metric is
linear, linear metrics has the highest correlation with the ground truth distances. In addition, we can observe that both
linear and nonlinear metrics are more indicative of the ground truth, compared to the Euclidean distance. In practice,
the data publishing system does not have access to data analysts’ interests a priori; instead, only a set of data pairs with
similarity labels are provided for the system. Therefore, the data publishing system can implement a nonlinear metric
(e.g., via neural networks) since it can work sufficiently well for both linear and nonlinear features.

7.5 Computational Overhead

We study the computational overhead associated with PAD. We first look into the complexity of the microaggregation
part. Let the size of the database ben, the dimension of the row bem, and the anonymity level be k . The microaggregation
complexity mainly comprises O(n2m) computations of distance values and the complexity of the clustering process
which is shown to be n(1 − 1/k) in the best case and (n/k − 1)(n/2 + k − 2) in the worst case [Domingo-Ferrer 2006].
Figure 12 demonstrates the computation time of microaggregation as a function of n,m and k . We can see that the
overhead is approximately quadratic in the database size and linear in the dimension of the row. In addition, changing
the anonymity level requirement does not affect the computational time significantly.
Manuscript submitted to ACM
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(a) Public (b) Pre-sanitized

(c) Public (d) Pre-sanitized

Fig. 11. The tradeoff between anonymity and information loss for data publication specialized for arrival and departure times.

Table 1. Correlation between the learned distances and the ground truth distances for different use cases. Correlation is measured in
terms of Pearson correlation coefficients. The correlation between the generic distance (i.e., Euclidean distance) and the ground truth
distance is also listed as a baseline. The Pearson correlation coefficients are calculated at anonymity level 4 and averaged over 5 MC
simulations.

Distance metrics Use cases
Lunchtime occupancy Peak hour energy usage Arrival time Departure time

Euclidean 0.32 0.64 0.41 0.39
Linear 0.95 0.93 0.34 0.36
Nonlinear 0.43 0.72 0.68 0.96
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(a) (b)

Fig. 12. Computational complexity of microaggregation.

The complexity of the deep metric learning step depends on the actual algorithm used for optimization and the
convergence criterion. Fig. 13 illustrates the relationship between computational time of metric learning and database
dimension. Adam is used for solving the optimization involved in the deep metric learning. Given a fixed number of
epochs (the number of times that the learning algorithm goes through the training data pairs), learning rate and batch
size, computational time associated with the metric learning part increases with the number of labeled data pairs and
the dimension of the data records. Moreover, the number of labeled pairs dominates the computational overhead of the
metric learning step.

Fig. 13. Computational overhead of the deep metric learning step.

8 FUTURE WORK

For future work, we aim to analyze the tradeoff between the multiple release of private datasets and the inherent privacy
vulnerabilities with regard to possible linkage and correlation attacks. This tradeoff is not particular to k-anonymity;
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indeed, it is a universal challenge for various privacy metrics. For instance, differential privacy also suffers from the
similar issue. The more queries the dataset answers, the worse the privacy guarantee is for a given utility tolerance (or
the worse the data utility is for a given privacy guarantee). Prior work [Dwork 2008] in differential privacy domain has
proposed to employ a privacy budget management module that constrains the number of queries allowed for a specific
user. Inspired by this, we can also control the number of sanitized versions that a data analyst can process in order
to prevent re-identification. This approach requires comprehensive modeling and analysis of the privacy leakage for
every sanitized version of a single database. Another potential solution is to introduce uncertainties into the published
data [Domingo-Ferrer and Soria-Comas 2016; Holohan et al. 2017]. For instance, Facebook has adopted a similar method
to answer the queries on its advertisement platform [Venkatadri et al. 2018]. Typical methods to introduce uncertainties
include rounding the entries in the dataset, adding noise, etc.

9 CONCLUSION

In this paper, we present an open-sourced data publication system, PAD, for protecting k-anonymity of time series data
collected in buildings. Particularly, PAD can achieve better data utility than traditional anonymization techniques. This
feat is achieved by customizing the data privatizing process to the potential data use. In order to tackle the scalability
issues with hard-coding different data uses and their corresponding optimized anonymization procedures, we propose
a simple protocol for data users to convey their diverse interests, i.e., the system provides a batch of data pairs and the
analyst labels the similarity of each data pair according to their interests. PAD can then learn a more context-aware
distance metric from the labeled data. We show through extensive experiments on real-world datasets that PAD can
better preserve the usefulness of the published data while proving privacy protection under a variety of use cases. By
proposing PAD we hope to revolutionize the way that CPSs’ datasets are published.
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accuracy Accuracy is the number of correct estimations made
as a ratio of all estimation made.. 27, 52

adaptive occupant behavior Adaptive occupant behavior is a category of occupant
behaviors with the goal of adapting (to) the indoor
environment and are activated by adaptive triggers
(e.g., opening windows due to increasing carbon
dioxide concentration)[19].. v, 6, 8, 10, 18

ARMSE ARMSE normalizes Root Mean Squared Error
(RMSE) to facilitates the comparison between
datasets or models with different temporal resolu-
tion. This normalization is achieved using the small
temporal resolution between compared models or
datasets.. xvi, 27

crowd-based occupant behavior Crowd-based occupant behavior implies considering
people as a crowd of humans rather than as individ-
uals. For example to detect the behavior of crowds,
such as, flocking [126, 21].. 10

DCount DCount is an occupancy estimation method pro-
posed in [168] for disaggregating accurate building-
level occupancy counts to obtain room or sub-level
occupancy counts using CO2 and Passive InfraRed
(PIR) sensors.. xv, 52, 55, 56, 57, 58, 78

dwell time Dwell time represents how long room occupancies
remain static to measure occupancy variability [40]..
27

energy informatics Energy Informatics (EI) covers the interdisciplinary
tasks of Information and Communications Technol-
ogys (ICTs), energy engineering and software engi-
neering to address energy challenges [? ]. v, vi, xvii,
3, 80, 255
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error Error is the accuracy of all estimated data and it sim-
ply represents the different between actual and esti-
mated values.. 27

exempt Exempt reviews implies that it not mandatory to
through the ethics or Insitutional Review Board
(IRB) review and approval process because they
pose minimal risk or no risk to occupants [33].. 9

expedited Expedited reviews are conducted for studies with
minimal risk. This may be conducted for new stud-
ies or previously authorized studies where slight
changes to the protocol are being requested [33].. 9

f1-score F1-score is the harmonic mean between Precision
and Recall and its value ranges from 0 to 1. It tells
you how a method is i.e how many instances it esti-
mate correctly as well as how robust it is i.e. it does
not miss a significant number of instances.. 27, 48,
77

first arrival time First arrival time is the estimated minus the moni-
tored first arrival time [76].. 27

full board Full board reviews are conducted for studies posing
risks greater minimal risk which may involve intru-
sive behavioral observations that identifies the per-
sonal information of occupants [33].. 9

last departure time Last departure time is the estimated minus the moni-
tored last departure time [76].. 27

MAPE MAPE is a measure of the prediction accuracy of
a forecasting method. It is derived from the sum
of the absolute differences between estimations and
actual values divided by the absolute value of the
actual value. This sum is then divided by the num-
ber of actual values in the dataset and subsequently
multiplied by 100%. . xvii, 27
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mean absolute error Mean Absolute Error (MAE) is the sum of the abso-
lute differences between estimations and actual val-
ues. This measure gives an idea of the magnitude
of an error, but with no idea of the direction.. xvii,
27, 255

minimal risk Minimal risk is defined in USA federal regulations
45 CFR 46.102(i) as follows: "the probability and
magnitude of harm or discomfort anticipated in the
proposed research are not greater, in and of them-
selves, than those ordinarily encountered in daily
life or during the performance of routine physical
or psychological examinations or tests".. 9, 255

miss time Miss time is defined as the total time when the home
is occupied but the temperature has not reached the
setpoint temperature [97].. 27

non-adaptive occupant behavior Non-adaptive occupant behavior is a category of occu-
pant behaviors that do not have the goal of adapting
(to) the indoor environment and are activated by
non-adaptive triggers (e.g., events based on sched-
ules) [19].. v, vii, 6, 10, 26

NRMSE NRMSE normalizes RMSE to facilitates the com-
parison between datasets or models with different
scales. This normalization can be achieved using
the mean or range of the measured data.. xvii, 27

number of transition Number of transition represents the estimated num-
ber of daily occupied-to-vacant transitions minus
the monitored number of daily occupied-to-vacant
transitions [76].. 27

occupancy state matching Occupancy state matching represents the fraction of
intervals involving false state estimates and there-
fore captures the mismatch between the estimated
and monitored occupancy states on a daily basis
[76].. 27

occupancy duration Occupancy duration represents the difference be-
tween the estimated and monitored daily presence
duration. This is derived by counting the number
of occupied intervals [76].. 27
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OBSS Occupant behavior sensing and estimation systems are
systems that measure, estimate, model and predict
occupancy behavior based on inputs from pervasive
sensing infrastructures [21].. xvii, 6, 7, 9, 13, 35

PAD PAD is a Privacy Preserving Data Publishing
(PPDP) framework proposed in [208] for protecting
anonymity in publishing building related datasets
and for preserving data utility.. v, vi, 66, 67, 68, 69,
71, 72, 79

PLCount PLCount is an occupancy estimation method pro-
posed in [38] for estimating the count of occupants
obtained in the past.. v, vi, 36, 37, 40, 56, 77, 78, 81

precision Precision is the number of correct positive results di-
vided by the number of positive results estimated
by a method.. 27, 52, 255

PreCount PreCount is an occupancy estimation method [114]
for correcting and estimating real-time occupancy
counts.. v, vi, 37, 41

PreHeat PreHeat is an occupancy prediction method pro-
posed in [152] for predicting the presence of occu-
pants.. 44, 45, 47, 48, 77

recall Recall is the number of correct positive results di-
vided by the number of all relevant samples i.e. all
samples that should have been identified as posi-
tive.. 27, 255

r squared R2 metric highlights the goodness of fit of a set of
estimated values to the actual values. This goodness
of fit value lies between 0 and 1 and it represents no-
fit and perfect fit respectively.. 27

RMSE RMSE is the standard deviation of estimation er-
rors. The estimation error represents the difference
between estimated and measure vales.. xviii, 27, 255
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TherMl TherMl is an occupancy prediction method pro-
posed in [115] for forecasting the presence and lo-
cation of occupants.. 44

tolerance Tolerance measures the tolerated error between the
estimated and the actual occupancy to enable a do-
main application [108].. 27

transition error Transition error is a measure the error per transi-
tion rate, where transition rate represents the rate
at which people enter and exit a space [38].. 27, 60
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