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Finger Joint Detection Vision Algorithm for
Autonomous Rheumatoid Ultrasound Scan

Nikolaj Iversen1, Søren Andreas Just2, and Thiusius Rajeeth Savarimuthu1

1 University of Southern Denmark
2 Odense University Hospital

Abstract. The use of ultrasound scanning in rheumatology has been
shown to be a sensitive and specific modality for assessing joint disease.
It is used for both detection of early signs of disease and determination
of arthritis activity in established disease. In order to improve the moni-
toring and treatment of arthritis patients, an automated system to scan
the joints of the wrist and hand is developed. In this paper, a vision al-
gorithm used to locate the joints from a camera is proposed. The joints
are found by using a global approach combined with a geometric analysis
of the image. The algorithm is used on a platform where a robot arm
can move an ultrasound probe to the joints. The overall detection rate
is 94.2% with the majority of variance found along the finger.

Keywords: Computer Vision, Finger Joint Detection, Ultrasound, Rheuma-
tioid Arthritis, Medical Robot

1 Introduction

Rheumatoid arthritis (RA) is a chronic inflammatory disease primarily affecting
the joints of the hand, wrist and feet[1]. Uncontrolled active disease causes joint
damage, disability and decreased quality of life for the patient. The cardinal
symptom of active disease is synovitis, an inflammation of the joint, which can
cause structural damage to both the joints cartilage and bone components.

Ultrasound examination of the joints has been shown to be a sensitive and
specific method for both detecting signs of early disease and evaluate arthritis
activity in established disease[2]. Further ultrasound scans are non-invasive and
do not use radiation[3].

The use of ultrasound in evaluating arthritis activity has been standardized[5,
4, 6].This is done by using both the B-mode and the Power Doppler ultrasound-
settings when performing the scanning.This method gives an overall synovitis
score of 0-6 for each joint scanned, where 0 is no activity and 6 is severe disease
activity[5].

However, studies have shown that ultrasound scanning is operator depen-
dent with a moderate to good interobserver reliability [7, 8]. This variability in
scanning results can potentially affect the monitoring of disease progression. We
want to develop a platform for automated ultrasound scanning of the wrist,
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metacarpo-phalangeal (MCP) and proximal interphalangeal (PIP) joints, fol-
lowed by automated interpretation of disease activity. The system is to be used
for both detection of early joint disease and help the doctor in monitoring the
progress of patients with established disease.

The platform we propose consist of a robot holding an ultrasound probe suit-
able for scanning of the wrist and fingers. An image of the platform can be seen
in figure 1. Furthermore, the platform includes one stereo camera for detecting
features of the patient’s hand and a Leap motion sensor used for tracking mo-
tion of the hand. A classical think-then-act system where the detection gives an
initial estimate, then the robot moves to the position is used.

The platform is built on a 120x80cm table. The platform can be seen in figure
1. The stereo camera, as seen in figure 1a, is faced down towards the hand of the
patient who sits at the table. A robot arm (1b), is equipped with an ultrasound
probe (1c). A GE ML6-15-D ultrasound probe is used to scan the fingers and
wrist. The probe has a footprint of 58 by 13mm and is oriented to follow the
orientation of the finger for measurements.

In this paper, a vision algorithm to detect the finger joints for this platform
is implemented. The vision algorithm locates the position of the MCP and PIP
joints on the hand. Using stereo vision, the position of the finger joints and hand
location can be found in relation to the base of the robot and be used as a
starting point for the navigation of the ultrasound probe. Only a single hand
can be within the view of both camera frames. The square marked at figure 1d
marks the detection area. The detection area is limited by the proximity of the
camera.

The requirements for the finger joint detection algorithm is limited by the
ability for the robot to reach the joint and the scanning area of the ultrasound
probe. The vision algorithm must be precise enough to guide the robot to the
joint and target the ultrasound probe within the scanning area as an initial state
of the scanning procedure. Once the robot is between the hand and the camera,
a Leap Motion (LM) sensor tracks the movement (1e). The initial estimate of
the joint can then be improved upon using force feedback (1f), learned search-
patterns and the ultrasound imaging as feedback.

2 Related Work

Other Projects which uses robots to perform ultrasound scans have used a re-
mote control paradigm [9, 10]. In such scenarios, a doctor would perform the
ultrasound scan from a different location and have a nurse or paramedic to aid
with the ultrasound scan on the patients end. The all movements of the robot
are controlled by the doctor. This allows for a broader spectrum of applications
as the ultrasound robot is only limited by the kinematics and the training of
the doctor. It does not automate the task and thus it serves better as a tool
for unexpected situations where a patient cannot travel to the expert. A fully
automated system serves better for routine checkups of large number of patients
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Fig. 1: Image of the platform. The camera (a) detects joints in hands placed in
the detection area (d). The robot arm (b) creates contact with the hand and
the ultrasound probe (c), using the force torque sensor (f) to find the correct
pressure. Any movement the hand makes during scans is picked up by the Leap
Motion sensor (e).

with a chronic disease such as rheumatoid arthritis. This can reduce the cost
and increase capacity of the hospitals.

Hand segmentation has been explored with different aims. In [11], the aim is
to find the shape of the hand in order translate sign language. Several methods
for this is compared in [12]. For the robot platform, the problem of detecting the
hand is much simpler and is a matter of background segmentation. The gesture
or pose of the hand is not varying between images and any variation hereof would
complicate the ultrasound scan of the hand. For the ultrasound application, a
full model of the hand is needed in order to plan the robot motion towards the
joint.

A commercial sensor, the LM controller, is a 3d sensor which uses proprietary
software to track and provide hand poses and a model of the hand. The LM
sensor is used to compare results with the vision algorithm and as a way to
track the movement when the robot moves between the hand and the camera.
Using a stereo camera provided several benefits over the LM sensor as the main
way of tracking the hand. The vision algorithm can detect the joints based on a
single image frame where the Leap Motion detector improves the model of the
hand during movement. This design is useful when using it as a game controller,
but for the ultrasound application, the hand is expected to be kept in a single
position.



4 N. Iversen et al.

For background segmentation, the rate of change from the current image to
the background is used to separate the hand. In [13], is a more detailed back-
ground analysis used. By using the gradient of change in the image, areas can
be grouped together which can give a better separation of objects in the image.
Another segmentation would be to detect skin colour [14]. Colour segmentation
is heavily influenced by the lighting of the scene and is therefore rejected as the
platform can be moved so there is no way to control this variable. The rate of
change as shown in equation (1) was enough to separate the background. This
method is faster than the method proposed in [13]. An even faster method of
background segmentation is using differential frames [15]. Using a direct sub-
traction performs worse in images with poor lighting as distinguishing between
shades on the background and darker skin colours give similar results. This
method was therefore rejected.

C(u, v) =

{
Cau,v, if

Cau,v

Cbu,v
> t

0, otherwise
(1)

Where Ca and Cb are the colour channels of image a and image b and t is an
uncertainty threshold. The pixel positions within the image are labeled u and
v. By storing an old image of when no hand is detected, the image b will be
the dark background which needs to be eliminated. If image a contains a hand,
the pixel values will increase and thus keep those pixels. The image can then be
turned into greyscale with a summation of the channels.

3 Finger Joint Detection Algorithm

The proposed vision algorithm finds the position of the joints in a single image.
When a hand is placed on the table, the positions of the joints can be detected.
The detection is used as the setup of the robot motion planning. During the
initialisation, the patient adjusts the position of the hand and only when several
consecutive detections yield the same position of the joints, the robot will move
to perform the scan. Given the constraints of the platform, the hand can be
placed anywhere within a 22x28cm working area.

The algorithm contains four stages, pre-processing, area and center detection,
joint detection and verification.

An overview of the algorithm can be seen in figure 2.

Pre-process image.

Calculate COM and rotation.

Find finger tips / gaps between fingers.

Verify the joints match the model.

Fig. 2: The 4 stages in the algorithm.
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The pre-processing uses background segmentation to separate the background
from the current image. In figure 3a is an example of an input image shown. The
image is processed by removing background features of the image. Instead of
looking at the differential frames, the rate of change is used instead. This allows
changes in the image to be segmented from the background. The edges in the
segmented images is used to form a contour of the hand. Due to noise, the edges
might not form a perfect contour of the hand, so a median filter is used to re-
move any gaps in the hand. This median filter is optimized to only run in the
dark areas near the hand. The result of the background segmentation can be
seen in figure 3b. In order to remove noise, the area where the hand is located
is detected as seen in figure 3c.

(a) Original. (b) Segmentation. (c) Hand area.

Fig. 3: The input image 3a is processed and areas with low change are set to
black. In 3b is the cropped grayscale result of this pre-processing. The large
coherent objects left in the scene is gathered to the hand area in 3c.

The detection is initiated when an object, the hand, enters the field of view
of the camera. This will introduce a change in the image over as described by
equation 1. Large objects in the image are assumed to be hands entering the
scanning area and will start the further processing of the image. Other objects
in the scene will fail the verification if the shape does not resemble a hand. When
the area of the hand is found, shadows between the fingers can be either counted
as part of the hand or part of the background. The gaps between the fingers
are processed further by analyzing this area. Once the gaps between the fingers
are found, the gaps are extended along the fingers to separate the fingers. The
center of the hand is estimated and the rotation of the hand is found by using
PCA. The pixel candidates for the fingertips can be found using convex hull of
the hand as seen in figure 4a.

The fingertips are found by rotating these points around the coordinate sys-
tem which was found using the eigenvectors of the PCA as shown in figure 4b.
The greatest variance will be along the axis of the arm and the middle finger.
The second greatest variance can be used to find the thumb and thus detect
which hand is being detected. Once the hand is detected, the ordering of the
fingers can be detected. The gaps between the fingers are detected in order to
determine length and orientation of the finger. The gaps between the fingers can
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(a) Extremas. (b) Finger tips. (c) Gaps between fingers.

Fig. 4: In order to identify the fingers, the extremes in 4a is reduced to the green
dots fingertips in 4b. The green dots in 4c show the corresponding gaps which
are found along the edge of the hand.

be found using a breadth-first search along the edge of the hand. The gaps have
been drawn in figure 4c.

(a) Finger vector. (b) Detected joints.

Fig. 5: Results from the algorithm. A vector along the finger is estimated in 5a
with the joints found along this vector in 5b. This stage includes verification of
the estimations which can lead to a rejection.

Each finger is described as a vector which originates from the tip of the finger
and is oriented between the gaps on either side of the finger. Such a vector can be
seen in figure 5a. When the fingers are evenly spread, the distance between the
gaps and the center of the hand becomes equal, making it possible to detect if a
gap is detected too far away from the assumed position. If the fingertips or the
gaps between the fingers are not correctly detected, the detection will fail. The
length of the fingers is then estimated as the length from the tip of the finger to
the gap. The proportions of the finger bones are close to identical on different
hands[16]. Using this, the joints can be found at the proportional position along
the vector of the finger.

While index through the little finger cannot bend sideways from the finger
vector, the thumb can. An improved model is therefore used for the thumb which
estimates the center of the finger along the original finger vector. Finding the
center of the finger within the finger is done by maximizing the distance to edges
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across the finger and searching along the finger. The original finger vector is used
as the initial approximation for the improved model. When the center is searched
for within the hand, the distance to an edge of the finger becomes too great. By
using the same finger width as detected inside the finger, the improved model
will follow the edge of the hand which gives a better estimate of the MCP of the
thumb.

Once the positions of the joints are estimated, the model can be evaluated.
The orientation of the finger vector must make geometrical sense as the MCP
joints cannot be overlapping and no joint can be outside the hand area. By
disproving the detection of the joints, the detection can be rejected. If a part of
the algorithm fails, the detection can also stop without progressing to the parts
that depend on previous results. Because the detection is happening on human
hands, the detection can be assisted by the person being scanned. If the hand is
placed out of the camera view, the person can be instructed to move the hand.
Giving the patient visual feedback to what the camera can see and information
on when the hand is detected, the patient can adjust and find the compromise
between a natural and relaxing position and a position where the hand can be
detected.

The last stages verifies the joints fit the a model of the joints. Several features
are extracted. Distance to center, distance between joints, whether the joints
are inside the hand, if the fingers overlap, if the finger lengths have the right
proportions are gathered to find a model to see if the detection should be rejected.
If the detection is rejected, no joints are returned.

No prior or external knowledge is used on the detection. In order to determine
actions based on the detection, the platform will detect on both images. If the
detection is valid on both images stereopsis can be used to find the position
of the joint in relation to the table. Should the hand lie in a position where
the detection is not accurate, the results from the detection can vary from one
image to another. Using the detected position, any such errors will be perceived
as movement and the planning system will not engage. The platform waits for
the expected hand to be placed on the table. When the hand is detected, a
timer is started to see if the hand is removed or there is movement. If movement
occurs, the timer will reset, making the patient adjust the hand to increase the
chance of a good detection.

4 Results

The proposed vision algorithm is tested on speed and accuracy. In order to
measure the accuracy, a dataset is created and manually labeled to get ground
truth data. This data consists of 26 subjects providing 15 images of each hand,
giving an image library of 780 images. The image set contains variance from
different hands as seen among the examples of input images. Examples from the
dataset in figure 6. During the testing of the algorithm, the rejection phase is
turned off. This allows the faulty detections to be included as a false positive
result.
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Fig. 6: Example of input images from different datasets. The variation within
the dataset includes different positions and rotations of the hand with both left
and right hands used.

The speed of the algorithm is measured by timing the steps of the algorithm
in the system. The vision algorithm runs in real-time when the robot is not
occluding the hand. The timing of the algorithm is tested on a i7-6700 CPU and
with a Point Grey Bumblebee 2 BB2-08S2C-60 stereo camera. In table 1 shows
the mean and variance of the of timing for the algorithm when used on these
images.

The average width of a finger is measured to be 58.4 pixels with the test
setup. An error rate higher than 30 pixels is therefore viewed as outside the
finger. To measure the accuracy, the ground truth is set and several types of
errors are measured. To obtain the ground truth data, each image is manually
labeled as to where the perceived centers of the joints are located. The errors
are measured in pixels according and measured in three directions as shown in
figure 7. The error d is the euclidian distance between the measured and the real
data. The h and w represents the error along the finger vector. The height, h, is
used to detect how much the joint is in the center of the finger. The width, w,
is used to detect if the proportion model of the fingers is correct.

The accumulated error of the different types are shown in figure 8. As the
total error, d, is dependent on the w and h errors, these are analysed further.



Finger Joint Detection Algorithm for Automated RA US Scan 9

Table 1: Timing of the vision algorithm. The detected column show the timing
of the algorithm when the hand is stationary, and the moving column show the
timing when the hand is being waved in front of the camera to create motion
blur and scenarios where part of the hand is visible.

mean [ms] std dev.
Detected Moving Detected Moving

Pre-processing 21.27217 21.37337 4.4238 4.30681
COM and rotation 36.77519 35.45741 6.24108 5.1909
Finger tips / gaps 0.86063 0.59683 0.21922 0.54077
Total 58.90798 57.42761 8.67004 7.21514

d
h

wdetected

ground truth

Fig. 7: The types of errors measured. The longest line represents the finger vector
as detected. The red and the green dot represents the measured and the real
position of the joint. The d error is the direct discrepancy between the points,
where w describes the error along the finger and the h error describes the error
across the finger. As the finger vector is obtained by the algorithm instead of
manually labelled, the w and h values will not be directly along or across the
finger.

In figure 9 and 10 is the w and h errors for all joints shown, grouped into bins
of 5 pixels. All detections where the error exceeds 30 pixels are grouped together
and viewed as failures of the algorithm. The percentages of the distribution is
shown.

5 Discussion

By splitting the errors of the system into h and w error terms, the different causes
of the errors can be highlighted and addressed individually. The pixel value is
used as it is directly measurable. The average width of a finger was measured
to be 58.4 pixels in the setup. The finger width was measured as the width of
the finger at the PIP joint for all fingers. The error should scale with the width
of the fingers as more than half a finger width in one direction could mean the
robot is measuring next to the finger. By reducing the resolution of the images
to bins of 5 pixels, the population of each bin can be interpreted individually.
An error of 0 − 5 pixels is viewed as a good estimate and an error of 30 pixels
or more is considered unusable.

The overall detection rate of the finger joint detection algorithm is 92.6%. The
combined error will always be larger than the w and h directions can describe.
By inspecting the w errors separated by specific joint from figure 9, it can be
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Fig. 8: The total error distribution based on type of error. The accumulated
percentage of joints with the pixel distance to ground truth in bins of 5 pixels
is shown.

seen the PIP joints impact the position of the MCP joints. The length of the
fingers is estimated based on the assumed correct detection of fingertips and gaps
between fingers. If the estimate for the length of the fingers is wrong, both joints
on that finger will be moved. The MCP position is further away, which means
the impact is bigger. If the estimates of the proportions are wrong for a specific
hand, all images of that hand will have an offset. The worst approximations are
the models MCP joints. For the thumb, index and little finger, 7.8− 7.5% of the
detected joints are more than 30 pixels away. By orienting the ultrasound probe
along the finger, the h error must be minimized as too great an error would
cause the robot to miss the finger. The probe is 4.45 times longer along the w
error and a larger w error can be tolerated.

The h error contains less variance as shown in figure 10. Given the finger
is simplified to a straight line, the center of the finger the center of the finger
is a good estimate. The thumb MCP joint has the highest failure rate with a
rejected population of 3.3%. The remaining joints have a rejected population of
less than 2.2%. The directed BFS used along the edge might also be inadequate
as the thumb can arch in such a way that it finds local minima before the desired
point. This will cause a wrong direction to be estimated for the finger vector.
The improved model is based on the finger vector, so a new algorithm is needed
to give better estimates of the MCP joint of the thumb. The current method
will fail for the thumb if the detection if the gaps are not correctly detected. By
adding this criterion to the verification algorithm, these images can be rejected.
In order to accurately detect fingers that fall into the edge cases need a more
detailed analysis to find an accurate position of the joints. Using several images,
a better position of the joints can be obtained. As the position contains the
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Fig. 9: The w error distribution. The percentage of joints with the pixel distance
to ground truth in bins of 5 pixels is shown. The last column show the failure
rate of the specific joint.

largest variance along the finger, the errors are likely to be within the finger or
have a large offset. As the processing of the images is done while the hand is in
the scene, several images can be used to remove false positive detections.

The timing of the algorithm is tested with the verification turned on. Motion
blur on the input images is a concern as the algorithm handle hands entering
and exiting the field of view. The timing of the algorithm does not increase with
motion blur in the image. Some images with motion blur can provide accurate
results as the features within the hand is not used. If the motion blur melds
fingers together, the algorithm cannot estimate a correct position of the joints.
This might lead to the algorithm exit prematurely, which accounts for a decrease
in the time to run the algorithm. The timing of the algorithm allows the platform
to detect with 15 frames per second, but a lower frequency is used to ensure a
real-time performance of the system. As the timing of the algorithm is heavily
dependant on the processor and the resolution of the images, it is important at
looking at which parts take how much time. The calculation of the center and
the rotation of the hand is an expensive operation as it consists of 62% of the
runtime. This can be optimized. The detection of the joints consists of 1.5% of
the runtime which indicates the geometric approach have the potential to be
efficient.
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Fig. 10: The h error distribution. The percentage of joints with the pixel distance
to ground truth in bins of 5 pixels is shown. The last column show the failure
rate of the specific joint.

6 Conclusion

A vision algorithm to detect the PIP and MCP joints of a hand is proposed.
The algorithm uses geometrical shape of the hand to identify the fingers and the
proportions of the bones to detect each joint of the finger. The overall detection
rate of the finger joint detection algorithm is 94.2%. When splitting up the
results into individual joints, the MCP joints have a worse performance than
the PIP joints. The MCP joint of the thumb have the worst performance with
a 92.4% success rate of finding each individual joint within 30 pixels, which
equates to half a finger width along the finger. Across the finger, this improves
to a 96.7%. When combining several consecutive results, a robot arm can, by
using the proposed method to find the positions of the joints, move to the joint
and start scanning the joints with an ultrasound probe.
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