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Abstract. Data mining methods for outlier detection are usually based
on non-parametric density estimates in various variations. Here we argue
for the use of local intrinsic dimensionality as a measure of outlierness
and demonstrate empirically that it is a meaningful alternative and com-
plement to classic methods.
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1 Introduction

The classic statistics literature on outlier detection provides some definitions of
outliers as follows:

“The intuitive definition of an outlier would be ‘an observation which
deviates so much from other observations as to arouse suspicions that it
was generated by a different mechanism’.” – Hawkins [20]

“An outlying observation, or ‘outlier,’ is one that appears to deviate
markedly from other members of the sample in which it occurs.” –
Grubbs [17]

“an observation (or subset of observations) which appears to be incon-
sistent with the remainder of that set of data” – Barnett & Lewis [5]

These classic albeit rather informal definitions of outlierness based on vague
descriptions like “arouse suspicions”, “appear to deviate”, or “appear to be in-
consistent” highlight that outlierness is a rather inexact property. Consequently,
there are many different techniques to identify outliers. However, most of them
are based on some notion of likelihood, typically based on the probability density



distribution that is estimated locally from the data sample at hand. Potential
outliers are then those objects located in less dense areas of some dataset, be it
on an absolute (global) or a relative (local) scale.

The local intrinsic dimensionality (LID) can be seen as a different approach
to capture the “inconsistency” of outliers, not being based on the density distri-
bution in the dataset but rather on the distribution of distances. Although both
views are related, LID is a genuinely different technique to capture outlierness.
In this paper, we argue theoretically and practically for the usefulness of local
intrinsic dimensionality as a measure for outlierness.

In the remainder, we survey related work regarding outlier detection, (lo-
cal) intrinsic dimensionality, and the estimation of local intrinsic dimensionality
(Section 2), we present some arguments for the relation between local intrinsic
dimensionality and outlierness (Section 3), and we present an empirical evalua-
tion of the suitability of local intrinsic dimensionality as a measure of outlierness
(Section 4). We conclude with perspectives for future research (Section 5).

2 Related Work

2.1 Outlier Detection

Many outlier detection methods are available in the literature. They differ in
the way they model and identify outliers and, thus, in the assumptions they,
implicitly or explicitly, rely on.

Statistical methods for outlier detection (also: outlier identification or re-
jection) are typically based on assumptions on the nature of the distributions
of objects. The classical textbook of Barnett and Lewis [5] discusses numerous
tests for different distributions. These tests are optimized for each distribution,
depending on the specific parameters of the corresponding distribution, the num-
ber of expected outliers, and the location where to expect an outlier. Various
statistical techniques have been discussed by Rousseeuw and Hubert [52].

The first database-oriented approach by Knorr and Ng [37] was inspired by
a statistical model but approaches the problem as non-parametric learning, i.e.,
not assuming specific data distributions. Their method performs local density
estimates, counting the number of objects within an ε-range around each point.
Points with too small neighborhoods (as given by the ε threshold) are qualified
as outliers (i.e., the local density is too low). Instead of ε ranges, the k-nearest
neighbor outlier model [50] uses the distances to the kth nearest neighbor (kNN)
of each object to rank the objects. As a variant, the sum of distances to all points
within the set of k nearest neighbors (called the “weight”) has been used as an
outlier degree [4].

The so-called “local” approaches consider ratios between the local density
around an object and the local density around its neighboring objects, starting
with the seminal LOF [7] algorithm, based on the idea that “normal” density
may be different in different regions of the dataset. Many variants adapted the
original LOF idea in different aspects [57].



A common source of variation is the definition of neighborhoods using, e.g.,
approximations [48, 61, 13, 58], ‘connectivity’ [60], clusters [9], or reverse neigh-
borhoods [34, 19, 49]. LOCI [47] uses ε-neighborhoods rather than kNN and in-
tegrates over varying ε values.

Other methods vary the way local estimates are put in relation to each other
(model) or the way, the density is actually estimated. LDOF [62] considers the
average pairwise distances within the set of k nearest neighbors. LoOP [38]
puts the focus on a probabilistic interpretation of outlier scores. LDF [42] and
KDEOS [56] redefine the density estimation as a kernel density estimator. Angle-
based outlier detection (ABOD) [40] assesses the variance of pairwise angles
between all triples of points.

Many of these methods have been evaluated by Campos et al. [10], along
with a study of 23 base datasets in various variants, resulting in more than 1000
different datasets. We will compare local intrinsic dimensionality as an outlier
estimator against these benchmark results that are available online.4

2.2 Local Intrinsic Dimensionality

Over the past decades, many characterizations of intrinsic dimensionality have
been proposed. The earliest theoretical measures of ID, such as the classical
Hausdorff dimension, associate a non-negative real number to sets in terms of
their covering or packing properties with respect to an underlying metric space
(for a general reference, see [14]). These theoretical measures have served as
the foundation of practical methods for finite data samples that estimate ID
in various ways: from the space-filling capacity or self-similarity properties of
the data [8, 16, 18], as the basis dimension of the tangent space of a data man-
ifold from local samples (see for example [53]); as a byproduct when determin-
ing lower-dimensional projective spaces or approximating surfaces (such as with
principal component analysis [35]); or in parametric modeling and estimation of
distribution [41, 43].

Classical expansion models of dimensionality, such as the expansion dimen-
sion, quantify the ID in the vicinity of a point of interest in the data domain,
by assessing the rate of growth in the number of data objects encountered as
the distance from the point increases. Expansion models take their motivation
from the observation that in many metric spaces (including Euclidean space),
the volume of an m-dimensional ball grows proportionally to rm as its radius
is scaled by a factor of r. From this rate of volume growth with distance, the
dimension m can be deduced as:

V2
V1

=

(
r2
r1

)m
⇒ m =

ln(V2/V1)

ln(r2/r1)
. (1)

This expression of dimension in terms of the radius and volume of a neighborhood
ball is exploited by classical expansion models, by treating the number of data
points captured by a ball as a proxy for its volume [26, 36, 53, 46].
4 http://www.dbs.ifi.lmu.de/research/outlier-evaluation



More recently, a distributional form of intrinsic dimensional modeling was
proposed, the Local Intrinsic Dimensionality (LID) [23, 24] in which the volume
of a ball of radius r is taken to be the probability measure associated with its
interior, denoted by F (r). The function F can be regarded as the cumulative
distribution function (cdf) of an underlying distribution of distances. Adapting
Equation 1, intrinsic dimensionality can then be modeled as a function of the
distance r, by letting the radii of the two balls be r1 = r and r2 = (1 + ε)r, and
letting ε→ 0. The following definition (as stated in [24]) generalizes this notion
even further, to any real-valued function that is non-zero in the vicinity of r 6= 0.

Definition 1 ([24]). Let F be a real-valued function that is non-zero over some
open interval containing r ∈ R, r 6= 0. The intrinsic dimensionality of F at r is
defined as follows whenever the limit exists:

IntrDimF (r) , lim
ε→0

ln (F ((1+ε)r)/F (r))

ln ((1+ε)r/r)
= lim

ε→0

ln (F ((1+ε)r)/F (r))

ln(1+ε)
.

Under the same assumptions on F , where F (r) is associated with the proba-
bility of a random distance variable being less than r, the definition of LID can
be shown to be equivalent to a notion of indiscriminability of the distance mea-
sure. More precisely, if F is discriminative at a given distance r, then expanding
the distance by some small factor should incur a small increase in probability
measure as a proportion of the value of F (r). Conversely, if F is indiscrimina-
tive at distance r, then the proportional increase in probability measure would
be large. Accordingly, the indiscriminability of the distance variable is defined
as the limit of the ratio of two quantities: the proportional rate of increase of
probability measure, and the proportional rate of increase in distance.

Definition 2 ([24]). Let F be a real-valued function that is non-zero over some
open interval containing r ∈ R, r 6= 0. The indiscriminability of F at r is defined
as follows whenever the limit exists:

InDiscrF (r) , lim
ε→0

[
F ((1+ε)r)− F (r)

F (r)

/
(1+ε)r − r

r

]
= lim
ε→0

F ((1+ε)r)− F (r)
ε · F (r)

.

When F satisfies certain smoothness conditions in the vicinity of r, its in-
trinsic dimensionality and indiscriminability have been shown to be identical:

Theorem 1 ([24]). Let F be a real-valued function that is non-zero over some
open interval containing r ∈ R, r 6= 0. If F is continuously differentiable at r,
then

IDF (r) ,
r · F ′(r)
F (r)

= IntrDimF (r) = InDiscrF (r).

As a way of characterizing the local intrinsic dimensionality in the vicinity
of x in a way that does not depend on distance, we are interested in the limit
of IDF (r) as r tends to 0. For convenience, for non-zero distances r we refer to
IDF (r) as the indiscriminability of F at distance r, and to ID∗F , limr→0 IDF (r)
as the local intrinsic dimension of F .



Let x be any reference location within a data domain D equipped with a
distance measure d. To any point y ∈ D we can associate the distance r =
d(x,y); in this way, any global data distribution over D induces a local distance
distribution with respect to x. Given a sample of n points drawn from the global
distribution, the cdf of the local distance distribution can be represented as a
function F as described above. Given a neighborhood radius r, the expected
number of points from a sample of size n that lie within the neighborhood is
simply n · F (r). Conversely, the k-nearest neighbor distance within a sample of
n points is an estimate of the distance value r for which F (r) = k/n. If F is
smooth, k is fixed, and n is allowed to tend to infinity, the indiscriminability of F
at the k-nearest neighbor distance tends to the local intrinsic dimension. The
local intrinsic dimension can thus serve to characterize the degree of difficulty
in performing similarity-based operations within query neighborhoods using the
underlying distance measure, asymptotically as the sample size (that is, the
dataset size) scales to infinity.

In the ideal case where the data in the vicinity of x is distributed uniformly
within a submanifold in D, ID∗F would equal the dimension of the submanifold;
however, in general these distributions are not ideal, the manifold model of data
does not perfectly apply, and ID∗F is not necessarily an integer. Nevertheless, the
local intrinsic dimensionality would give a rough indication of the dimension of
the submanifold containing x that would best fit the data distribution in the
vicinity of x. We refer readers to [24, 25] for details concerning the LID model.

2.3 Estimators of Local Intrinsic Dimensionality

A strong connection has been shown between local intrinsic dimensionality and
the scale parameter of the generalized Pareto distribution [2], and to the index of
regularly varying functions in the Karamata representation from extreme value
theory [24]. In [2], an extreme-value-theoretic framework was used to derive
several estimators of ID∗F , using the techniques of maximum likelihood estimation
(MLE), the method of moments, and probability weighted moments. The MLE
estimator derived for LID was shown to coincide with the classical Hill estimator
developed within the extreme value theory research community [22]:

ÎD
∗
F = −

(1
k

∑k

i=1
log

ri
rk

)−1
, (2)

where (ri| 1 ≤ i ≤ k) is a sample of k distance measurements associated with
a k-nearest neighbor set, taken in non-decreasing order. In addition, a family
of estimators was also derived using the theory of regularly varying functions,
three special cases of which coincided with two discrete expansion-based models
of intrinsic dimensionality — the Generalized Expansion Dimension (GED) [26],
and a special case of the MiND family of estimators [53] — as well as a third
that tended to the MLE/Hill estimator as the sample size k tends to infinity.

In [2], an experimental study was conducted on the aforementioned estima-
tors of LID, as well as several other measures of intrinsic dimensionality, both



local and global: principal component analysis (PCA) [35], the correlation dimen-
sion [8, 21, 59], methods based on nearest-neighbor graphs [12], and MiND [53].
The experiments generally found that the local estimators of intrinsic dimension-
ality were better at identifying the intrinsic dimensionality of artificial datasets
generated on non-linear (curved) manifolds, as compared to global methods.
Amongst the local estimators tested, the performance of the various estimators
was comparable, with the Hill/MLE estimator achieving a slightly better trade-
off between convergence and bias. For this reason, in all our experimentation we
chose to implement the estimation of LID using an aggregated variant of the Hill
estimator proposed for smaller neighborhood sizes, due to Huisman et al. [33].

The expansion models of intrinsic dimensionality were originally conceived for
the analysis of the performance of indexing techniques [6, 32, 36]. More recently,
estimators of LID (and in particular, the Hill estimator) have been shown to
be practically effective in guiding the runtime decisions of applications of sim-
ilarity search, machine learning, and data mining. Examples of these include:
effective early termination of similarity search using runtime tests based on in-
trinsic dimensionality [11, 27–30]; guiding the local sparsification of features con-
currently with similarity graph construction [31]; the analysis of non-functional
dependencies among data features [51]; a theoretical analysis of the effect of ad-
versarial perturbation on classification [1] and a practical deep neural network
detection method for adversarial examples [44]; and a deep neural network clas-
sification strategy that monitors the dimensionality of subspaces during training
and adapts the loss function so as to limit overfitting [45].

Expansion models of dimensionality hold an advantage over parametric mod-
els in that they require no explicit knowledge of the underlying global data dis-
tribution. They also have the advantage of computational efficiency: as they
require only an ordered list of the neighborhood distance values, no expensive
vector or matrix operations are required for the computation of estimates. Al-
though the Hill estimator typically requires on the order of 100 neighborhood
samples for convergence [2], smaller samples (even on the order of 10) have nev-
ertheless been shown to provide useful information in the context of deep neural
network classification [44, 45].

3 Local Intrinsic Dimensionality and Outlierness

As discussed in Section 2.1, outlierness is often assessed in terms of local den-
sity; in particular, the popular LOF algorithm and its variants contrast the local
density in the vicinity of a test point to the density at its neighbors. In [24] it
was shown that fluctuations in density can be understood in terms of variation
in the LID across the data domain. In the ideal situation where the domain
is a submanifold, and the data distribution is uniform, the value of ID∗F taken
at any point in the relative interior of the submanifold would be the same —
the dimension of the submanifold itself. However, when the distribution is not
uniform, changes in density can be revealed by changes in the local intrinsic
dimension. In [24], this was investigated in terms of a second-order theory of in-



trinsic dimensionality, which has its analogue in a second-order theory of extreme
values originally developed to account for the rate of convergence of estimators
of extreme-value-theoretic parameters. Although second-order LID can theoret-
ically reveal changes in growth rates, estimation of these parameters within the
context of second-order extreme value theory does not appear to be practical: no
closed-form estimators are known, and many thousands of samples are required
for the convergence of the non-closed-form estimators that do exist [15].

A second argument for the relationship between density, outlierness and local
intrinsic dimensionality can be made, based on the a precise theoretical charac-
terization of distance distributions in terms of LID; although proven from first
principles in [24], it is a somewhat sharper statement of the classical Karamata
representation theorem from extreme value theory, within the context of smooth
distance distributions. Interpreted asymptotically as the neighborhood radii tend
to zero, it essentially states that the relationship between the sizes and radii of
two concentric neighborhood samples is ultimately governed by the intrinsic di-
mensionality. Informally, the relationship can be stated as follows (for the precise
statement, please see [24]):

F (r2)

F (r1)
≈
(r2
r1

)ID∗
F

. (3)

Clearly, knowledge of ID∗F , either through modeling or through estimation, re-
veals relationships among the expected sizes and radii of neighborhoods around
points of interests — the same information used in many if not most of the
state-of-the-art outlier detection methods. In this paper, rather than designing
specific tests for outlier detection in terms of LID, our goal is to establish that
a straightforward use of LID estimates — even with the bias and variation that
are associated with parameter estimation — can reveal outlierness in a manner
that is competitive with the state of the art. Since the LID model makes no as-
sumptions on the nature of the data distribution other than smoothness (which
is required for generalization anyway), and since it is naturally adaptive to lo-
cal variation in intrinsic dimensionality, it has the inherent potential to allow
the ranking of outlier candidates even when the dimensional characteristics are
highly non-uniform.

4 Experimental Evaluation

For the experimental evaluation, we compare LID as an outlier measure to the re-
sults in the benchmark collection of Campos et al. [10], that are completely avail-
able online.5 The competing methods in the repository are classic neighborhood-
based methods, namely kNN [50], kNN-weight (kNNW) [3, 4], ODIN (Outlier
Detection using Indegree Number) [19], LOF (Local Outlier Factor) [7], Sim-
plifiedLOF [57], COF (Connectivity-based Outlier Factor) [60], INFLO (Influ-
enced Outlierness) [34], LoOP (Local Outlier Probabilities) [38], LDOF (Local
5 http://www.dbs.ifi.lmu.de/research/outlier-evaluation
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Fig. 1. Distribution of LID estimates for different datasets.

Distance-based Outlier Factor) [62], LDF (Local Density Factor) [42], KDEOS
(Kernel Density Estimation Outlier Score) [56], and FastABOD (Fast Angle-
Based Outlier Detection), a variant of angle-based outlier detection (ABOD) [40].
We additionally include ISOS [54], which is a significantly more complicated
approach based on stochastic neighbor weight distribution involving intrinsic
dimensionality.

We test LID, using the Hill estimator for estimating LID in the same frame-
work ELKI [55] as the experiments in the benchmark collection [10]. We also use
the same settings (ranging the neighborhood size up to 100, if the dataset is not
smaller), on the same datasets, and the same performance measures.

The intrinsic dimensionality average values of all the datasets in this bench-
mark repository are fairly low. We plot the distribution of LID values over the
different datasets (we include the normalized dataset variants without duplicates
and with a range of 3-5% of outliers) in Figure 1. While the majority of local
estimates of the intrinsic dimensionality is in the order of 10, some values in each
dataset are several orders of magnitude larger, hinting at outlierness.

As this benchmark repository contains more than 1000 datasets as variants
of these 23 basis datasets, we resort to summary plots on the average perfor-
mance for a general picture of the usefulness of local intrinsic dimensionality as a
measure of outlierness. A main summary for the comparison of methods is given
in Figure 2. These plots allow to compare the average performances of the tested
methods in terms of the average precision over all datasets (Figure 2(a)), the av-
erage performance with the best parameter choice (Figure 2(b)), and the average
performance within a window of size 5 (Figure 2(c)) and 10 (Figure 2(d)) around
the best parameter choice. For each method and setting, we report the mean and
the standard error as aggregated over all datasets with various proportions of
outliers (we restrict the analysis to the normalized datasets without duplicates,
following Campos et al. [10]). While LID is on average worse than most of the
classic methods (we would not expect a straightforward application of LID as
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Fig. 2. Performance of methods averaged over all datasets (normalized, without dupli-
cates).

outlier measure to beat established methods), it is still in the main field and
better than some of the established methods such as KDEOS and ISOS.

While these plots show the average performance over all datasets of a certain
characteristic, it should be noted that of course different methods can excel on
different datasets. Also the local intrinsic dimensionality as an outlier measure
reaches a better peak performance than other methods on several datasets and
with several quality measures. Just as examples, we show the performance of all
methods over all choices of the neighborhood size (k) on two datasets in terms
of average precision and of ROC AUC (the measures are discussed by Campos
et al. [10]) in Figures 3 and 4.

On Parkinson (a smaller dataset), LID reaches optimal average precision
(Fig. 3(a)) and ROC AUC (Fig. 3(b)) for a range of 6 choices of the neighborhood
size and is still much better than all other methods on a larger range around
these optimal values. The second example InternetAds is a medium-size (in this
variant 1630 objects, 32 outliers), but high dimensional (1555 attributes) dataset.
Here the quality of LID increases slightly (w.r.t. average precision, Fig. 4(a)) or
remains rather stable (w.r.t. ROC AUC, Fig. 4(b)) when the neighborhood size
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Fig. 3. Example: performance of the methods over all parameter settings w.r.t. to
average precision and ROC AUC, dataset Parkinson (without duplicates, normalized,
10% outliers, random version 1).

approaches k = 100, in both measures outperforming the other methods by a
large margin.

However, individual results on individual datasets are a proof of concept at
best. From the average performance over many datasets as depicted in Figure 2
we can conclude more generally that the local intrinsic dimensionality as a mea-
sure of outlierness is in rough correlation with various established methods, while
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Fig. 4. Example: performance of the methods over all parameter settings w.r.t. to
average precision and ROC AUC, dataset InternetAds (without duplicates, normalized,
2% outliers, random version 2).

contributing different aspects to the corpus of outlier measures. Note that we
kept the neighborhood size in the range that was tested by Campos et al. [10]
(up to k = 100). For most methods, the performance varies considerably with
k, while there are no rules known on how to choose k. For LID (but also ISOS)
however, we can expect that it performs better with larger k, in particular with
k � 100 for larger datasets. In the interest of maintaining a comparable setting
to Campos et al. [10], however, we kept k in the same range for all methods.



5 Conclusion
We showed theoretically and empirically that Local Intrinsic Dimensionality
(LID) is a reasonable candidate to estimate the outlierness of data objects. De-
spite being outperformed by some of the other methods tested, on average LID
is nevertheless of comparable quality for many datasets. At the same time, there
are datasets, where LID clearly outperforms other methods.

As LID is based on different principles of estimating outlierness than the
established methods (using density estimates in different variants), LID would
most likely make a good addition to ensembles comprising different base outlier
detectors [39, 63]. To explore the potential of LID for ensembles is therefore an
interesting topic for future research. In particular, it remains to be established
exactly whether more complex formulations involving LID could achieve even
better performance.
Acknowledgments. M. E. Houle supported by JSPS Kakenhi Kiban (B) Re-
search Grant 18H03296.
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